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June 15, 2022



Abstract

The estimation of demographics from image data, and in particular of gender and age, is a
subject with an extensive amount of applications. However, current state-of-the-art is not
entirely focused on realistic and unconstrained scenarios, which makes those approaches
unusable for certain real-life settings. This thesis analyzes the issue of robust age and gen-
der prediction, and proposes a new paradigm to build upon an alternative framework from
which methods that are more capable in realistic situations can be developed. Namely,
we present a method based on Deep Neural Networks (DNNs) that acts as an ensemble
model, including predictions from both corporal and facial features. Thus, our model can
act both when faces are not very visible or are occluded, and can take advantage of the
extra information when they are visible. The system presented combines multiple off-the-
shelf models such as RetinaFace and ShuffleNet for facial tasks, and Faster R-CNN with
ResNet backbone pre-trained on COCO for human detection. From my side, a module
was trained to predict gender and age based on body detections, where EfficientNet is
used as backbone. Consequently, it was demonstrated that body-based models have the
capacity to be more resilient.

Resum

L’estimació de grups demogràfics a partir d’imatges, i en particular pel que fa a l’estimació
d’edat i sexe, és un sector amb un ampli ventall d’aplicacions. Tanmateix, l’estat de l’art
actual està poc encarat a escenaris realistes que no contemplen cap mena de restriccions,
la qual cosa fa que els seus mètodes siguin inservibles per certs tipus de dades de la vida
real. Aquesta tesi analitza la qüestió de la predicció robusta per sexe i edat, i proposa un
nou paradigma per construir un marc de treball alternatiu des d’on desenvolupar mètodes
més capaços d’actuar en situacions realistes. En concret, es demostra emṕıricament com
l’estat de l’art basat en trets facials no és capaç d’actuar al nostre conjunt de dades
que representen aquestes situacions realistes, i presentem un mètode basat en Xarxes
Neuronals Profundes (DNNs, per la seva abreviació en anglès) que actua com un model
de predicció conjunta, incloent-hi prediccions fetes a partir de caracteŕıstiques extretes de
tot el cos a més a més de les aconseguides a través del rostre. Això permet al model actuar
quan les cares són poc visibles o estan obstrüıdes, i aprofitar-se de la informació addicional
quan aquestes són visibles. El sistema presentat combina diversos models aplicats en fred,
com per exemple RetinaFace i ShuffleNet per tasques facials, i una Faster R-CNN pre-
entrenada amb COCO amb una ResNet com a model vertebral per detecció humana. Per
la meva part, també s’ha entrenat un mòdul per predir sexe i edat a partir de deteccions
corporals, on es fa servir EfficientNet com a vertebral. Consegüentment, s’ha demostrat
que els models basats en cos tenen la capacitat de ser més resilients.

Keywords: Computer Vision, Deep Learning, In-the-wild, Human detection, Face de-
tection, Age recognition, Gender recognition.
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Chapter 1

Introduction

Arti�cial Intelligence (AI) has played an important role in the latest technological
innovations in many �elds, and is being used by businesses in many sectors. Currently,
AI has achieved a remarked presence in the products and pipelines of leading companies
who seek to improve their productivity and competency over rival brands. Considering the
vast amount of content that these companies produce on a daily basis, AI has become a
key component in the path towards the automatization of most processes. The application
of AI-related techniques can be seen in a wide variety of sectors: from healthcare with
systems able to automatize triage, to business and economics for predicting trends and
designing policies, passing through agriculture to detect diseases in plants, and even in
education with personalized learning processes; AI has come to revolutionize our societies
in every sense.

Our project will involve the particular case of Computer Vision, which is one of the
most frequent AI techniques employed in the industries. The recent developments in Deep
Learning in Computer Vision over the past couple of decades have produced techniques
that managed to set new state-of-the-art standards in the �eld. Computer Vision has
seen a tremendous improvement over the now outdated classical approach to vision, and
this has provided many tools based on Neural Networks with which one can design and
train automated systems that can work with image-based data with remarkable accuracy,
easily managing to overcome performance of pre-Deep Learning methods. Despite all of
this, there is room for some fair criticism to these new approaches. Mainly, this increase
in performance comes at the cost of requiring prodigious amounts of training data and
computational resources to train the models and to use them for inference. Furthermore,
the lack of interpretability of such models is also a typical point of contention in circum-
stances where knowing why a certain decision is taken is arguably as important as the
decision itself.

Perhaps the best example of Computer Vision being used in a real-world setting would
be the renowned autonomous driving, although other more \mundane" tasks such as the
detection of cancerous tumors based on medical imagery, systems for crop grading and
sorting, or performance assessment in sports have also managed to leverage Computer
Vision to obtain excellent results.
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1.1 The Application

As the main introductory part of this project has stated, we will employ Computer
Vision to solve the requirements of Viume, which is an enterprise that o�ers Software as a
Service products, and is self-described as a company\Enabling personalized interactions
with each user through AI". As a matter of fact, this thesis is being developed during an
internship inside this company, where the research and development done in it constitutes
the foundations of this work.

Viume has been hired by other companies to develop di�erent projects. Its main area
of expertise resides in the fashion industry, helping e-commerces to create more scalable
pipelines for their sales. The tools used for such purposes are automated product tagging
and visual search. My project is focused towards the latter, which consists on looking for
similar items for each item of clothing that an e-commerce has.

Visual searchers can greatly bene�t from having demographic information regarding
the gender and approximate age of the clothes' target demographic. With it, conditions
to the search space for the clothes themselves can be applied, and thus better recom-
mendations can be formulated in order to narrow down the search in the database to
a reduced dataset, since they avoid major inconsistencies in the �nal results. However,
traditional approaches can face some di�culties when being applied in such contexts, as
they typically solely rely on facial attributes. Indeed, models in fashion magazines may
appear with their faces turned away from the camera, have been heavily retouched with
cosmetics and graphics editing, or simply have their faces cut o� from the image, all of
which can be rather troublesome for conventional methods.

Viume also has several projects outside the fashion market which are more related to
the in-site consumer experience (inside a museum, a supermarket, etc.). They consist on
�nding the behavioural patterns that a sub-group of people might have. For example,
children might always stop in front of the candy aisle, whereas adults do not.

Just as before with the fashion visual searcher, demographics play an important role
when it comes to a supermarket or museum's ability to engage their target audience. As
with any business open to the public, they both have a keen interest in studying how
the public interacts with their products. In order to have more information about the
visitors, it was proposed that CCTV cameras that are usually already installed can be
used to identify the gender and age of the visitors, and from here analyze the relation of
each demographic group with the expositions or products in display. Indeed, in order to
elaborate these patterns, each individual must be tagged, and some of the most popular
tags to use are gender and age. Going beyond, it can also be interesting to try sentiment
analysis to study the reaction to a certain exposition or product, but this is outside the
scope of this project. However, an important technical detail is worth considering here:
similarly to the fashion visual searcher, performing age and gender recognition in this
context might also prove to be di�cult if face-based methods were to be applied, as
CCTVs usually have low quality images and people normally stand relatively far from the
camera. As a result, the faces might appear to have a very low resolution, and therefore
facial attributes may not be usable.
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In summary, despite the active involvement of Computer Vision in the industry, it
became clear that there is a pressing need for a robust age and gender recognition approach
suitable for in-the-wild contexts. Even though facial traits contain much information
regarding both attributes, it is not wise to rely entirely on this source of information.
Therefore, this project is set to explore the possibility of inferring gender and age based
on learned body features in addition to facial features. In doing so, I hope to achieve a
level of robustness superior to most state of the art methods.

1.2 Objectives and Scope

This project was carried out through a student internship in Viume, a software com-
pany that provides AI-driven solutions to e-commerce platforms, in conjunction with
UPC's Image Processing Group from the Signal Theory and Communications Depart-
ment. The purpose of this collaboration was to perform R+D activities regarding the
task of gender and age recognition based on visual data. Consequently, I expected to
deliver a proof of concept of an alternative implementation to the current product, which
resulted in the integration of our new method into Viume's software. In accordance to
the aforementioned setting for this project, the following objectives were de�ned:

1. Perform comprehensive research in the state of the art technology for human detec-
tion (full-body and face detection) and gender/age recognition.

2. Look for external datasets and optimal methods for data augmentation for these
tasks.

3. Design, implement and train an architecture able to solve the problem of gender
and age recognition on the image dataset provided by Viume.

In achieving all these three objectives, I expect to have proven that the approach I
introduce is considerably more robust than other state-of-the-art methods, and is thus
better suited to perform in-the-wild than its counterparts.

1.3 Project Planning

To guide the project's development towards those goals, the following project planning
was designed, consisting of three main stages:

1. Preparation stage

The Project Proposal and Work Plan document was written and delivered, I ac-
quired Viume's dataset to familiarize myself with it and performed descriptive anal-
ysis as well as cleaning and formatting to suit subsequent development, whenever
necessary, and where an extensive research phase took place.

2. Design and development stage

First steps toward designing an initial architecture with iterative prototyping, as well
as the elaboration and delivery of a Project Critical Review document consisting
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of any possible changes to this preliminary planning, and ultimately the consoli-
dation of the product by performing a re�ned training and conducting a thorough
performance evaluation of what can be considered the de�nitive result.

3. Final stage

I assisted in maintaining the integrated model, wrote the report and prepared the
defense of this project.

All of these stages and tasks are summarized in this Gantt diagram:

Figure 1.1: Gantt diagram of the project planning.

1.3.1 Amendments to the initial planning

Certain unforeseen incidences have appeared so far during the development of the
project, thus entailing changes to the work plan that was initially proposed. In this
section, I will explain these incidences and how they a�ected the planning. Finally, I will
present the amended work plan which will serve as the �nal road map until the completion
of the project.

Incidences

The project started with minor incidences concerning the dataset that Viume, the
enterprise in which I am carrying out this project as an internship, was supposed to
deliver at the start of the project. However, owing to the need to formalize the contract
and con�dentiality agreement, this delivery was hold back for some weeks. Due to this
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delay, it was decided that the research phase would be moved forward until the dataset
could be transferred to me, even though ideally they would have been ready from the
start to allow me to familiarize with the data and therefore be more aware of what to
look for during the research. Moreover, when the dataset �nally arrived, it turned out
that the data had only gender annotations, and with fairly easy images. As a result, I
had to look for alternative sources of data to train a system capable of performing on a
in-the-wild context. Thus, I resorted to using datasets like CelebA [35] and MOT17 [38]
(from MOTChallenge benchmark [26]). Nevertheless, it is important to note that these
datasets have an academic license, meaning that they cannot be used for commercial
purposes. Therefore, it is necessary to distinguish between the contents of the thesis and
the product that will be �nally delivered to the enterprise. As a result, these datasets are
used freely inside the context of the thesis but, due to legal reasons, the product that will
be delivered to the enterprise will only consist of the �nal architecture (not trained on
any of the aforementioned datasets with academic license) and the research done in the
thesis.

During the Design and Development stage, despite having a fairly quick design of the
architecture, it took considerably longer than expected to start prototyping due to the
lack of adequate data and the need to construct data processing pipelines at this stage.
These issues could only had been avoided if there were datasets prepared for our tasks.
Unfortunately, this was not the case. Subsequently, another unexpected by-product of
this project is a pipeline of semi-automated labeling for face and body bounding boxes,
and gender and age labels. Even then, I am currently waiting for the curation process
to be completed in order to start properly training and testing my models, since up
until now only a small sequence was available, and the models easily over�t on it. The
prototyping has been extended up to the end of May, and so the activities in the Product
Consolidation, as well as the Release and Maintenance have been shortened to �t the
deadline. In contrast, the writing of the Final Report and the preparation for the defense
remain untouched. The writing of the Project Critical Review was also delayed in order
to take a more informed decision about the necessary changes to the project plan.

Modi�ed Work Plan

Following the above-mentioned incidences, the following modi�cations to the work
plan were adopted:

ˆ Viume dataset and Research phases have switched; Research was done before Viume
dataset.

ˆ The delivery of the PCR was postponed until the situation became clearer.

ˆ Iterative prototyping was massively extended to account for the various di�culties
encountered during the implementation of the prototypes.

ˆ Given the change on the Iterative Prototyping, Product Consolidation activities
were delayed and shortened.
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Consequently, this is the �nal Gantt diagram of the project:

Figure 1.2: Gantt diagram of the modi�ed project planning.
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Chapter 2

Related Work

In this section I am going to set the foundations upon which I have developed this
project. The �rst subsection will cover certain essential concepts concerning subjects re-
lated to Deep Learning in Computer Vision, the basics of detection and classi�cation in an
image data context, and data augmentation for Deep Learning in general. The following
subsection will then look into the latest advances for �elds closely related to my project,
such as full-body detection (normally in pedestrian contexts) and face detection, as well
as the state of the art in image feature extractors, architectures and data augmentation
speci�cally designed for the tasks of age and gender recognition.

2.1 Fundamentals

To to understand this project, it is paramount to set the basis of the current state of the
art in Computer Vision. Therefore, it is imperative to start by discussing the essential role
of Deep Learning, specially in terms of the addition of deeply-learned features from image
data, outperforming handcrafted and shallow-learned features in most circumstances. It
is mandatory to focus on feature extraction as it has been an essential aspect of the
image classi�cation and object detection pipelines, even before features were extracted
using neural networks. From this point, we can focus on the detection of objects and
image classi�cation using neural networks, introducing work that will be referenced later
on when we focus on performing these tasks on our particular case. Finally, given that
these types of models are notorious for requiring extensive and diverse datasets, I �nd it
�tting to explain and motivate the need for data augmentation in general terms {in the
next subsection we will study how to optimize said augmentation strategies for our own
speci�c kind of data.

2.1.1 Deep Learning in Computer Vision

Deep Learning has revolutionized the world of Computer Vision since its widespread
adoption in 2012, so much so that the �eld has progressed as much in 10 years than it
did with the preceding 50 years.
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To quickly summarize the approaches of the pre-Deep Learning era of Computer Vi-
sion, the �rst attempts at creating a system able to mimic the same capabilities as human
visual perception were based on taking a direct approach to perceiving and analyzing pat-
terns. Perhaps the most iconic of these are Template Matching [39], Histogram Matching
[3], and Histogram of Oriented Gradients [7], but these global appearance-based methods
had di�culties with changes to pose, illumination, occlusions, etc. Local features were
successful in solving this by breaking down the task into recognizing keypoints {parts of
the object that characterize it{, as proposed in Feature Matching using Scale-invariant
Feature Transforms [30]. Also a very popular method was the Viola-Jones algorithm [59],
which used several Haar-like features, mainly to detect faces.

Currently, though, most if not all approaches are based on Deep Neural Networks, and
in particular Convolutional Neural Networks (CNN). These allow us to use deeply learned
features which are the representation of visual patterns that the network is automatically
trained to recognize in order to minimize a loss function. This paradigm was proposed
in [24] with the introduction of AlexNet, a CNN that handedly outmatches other con-
temporary approaches on the ImageNet dataset. Needless to say, all succeeding research
was based on this result, �rst evolving to make the networks deeper, like VGG [50], then
de-sequentalize them by branching o� from the main 
ow, like GoogleNet [55], and �nally
they tried models that reintroduce previous activations later on in the network, the so-
called residual networks such as ResNet [15], thus helping the gradient propagate more
easily through the network.

Architectures aside, an equally important concept was the use of regulating factors
to avoid over�tting. One such method isdropout which, as proposed in [52], consists on
randomly \dropping out" (nullifying) some of the connections between layers, making it
harder for the neural network to rely on sample-dependent features to recognize individual
data samples, and therefore aiding it to learn features that can be generalized to other
samples. Another important invention is the addition of weight regularization to the loss
functions [5], and batch normalization [20] which, apart from having a regulatory e�ect
on the network, also reduces the internal covariate shift and instability in distributions of
layer activations and decreases the e�ect of weight initialization, leading to improvements
in training time and accuracy of the neural network.

2.1.2 Feature Extraction

As mentioned earlier, one of the game-changing e�ects that Deep Learning has had on
Computer Vision was the ability to extract rich features from image data. This feature
extraction is present in most if not all Computer Vision approaches [60, 32, 12, 11, 45,
44, 31] as it allows us to encode the information present in an image into a vector,
usually called feature vector or embedding. It is therefore used in both of the tasks
I will talk about later on {Object Detection and Image Classi�cation{ as it allows to
translate this visual information into a representation in a feature space. Moreover, as the
feature extraction and subsequent tasks are trained together, the network learns to extract
features that are adequate for the task at hand. This feature extraction are implemented
with CNNs typically referred to as backbones. The most classic and popular backbones
are AlexNet [23], VGG [50], and ResNet [15].
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A revolutionary idea that greatly improved performance in feature extraction was the
Feature Pyramid Network [27]. This design pattern leverages a combination of both loca-
tion rich features from early on in the network and semantically rich features of activations
after the dimensional bottleneck, thus obtaining features at di�erent resolutions as well
as a more complete description of the image at all these levels.

2.1.3 Object Detection

The task of Object Detection concerns the bounding box localization and classi�cation
of objects in images, and is perhaps one of the most research tasks due to the widely dif-
fering range of applications. The current cutting-edge detectors can be broken down into
two paradigms: two-stageand one-stage. Of course, the relation of performance between
the two is that two-stage approaches are more accurate, but also more computationally
demanding than their one-stage counterparts.

One-stage approaches , like YOLO [44], SSD [31], combine both phases of two-stage de-
tectors in a single one by performing a dense sampling of possible object locations, which
has the potential to be faster and simpler. Although currently they are still trailing be-
hind two-stage methods, recent research has started to close the gap between the two.
Given that these architectures rely on a single look at the image, optimizing the extrac-
tion of features as much as possible is paramount to allow subsequent tasks to perform
satisfactorily. As explained in subsection 2.1.2, the Feature Pyramid Networks design
pattern allows to combine good features both semantically and location-wise, at multiple
levels of resolution. The having these properties in object detection implies that we are
able to sample proposals of several di�erent sizes and with features that allow to directly
classify the object without the need for a second stage. Accordingly, many of the current
one-stage approaches use some kind of feature pyramid in their architecture [58, 65, 10].
In addition, since one-stage methods use a densely sample possible object locations, they
often have trouble with sparse images where the extreme foreground-background class
imbalance encountered during training of dense detectors results in false negatives due
to the model's risk adverseness to predicting a minority class. The introduction of Focal
Loss [28] helped solve this issue by customizing the cross entropy loss such that the loss
from well-classi�ed positive examples is diminished by a focus factor, hence encouraging
the model to accept proposals.

Two-stage approaches , typically represented by the R-CNN family of models (from R-
CNN [12], to Fast R-CNN [11], and later Faster R-CNN [45]), normally apply a classi�er
to a sparse set of candidate object locations created using a Region Proposal Network
to predict the class of the object and also re�ne the bounding boxes of the proposed
locations. As one-stage approaches will more than certainly always hold a competitive
advantage when it comes to speed compared to two-stage, improvements with two-stage
have also looked to improve the quality of the predictions. Just as before, FPNs have been
a good addition to the main feature extraction stage, although not as impactful as it was
with one-stage. However, the focus, rather than on the model itself, has shifted towards
other relevant issues {specially in regards to the training process{ such as correcting
imbalances (e.g. IoU-balanced sampling, balanced feature pyramid, and balanced L1
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loss) throughout the architecture [40], changing the region proposal methods [53], and
optimizing the training process [62].

2.1.4 Image Classi�cation

The task of Image Classi�cation is the cornerstone of Computer Vision. The �rst ap-
plications of CNNs in Computer Vision was for this task. All implementations essentially
boil down to having two stages: to extract the features as commented in subsection 2.1.2,
and another one to classify based on the feature map generated by the extractor. This
second step was initially done using Support Vector Machines (SVMs) on top, with each
SVM trained on the feature map to classify with respect to a single class (hinge loss) [57].
However, this was quickly phased-out in favour of adding a small Multi-Layer Perceptron
(MLP) instead of the SVM, popularized by the previously mentioned AlexNet [24]. MLPs
have the advantage of allowing to easily scaling up respect the number of classes, and also
of jointly predicting all the classes.

2.1.5 Data Augmentation

Up until now, we have analyzed how neural networks can be applied to solve many
of the problems. However, an essential requirement for these techniques to work is the
availability of large volumes of data, and with enough diversity to represent as much of the
target distribution of data as possible. Moreover, considering that our research is aimed
at in-the-wild contexts, it is especially crucial for us to ensure our models are robust
enough to maintain an acceptable performance even on the least imaginable of scenarios.
To address this need, the standard procedure is to implement Data Augmentation in the
training process. Data Augmentation refers to the practise of applying transformations to
existing data in order to derive new samples. In doing this, we can generate enough new
data to avoid over�tting, and even guide the training process into learning the features we
are interested in recognizing, although this second option will be explored more in-depth
in subsequent sections 2.2.3 and 3.3.

The typical approaches to Data Augmentation are based on performing random trans-
formations such as rotation, changes to hue and illumination, perspective, 
ipping the
image, etc. [49], although since the introduction of Generative Adversarial Networks
(GANs) [14], new approaches featuring adversarial transformations can also be found [42,
37].

2.2 State of the Art

Having de�ned the basics with the summarized background and current research focus
with respect to the primary tasks of our project, we move on to see their latest advances.
In particular, we will focus on those that work on the same or similar context to ours in
terms of the human face and body detection, as well as the recognition of gender and/or
age based on visual data, and �nally data augmentation techniques designed speci�cally
to aid the training of human detection and classi�cation models.
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2.2.1 Latest on Feature Extraction

Feature extraction, a key component of the Computer Vision pipeline, has seen many
new approaches in the design of backbones. A new interest in this sub-�eld was light-
ening the models while preserving the current performance. In this regard, models like
MobileNetV2 [46] and its successor, MobileNetV3 [17], have successfully leveraged what
they call the \inverted residual blocks", which are much lighter than the regular resid-
ual blocks (MobileNetV2) and then added the \Squeeze-and-Excitation" blocks [18] to
explicitly model interdependencies between channels thus helping generalization (Mo-
bileNetV3). As a consequence, they maintained a competitive accuracy while drastically
reducing inference time. Another family of lightweight models is E�cientNet [56], who
are able to slightly diminish the size of the model, while actually even improving the per-
formance by\carefully balancing network depth, width, and resolution", represented by
their \compound coe�cient". Incidentally, they were able to surpass the famous ResNet
family both in accuracy and in having a lower number of parameters.

Approaches using transformers have also seen some success. Although initially being
conceived to work in tasks related to Natural Language Processing (NLP), transformers
have recently made their way into vision, and these �rst results suggest that this is a
promising approach. The VisionTransformer [9] interprets an image as a sequence of
patches and uses Transformer encoder as used in NLP to process them semantically.
Furthermore, the fact that it uses such attention mechanisms mean that it is considerably
more interpretable than any other DL-based vision model.

Finally, the latest breakthrough in backbone design came out earlier this year. Con-
vNeXt [34] is a CNN that can be de�ned as a mix of a ResNeXt [61] and a Swin Trans-
former (Swin-T) [33], incorporating the grouped and depth-wise convolutions from the
former and, from the latter, \patchifying" the convolutions, using inverted bottlenecks
and a single activation function for each ConvNeXt block, substituting ReLUs and Batch
Normalization layers for Gaussian Error Linear Units (GELUs) [16] and Layer Normal-
ization, as well as a stage compute ratio similar to that used by Swin-T. As a result,
they have managed to create a ConvNet that surpasses the latest transformer approaches
while staying relatively low on model size, as seen in Figure 2.1. Be that as it may, it is
worth pointing out that the researchers of this paper have eluded adding the results of
E�cientNet [56], which has quite comparable results in the ImageNet-22K Pre-trained.

2.2.2 Age and Gender Recognition

As discussed in the introduction, nearly all of the state-of-the-art approaches for gender
and age recognition have focused on acquiring facial features. Due to intra-class variation
of facial images (occlusion, lighting, scale, pose), current models are still under the accu-
racy level necessary in real-world applications. In order to overcome this, [1] proposes to
tackle both tasks at the same time by multitask architecture to jointly predict age and
gender, and also to feed the gender prediction to the age classi�cation head. This has
shown to increase the accuracy with respect to models trained on separate tasks.
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Figure 2.1: Results of ConvNeXt compared to other backbones, courtesy of Liu et al. [34].

Another paper, [21], has looked into more detail how to properly structure MLPs in
order to maximize the model's ability to generalize, empirically showing that the appro-
priate combination of dropout, batch normalization, and skip connections between the
fully connected layers can optimize the performance of the model.

Finally, [51] explores the ability of pre-trained networks to adapt to age and gender
recognition. By applying their transfer learning techniques, they were able to surpass
other state-of-the-art models with a VGG network. Additionally, this paper also infuses a
relationship between age and gender predictions by having separate models for predicting
age for men and women.

2.2.3 Data Augmentation for Human Detection and Classi�ca-
tion

Data augmentation is a delicate when dealing matter with small and sensitive features.
A badly designed transformation may produce synthetic data that does not contain the
features we might be interested in detecting, or even introduce artifacts, which can lead
to counterproductive outcomes, as we would be further shifting the distribution of our
training data from the natural data.

For the task of human detection, or similarly pedestrian detection, many attempts
at generating realistic data have been tried. As [4] points out, it is harder to synthesize
realistic samples from zero than it is from pre-existing real humans. Thus, they propose
a framework called Shape Transformation-based Dataset Augmentation which, based on
a seed corpus of real instances, it creates augmented data by �rst running a shape-guided
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deformation (basically wrapping the initial pose into another one) on the instance, and
then changing the surroundings with the Environment Adaptation module (lighting and
hue consistent with context) to �nally create a novel data-point. However, other propos-
als are more in line with directly making the task of the recognition model more di�cult
during training by introducing \realistic" occlusions and blurring. In the paper [43] in
particular, they explore the option of using keypoint detection to speci�cally target them
with occlusions such as blurring and cutouts to minimally distort the images, while at-
tacking parts of the image with important information. However, they conclude that the
introduction of rectangle shapes, especially those that seem very much out of place (e.g.
black cutouts), can introduce unusual artefacts because natural occlusions can have arbi-
trary shapes. This is again con�rmed by another paper [6], which strongly advocates for
mild patch transformations, such as data augmentations in the form of stylized (switching
illumination conditions; day to night) and Gaussian augmentations signi�cantly improve
the robustness of the model. Other approaches such as KeepAugment [13] simply �nd
the most salient regions and avoid applying transformations to it, although the e�ec-
tiveness of this approach is debatable considering that we are trying to have a robust
interpretability of precisely these regions. In summary, there is quite a lot of research
arguing against techniques such as the one proposed in [66], where random parts of the
image are substituted by noise, instead supporting the idea of transforming the salient
regions of the images without introducing unnatural artifacts that can confuse models
trained with them.

As an interesting note, there have been proposals of using adversarial training to have
an occluding generator and a classifying discriminator train against one another. Such
is the case in [41], where a generator outputs learned optimal transformations, including
rotation degrees, scaling and region occlusion, in order to decrease the performance of the
adversarial classi�er.

19



Chapter 3

Methodology

The aim of this project is to have a proof of concept when it comes to improving
age and gender recognition capabilities in-the-wild, which we mainly attempt to tackle
through the addition of features extracted from the body. Hence, the four pillars that
constitute the essence of this study are the employed data, the architectures that have
been experimented, the training process for these architectures and, �nally, the criteria
used to evaluate their performance. All of these aspects will be explained in detail in this
section.

3.1 Data

Data is at the core of any system based on machine learning. This is especially
true when we talk about deep learning, since considerably more data is needed to train
neural networks compared to other classic models. What is more, the data also needs to
accommodate the tasks we want to train our model on. Along these lines, we do not only
require extensive datasets, but also quality data that is �ttingly annotated according to
the task of age and gender recognition in-the-wild.

Consequently, the ideal dataset for our project would conform to the following speci-
�cations:

ˆ Images must contain unconstrained scenarios with foreground individuals at a close
to mid distance (around 1 to 10 meters) from the camera.

ˆ Given the requirements for body detection, the data ought to be annotated with
bounding boxes indicating the position of the whole body of every person inside the
image.

ˆ Given the requirements for face detection, the data ought to be annotated with
bounding boxes indicating the position of every visible face inside the image, and
linked to the corresponding body bounding box.

ˆ Given the requirements for gender and age recognition, every person with an anno-
tated body bounding box should be classi�ed by gender (intoMan or Woman), and
by age (into Young, Adult , or Old).
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These desiderata, however, are impossible to obtain in practice, as existing datasets
are usually designed with existing paradigms in mind, and therefore new approaches often
have to rely on creating their own tailor-made data to suit their niche. As the standard
approach to estimating age and gender is facial data, there are many datasets with facial
bounding boxes and labels for age and gender. The most noteworthy datasets for these
approaches are CelebA [35] and UTKFace [64]. Apart from that, another type of dataset
we are also interested in are those for pedestrian detection, as they are comprised of in-
the-wild images with annotations for detecting humans which are even identi�ed with ID
connecting them throughout the frames for tracking. A prime example of such datasets
is the family from MOTChallenge [26] and, in particular, we will be looking at MOT17
[38]. Finally, Viume has also contributed a sampled version of the MMFashion dataset to
validate my implementations on a type of data similar to what they are managing.

3.1.1 Adherence to non-commercial research licence

Before delving into the details of the datasets, the reader might be wondering why
some of them are being considered when this project is being developed as an internship
in an enterprise, while these datasets have a non-commercial research licence. Hence, I
�nd it relevant to provide clari�cation regarding their usage and how it will a�ect all parts
involved.

It is important to make a distinction between the thesis and the product received by
the enterprise. The former is purely academic, invested solely on con�rming or disproving
the hypothesis that we introduced up until now. The latter will be comprised of all the
software and models (with untrained parameters, or trained with data from the enterprise)
implemented throughout the internship. Implicitly, these datasets will not contribute to
the enterprise in any shape or form.

3.1.2 Employed Datasets

As explained in Section 3.1, four datasets were initially considered: CelebA, UTKFace,
MOT17 and MMFashion. However, in the end, the �rst two were set aside because of
their unsuitability regarding their lack of body annotations and especially the context of
the images since, as we see in Figures 3.1 and 3.2, their images are often of high quality
and with the faces visible, specially UTKFace. Annotation-wise, CelebA is composed
of 40 binary attributes, including Man/Woman and Young/Not-Young as well as facial
bounding boxes, while UTKFace's annotations consist of age, gender, and ethnicity, in
addition to landmarks, but no facial bounding box. In contrast, MOT17 provides street
data with pedestrian annotations (body bounding boxes and track IDs), despite not having
age and gender labels, which is something we tackle in Section 3.1.3. The MMFashion
dataset (see samples in Figure 3.3), as it does not contain any labels, will only be used
to visually con�rm that the models are able to generalize to out-of-distribution datasets,
without playing a major role in the �nal results. Therefore, the main data I have worked
with is that from MOT17, and the extra customizations I have performed on it.
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Figure 3.1: Sample images from UTKFace dataset.

Figure 3.2: Sample images from CelebA dataset.

Figure 3.3: Sample images from MMFashion dataset.
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MOTChallenge

The Computer Vision community relies on having centralized benchmarks to set stan-
dards for the evaluation of performance in multiple research �elds. Similarly, MOTChal-
lenge Benchmark's objective is to\pave the way for a uni�ed framework towards more
meaningful quanti�cation of multi-target tracking" .

The benchmark consists of several tracking sequences, such as the ones shown in
Figure 3.4, that depict pedestrians in public spaces. However, since we are interested in
a model that would work mainly with close-range images with 
at perspectives, we are
not interested in using sequences such as the one in the top-left corner, but rather those
that are closer to ground view, especially if they are in-doors such as the sequence in the
top-right corner. As a consequence, 9 sequences are kept out of the 14 sequences in the
original dataset.

Figure 3.4: Sample images from MOT17 with ground truth detections.

The ground truth �le contains the annotations with the following format:

<frame>, <id>, <bb left>, <bb top>, <bb width>, <bb height>, <conf>, <x>, <y>, <z>

We are only interested in the frame identi�er (<frame>) and the bounding box (<bb left>,
<bb top>, <bb width>, <bb height> ) since we are not doing tracking (no need for
<id>), nor 3D detections (no need for<x>, <y>, <z> coordinates, which are -1 in 2D
challenge ground truths anyway). Indeed, we still need additional annotations for face
bounding box, age, and gender. In Section 3.1.3, this issue is addressed with a semi-
automatic labelling pipeline that allows us to complete the requirements for the anno-
tations with considerably less e�ort than would be necessary if we were to annotate the
data from scratch.
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In essence, and without going into much detail, this semi-automatic labelling pipeline
adds a facial bounding box, a boolean value representing 1 forMan and 0 for Woman,
and a value in f 0, 1, 2g representingYoung (approx. 0-201 year olds), Adult (approx.
20-601 year olds), andOld (approx. 60+1 year olds) to a pre-existing detection. In doing
so, we obtain a population of whose gender classes are evenly distributed (see Figure 3.6)
but, as can be seen in Figure 3.7, the distribution of the classes of age is heavily biased
towards the Adult label, probably due to it representing a range of ages that, compared
to the other two values, correspond to many more people. This is, of course, something
I had to work to correct with regards to the training of the model to avoid it developing
a bias towards predicting the majority class (see Section 3.3), but also to provide a fair
evaluation of the model's performance by looking at the Mean Class Accuracy for ages
(as explained in subsection 3.4.3), rather than the overall age accuracy. Additionally,
looking at the joint distribution of age and gender (see Figure 3.5) it is worth noting that
in the Old population there are more than 3 times more women than men. This might
incur another bias if the model learns that when predictingOld it has a high chance of
being correct by predictingWoman. This possible bias in the predictions will be studied
in more detail during the training process, as explained in Section 3.3.

Figure 3.5: Co-occurrence frequency counts between Age and Gender.

1The decision to divide the ages into these bins was taken by the enterprise, who took part in the
labelling process.
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Figure 3.6: Distribution of Gender.

Figure 3.7: Distribution of Age.
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3.1.3 Data Transformation Pipeline

The data extracted from the MOTChallenge has to be subjected to several trans-
formations before being ready to be used. There are three main stages in the pipeline:
pre-processing, where data is reformatted and properly con�gured inside the project's
working directory, semi-automated labelling, in which the original ground truths for the
sequences are extended to accommodate our needs, and �nally data loading, where data
is augmented (during training) and arranged into a PyTorch-compatible format. The
following subsections will dive into more detail for each one of them.

Pre-processing

Given that datasets are downloaded to an unknown location and in di�erent formats,
the �rst requirement for our pipeline is to make the data readily accessible for the rest of
the process. As a result, thepathset creation.py script can dynamically create multiple
pathsets2 with minimal interaction from the user. Another great bene�t of having this
process is the standardization of the data structure, which facilitates the rest of the
pipeline. Therefore, a pathset will contain animgpath.txt �le, which contains the paths
to all the images of the dataset, and anannotations directory, which will initially only
contain the existing ground truth data.

Semi-automated Labelling

The main objective for this part of the pipeline was to generate the missing labels
with the minimal e�ort possible. Since creating them from scratch would have been
an extremely costly a�air, our approach consists in taking state-of-the-art models and
applying them to generate a �rst approximation of the labels for us, which we can then
curate more easily.

In particular, we require a model to detect the faces, a model to estimate the age and
another one to estimate the gender. Perhaps one of the best frameworks out there that
combines all of these tasks is DeepFace [48, 47]. Of course, I am unable to provide a
numerical evaluation of its performance given that I am using it precisely to generate the
ground truth, but in Figure 3.8 there are some images visually showcasing its potential.
As can be seen, most of the faces one would expect to be detected are accounted for,
but when it comes to the prediction of age and gender, we can see the clear de�ciencies
that face-based models have in unconstrained contexts, let alone all the people that were
not predicted simply because their face was not showing. Even when faces are visible,
we can see that those at longer distances in the top two images are sometimes classi�ed
incorrectly.

After �ltering out the ground truth detections that were not assigned to a human,
I use the overlap between the body and face bounding boxes to set the correspondence
between the ground truth and the synthetic annotations, and the pairing is done with my
own implementation of the Hungarian algorithm [25] based on IoU to decide the pair-up.

2Pathset: dataset containing the paths and annotations, but not the images.
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