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Abstract

With the widespread adoption of Artificial Intelligence (Al) in the coding land-
scape, through the emergence of Large Language Models (LLMSs), verification is
more critical than ever, both in software and hardware development. As LLMs be-
gin to automate the creation and modification of hardware designs, ensuring that
these changes do not compromise existing functionality is crucial for establishing
trust in Al-driven workflows. We present a novel framework that leverages LLMs
to generate and analyse System\Verilog Assertions (SVA) for Register Transfer Level
(RTL) modules. The framework not only automates assertion generation but also
introduces a snapshot methodology: capturing the current functionality of a design
as a set of formal assertions, which can be used to verify future changes, regardless
of whether humans or an Al makes them. This methodology includes duplicate de-
tection, property set extension, and iterative repair of failing assertions using LLMs
and automatic methods, with formal evaluation via the industry-standard Formal
Property Verification (FPV) tool JasperFPV, from Cadence Design Systems. The
proposal has been evaluated using various LLMs and RTL modules to assess the
general performance of the tool and that of its di[erent stages.
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Resum

Amb I’'amplia adopcio de I’Intel - ligéncia Artificial (IA) en el mon de la progra-
macio, a través de I'aparicio dels Grans Models de Llenguatge (LLM), el procés de
verificacid &s més crucial que mai, tant en software com hardware. A mesura que
els LLMs comencen a automatitzar la creacid i modificacid de dissenys hardware,
assegurar-se que aquests canvis no trenquen la funcionalitat ja existent &s crucial
per desenvolupar confianga en aquests processos dirigits per IA. Presentem una nova
eina que aprofita els LLMs per generar i analitzar SytemVerilog Assertions (SVA)
per moduls Register Transfer Level (RTL). L’eina no només automatitza la generacio
d’assertions, sind també introdueix una metodologia d’instantania: capturant la fun-
cionalitat actual d’un disseny com un conjunt de propietats formals, que poden ser
usades per verificar canvis futurs, independentment de si son fets per humans o 1A.
Aguesta metodologia inclou deteccid de propietats duplicades, expansio del conjunt
de propietats i reparacio iterativa de propietats que fallen utilitzant LLMs i métodes
automatics a través de I'avaluacido formal via I'eina estandard de Formal Property
Verification (FPV) en la indUstria, JasperFPV, de Cadence Design Systems. La
proposta ha estat avaluada usant diferents LLMs i moduls RTL per determinar el
rendiment general de I'eina i de cada una de les seves fases.

Paraules Clau: Verificacido Formal, LLM, generacié de SVA, RTL, Propietat



Resumen

Con la amplia adopcion de la Inteligencia Artificial (1A) en el mundo de la pro-
gramacion, a través de la aparicion de los Grandes Modelos de Lenguaje (LLM), el
proceso de verificacion es mas crucial que nunca, tanto en software como en hard-
ware. A medida que los LLMs comienzan a automatizar la creacion y modificacion
de disefios hardware, asegurarse de que estos cambios no rompan la funcionalidad ya
existente es crucial para desarrollar confianza en estos procesos dirigidos por 1A. Pre-
sentamos una nueva herramienta que aprovecha los LLMs para generar y analizar
SystemVerilog Assertions (SVA) para moddulos Register Transfer Level (RTL). La
herramienta no solo automatiza la generacion de assertions, sino que también in-
troduce una metodologia de instantanea: capturando la funcionalidad actual de un
disefio como un conjunto de propiedades formales, que pueden ser usadas para veri-
ficar cambios futuros, independientemente de si son hechos por humanos o 1A. Esta
metodologia incluye deteccion de propiedades duplicadas, expansion del conjunto
de propiedades y reparacion iterativa de propiedades que fallan utilizando LLM y
métodos automaticos a través de la evaluacion formal via la herramienta estandar
de FPV en la industria, JasperFPV, de Cadence Design Systems. La propuesta
ha estado evaluada usando diferentes LLMs y modulos RTL para determinar el
rendimiento general de la herramienta y de cada una de sus fases.

Palabras Clave: Verificacion Formal, LLM, generacion de SVA, RTL, Propiedad
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1 Introduction and Motivation

1.1 Contextualisation
1.1.1 Importance of RTL Veri cation

RTL veri cation is the initial veri cation step in the pre-silicon veri cation stage of

the integrated digital circuit design ow. After verifying the RTL, several veri cation
steps follow to reach higher levels of certainty that our design works as expected.
These include timing closure, LEC or LVS. LEC in particular does not check any
speci ¢ aspect of the design itself; it checks whether the RTL, taken as a golden
reference, is equivalent to the netlist automatically generated by the EDA tool.
Nevertheless, these posterior veri cation steps check di erent aspects, assuming that
the initial RTL is functionally correct. That is, there is an enormous amount of
responsibility deposited in those who design or verify the RTL.

In terms of cost, bugs appearing later in the design cycle are exponentially more
expensive to x. Figure [31] provides a visual representation of this phenomenon,
outlining the costs of bug nding and bug xing at each development stage. It also
provides the increment in price with respect to the initial stage. Therefore, catching
them early is key. The more bugs we can catch before silicon, the better, and if we
can catch them all before the physical design, even better.

Figure 1: \Cost of Finding and Fixing a Bug at Various Development Stages for a
5 nm ASIC". Source: [31].

The process of veri cation encompasses all the processes undertaken to check
the correctness of a design, given a design speci cation. Validation is the process
by which the correctness of the design is checked, given the target user needs [83].
The complexity of RTL increases in line with Moore's Law, making both of these
processes all the more challenging [98]. Figure 2 highlights how this complexity
increase impacts costs, with costs doubling at each jump in technology node, and
veri cation being the most expensive.



Figure 2: \IC Verication and Validation Cost by Process Node Feature Size"
Source: [31].

1.1.2 RTL Veri cation Methodologies

On the one hand, we have traditional simulation-based veri cation, which remains
the most widely used approach to verify RTL designs, nearly always powered by the
UVM. This approach has several advantages. The UVM o ers a lot of exibility
when designing veri cation testbenches, and hence it promotes reusability with ver-
| cation codebases. At the same time, UVM testbenches are written in SystemVer-
ilog, but any programmer with experience in C-like languages with some knowledge
in parallel programming, synchronisation, and inter-process communication will not
face many troubles when starting to tackle the creation of a testbench. In short,
writing veri cation testbenches does not require a very specialised knowledge of the
language in most cases. The most challenging concepts for newcomers to grasp
are related to timing within testbenches and how to interact with the RTL design
properly. Therefore, adopting this veri cation methodology becomes a comfortable
approach for an organisation.

However, simulation-based veri cation is not without its drawbacks. The main
drawback is its limitation when trying to verify the design exhaustively. Simulation-
based veri cation revolves around generating tests. These tests can be written
manually, which is, of course, the most time-consuming approach, or automatically,
which is supported by the UVM. UVM testbenches support randomised tests, tests
in which values are generated randomly to drive the DUT's interface signals. This
generation is commonly referred to as constrained-randomisation, given that the
test vectors are generated with the constraints of the signals of the DUT's interface.
This approach is very powerful and can be used to create a large number of tests
in a short period of time. Unfortunately, randomised tests are not enough to fully
verify the design.

The standard metric to track progress in simulation-based veri cation environ-
ments is coverage. There are many coverage metrics, but the two basic ones are
code coverage and functional coverage. Code coverage is typically enabled in the
simulation tool, which automatically collects data on which lines of the RTL design
have been stimulated during simulation. Secondly, functional coverage is naturally

2
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derived from the design speci cations and must be explicitly de ned within the ver-

I cation environment. A good example is the opcodes of an ISA. We have all these
operations separated into di erent categories, each categorised by its opcode, which
in turn has subcategories for memory operations, arithmetic operations, and so on.
In a veri cation plan, we would establish that we want to simulate and cover all of
these operations to check their correctness, and we would use functional coverage to
track the progress of this e ort. It's no use having a very simple functional coverage
de ned to achieve 100% coverage as soon as possible. The approach should be to
de ne the functional coverage so that we aim to cover as many, if not all, of the
most essential features of the design. The tradeo here is that simulation is very
costly in terms of time, so we will probably never reach 100% of the initially de ned
coverage, or we will have to de ne a functional coverage separated into stages, from
least to most ambitious, and try to nish all these stages before the veri cation stage
is over. Figure 3 illustrates an example of specifying functional coverage in SV. The
covergroup construct encompasses a set @bverpoints , which are tied directly

to signals of the RTL design. It is in thecoverpoint where we de ne which values
we want to track for that signal. In the example from Figure 3, we have an address
signal for which we want to track whether it is simulated with values ranging from

0 to 3. For the menop signal, we have two possible operations: read or write. The
nal construct highlighted in this example is the cross construct, which allows the
creation of a coverpoint generated as a combination of two or more coverpoints.
The addrXmemopvill track whether we have read and written to all four addresses
during simulations.

/I Define covergroup to track memory accesses
covergroup mem_access_cg @fosedge clk);
/I Coverpoint for addresses (assuming 4 possible addresses)
coverpoint addr {
bins addr_bins[] = {[0:3]};
}

/I Coverpoint for memory operation (0=READ, 1=WRITE)
coverpoint mem_op {

bins read = {0};

bins write = {1};

}

/I Cross coverage: ensure all addresses are read and written
addrXmemop : cross addr, mem_op;
endgroup

Figure 3: Example of a covergroup with address and memory operation coverage in
SV.

The main takeaway is that functional coverage is as good as the engineer who
has specied it. In terms of coverage, randomised tests give a substantial initial
coverage boost, but then a plateau is reached, and it is very tough to continue to
increase coverage, at least without heavy engineering e orts.

Figure 4 highlights this trend visually. Furthermore, functional coverage reports
need to be studied carefully, and randomisation constraints adjusted to create tests



Figure 4: Graph depicting the ideal relation between coverage percentage and time,
using two di erent simulation techniques. Source: [46].

that address the parts of the design that remain untested. As the reader can start
to sense, these nal steps of the randomisation approach are pretty similar to pure
directed testing, and it is just like that. That is, pure automatic test generation is
not applicable as a start-to- nish solution; at some point, when coverage stagnates,
an engineer will have to intervene manually to guide the randomisation into the
remaining untested parts of the design or complement the randoms with a selection
of directed tests. Furthermore, some designs are impossible to simulate exhaustively
within a reasonable time, rendering the veri cation process a trade-o between cov-
erage and time. This usually is not a dramatic drawback, and is done continuously in
both academia and industry, but it is a drawback nonetheless, and a challenging ini-
tial setting, given that, as we mentioned initially, the RTL veri cation process should
ideally uncover all bugs and establish complete certainty in the design's correctness.
In summary, simulation-based techniques o er several advantages; however, in terms
of e ectiveness during veri cation, they require a signi cant amount of engineering

e ort, even if this is mitigated by constrained randomisation during a subperiod of
the veri cation process. Nevertheless, this is not the only RTL veri cation approach.

On the other hand, formal veri cation is a veri cation approach that uses math-
ematical techniques to prove that a design satis es a given speci cation. It has re-
cently seen an increase in popularity following signi cant advances in commercially
available tools, in terms of accessibility, speed, and new features added. These math-
ematical techniques revolve around using satis ability solvers (SAT solvers) to check
the satis ability of a formula. That is, this subset of algorithms checks whether a
Boolean predicate can ever be true, or, what's the same, satis able. Properties, or
invariants of a design, are written in a formal language, for example SystemVerilog
Assertions, and the formal engines take them and try to prove that they are true
for the whole design.

Figure 5 shows an example of a property being asserted in SystemVerilog Asser-
tions. In particular, this is what is called animmediate assertion Since no delay
is speci ed in the property, it is checked in the same cycle and can be read like a
Boolean formula. This property in particular stipulates that we should not see the



Figure 5. SystemVerilog Assertions assertion example. Source: [84].

grant signal be active for the rst index if that index has not been requested. A
property can be far more complicated than the one in the example, using many more
design signals, spanning over many cycles, and using complex constructs supported
by the formal language. Nevertheless, properties are just that, an immediate or
temporal speci cation of an expected behaviour between signals of the RTL design.
This approach is fundamentally distinct from simulation-based veri cation, with the
only similarity being that both use SV as the language to write the veri cation code.
To begin with, formal veri cation does not use simulation of the design to verify it.
Tests as they exist in simulation-based veri cation do not exist; instead, the state
space is exhaustively explored to nd a sequence of inputs that cause the properties
to fail. In other words, tests are not coded by engineers; the formal tool takes com-
plete control and performs the exploration automatically. The formal engines use
intelligent algorithms and pruning techniques to optimise what would otherwise be
a brute-force state space exploration. As a consequence of this smart exploration
of the design's state space, formal veri cation is able to, in principle, explore the
entirety of the design's state space and prove that the design satis es the properties
given as input. Reality is not as ideal as this, and the veri cation engineers reduce
the state space to make the veri cation process feasible for larger designs.

Similar to the constraining process, in formal veri cation, we have a construct
that allows formal engines to assume certain conditions, much like a mathematician
would when writing a proof. We use this construct to prevent the solvers from
using illegal values for the design signals. Assumptions implicitly make the state
space smaller. When properties or designs are complex, we can specify additional
assumptions to further reduce the state space that can be explored, allowing engines
to converge faster and prove properties more easily than if the complete design were
fed into them. This divide-and-conquer approach is popular in the formal veri cation
landscape, and it is the reason why larger designs are tractable with this technique.
This technique is called overconstraining, and it should be applied carefully, duly
noting what properties have been proved with additional assumptions. Figure 6
illustrates an example of a property being assumed to prevent the solver from using
an unexpected value for theopcode signal.

Continuing with the di erences with simulation-based veri cation, formal veri-
cation does not require the creation of a testbench; the amount of necessary code
then becomes minimal. DUT and the property le are all that is needed to run a
formal property veri cation (FPV) app, excluding usual tool scripts to automate
the process. Nonetheless, and quite astonishingly, despite needing less code, the
required code is much more challenging to write. The complexity revolves around
the properties that need to be written for the DUT. These properties are also com-
monly called assertions, because of the construct used in SV to write theassert
property . To write these properties, a subset of the SV language is used, called the
SystemVerilog Assertions language. This language is elaborate and specialised, and
it requires a lot of knowledge and experience to write correct and complete prop-
erties. This is one of the main reasons why, historically, together with poor FPV



Figure 6: SystemVerilog Assertions assumption example. Source: [84].

tool performance and ease of use, engineering teams have stayed away from this
veri cation approach, even given its attractive promise of complete design coverage.

1.1.3 Assertion-Based Veri cation

ABV exists both in simulation and formal environments. In simulation, veri ca-
tion teams have used assertions to verify certain small aspects of the design with
checkers bound to the DUT. Assertions are very useful in simulation environments
because they provide improved visibility of the design's inner workings. That is,
UVM veri cation environments are tied to the design at a speci c level, at a chosen
interface that sits higher or lower in the overall design hierarchy. In the cases in
which this testbench sits higher up in the design structure, it allows for detecting
bugs much closer to the root cause. Assertions are a great tool to achieve this, as
they enable the veri cation engineer to write properties about lower levels of the
design and see if they pass during simulations. Nevertheless, assertions are tough
to write, and adoption of ABV normally stops here in most cases, and teams do not
enter the world of formal veri cation.

It is also worth mentioning that, even if formal veri cation is successfully ap-
plied to verify a design, an integration process will still be needed to ensure that
all components work well together. This check could potentially be accomplished
with formal veri cation at the top module level, but it would be computationally
infeasible. These processes are typically performed in simulation and later emulated
on a Field-Programmable Gate Array.

1.1.4 The Coverage Problem

We previously introduced the concept of coverage. In simulation-based veri ca-
tion environments, coverage is the primary metric used to measure and quantify
the progress and quality of the veri cation that is being performed. We typically
distinguish between two types of coverage: code coverage and functional coverage.
On the one hand, code coverage is collected automatically by the simulator tool
and quanti es the amount of code that has been executed after running a given
batch of tests. In this initial kind of coverage, exclusions can be made so that the
numbers aren't brought down by RTL that has deadcode, a feature not used by
the integrated design, or simply because the current test suite deliberately does not
tackle a particular part of the design, which may still be under development. On
the other hand, functional coverage is 100% user-de ned. That is, if no functional
coverage is de ned, tools won't collect any automatically. Functional coverage is
where the tradeo we mentioned before has to be made. Functional coverage o ers
great advantages when de ning the scenarios we want to cover. Since it is com-
pletely user-de ned, we can focus on the particularly interesting cases, given the
speci cations, and skip the rest. This is particularly interesting in large arithmetic
units where the combination of possible inputs is enormous. We can also add mean-
ing to the values observed during simulation by grouping sets of bits or signals into

6



covergroups, which helps the engineer follow and understand the coverage progress
more e ectively than code coverage alone.

We could try to express all possible functionalities and scenarios to simulate the
design under all these possible conditions. Still, we face the state space explosion
problem, and it is unfeasible to run all these tests, as well as to generate them.
Therefore, the goal is to de ne a set of concrete and relevant coverpoints and cover-
groups that aim to ensure the main functionalities of the design work correctly. This
is again, precisely, why formal's premise makes it stand out by de nition. We aim
to achieve the most coverage in the shortest time possible, enabling us to reduce the
design cycle in digital design, which is currently heavily consumed by veri cation
stages.

1.1.5 Al for Veri cation

Nowadays, Al, and especially LLMs, have broken into the engineering scene with
a bang. These models have been trained on a massive amount of data and are
capable of performing numerous tasks with a high degree of accuracy. One of the
primary use cases that have emerged for these models is coding assistants, such as
Microsoft Copilot or Cursor, to name a few [63, 8]. When it comes to the hardware
domain, o -the-shelf LLMs are not as trained as they are in other general-purpose
or scripting programming languages, which have much more open data available to
train these models. Even so, LLMs have been exposed to this domain and HDL
languages, such as SV and, in particular, SystemVerilog Assertions. In the case of
formal veri cation, work has been done to use LLMs to generate properties for the
DUT, as we will see in Section 3.

The modern semiconductor industry demands increasingly agile veri cation ows
that can keep pace with rapid design iterations and tight time-to-market pressures
[30]. The semiconductor industry has always strived to reach a higher level of
automation in the design process. The rst ever microprocessors required engineers
to hand-draw the layouts, whereas nowadays we have incredible tools that make it
possible to design multi-billion-transistor designs.

Traditional veri cation approaches, while thorough, often create bottlenecks in
the design ow that can signi cantly impact project schedules. Formal veri ca-
tion o ers a compelling solution to this challenge by enabling early detection of
design issues without the overhead of complex testbench development. However,
the adoption of formal veri cation has been hindered by the expertise required to
write e ective assertions.

This is where the transformative potential of Al becomes evident. We are liv-
ing in an era where ML and LLMs are revolutionising how we approach complex
engineering problems. The semiconductor industry should embrace these accelerat-
ing technologies tomake machines do the worthat traditionally required extensive
manual e ort. By leveraging Al to automate assertion generation, we can unlock the
full potential of formal veri cation and integrate it seamlessly into early veri cation
pipelines, creating truly agile veri cation ows.

1.1.6 The Complexity of Assertion Writing

Writing e ective SystemVerilog assertions is fundamentally more complex than many
practitioners initially realise. It is not merely about being knowledgeable of the



SystemVerilog Assertions language syntax or being comfortable with its temporal
operators and constructs. The true challenge lies in the conceptual leap from un-
derstanding what needs to be veri ed tohow to express that intent as a formal
property.

This challenge manifests itself in several dimensions. First, engineers must pos-
sess profound domain knowledge about the design under veri cation to identify the
critical properties that need to be checked. Second, they must understand the subtle
interplay between the design's intended behaviour and the temporal relationships
that govern that behaviour. Third, they must translate this understanding into
precise mathematical statements using SystemVerilog Assertions's temporal logic
constructs.

The gap between knowing the syntax and understanding which property e ec-
tively checks the design characteristic you want to verify is often substantial. This
gap explains why many veri cation teams struggle to adopt formal veri cation de-
spite recognising its potential bene ts. Bridging this gap through intelligent automa-
tion represents both a signi cant technical challenge and an enormous opportunity
to democratise formal veri cation capabilities across the industry.

Furthermore, the quality of assertions directly impacts the e ectiveness of the
formal veri cation process. Poorly written assertions can lead to false positives,
missed bugs, or veri cation runs that fail to converge. The expertise required to
write high-quality assertions that are both comprehensive and e cient represents a
scarce resource in most engineering organisations, creating a bottleneck that limits
the broader adoption of formal veri cation techniques.

1.1.7 RISC-V Hardware

In recent years, the development of cores and hardware in general, following the
RISC-V ISA [1], has been on the rise, leading to numerous open-source projects and
initiatives that aim to create hardware based on this open standard. This provides
the community with valuable collateral for design and veri cation, primarily RTL
designs. In this work, we leverage these developments by utilising publicly available
modules from the open-source Sargantana processor [91] to test our tool with high-
quality RTL.

1.2 Objectives

Given this context, the objective of this work is to explore the use of LLMs to
generate assertions for RTL using a novel approach that leverages preveri ed RTL
to generate properties with higher con dence in their correctness. The aim is to
create a tool that can generate assertions from preveri ed RTL, thus generating an
assertion-based snapshot of the design, which can later be reused to verify future
versions of the design, enabling, for example, Al-powered design ows with the
snapshot as a safeguard to ensure sustained correctness of the designs. Furthermore,
we aim to establish the foundation for the tool to support assertion generation for
non-veri ed RTL designs, which is, of course, bene cial because new designs are
constantly being introduced.



1.3 Requirements and Speci cations

To ful | the objectives set out for the thesis, we required the following:

" Requirement 1 : A commercial-level FPV tool license to check our designs
with the generated assertions

" Requirement 2 : Access to the latest LLMs to use them as a tool to generate
assertions

Requirement 3 : Compute capacity to be able to run all the experiments

Requirement 4 : Access to multiple RTL designs, varying in complexity and
maturity.

Given the requirements, we used Cadence's Jasper FPV app and NVIDIA's NIM
platform to access the latest LLMs [15, 68]. To run all the experiments, we utilised
internal BSC servers. Finally, for RTL, we employed both internal and open-source
designs.

1.4 Methods and Procedures

This thesis clearly serves as a continuation of the work done by Marcelo Orenes
Vera during his PhD thesis [72, 73]. In particular, AutoSVA2, in which he proposed
a human-in-the-loop approach to generate assertions for RTL designs, in which a
ruleset was iteratively curated by the engineer until the generated batch of assertions
was good enough to be used to verify the design. This work takes that idea and
expands on it, devising a ow in which the human is completely removed from the
loop, yielding complete automation and also a similar ow to the one presented
in AutoSVA2, but clearly expanded to bring more out of the assertion generation
process. In terms of actual software taken from the AutoSVA2 project, only the
original autosva.py script was inherited, to automate the testbench generation
process for the FPV tool.

1.5 Work Plan

N

Milestone O: Initial Property Generation : De ne a script to generate
the initial or \seed" property set for the DUT.

Milestone 1. Initial Agent : Create a working agent that can generate
assertions for RTL designs and x syntax errors automatically.

Milestone 2: Set Extension and Duplicate Check . Implementation of
property set extension and property duplicate check features.

Milestone 3: Semantic Correction : Close the loop and add semantic
correction to the agent.

Milestone 4: Uni cation and Integration : Bring all component scripts
into one single script to be used as a complete tool.

Appendix A.1 provides a Gantt chart of the project's organisation.
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1.6 Deviations from the Initial Plan

The only deviation from the initial plan would be the emphasis put on the Golden
Reference ow. Initially, we believed it would be feasible to conduct experiments
using the main Golden Reference ow and the initial Veri cation ow by the end

of the project. Given time constraints, we focused more on the mature Golden
Reference ow and conducted additional experiments, which enabled us to gain
further insights into this ow. In terms of implementation, we ended up changing
the property Set Extension stage of the Golden Reference ow to not use coverage
metrics as the stop condition.

1.7 Document Structure

The rest of the document is structured as follows:

N

Section 2 outlines all the prior knowledge required to understand the scope
and aim of this work.

Section 3 presents related work and the state of the art in this research topic.

Section 4 presents the core of this work, the development of the tool, and the
hurdles encountered therein.

Section 5 introduces the experimental environment that was set up to evaluate
the tool and generate the results that are analysed in this work.

Section 6 presents the results of the work and their corresponding analysis.

Section 7 concludes the work and discusses the future work that stems from
this project.

2 Background

2.1 SystemVerilog Assertions (SVA)

The most basic way of describing assertions is as properties or invariants that you
expect your design always to satisfy. For the SV language, we have a dedicated
subset of the language that is designed speci cally for formulating these statements
[2]. The actual temporal logic statement contained within the assertion is referred
to as the property. We can do many things with properties in SystemVerilog Asser-
tions; one thing we can do is assume a property. Figure 7 shows an example of an
SystemVerilog Assertionsaassumestatement.

/I After reset deasserts, reqg must remain low for 1 cycle
property req_delay_after_reset;
@ posedge clk)
$rose(Irst) |-> ##1 !req;
endproperty

assume property (req_delay_after_reset);

Figure 7: Example of a simple assume property SVA constraint.

10
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The design intent speci ed by this statement is that whenever there is a falling
edge on our active high reset signal, it must remain low in the next cycle. These
assumption constructs are used in the formal veri cation methodology to constrain
the state space that the FPV engine will explore. As in mathematics, the veri cation
engineer can assume a set of conditions before trying to prove the targeted assertion.
On the other hand, theassert keyword is used to indicate that a property needs to
be checked for or proved. We tell the toolthis should always happerand the tool
responds with a proof (bounded or in nite) or a CEX. Figure 8 shows an example
of an SystemVerilog Assertionsissert statement.

/I After 'req' is asserted, 'ack' must follow within 2 cycles
property ack_follows_req;
@ pPosedge clk) disable iff (rst)
req |-> ##[1:2] ack;
endproperty

assert property (ack_follows_req);

Figure 8: Example of an assert property in SystemVerilog.

In this case, the statement indicates that whenever we see an active request
signal, an activeack signal should follow one or two cycles later. While describing
both the assumption and the assertion, we have not touched on other important
constructs that appear in these code constructs. For examplé@(posedge clk)
indicates that the property is to be evaluated at the positive edge of the clock signal.
For sequential designs, this statement indicating the event at which the property
should be run becomes crucial, and we need to be careful to correctly specify the edge
following the corresponding RTL design speci cations. Other relevant constructs
that appear in these examples are th&rose function, which checks whether there
has been a rising edge of the signal, thje> implication operator, which indicates
that the postcondition of the property should happen in the same cycle as the
precondition and lastly the ## delay operator, which also works with ranges as
depicted in Figure 8. SystemVerilog Assertions is a very rich language, and there
are many other operands and functions that allow writing elaborate assertions.

Further reading: [84, 94, 16, 19]

2.2 Boolean Algebra

Boolean algebra is a branch of algebra distinguished by its operators and the values
of the variables we can de ne within it. Variables are either true or false, 1 or O,
and we use logical operators like conjunction (AND) or disjunction (OR) to write
logical operations instead of writing numerical operations like we do in elementary
algebra. Boolean algebra also has its list of laws, which we apply to develop and
solve logic formulas:

11



Idempotent Laws

Complement Laws

2.2.1 Clausal Normal Form

In Boolean algebra, a formula is in CNF if it is a conjunction(AND) of one or
more clauses, where a clause is a disjunction(OR) of literals or variables. In other
words, it is a product of sums or an AND of ORs. There is also the DNF, which is
constructed oppositely. If we transform our formulas to these forms, we gain access
to some interesting properties that can be easily deduced. For CNF, since all clauses
are joined together with ANDs, the evaluation of the complete formula essentially
becomes a large AND operation, meaning that if we can nd just one clause that
evaluates to O (false), we can ensure that the whole formula will be false as well.

Example: CNF Formula

A CNF formula is a conjunction of one or more clauses, where each clause |s
a disjunction of literals. For example:

(X1 _: X2 _X3) ™ (: X1_Xa) ™ (X2_ Xz _: Xa)

Each group in parentheses is a clause. This formula is in CNF because it is p
conjunction (™) of disjunctions () of literals.

Further reading: [99, 100]

2.3 Formal Veri cation Fundamentals

Formal veri cation is a veri cation paradigm that employs a mathematical approach

to veri cation, attempting to prove properties of designs by exploring the complete
state space, rather than calculating values one at a time for particular test vectors.
It is a crucial methodology for safety-critical systems, such as airborne electronic
hardware, and has been speci ed in standards for use when verifying them [51, 29,
97].
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Formal veri cation relies on a Boolean formulation of designs and speci cations,
smart simpli cations of these Boolean transformations and their truth table repre-
sentations, and intelligent algorithms that explore the complete state space of the
design to prove the speci ed properties. Despite all the e ort put into the develop-
ment of these algorithms, their execution time is exponential in the worst case.

For small designs, when verifying that the implementation satis es the require-
ments, the problem can be solved by checking if the implementation formula implies
the requirements. From their truth tables, a simpli ed formula can be derived. Then
we can apply Boolean algebra rules to determine if the implementation implies the
speci cation, or in other words, if satisfying the implementation formula always im-
plies satisfying the speci cation formula. As mentioned before, one key technique
applied by tools is the reduction of truth tables. The data structures representing
these tables can be simpli ed to only take into account combinations of variables
that evaluate to true, and not allocate speci ¢ combinations to the rest, which all
evaluate to false. Another technique applied by formal tools is COI reduction. In
short, tools analyse the parts of the design involved in the computation of the result
of a property, and leave out the unused parts to speed up the veri cation process.

When it comes to algorithms, there are two fundamental ones, BDD and Boolean
SAT solvers. The rst is based on design state space exploration to reach complete
proofs, by incrementally building a tree data structure that represents all the possible
states of the design by iteratively applying system transitions to include all possible
next states. Ideally, either the tree is completed with all states and no violation
is ever encountered, or one transition reaches a violation state, at which point the
algorithm would backtrack and elaborate the sequence or trace of transitions that
produce that violation. This algorithm was a key enabler of the rst generation
of e cient industrial formal veri cation tools. Figure 9 provides an example of a
simple circuit and its BDD representation.

Figure 9: BDD example. The right path at each node is the path to follow when
the variable is true, and the left path is followed when the variable is false. In this
example, two BDDs representing the AND and OR gates are composed into one by
merging the nodes following the design's variable assignments. Source [84].

Lastly, Boolean SAT solvers. These were rst devised to target quick bug nding
rather than complete proofs, although important advancements for these algorithms
have enabled them as an alternative for nding complete proofs too. SAT solvers
were implemented initially to do bounded model checking. Instead of building all
possible states like is done with BDDs, bounded model checking builds an expres-
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sion to describe all possible execution paths from the design state and checks that
requirements are satis ed at each step. We say this check is bounded because either
a CEX is found or the expression gets too large and the tool runs out of memory.
To avoid this negative outcome, a bound is usually set so that the algorithm can
stop at a certain bound, which ensures that the design can takeé steps from the
start state such that the requirement or property is satis ed. In sequential designs,
the steps are clock cycles. SAT solvers are used at each of these steps to verify that
no requirements are broken. To deal with large real designs, naive SAT solvers that
do simple sequential variable assignment to try to satisfy the formula are de nitely
not enough. Good SAT solvers use the following strategies to speed up the process
[84]:

N

Divide and conquer: Try to solve multiple smaller problems.

Learn from mistakes (or avoid mistakes): Leverage information from earlier
failures in later stages.

Optimise what's important: Identify critical problems to solve.

Domain-speci ¢ knowledge: Use known characteristics of realistic RTL de-
signs.

Many SAT solvers have been developed, but the Davis-Putman [22] and its
improvement, the Davis-Logemann-Loveland [21] algorithms are the fundamental
base of the current applied algorithms.

Further reading: [101, 84]

2.4 Large Language Models (LLMSs)

Large Language Models (LLMs) are a class of advanced arti cial intelligence systems
that have gained prominence for their role in powering generative Al applications. At
their core, LLMs are foundation models, which in turn are Al models trained on vast
amounts of data [14, 43]. An Al model is a program that has undergone a training
process to make decisions independently without further human intervention. This
enables LLMs to perform a wide range of NLP tasks such as summarisation, transla-
tion, question answering, and even creative writing or code generation. They belong
to the discipline of machine learning, speci cally deep learning, and rely on neural
networks built using the transformer architecture, which excels at handling sequen-
tial data like text. The main breakthrough that enabled the massive boom of these
models was the introduction of the transformer architecture and the development
of the attention mechanism [96]. During training, LLMs predict the next word in a
sequence by breaking text into tokens, converting them into embeddings, and learn-
ing probability distributions over word occurrences. This process equips them with
the ability to generate coherent, contextually appropriate responses that resemble
human communication. Notable examples include OpenAl's GPT series, Meta's
Llama, Google's BERT and PaLM, and IBM's Granite models [69, 60, 35, 42]. Un-
like narrow, domain-speci ¢ models, LLMs serve as general-purpose systems that
provide reusable capabilities across industries, reducing costs and enabling broad
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applicability. As such, they represent a signi cant milestone in the eld of Al, re-
shaping how humans interact with technology and establishing themselves as the
foundation for modern applications like chatbots, virtual assistants, content cre-
ation, and research support.

Further reading: [81, 44]

2.4.1 Agents

Al Agents are programs that integrate both LLMs, external programs, and tool
feedback and interaction to aid the LLM in tackling a problem. In our work, the

LLM is orchestrated by ouragent.pymodule that also uses JasperFPV to guide the
entire tool's progress through JasperFPV's feedback.

Further reading: [38]

2.4.2 Retrieval Augmented Generation

To enhance the performance and quality of LLMs' answers, several techniques exist.
One of them is RAG[56]. This technique is based on grounding the LLM with
external and veri able sources when prompting it to solve a particular problem.
This is very useful since it allows the user to give the LLM new and up-to-date
information, which the model has not seen during training. It provides the user
with the certainty that the information comes from reliable sources and not just
the core statistical training of the LLM, which sometimes gives wrong or misleading
answers, as the LLM does not understand the meaning of words. These are so-
called hallucinations in the Al jargon. In terms of computational demand, it is also
very bene cial, as it alleviates the need to train the model with new information
continuously.

2.4.3 Fine-Tunning

Aside from RAG, there is another technique called Fine-Tuning [12]. This technique
sits opposite RAG in terms of the approach taken to improve the performance
of an LLM model. Fine-tuning, as its name suggests, involves further training a
foundational model that has been trained to be used in any domain, to the particular
domain of interest to the user. The idea here is that it is more e cient to train a
base model for a speci c domain than to create a model from scratch for the desired
domain. When it comes to the domain of chip design and veri cation, the main
bottleneck is having access to enough data to do this ne-tuning.

Further reading: [7, 81, 45]

In the formal veri cation landscape, every major EDA provider has its own pro-
prietary solution. Cadence has the Jasper Suite, which was used for this work,
Synopsys has VC Formal, and Siemens has Questa Verify [15, 93, 87]. These are
competent tools, which not only enable the formal veri cation of properties given a
design but also analyse these properties to a very deep level, with advanced cover-
age metrics. Cadence, for example, separates all these functionalities into so-called
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Apps, such as the FPV App and the Coverage App, among others. Siemens re-
cently announced the introduction of Al-assisted property generation to its new
Questa Property Assist tool. To the best of our knowledge, it is the rst major com-
mercial solution to o er this feature [87]. It also introduced a FPU-speci ¢ formal
veri cation app, to tackle the veri cation of this kind of complex arithmetic units
through a set of templated and prede ned assertions [66]. When it comes to open-
source tools, there is SymbiYosys from Yosys, which is included in the Tabby CAD
Suite. Nevertheless, the free version of this tool is very limited, supporting only im-
mediate assertion proving, and it requires a license to access the remaining features
[92, 106]. In particular, Siemens seems to be spearheading the integration of Al/ML
techniques into its suite, with the development of Questa One SFV [58, 34, 23, 88].

2.4.4 Development of RISC-V Hardware

The open-source RISC-V instruction set architecture (ISA) has rapidly transformed
from an academic project into a key driver of innovation across the semiconductor
industry. Unlike proprietary ISAs such as ARM or x86, RISC-V's open and modular
design has enabled startups, research groups, and established companies to exper-
iment with highly customised processors tailored for speci ¢ applications [1]. This
exibility has accelerated adoption in domains ranging from embedded systems and
loT devices to datacenter accelerators and Al/ML hardware.

2.4.4.1 The Sargantana Core In this context, the BSC has developed a core
named Sargantana and has open-sourced it. Sargantana is a 64-bit processor based
on RISC-V that implements the RV64GB ISA [89]. It implements a 7-stage pipeline
and achieves a 1.26 GHz frequency in the typical corner. In this work, we use some
of Sargantana's components to realise experiments with our tool. Since Sargan-
tana's components have extensive documentation and speci cations, and knowing
the design has been taped out, it is a great match to test both our novel Golden
Reference ow.

Further reading: [91]

2.4.5 Python

Python is a high-level, general-purpose programming language widely used in academia
and industry. Its simple syntax and readable code make it easy to learn and use,
even for beginners. Despite its simplicity, Python is a powerful language that sup-
ports the development of a wide range of software, from simple scripts to complex
applications. It also benets from a rich ecosystem of libraries for tasks such as
data analysis, machine learning, and web development. These features make it a
practical choice for rapid prototyping and scalable solutions.

Further reading: [78]
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3 Related Work

3.1 LLM Aplications in other Fields

As highlighted in Section 2.4, LLMs are a technology that has been trained on
vast amounts of data spanning many di erent topics and elds. Despite its evident
popularity in the more direct use cases, such as text or code generation, it can also
be applied to elds such as healthcare [65]. At BSC, for example, work has been
conducted to create a suite of LLMs ne-tuned for this domain [40]. Furthermore,
LLMs have also seen success in the eld of technology security, whether it be to create
hardware attacks or verify security properties of designs, speci cally [27, 57, 47, 82].

3.2 LLM in the Chip Design Field

In the chip design eld, LLMs have been applied to the more coding-heavy tasks,
RTL and veri cation code generation, as well as other parts of the design ow.
These works include RTL generation loops, ne-tuning of models for the chip design
task, design exploration for the best Power Performance Area and Cost (PPAC),
and High Level Synthesis (HLS) [41, 107, 52, 64, 17].

In the veri cation side, there has also been a lot of work to see how LLMs
can accelerate the tasks of this stage. From automatic generation of functional
testbenches, to ne-tuning of models for assertion correction and formal speci cation
translation, and also applying LLMs for the formal veri cation of communication
protocols, to name a few [80, 104, 13, 108, 109].

Surveys and studies have been conducted on the applicability of LLMs to this
domain, and the consensus is that there is great potential for acceleration and au-
tomation of the task, nevertheless the risk of using LLMs should be taken into
account since it can introduce security vulnerabilities into hardware designs, as it
happens with software [18, 103, 26, 74, 3, 6].

To evaluate the performance of the models in these domains, benchmarks and
benchmarking frameworks have also been developed to bring light to the e ectiveness
of the latest models when used for these tasks [75, 11, 20, 77, 105, 49, 33].

3.2.1 LLM-Assisted Assertion Generation

Speci cally, within the space of LLM-assisted veri cation, a signi cant research area
has emerged to explore the integration of this technology into the formal veri cation
domain. The primary focus has been on aiding the process of assertion generation,
which lies at the heart of formal veri cation and has historically been an arduous
and challenging task when done manually. Before the appearance of LLMs, the
rst e orts to automate the assertion generation process were based on dynamic
mining or extraction of properties from simulation waveforms and logs, studying
the transitions of signals during simulation to infer these properties [39]. After the
advent of LLMs, the approach shifted. After an initial version of the tool based on
annotation-based speci cations of the RTL signals written in the source HDL, one of
the rst works to incorporate this technology into the assertion generation problem
was AutoSVA2, the work upon which this project has been built [72, 73]. The tool
generated properties by prompting it with the design code and a set of iteratively
re ned syntactic and semantic rules to improve the generated properties. Later,

17



Kande et al. developed the rst tool to target security assertion generation [48].
[55] was the rst one to use design speci cations in the prompting phase, [85] fol-
lowed by implementing a much more ne-grained approach using subtask- netuned
LLM models and implementing an iterative syntax correction loop with help from
the compiler, all powered by LLM. Maddala et al. proposed a new approach for the
pre-RTL stage, providing the LLM with completely digested design speci cations
originally contained within a PDF le using three di erent LLM [54]. In this time,
many more tools were brought forward to tackle this problem. Most of these works
aim to establish a ow, which can be conceived as a unidirectional ow with some
manual stages involving a human or a complete automatic feedback loop, or some-
times as a mixture of both, that generates assertions using an LLM. Apart from a
subset of works which focus on the natural language to assertion problem [4, 53], the
rest of the works include running formal proofs of the generated properties to store
proof or coverage metrics. In terms of the main prompting techniques proposed in
these works, we have:

N

LLM-based generation by prompting with design speci cations

N

LLM-based generation by prompting with the RTL code

N

LLM-based generation by prompting with design speci cations and RTL code

The reason for these di erent approaches is that using the RTL provides a fast-
track for the LLM to generate properties, since it gets to see the source HDL directly.
However, if the tool is designed to generate assertions for yet-to-be-veri ed RTL,
using the potentially buggy RTL might introduce errors into the properties; this is
where the use of speci cations comes in. Nevertheless, an issue remains: natural
language speci cations are too vague and cannot be considered a formal language.
Therefore, this needs to be taken into account if we want to use them without
translating them to a formal language. Table 1 shows a comprehensive list of all
the works that have tackled the assertion generation problem to the best of our
knowledge, and their di erent characteristics.

Table 1: Qualitative comparison of SVA generation tools

Name Open-source Prompting Security-Oriented  Written in SVA  Fine-tuned LLMs Automatic Mechanisms
with RTL with Speci cations

AutoSVA2  [73] X X X

ChiRAAG [55] X X X

LAAG -RV [54] X X X

Assert LLM [24] X X

AssertionForge  [10] X X X X
LASP [9] X X X X
FLAG [86] X X X X
SANGAM  [37] X X X X
Qayyum et al. [79] X X
Kande et al. [48] X X X

AssertCraft [85] X X X X

Spec2Assertion [102] X X

Khalil et al. *[50] X X X X
Zrelli et al. *[109] X X

Our tool X X X

* Do not use LLMs.

With the novel Golden Reference ow proposed in this work, we aim to further
facilitate the use and access to formal veri cation. Knowing that access to correct
and complete speci cations is hard to come by at the beginning of the veri cation
process, especially in academia, we thought about how to establish a ow in which
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the RTL can be used in the prompt without compromising the assertions with
potential bugs. We also wanted to create a completely closed feedback loop, with
no human involved, thus enabling automation and scalability with our tool. At the
same time, we think reusability of veri cation collateral is paramount to maximise

e ciency in the veri cation process, and the Golden Reference ow does just that; it
establishes a foundation of properties that can grow with time and be used for future
design iterations as soon as the design team brings up a minimal functional version.
Recognising that modules may sometimes be developed from scratch without any
prior reference, we also initiate work in this direction by establishing the foundations
for a future Veri cation ow.

4 Proposal

In this section, the development of the proposal is presented. Following the mile-
stones de ned in Section 1.5, we describe the implementation process of the tool,
highlighting the challenges we encountered during development and the optimisa-
tions we implemented to improve the tool's performance. Lastly, we discuss the
development methodology employed during the development of the tool.

4.1 The Two Flows

As introduced in Section 1.2, the tool's aim is to support two distinct ows. The
primary focus of this work is the development of the Golden Reference ow. In this
one, we take advantage of previously veri ed RTL to generate properties. Contrary
to other works that have used unveri ed RTL in the LLM prompting process, we
do not need to worry about the RTL introducing bugs into assertions. In other
words, we use the RTL in the prompting process precisely because we can assume it
is correct, and we aim to generate assertions that pass, correctly re ecting the RTL
behaviour.

Furthermore, we want to also support and start work on a Veri cation ow. It
Is inevitable to design components with no preceding implementation. For this, we
need a ow that cannot be based on already existing correct RTL, but that still
provides high-quality SVA with the aim of verifying a module.

Our approach has been to make the tool ows modular, as depicted by Figure
10. Independent of the ow, the three initial stages are common: we generate
a set of properties, correct its syntax, and then extend it to make it as large as
possible. The prompting techniques might indeed need to be adjusted in the future
for each of the ows, but in essence, these stages would be shared between them.
Contrarily, the semantic correction would clearly be di erent, essentially because in
the veri cation use case, the RTL can also be wrong, so we would need to be more
careful when correcting assertions, because CEXs could re ect real bugs. For the
Golden Reference ow, we exploit the con dence we have in the RTL to iteratively
prompt the LLM with the non-passing assertions until they pass or we reach the
maximum number of correction tries. For the Veri cation ow, a more elaborate
assertion debugging stage could be implemented, given that RTL prompting could
not be trusted.
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Figure 10: Block diagram of the core stages of the tool ows.

4.2 Initial Property Generation

To start building the tool, we rst needed a way to generate an initial property set
for the RTL module we wanted to target. Although one can provide an LLM with
a simple prompt and get a result pretty easily, we debated what approach might be
the best to generate this starting set. Given the scope of this work, we did not have
the time to delve deep into all the research done in the LLM prompting domain, but
taking advantage of the work done in [73], we had a good starting point. We took
the nal ruleset developed in it and added it to our prompt to generate the initial
property set, together with the RTL module. Figure 11 shows the rules included in
the prompt in detail.

Nevertheless, we wanted to go one step further from what had already been
done and also implemented a simple RAG to improve the quality of the prompt
and generate better properties. TheRAG.pyscript uses the VERT open-source
assertion dataset to nd the top three most similar assertions given the RTL's logic
structure, and these assertions are then appended to the prompt to generate the
initial assertion set [59].

All this e ort was condensed into a script calledRAG.py which generates the
initial properties and feeds them into the agent. This script receives an LLM model
and an RTL module as parameters and prompts the model to generate the initial
assertions upon which both the snapshot or the veri cation assertion set can be
built.

4.3 Initial Agent

Having established the rst major part of the tool, we started developing the agent.
The idea for the agent is to support both the Golden Reference or Snapshot ow and
the Veri cation ow. The Golden Reference ow has the following distinct stages:

N

Stage 1: Initial Property Set generation powered byRAG.py
Stage 2: LLM-assisted Property Syntax Correction.
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RULES:

SVA assertions are written within a property file, but DO NOT rewrite the MODULE interface and DO NOT add
includes in the property file (as we already have them in the property file).

DO NOT declare properties; DECLARE assertions named asgpt__ <NAME>: assert property (<EXPRESSION>).

DO NOTuse [] at the end of assertion NAME. Do not add @@osedge clk) to EXPRESSION.

Assertions must be as high-level as possible, to avoid repeating implementation details.

Above each assertion, write a comment explaining behavior being checked.

$countones(bitarray) returns the number of ONES in bitarray.

&bitarray means that ALL the bits are ONES.

I(&bitarray) means it's NOT TRUE that ALL the bits are ONES, i.e., SOME of the bits are ZEROS.
|bitarray means that SOME bits is ONES.

I(|bitarray) means that NONE of the bits are ONES, i.e., ALL the bits are ZEROS.

Same-cycle assertions (|->): the precondition and postcondition are evaluated in the same cycle.
Next-cycle assertions (|=>): the precondition is evaluated in the current cycle and the postcondition in the
next cycle.

Signals ending in _reg are registers: the assigned value changes in the next cycle.

Signals NOT ending in _reg are wires: the assigned value changes in the same cycle.

The assigned value to wires (signals NOT ending in _reg) can be referenced in the current cycle.

USE a same-cycle assertion (|->) to reason about behavior ocurring in the same cycle.

USE a next-cycle assertion (|=>) to reason about behavior ocurring in the next cycle, for example, the updated
value of a _reg.

USE same-cycle assertions (|->) when reasoning about the assigned value of wires (signals NOT ending in _reg).

USE next-cycle assertions (|=>) when reasoning about the data being added to _reg.

DO NOT USHpast() in preconditions, ONLY in postconditions.

DO NOT USHpast() on the postcondition of same-cycle assertion (|->).

On the postcondition of next-cycle assertions (|]=>), USE $past() to refer to the value of wires.
On the postcondition of next-cycle assertions (|]=>), DO NOT USE $past() to refer to the updated value of _reg.
On the postcondition of next-cycle assertions (|]=>), USE $past() to refer to the value of the _reg on the cycle

of the precondition, before the register update.
Assertions without precondition DO NOT  use [->

DO NOTuse foreach loops in assertions; Instead, use generate loops.

Interface signals are those declared as input or output , in the module interface.

Internal signals are declared within the MODULE implementation body.

Referencing internal signals in the property file ALWAYS requires prepending MODULE before the signal name as
MODULE.<internal_signal >

NEVER reference internal signals without MODULE as prefix, e.g., MODULE.<internal_signal>

TASK:

Write SVA assertions to check correctness of ALL the functionality of MODULE but the reset behavior.
DO NOT answer anything except for the property file, ONLY write comments within the property file.
ALL ASSERTIONS MUST BE WRITTEN WITHIN ONE LINE.

Figure 11: Ruleset for SVA generation developed in the AutoSVA2 project [73, 76].

Stage 3: LLM-assisted Property Set Extension.

Stage 4: LLM-assisted Property Semantic Correction.

Given that in the Veri cation ow the RTL cannot be trusted as a source of cor-
rectness to generate the properties, including the last stage, made no sense. There-
fore, we imagined that for now the ows would have the same stages, apart from
the last one. Following the speci ed ow, development started to implement Syntax
Correction of the initial properties. To make sure all properties were syntactically
correct, the agent was implemented to feed the properties into the FPV tool, in
our case JasperFPV, which tried to elaborate the design. During this process, the
property le containing all assertions is compiled by JasperFPV, and if any syntax
errors are found, they are reported in a log. Taking advantage of this, the agent
grabs the rst error reported in the log, and together with the RTL code and the as-
sertions, reprompts the LLM, asking it to correct the error provided in the prompt.
Figure 12 shows an example prompt for one syntax iteration from a real experiment
with the tool. Again, the reported error is directly extracted from the execution log
generated by JasperFPV.

During the implementation of this stage, we considered di erent approaches to
reprompt the LLM to target assertion syntax corrections. We considered giving the
LLM all the reported syntax errors in the log, or doing some post-processing of the
reported errors and passing to the LLM the minimal set of errors and the assertions
in which they occurred, to avoid wasting context with repeated errors in di erent
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Figure 12: Example of the Syntax Correction prompt for one of the experiments for
the internal mul_unit module. We can see the SVA Rules preceding the compilation
error, the current assertions, and the RTL module to nish the prompt.

assertions. In the end, we found that targeting errors one by one seemed to allow
corrections to converge faster on average and also reduced the amount of possible
undesired variations that the LLM could make from correction to correction. In
other words, it seemed to reduce the risk of the LLM introducing new syntax errors
since it managed to focus the x on the assertion containing the provided error most
of the time. Once this stage was implemented in its initial form, development moved
onto the second stage of the ow.

4.4 Property Set extension and Duplicate Check

The second milestone of the project started with the implementation of the Property
Set Extension. Once the initial property set is established through the execution of
the RAG.pyscript, we aim to extend the property set by prompting an LLM with the
already stored properties for the design to try to improve the coverage of the formal
veri cation. Initially, we imagined this extension to be based on coverage reports
generated by the Jasper Coverage App, which reports di erent coverage metrics for
each proof run.

Again, the idea was that, once an initial syntactically-correct set of assertions
was de ned, the extension loop would be guided purely by coverage, running until
coverage does not increase with respect to the previous iteration. Going back to
the coverage collection, the Jasper Coverage App generates the following metrics for
coverage:

Stimuli Coverage:  This coverage metric indicates the percentage of the
design code that is reachable given a set of constraints. In an overconstrained
environment where many constraints are in place to reduce the possible state
space, we would see a lower stimuli coverage.

Checker Coverage: This coverage metric indicates the percentage of the
design code that is checked by assertions. It provides useful insights when the
goal is to cover the whole design.
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Formal Coverage: A combination of the prior two, to provide a single metric
view of the formal veri cation process.

Having implemented this property Set Extension, we realised how computation-
ally expensive it was. For simple RTL modules, the generation of coverage metrics
took longer than the proof calculations. Taking into account that the approach was
based on collecting coverage every time we added new properties to the set, until a
plateau was reached, we quickly realised that this heuristic would signify a signi -
cant burden in terms of performance going forward. Even worse, the stop condition
for this approach was unnecessarily complex to implement. It was unclear what the
heuristic should be, since adding properties to the set can never decrease coverage;
it was a matter of establishing what the threshold was to stop asking the LLM to
generate new ones. But what that threshold should be was very hard to determine
beforehand. Lastly, the continuous coverage collection would signify an enormous
tool license contention if we were to ever use the tool at scale with commercial FPV
licences. Licenses are a scarce good, especially in academic institutions, and with
this, we decided to scrap this approach. To address this performance bottleneck and
achieve the same goal of extending the property set without wasting resources, we
developed an alternative approach based on duplicate property detection. The stop
condition was simpli ed massively: the LLM would stop generating new properties
once we detected that all the properties generated in the last answer provided by
the LLM were already present in the property set.

To support this implementation for the second stage of the tool, we had to create
a new component responsible for duplicate property checking. To implement this
functionality, we again had to decide on the best approach for a reliable duplicate
detection mechanism. A simple string-based comparison wouldn't do as Figure 13
depicts. SystemVerilog Assertions properties, just as simple logic formulas, can be
written di erently but still be logically equivalent, i.e., have the same truth table.
Realising this, we instead decided to implement a conversion of the properties into
CNF. This way, we killed two birds with one stone. On the one hand, properties
could now be safely compared by simply comparing whether two properties con-
tained the same set of clauses. However, we still had to protect this method by
ordering the signal names within the clauses in alphabetical order. On the other
hand, this implementation allowed for future property complexity analysis (through
simple clause counting or maybe more elaborate criteria) and equivalence checking
of properties (evaluating if a property contains all the clauses from another prop-
erty plus some other clauses, that is, detecting whether a property is a \subset" of
another property, etc.).

Figure 14 shows a real example of a conversion to CNF of a property that was
generated during development. One thing to highlight here is that to do these
conversions, only the logical operators

* AND / &&

* OR/ j

* NOT /!

* IMPLICATION /  j->/ j=>
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Logically Equivalent Formulas Written Di erently

Formula A:
A_(B"C)

Formula B:
(A_B)*"(A_C)

Observation: These formulas may appear di erent, but they are log-
ically equivalent due to thedistributive law in propositional logic:

P_(Q*"R) (P_Q)"(P_R)

Conclusion: Two logical formulas can look di erent but represent
the same truth conditions. Logical equivalence arises from propertieg
like:

Commutativity: P Q Q_P,PA"Q Q7P
Associativity: (P_Q)_R P _(Q_R)
" Distributivity: P (Q"R) (P_Q)*(P_R)

Figure 13: Di erent-looking formulas that are logically equivalent.

were considered. No other operators are evaluated or developed; all the Sys-
temVerilog Assertions operands are kept as is and grouped to form terms, as is the
case with termT in Figure 14.

With this conversion mechanism in place, the heart of the duplicate checking
mechanism had been implemented. The complete robust duplicate check process to
avoid false negatives and false positives is the following:

Property conversion to CNF.
Clause comparison.

If the property is deemed as unique, we check if the assertion name already
exists, and rename the new property if necessary.

If the clauses matched with the clauses of some other property, we check rst
whether the delay of the properties is the same.

If the delays match, the last thing to check is the precondition. If the precon-
dition is also equal, the properties are con rmed to be logically equivalent.

Nearing the completion of this milestone, and thanks to the agile development
methodology, we started to see room for improvement in both of the implemented
Stages up until that point. The rst stage was purely LLM-based, and we realised
there was potential to reduce the LLM dependency and implement some level of
automatic syntax correction. One major and recurring syntactic mistake that we
realised LLMs kept making was wrongly referencing internal signals from RTL mod-
ules. This also occurred with types de ned within the module, which also need to

24



CNF Conversion and Alphabetical Reordering of SVA As-

sertion
Original SVA assertion:

(*hI_mul_unit.flush_i[1] && hl_mul_unit.valid_q[0]) |=>
(hl_mul_unit.op_g_final == $past(hl_mul_unit.op_q)));

Step 1: Logical abstraction

Let:
F := hl _mul_unit.flush  _i[1]
V := hl _mul_unit.valid _q[0]
T := hl _-mul_unit.op _g-final == $past(hl _mul_unit.op _q)
The assertion becomes:
GCFAV)) T
Step 2: Eliminate implication
CCFEAV) LT
Step 3: Apply De Morgan's law
(F_:VvV)_T
Step 4: Alphabetically reorder literals
(F_T_:V)

Figure 14: Example of conversion of an SVA assertion into CNF with alphabetically
ordered clause signals

be pre xed with the module name to be appropriately compiled in SV. To optimise
the syntactic correction loop, we implemented a method that xed these errors au-
tomatically, by parsing the RTL module interface and also the types de ned in it.
Knowing the interface signals, we could quickly evaluate if a signal was internal or
not, just by checking if it belonged to the set.

Moving on to the Property Set Extension stage, we realised we could also opti-
mise the property duplicate check. Since this stage contains within itself a process
analogous to stage 1, that is, all the properties that are added in this stage go
through the same Syntax Correction loop as the initial ones, there is a non-trivial
amount of computation that will potentially be invested into correcting the syntax
of new properties.

The rst optimisation that we came up with was to check for duplicate prop-
erties before going into the syntax loop. Initially, new properties proposed by the
LLM were all rst corrected syntactically to make sure that the duplicate check
would be successful. For example, if an internal signal of a property was missing
the module name pre x and we sent the property directly for duplicate checking,
we would get a false negative even if the property already existed in the set, be-
cause the clauses were the internal signal appears would all be considered di erent
because the property stored in the set would have the internal signal pre xed with
the module name. Figure 15 depicts this scenario. To avoid wasting resources on
correcting properties that are potentially already in the set, we implemented an
optimisation; the tool does the duplicate check preemptively before going into the
Syntax Correction loop. Since the properties that are already in the set are all
syntactically correct, we can only aim to detect duplicates with properties coming
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from the LLM that are syntactically correct out of the gates. Nevertheless, this can
lessen the workload of the LLM-powered Syntax Correction loop signi cantly, since
it only leaves the truly syntactically incorrect properties to be corrected and also
prevents wasting correction iterations because the LLM has introduced an error into
an already syntactically correct property. Finally, the properties that are initially
classi ed as potentially unique go through the duplicate property check again after
coming out of the Syntax Correction loop.

At this point, the tool started to take form, since two of the three major Stages
had been implemented. Nonetheless, the tool was still missing major features: the
Semantic Correction loop and a comprehensive main Python script that ran the tool
from beginning to end.

Semantic Mismatch Due to Missing Module Pre x in Internal

Signal

Context: In formal tools, signal names must be fully quali ed to ensure
equivalence. Omitting a module name pre X in internal RTL signals can
cause logically equivalent clauses to be interpreted as di erent.

Clause A (Correct - with module pre x):

write_valid -> (fifo.write_pointer == expected_addr)
Clause B (Incorrect - missing pre x):

write_valid -> (write_pointer == expected_addr)

Explanation:  Although both clauses refer to the same logical com-
parison, Clause B omits thefifo. pre x on the internal signal
write _pointer . Formal tools treat this as a reference to a di erent signal
or an unde ned name, causing unintended mismatches in assertion evalt
uation.

Best Practice: Always include full hierarchical pre xes when referencing
internal RTL signals in assertions or constraints.

J

Figure 15: lllustration of incorrect clause evaluation due to missing module pre x

4.5 Property Semantic Correction Loop

To complete the Stages of the tool ow, we implemented the semantic correctness
loop. This implementation stage did not su er deviation from the initial plan. The
only consideration was seeing how LLM performed in this task and deciding what
threshold to establish for semantic iterations. The loop approach was pretty simple.
After nishing stage 2, JasperFPV was invoked to run proofs for all properties in
the set. This provides us with a result for each property: either a proof or a CEX.
For the properties that were not proved, instead of prompting the LLM with all
properties at once, we go one by one, asking the LLM to x the property. We
again provide the RTL as a golden reference. As we try to x the property, we
incrementally include the failing assertion and the failed correction attempts that
the LLM has previously attempted. We also ask the LLM to justify its correction
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to see the reasoning it follows, which is valuable to see how capable it is at digesting
the RTL. Figure 16 shows an example response from an LLM during the Semantic
Correction stage.

Lastly, after some initial experimentation, we decided to settle for a limit of ve
semantic iterations. This step is clearly the most computationally intensive one
and is really the heart of the proposed ow. If an LLM can consistently correct
properties in one iteration, or two at most, it would clearly enable this ow in a
practical and scalable way. On the contrary, if we see that an LLM performs poorly
on this stage, it jeopardises the entire performance of the ow.

Having completed this last stage, we were now missing the implementation of
the Veri cation ow. Luckily, the two initial Stages of the Golden Reference ow
are reused completely for the Veri cation ow; the only needed implementation was
the nal Semantic Correction stage with specs. At the same time, and as mentioned
in the previous subsection, the tool was still quite bare-bones, and there was still a
lot of room to implement ease-of-use features, notably a single script that ran the
entire tool. In terms of optimisations of the ow, the automatic syntactic correction
was expanded to also pre xlocalparams and check for assertions with duplicate
names. This rarely occurred, but we noticed a few instances of initial property sets
with this problem during development testing.

1. The current assertion as__OpQUpdatedOnValid: assert property((
valid i && 'hl_mul_unit.flush_i[0]) |-> hl_mul_unit.op_q == op_i
); is failing because it checks the value of the registered
signal hl_mul_unit.op_q in the same cycle as valid_i is asserted

However, hl_mul_unit.op_q is a register updated on the clock

edge, so its value reflects the previous cycle until the clock
edge occurs. Therefore, the assertion is incorrectly expecting
the updated op_q value in the same cycle as valid_i, which is
not possible. This timing mismatch causes the assertion to fail.

2. The fix is to use a next-cycle assertion (|=>) instead of a same
-cycle assertion (|->) because op_q is a registered signal
updated on the clock edge. The precondition valid i && !flush_i
[0] is evaluated in the current cycle, and the postcondition
checks the updated value of hl_mul_unit.op_q in the next cycle.
According to the rules, on the postcondition of next-cycle
assertions, we must NOT use $past() on the updated _q signals,
so we directly check hl_mul_unit.op_q. This approach aligns with
the pipeline behavior and timing of the register update,
ensuring the assertion checks the correct value of op_q after it
has been updated.

3. Corrected assertion:
as__ OpQUpdatedOnValid: assert property((valid_i && !'hl_mul_unit.
flush_i[O]) |=> hl_mul_unit.op_gq == op_i);

Figure 16: Example of the Semantic Correction response for one of the experiments
for the internal mul_unit module. We can see the correction rationale provided by
the LLM, before delivering the corrected assertion.
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4.6 Unication and Integration

Finally, it was time to bring all together and unify and integrate the tool into a
single executable script. To recap, the tool is made up of 4 distinct components:

N

autosva.py : Generates the formal testbench and all the necessary compilation
and setup les.

RAG.py : Generates the initial property set.

agent.py : Handles the main Stages of the ow: Syntax Correction, Set Ex-
tension, and Semantic Correction.

svaparser.py : Enables the property duplicate check mechanism through a
simple SystemVerilog Assertions parser and class attributes that act as a prop-
erty database.

Figure 17 visually depicts the codebase hierarchy for this work. During this
last milestone, all the components were brought together undenain.py. With
this came many ease-of-use features and optimisations. To name a few, automatic
package and submodule detection were implemented to make the compilation setup
seamless for more complex modules. Initial property set le support, skipping RAG
generation, for incremental or correction runs. For designs with submodules, the
generation of properties for the submodules instantiated directly in the top module
was also implemented. We also implemented automatic source HDL detection and
automatic RTL source type detection (sequential/combinational).

Figure 17: Block diagram of the code structure of the tool.

When it comes to the agent, more optimisations in the automatic methods were
implemented. For the Syntax Correction, we detected that a new type of syntactic
errors was very tough to x for LLM. These errors are those in which JasperFPV
reports the syntax error asSyntax error near (...) . For example, with asser-
tions that have extra parentheses or brackets, we get these kinds of errors reported
in the log. We also capped the LLM usage in the Syntax Correction loop to avoid
signi cantly increasing the computational cost to achieve this objective. We allow
at most ten syntax iterations before the tool starts removing all failing assertions
from the set. This optimisation has a slight downside, since we establish that at a
certain point we will be eliminating assertions, we will potentially reach the prop-
erty Set Extension with an assertion count lower than that with which we began
the tool execution. Another, more ne-grained optimisation we implemented was
to remove assertions that report the same error three times in succession. Finally,
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Figure 18: SVApshot tool ow diagram showing the complete process from RTL
input to nal snapshot generation. Green boxes represent automated processes,
blue boxes represent processes involving LLMs.

in the same vein as the last optimisation, we implemented a blacklist mechanism
that blacklisted errors if they happened three times during the Syntax Correction
loop, making any further occurrences of this error directly discard the assertion that
contained it. Jumping to the SystemVerilog Assertions parser contained within the
svaparser.py module, we implemented improvements in it with the aim of making
clause generation as reliable as possible and extending the tool's functionality in
the future, supporting automatic property complexity classi cation and analysis.
Figure 18 illustrates the nal structure for the Golden Reference ow, with only the
major automated processes shown for simplicity.

4.7 Development Methodology

The project was developed following an Agile methodology, developing and testing
each of the components that ended up forming the tool continuously, and trying
to build a simple tool prototype as early as possible. In chronological order, as
outlined by the work plan in Section 1.5, the development of the tool started with
the development of an initial property set generation script. Secondly came the
development of the actual agent that does all the work featured by the tool, except
the SystemVerilog Assertions parsing and conversion to CNF, which is done by the
svaparser, which was developed after starting the agent. As mentioned before, this
was all done in an Agile manner; therefore, the development of these components
clearly overlapped. Lastly, the agent's completion to support semantic correction in
the snapshot ow and the Veri cation ow was achieved. To nalise the development
of the tool, all scripts were consolidated into a single script for use as a uni ed tool.
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5 Experimental Environment

To evaluate the tool's performance, we selected a set of RTL designs of varying
complexity to stress the tool and push it to its limits. Most of the selected designs
belong to an internal hardware design library from BSC which contains a vast range
of designs, from control logic units to queues and datapath modules. All of the
selected modules have been previously included in tapeouts and have undergone
a thorough veri cation process. This is where we get our initial con dence from.
Additionally, to facilitate comparison between tools and promote reproducibility, we
also included RTL modules from the open-source Sargantana processor, which was
developed at the BSC [90, 91], and from the AssertLLM project [25, 24].

Table 2: LLMs used for experimentation and their con guration parameters.

Module Type Source

mul _unit | Arithmetic Internal

div _unit | Arithmetic Internal

PTW Memmory Management | Sargantana [91]
12C Protocol Communication | AssertLLM [25, 24]

As mentioned in Section 1.3, we utilised Cadence Design Systems' JasperFPV
to run all experiments during this work and collect proof and coverage results for
all modules. Given the wide range of available LLM models, we wanted to run the
tool with more than one model to see if its performance was reasonably consistent
across models and also to see how much performance you can squeeze out of the
tool with a small model, and how far you can take it with top-of-the-line models.
Table 3 shows the chosen models and their con guration parameters.

Table 3: LLMs used for experimentation and their con guration parameters.

Model Temperature | Max Completion Tokens
GPT-4.1 mini [70] 0.2 32768
Llama 3.1 405b [61] 0.2 8192
Llama 3.3: 70b [62] 0.2 8192

The temperature parameter in LLMs controls the randomness of their output
during text generation [67]. Usual values for coding tasks revolve around0 0:2,
since deterministic and reproducible results are more desirable. When it comes to
the token limits, they did not make the experimental evaluation unfair since the LLM
responses at most produced approximately 4000 tokens, which does not surpass any
of the limits that we set for the models.
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6 Results

To test the tool, we conducted a series of experiments. The experiments we ran can
be classi ed into three categories:

N

Golden Reference Flow Experiments : The objective of these experiments
Is to see how capable this ow is of generating correct properties using the
golden reference RTL. We evaluate several metrics to quantify the tool's per-
formance, with the primary one being the coverage achieved with the generated
properties.

Optimisation Testing Experiments : To see the impact of the several opti-
misations that were presented throughout Section 4, we ran a series of ablation
experiments to see performance metrics with and without the optimisations.

Tool Comparison Experiments : These experiments are to compare our
work with state-of-the-art works. These experiments were run with the Golden
Reference ow and will focus on assertion metrics.

For each of the following tables, the best results are highlighted wold . Usually,
higher is better, except in some cases, like for cost and time tables.

6.1 Golden Reference Flow Experiments

To begin, Table 4 gives a general overview of the results obtained with our exper-
iments. We can see the di erent results for each of the modules using the selected
LLMs. The Initial Property Set is the set obtained after completing the initial
Syntax Correction stage, since having correctly written assertions allows us to ob-
tain the rst coverage reading. TheFinal Property Set is the set we obtain at
the end, after the Semantic Correction stage.

As general takeaways from this initial layout of the results, we can see that
property sets always accomplish a coverage increase, fueled by a successful extension
of the property set. No coverage increase or small coverage increase results are due to
new properties not being correct, and thus not contributing to the coverage metric,
or new properties covering similar states to those of the initial properties of the
set, hence not exploring the uncovered state space. Nevertheless, results are clearly
very positive across the board. Another observation is that combinational modules
appear to reach high coverage from the initial property set, which is expected since
being purely combinational drastically reduces the state space of the module, raising
the question of whether, for these modules, the Semantic Correction stage could be
skipped. Finally, the good part to also note is that those results that are not
as briliant can be improved by correcting the properties that are still awed; we
can then think of these results as a baseline, which can be improved in the future
with manual xing of the remaining failing properties of the set or by executing
subsequent tool runs with the set of properties as an initial property set.

Finally, we can see how going one step further and also generating properties
for the direct submodules of the top-level module can provide substantial coverage
improvements in certain instances, as is the case with thgw module. With re-
gards to LLM performance, it seems like OpenAl's GPT 4.1 mini delivers the most
consistent performance out of the three tested.
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Table 4: Comparison of LLM performance using the Golden Reference ow with the
selected RTL modules. The second column indicates Lines of Code (LOC). Types
are: Sequential (S) or Combinational (C). Initial assertions are the set of assertions
obtained after the initial Syntax Correction stage. Designs with submodules also
provide the coverage obtained when including the submodules’ SVA; the rst value
is the coverage without the submodule properties. Reported coverage is Checker
Coverage from JasperFPV.

RTL Module LLM LOC Type Init SVA Init Cov (%) Initial Pass (#/T) Final Pass (#/T) Final Cov (%) Cov Increase(%)
Llama 3.3 70B 43 68.32/76.02 21/43 97/133 85.9/83.95 17.58/7.93
div _unit Llama 3.1 405B 241 S 20 42.49/74.49 11/20 30/42 59.87/89.46 17.38/14.97
GPT-4.1 mini 44 69.14/79.10 32/44 88/118 99.23/96.57 30.09/17.47
Llama 3.3 70b 17 99.74 17117 35/37 99.74 0
div _unit _4bits Llama 3.1 405b 100 C 16 91.65 13/16 21/23 99.74 8.09
GPT 4.1 mini 9 91.52 6/9 8/10 91.52 0
Llama 3.3 70B 29 0.75 4/29 10/45 1.76 1.01
mul _unit Llama 3.1 405B 294 S 10 151 3/10 37/67 70.26 68.75
GPT-4.1 mini 40 92.64 24/40 81/115 98.85 6.21
Llama 3.3 70B 54 11.17/43.25 25/54 35/66 14.16/44.57 2.99/1.32
ptw [91] Llama 3.1 405B 419 S 5 3.05/28.83 5/5 35/42 17.53/43.37 14.28/14.54
GPT-4.1 mini 40 21.01/47.87 28/40 47/53 26.49/52.75 5.48/4.88
Llama 3.3 70b 12 71.72 6/12 95/106 71.72 0
pseudoLRU [91] Llama 3.1 405b 137 S 8 68.69 4/4 32/45 71.72 3.03
GPT 4.1 mini 7 68.69 6/7 16/17 68.69 0
Llama 3.3 70b 28 88.76 19/28 32/49 89.03 0.27
ptw _arb [91] Llama 3.1 405b 115 S 11 69.38 4/11 19/29 88.67 19.29
GPT 4.1 mini 17 95.49 14/17 33/37 95.66 0.17
Llama 3.3 70B 27 20.11/18.75 3/27 46/82 28.67/26.73 9.92/6.62
i2c_master _top [25] Llama 3.1 405B 216 S 37 4.99/21.68 22/37 51/60 29.39/27.39 24.4/5.71
GPT-4.1 mini 29 21.40/20.21 9/29 21/33 28.96/26.99 7.56/6.78
Llama 3.3 70b 17 0.37 3/17 14/60 4.04 3.67
i2c_master _byte _ctrl [25] Llama 3.1 405b 268 S 10 0 0/10 17/56 5.14 5.14
GPT 4.1 mini 17 11 2117 3/23 11 0

Next up, Table 5 focuses speci cally on assertion metrics, in particular for the
nal sets produced in each experiment. We wanted to highlight the percentage
of failing and passing assertions which overall favours the latter, and again serves
as a good indicator of how good the results can be if we continue to invest e ort
in uncorrected properties. We also wanted to showcase the correction count for
each experiment. At last, we thought it was interesting also to provide insights
into how many properties passed vacuously because their precondition was deemed
unreachable by the formal engine. These assertions are reported as passing in the
proof summary of the JasperFPV log, but they clearly should not be accounted as a
proper pass. We can see that the number of vacuous passes is residual. One nding
that we uncovered while analysing this is that all properties that pass vacuously do so
because their precondition looks for a parameter value di erent from the default one.
Because the tool does not run multiple iterations for all possible parameter values,
these properties never pass. Furthermore, for hierarchical modules, when including
the submodule properties, some of the submodule properties become syntactically
incorrect when they had passed when running them standalone. The reason is that
the top-level module has a di erent default parameter value for a parameter shared
with the submodule, or the top-level module does not have the same parameter and
sets it up using a value from a package. When the submodule gets instantiated in
the RTL, the submodule gathers the parameter value of the top-level module and
JasperFPV elaborates it, causing assertions that relied on the submodule parameter
value to become incorrect. Figure 19 shows a real example that we discovered in our
experiments for theptw module and thepseudoLRsubmodule from Sargantana.
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Table 5: Assertion Metrics.

RTL Module Model Total Corrected Duplicates Failing Passing Validly Passing Vacuously
Llama 3.3 70b 133 2 34 32 97 2
div _unit Llama 3.1 405b 42 19 0 9 30 3
GPT 4.1 mini 118 17 31 27 88 3
Llama 3.3 70b 37 1 0 2 35 0
div _unit _4bits Llama 3.1 405b 23 1 0 1 21 1
GPT 4.1 mini 10 5 0 0 8 2
Llama 3.3 70b 45 13 0 35 10 0
mul _unit Llama 3.1 405b 67 6 0 29 37 1
GPT 4.1 mini 115 30 8 24 81 10
Llama 3.3 70b 66 9 4 31 33 2
ptw [91] Llama 3.1 405b 42 2 0 7 35 0
GPT 4.1 mini 53 7 0 6 47 0
Llama 3.3 70b 106 8 19 11 95 0
pseudoLRU [91] Llama 3.1 405b 45 11 1 7 32 6
GPT 4.1 mini 17 6 1 16 0
Llama 3.3 70b 49 8 0 17 32 0
ptw _arb [91] Llama 3.1 405b 29 5 1 9 19 1
GPT 4.1 mini 37 5 0 4 33 0
Llama 3.3 70B 82 31 0 35 46 1
i2c_master _top [25] Llama 3.1 405B 60 18 1 8 51 1
GPT-4.1 mini 33 12 0 12 21 0
Llama 3.3 70b 60 5 0 46 14 0
i2c_master _byte ctrl [25] Llama 3.1 405b 56 10 0 38 17 1
GPT 4.1 mini 23 0 0 20 3 0

~N O OB~ W N

[ee]

/I Assertions depend on logic [2*(ENTRIES-1)-1:0] plru_tree_q data
structure

/I For the pseudoLRU module, the default value is 8

/I but for the top-level ptw module, the default value is 2

/I which limits the data structure to 4 bits

/I FAILS

as__ PLRUTreeUpdateHit_11: assert property(access_hit i |=>
pseudoLRU.plru_tree_qg[10] == $past(pseudoLRU.plru_tree_d[10]));

/I FAILS

as__PLRUTreeUpdateNoHit_11: assert property(laccess_hit_i |=>
pseudoLRU.plru_tree_q[10] == $past(pseudoLRU.plru_tree_d[10]))

Figure 19: Example of a property that becomes syntactically incorrect once inte-
grated with top-level module property le.

Moreover, we wanted to dive deep into the obtained property sets and analyse
if some duplicate assertions have slipped through the cracks of our limited parser,
which is the cornerstone of the duplicate detection check. Here we also came across
an exciting nding. All assertions wrongly deemed unique were caused by having
additional, super uous parentheses in the property expression, which our parser did
not account for. Figure 20 shows a real example of this.
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N

IN

/I Original

as__DataRs1Rs2DCorrectForMulHU: assert property((op_i == 3) |->
hl_mul_unit.data_rs1l_d == data_rsl i && hl_mul_unit.data_rs2_d
== data_rs2_i);

/I Duplicate with extra parenthesis wrapping the entire
postcondition

as__DataRs1Rs2DCorrectForMulHU_1: assert property((op_i == 3) |-> (
hl_mul_unit.data_rs1_d == data_rsl i && hl_mul_unit.data_rs2_d
== data_rs2_i));

Figure 20: Example of an undetected duplicate property due to extra parentheses.

As with assertions, we thought it necessary to go over coverage speci cally in
Table 6. In this table, we looked at the dierent kinds of coverage reported by
the FPV tool, which were de ned in Section 4.4. Since our tool does not generate
assumptions, stimuli coverage should always be very high. Despite this, we see
some lower percentages. This is because even with no explicit assumptions, stimuli
coverage can be& 100% because the formal engine doesn't need to or cannot explore
all possible input combinations. Bounded exploration, unreachable states, implicit
tool constraints, and solver heuristics all reduce the e ective stimuli space covered.
Lastly, we can see how adding assertions makes stimuli coverage increase, which in
turn increases formal coverage, but it does not increase as much as it does with
checker coverage.

Table 6: Coverage Metrics (%).

RTL Module Model Initial Formal Final Formal Initial Stimuli Final Stimuli
Llama 3.3 70b 82.03/81.96 80.74/88.71 98.92/ 98.62 98.65/98.12
div _unit Llama 3.1 405b 55.20/ 74.24 5454 /89.199.10 / 99.00 98.92/98.62
GPT 4.1 mini 70.25/90.81 99.04 / 96.37 99.12/98.93 99.09 / 98.92
Llama 3.3 70b 99.75 99.62 100 100
div _unit _4bits Llama 3.1 405b 91.94 99.51 100 99.76
GPT 4.1 mini 92.89 90.70 98.67 98.99
Llama 3.3 70b 3.60 6.46 98.84 98.86
mul _unit Llama 3.1 405b 2.73 72.53 98.82 98.83
GPT 4.1 mini 92.89 97.92 98.67 97.92
Llama 3.3 70b 13.65/ 45.63 17.21/49.626.75 / 87.33 86.90 / 87.96
ptw [91] Llama 3.1 405b 3.20/28.81 18.89/45.94 86.54 / 87.07 86.74 / 87.35
GPT 4.1 mini 22.25/ 49.15 28.01 / 54.76 86.65/87.19 86.70/ 87.42
Llama 3.3 70b 75.21 88.01 80.17 90.26
pseudoLRU [91] Llama 3.1 405b 71.93 78.26 79.82 81.52
GPT 4.1 mini 72.07 76.15 68.69 83.08
Llama 3.3 70b 89.29 89.75 99.33 99.19
ptw _arb [91] Llama 3.1 405b 69.91 89.02 99.30 99.16
GPT 4.1 mini 95.78 76.15 95.66 99.82
Llama 3.3 70B 24.37/25.7140.35/ 4290 35.10/35.83 42.77 / 45.25
i2c_master _top [25] Llama 3.1 405B 14.62/ 29.50 39.24 /41.288.03 / 36.97 41.20/43.31
GPT-4.1 mini 26.49/27.09 34.77/34.34 36.03/ 35.92 36.83 / 34.46
Llama 3.3 70b 5.87 21.97 38.17 46.10
i2c_master _byte ctrl [25] Llama 3.1 405b 2.83 19.03 36.28 43.35
GPT 4.1 mini 6.59 8.33 38.3 39.46

The last two tables in this section shed light on the tool's cost and performance
e ciency. Table 7 presents the cost in terms of tokens for each experiment, as
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well as the total monetary cost of running these experiments. Note that the token
count is obtained as a rough approximation, by counting a token every four let-
ters. Firstly, looking at the APl usage, we can clearly see that the vast majority of
calls are invested into semantics correction. Given the automated syntax correction
methods, there are many instances of experiments in which no LLM assistance has
been required to obtain syntactically correct assertions, which is a very promising
result, considering there is room for improvement in this area. The Property Set
Extension will always generate at least one API call. However, we can observe that
the maximum values oscillate around ten calls during one experiment, which is still
one order of magnitude smaller than most API call counts for the Semantic Correc-
tion stage. Despite the apparently large token counts required for each experiment,
the cost column quickly reveals that the experiments were all very a ordable. This

is actually a very encouraging result since the most signi cant investment would
clearly have to be made in the rst Golden Reference ow run, in which we go from
an empty set of properties to a decently-sized one. The subsequent runs, if we ever
desire to expand this set to increase coverage, should, in principle, be cheaper since
many properties are already formulated in the set. If the initial cost is this low, it
really motivates us to integrate it in real veri cation ows, given the signi cant ROI

in terms of produced*.

Table 7: Cost estimation of APl usage across RTL modules and LLMs. API Calls
separated into Syntax Correction (S)/Property Set Extension (E)/Semantic Correc-
tion (C). Cost for Llama models calculated using average cost per million tokens
from popular inference providers [95, 36, 5, 32, 28]. OpenAl prices taken from [71].

RTL Module LLM API Calls(S/E/C) Input Tokens Output Tokens Total Cost ( é)
Llama 3.3 70B 177(0/13/166) 582480 16616 0.29
div _unit Llama 3.1 405B 100(0/3/97) 313486 21677 1.35
GPT-4.1 mini 166(0/12/154) 550209 43386 0.25
Llama 3.3 70b 18(1/2/15) 48014 4147 0.026
div _unit _4bits Llama 3.1 405b 16(1/2/13) 38426 2379 0.163
GPT 4.1 mini 7(2/213) 17161 2037 0.01
Llama 3.3 70B 203(11/4/188) 796965 42647 0.47
mul _unit Llama 3.1 405B 188(3/10/175) 704977 44285 3.47
GPT-4.1 mini 174(6/10/154) 676734 37903 0.28
Llama 3.3 70B 181(10/3/168) 843027 21708 0.41
ptw [91] Llama 3.1 405B 41(1/2/38) 183097 10240 0.76
GPT-4.1 mini 46(4/3/39) 214803 9728 0.09
Llama 3.3 70b 78(2/10/68) 192336 11265 0.094
pseudoLRU [91] Llama 3.1 405b 72(1/5/66) 170404 15707 0.74
GPT 4.1 mini 18(0/5/13) 42311 3825 0.02
Llama 3.3 70b 106(5/4/97) 222473 5215 0.11
ptw _arb [91] Llama 3.1 405b 61(2/3/56) 124187 12737 0.56
GPT 4.1 mini 33(1/4/28) 70711 4899 0.03
Llama 3.3 70B 221(3/4/214) 570780 6982 0.28
i2c_master _top [25] Llama 3.1 405B 90(2/3/85) 232389 14655 0.8
GPT-4.1 mini 86(1/2/83) 222467 12168 0.1
Llama 3.3 70b 252(5/4/243) 730742 11890 0.4
i2c_master _byte _ctrl [25] Llama 3.1 405b 227(3/5/219) 663228 34455 3.2
GPT 4.1 mini 104(1/3/100) 303178 19838 0.13

To further analyse the e ciency of the Semantic Correction stage, we developed
the plot in Figure 21, which highlights the percentile of properties xed at each
possible try count. Here we came across a fascinating nding, out of all the properties
that get xed during this stage, the majority get xed in the rst try. This is a very
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Figure 21: Semantic Correction Attempt Distribution Across All Modules. The
results are combining the properties generated by all the LLMs.

positive result, since the Semantic Correction stage is the most expensive stage by
far, both in monetary and time cost, with the latter being the most relevant given
the reduced monetary cost of the experiments that we saw in Table 7.

We also analysed the Set Extension stage in detail to understand how sets grow
with each iteration of extension. Figure 22 shows the four di erent plots for the
experiments that were run. Some interesting observations are that Llama 3.3 70b
is twice the LLM that has completed more extension iterations, fodiv _unit and
pseuduLRUWNhat is also interesting is that the best overall performing model, GPT
4.1 mini, only performs the most extension iterations in one instance, farul_unit ,

a testament to the model's e ciency as we saw in Table 7

Last but not least, we have the execution time study, reported in Table 8. In
it, we divided the execution time into each of the major execution stages, those
that pertain to the agent.py script execution. At the same time, we included a
second time partition, based on the programs being executed during the ow. This
separation distinguishes LLM time, Jasper FPV time, and time spent on other
processing, which accounts for all automated processing and correction, as well as
logging, etc. All partial times are complemented by their corresponding percentage
with respect to the total time. The key takeaways here are that the Semantic
Correction stage takes up most of the execution time as expected, since assertions
are corrected one by one, and of this time, JasperFPV takes up most of it. This is
very interesting in terms of tool latency. If we reduce the attempt limit, which, as
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Figure 22: Set Extension progression plots.

we saw before in Figure 21, would still produce most of the obtained corrections, the
tool latency would decrease drastically. An intuitive numerical approximation would
be that if we reduce the limit from ve to two tries, we could expect a speed-up of 2
in the Semantic Correction stage, thus halving its execution time. Lastly, we believe
it is interesting to highlight both how, despite the high API call count, LLM time

is considerably lower than JasperFPV time in most cases, and how the rest of the
execution time, which includes all automatic methods, is clearly the minimal part
of the execution, proving that the investment in automatic procedures was a good
investment.

Table 8: Execution Time Evaluation.

RTL Module Model Syntax Correction Set Extension Semantic Correction Total LLM JasperFPV  Other Processing
Llama 3.3 70b 20.23s (0.3%) 2527.05s (32.2%)  5284.96s (67.4%) 78BRA3Bs (7.5%)  7188.86s (91.7%) 57.29s (0.7%)
div _unit Llama 3.1 405b  17.93s (0.5%) 288.32s (7.7%)  3419.48s (91.8%) 3726.18s 1849.96s (49.6%)1866.98s (50.1%)  8.83s (0.2%)
GPT 4.1 mini 21.02s (0.4%) 779.11s (14.8%) 4449.15s (84.7%) 5250.20s  1457.91s (27.8%)  3700.13s (70.5%) 91.31s (1.7%)
Llama 3.3 70b 10.04s (2.4%) 150.11s (36%) 256.93s (61.5%) 417.49s  134.27s (32.2%)  274.16s (65.7%) 8.68s (2.1%)
div _unit _4bits Llama 3.1 405b  9.47s (2.3%)  107.54s (26.3%) 291.48s (71.3%) 408.81s  172.90s (42.3%)  234.00s (57.2062s (0.4%)
GPT 4.1 mini 11.44s (5.3%) 121.41s (56.5%) 81.95s (38.1%)  215.02s  98.72s (45.9%) 113.34s (52.7%) 2.77s (1.3%)
Llama 3.3 70b 75.05s (0.9%) 1692.60s (19.39%6990.47s (79.8%) 8758.94s  1369.25s (15.6%)  7289.67s (83.2%) 99.27s (1.1%)
mul _unit Llama 3.1 405b  66.07s (0.5%) 1173.54s (9.1%)  11705.37s (90.4%)  12945.32s 4541.01s (35.1%) 8352.71s (64.5%) 51.28s (0.4%)
GPT 4.1 mini 97.35s (1.2%) 874.46s (10.7%)  7189.88s (88.1%) 8163.74s 1246.29s (15.3%) 6881.27s (84.3%) 34.19s (0.4%)
Llama 3.3 70b 1403.63s (15.8%) 225.59s (2.5%) 7254.97s (81.6%) 8886.12s 939.61s (10.6%) 7863.13s (88.5%) 82.58s (0.9%)
ptw [91] Llama 3.1405b  77.31s (4.3%)  184.60s (10.2%) 1544.35s (85.5%) 1806.58s 856.82s (47.4%) 944.37s (52.3%)  5.17s (0.3%)
GPT 4.1 mini 261.07s (9.6%) 276.12s (10.1%) 2186.65s (80.2%) 2727766K9s (13.8%)  2318.565 (85%) 29.61s (1.1%)
Llama 3.3 70b 22.76s (1.4%) 403.50s (25.3%) 1163.52s (73.1%) 1591.93s 395.17s (24.8%) 1151.88s (72.4%) 42.79s (2.7%)
pseudoLRU [91] Llama 3.1 405b 25.52s (1.3%) 189.465s (9.8%) 1727.74s (88.9%) 1943.01s  1068.06s (55%)  866.47s (44.6%) 8.22s (0.4%)
GPT 4.1 mini 16.20s (4.6%)  140.00s (39.9%) 194.12s (55.4%)  350.58s 108.48s (30.9%) 234.38s (66.9%)  7.54s (2.1%)
Llama 3.3 70b 49.77s (1.6%) 215.23s (6.8%) 2883.97s (91.5%) 3152.10s  275.59s (8.7%)  2850.17s (90.4%) 23.50s (0.7%)
ptw _arb [91] Llama 3.1 405b 69.865 (2.8%) 219.98s (8.9%) 2169.23s (88.2%) 2459.37s  1229.56s (50%)  1221.98s (49.7%) 7.55s (0.3%)
GPT 4.1 mini 43.49s (4.7%)  182.82s (19.9%) 692.04s (75.2%)  919.71s  181.48s (19.7%) 731.08s (79.5%)  5.82s (0.6%)
Llama 3.3 70B 92.95s (2.5%) 168.35s (4.6%) 3400.265 (92.8%) 3663.81s  407.82s (11.1%)  3132.43s (85.5%)  121.65s (3.3%)
i2c_master _top [25] Llama 3.1 405B  480.69s (11.4%)  885.58s (21.0%) 2839.64s (67.5%) 4207.21s  3009.13s (71.5%)  1181.11s (28.1%) 15.73s (0.4%)
GPT-4.1 mini 62.12s (3.9%)  76.38s (4.8%)  1437.17s (91.2%) 1576.18s 393.17s (24.9%) 1177.07s (74.7%) 5.47s (0.3%)
Llama 3.3 70b 196.17s (5.1%) 264.89s (6.9%) 3393.87s (88%) 3858&61s (13.7%) 3258.41s (84.5%) 67.95s (1.8%)
i2c_master _byte _ctrl [25] Llama 3.1 405b 152.77s (2%) 420.83s (5.6%) 6981.39s (92.4%) 7555.32s  4756.93s (63%)  2774.38s (36.7%) 23.70s (0.3%)
GPT 4.1 mini 38.48s (2%) 163.03s (8.5%) 1717.28s (89.5%)  1919.24s  598.91s (31.2041312.12s (68.4%)  7.82s (0.4%)
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6.2 Optimisation Testing Experiments

To evaluate the implemented optimisations of the ow, we performed some ablation
experiments. The experiments consisted of running Initial Property Generation
with and without RAG and running Initial Syntax Correction with and without
automatic pre xing. For the latter, we found that over ve experiments with the
same RTL and LLM, the syntax corrections were reduced by 29.4% when using
automatic correction methods, and the execution time was reduced 17.3%. For the
former, we found that in our experiments, RAG-generated properties required 32%
less syntax iterations and produced 3% more correct assertions directly, and 21%
more correct assertions after the Semantic Correction stage.

6.3 Comparison with other Tools

To nish the results analysis, we compare our tool with other works. The tools that
we chose are the followingAssertLLM , SANGAM and Spec2Assertion .

To do this comparison, we ran our tool with the Golden Reference ow with
the 12C module provided in the AssertLLM GitHub repository [25]. All the other
works have published data of their results using this RTL module, so it serves as a
benchmark to compare them to ours. Table 9 shows the results of this experiment.

Table 9: Comparison with other SVA generation tools.

RTL Module LLM Final Pass (#/Total)
Our Work - Llama 3.3 70B 60/142
Our Work - Llama 3.1 405B 68/116
Our Work - GPT-4.1 mini 24/56

12C AssertLLM[24] 56/65
SANGAM [37] 152/-
Spec2Assertion [102] 33/111

* Only 99 are syntactically correct.

Our main observation here, given the reduced number of experiments run, is
that our tool is competitive in terms of total generated assertions, which is clearly
thanks to our Set Extension stage.

7 Conclusions

In this work, we present an LLM-assisted SystemVerilog Assertions generation tool,
which implements a novel snapshot-based methodology to extract properties from a
golden reference RTL module. The goal of this work was to develop a tool with this
novel ow at its heart and assess the capabilities of o -the-shelf models in the Sys-
temVerilog Assertions generation task, while also supporting them with automated
methods to correct assertion syntax and detect assertion duplicates.

Having analysed the results, we can draw several conclusions. The tool works
e ectively and is comparable in performance with other state-of-the-art tools. It
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has a signi cant advantage of being fully automated. It executes all the ow stages
independently, uninterrupted. It provides at a minimum a considerably large set
of syntactically correct assertions, taking into account the number of properties
produced by other tools. This leaves only the semantics to the engineer, who will
further curate and correct the assertion set once the tool delivers it. This, of course,
is the most challenging part. Still, the tool signi cantly accelerates the process at
an a ordable cost to implement as a solution at scale. When compared to the other
tested tools, which do not ensure complete syntax correction, we consider our tool
to be competent. The tool supports incremental snapshots of the RTL; that is, the
tool can take a previous set of assertions obtained from an initial run of the tool for

a module and build upon that set to nd new assertions when the module has new
features or a new version has been developed and veri ed, creating a more general
or enhanced set of assertions. This means that, even if some assertions are left
uncorrected in the rst run, there is a good chance they can be corrected in other
executions.

Another factor to consider regarding the tool's potential performance is that, in
the conducted experiments, only o -the-shelf LLMs were used. As LLMs improve,
the tool should also improve, and given the rapid development of these models, it
is likely that signi cant improvements will be seen with the upcoming generation of
models.

In terms of cost and time, the tool takes a non-trivial amount of time to execute,
but is incredibly cheap to run when we take into account the amount of time a human
engineer would necessitate to develop the same work for di erent RTL modules
every day, and also the money that this person would receive as compensation for
doing this job. The acceleration factor provided by the tool is considerable, and it
relieves the veri cation engineer from needing to become highly familiar with design
speci cations to start elaborating assertions for an RTL module. It results in a
shrinking of the time required to start evaluating RTL correctness, which is much
needed in today's ASIC design landscape.

When it comes to accessibility and ease of use, we believe the tool represents
a signi cant step forward and can be utilised by all, regardless of their experience
with SystemVerilog Assertions and ABV. We believe this ease of use can be very
positive for RTL engineers, enabling them to get closer to assertions and become
more familiar with this aspect of the veri cation landscape. Designers can also
greatly benet from using assertions with formal methods, especially in the early
RTL development stages, to do early design exploration and light bug nding.

In light of the above, and to conclude, we believe this work, as others have done
before, as seen in Section 3, demonstrates that even o -the-shelf LLM models can
signi cantly accelerate a complex coding process, in this case, assertion formulation
for RTL veri cation.

7.1 Future Work and Discussion

In terms of future steps, there are many, and we believe they will enhance the tool's
power and applicability to other tasks beyond its direct use cases.
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7.1.1 Improvements and Optimisations

We think the initial assertion generation implemented by theRAG.pycomponent
could be optimised. It would be interesting in the future to study the ROI of
this component, looking at how many assertions are discarded by the LLM during
the Syntax Correction stage while trying to correct the awed assertions. A high
variability in this stage would make us consider whether it is worth investing further
in the Initial Generation stage, or whether keeping it simple to get the ow up and
running is enough.

7.1.2 Modularity

One strong point of the tool is its modularity. Given the API used for inference,
one can pick any LLM model to be used during the execution. The tool could be
expanded in the future to support other major inference providers, but it would not
require many implementation changes, since most providers support the OpenAl
API, so only API key setup logic and other minor code changes would be required.
At the same time, the tool has been implemented just to support JasperFPV; we
will look to expand it to support other FPV tools, especially SymbiYosys, since it
is open-source and a more a ordable alternative.

When it comes to the di erent supported ows, the tool also promotes modular-
ity. By implementing the various stages separately within the@gent.py component,
we can mix and match them as desired, and in the future create slightly specialised
versions for the di erent stages to support more specialised and targeted ows de-
pending on the RTL. One example could be to support a \Correction-Focused" ow
execution that takes an initial property set obtained from a previous run, and only
runs Semantic Correction, to x awed properties.

Finally, work will also be done to support all major HDLs: SV, Verilog, and
VHDL. For the most part, during development, the tool was used to target only
RTL written in SV, until we wanted to run the 12C module experiment, which is
written in Verilog. This required some changes across the di erent tool components
to support this language. Nevertheless, these changes were minor. The idea would
be to make the tool as plug-and-play as possible, regardless of the RTL codebase.

7.1.3 Tool Use Cases

To help the reader visualise how the tool could be implemented in real veri cation
ows, we thought about laying out some use cases that we have imagined would be
a great t for our tool:

" Mutated RTL Veri cation: This is the direct use case, the one that stems
naturally from the de nition of our Golden Reference ow. Given a preveri ed
RTL design, the tool is used to generate a set of properties for it. This set
can be manually adjusted and perfected once produced, if necessary. When
the design team decides to move away from this initial implementation and
create an optimised or evolved version of the module, a formal veri cation
testbench can be set up as soon as the RTL has an initial minimally working
version. Features that are retained from the original module can be veri ed
incrementally as they are implemented, using the stored assertions from the
original module, thereby wasting no additional time on assertion elaboration
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and providing very high levels of reusability. Furthermore, if a ow of Al-
assisted or even Al-automated RTL generation were to be implemented, the
assertion set from the golden reference RTL could be put in place as a safety
mechanism and to provide a stop condition for the ow, making sure the new
RTL conserves correctness in particular features that are inherited from the
original design.

Continuous Integration Regression Runs: With an evolved version of
the tool, which supports many ner-grain execution types, such as correction
only, expansion only, and so on, CI pipelines could be established to maintain a
property set automatically. For correction runs during the week, for example,
to make them as lightweight as possible, correction attempts could be limited
to one try, knowing this limit yields a high ROI as seen in Section 6.1. During
the weekend, a higher number of tries could be allowed to target tougher
assertions.

One additional use case that stems from the tool's functionality, separate from
the veri cation-centered ones, is the application of our tool to LLM benchmarking
e orts. Given our tool's capability to convert SystemVerilog Assertions into CNF
and with an improvement in the svaparser.py component, the tool could support
property complexity analysis. This feature would enable a scoring mechanism for
the assertions of a set, such that, given an RTL module implementation and a set
of assertions, we could evaluate the goodness of that RTL based on how many and
which assertions pass for that implementation. With the golden reference RTL
and the property set established, an LLM evaluation ow could be established to
benchmark LLMs automatically for RTL generation using formal methods. This
use case ties in perfectly with the current demand for more elaborate benchmarks
for LLMs dedicated to digital chip design, which go past simple binary pass/failure
metrics.
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