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I. EXTENDED ABSTRACT

One of the main causes of hardware failure in large-scale
clusters is an uncorrected error in main memory [1]–[4].
Node failures are especially problematic in high-performance
computing (HPC), where a single tightly-coupled job may
execute for days on thousands of nodes. If any node fails, the
whole job is terminated, typically wasting all CPU hours since
the last checkpoint. Memory system reliability is therefore an
important limit on the ability to scale to larger systems.

This abstract summarizes our study, published in SC20 [5],
which aims to increase effective use of HPC systems by
reducing the compute time lost due to memory system failures.
Firstly, our study presents and evaluates a method to predict
DRAM uncorrected errors (UEs) that can enable the system to
take active mitigation measures, e.g. checkpointing or live job
migration. We concentrate on uncorrected errors (UEs), which
cause the node to fail, rather than corrected errors (CEs), which
do not have a direct connection to UEs.

Secondly, we discuss and clarify several aspects of method-
ology, relating to cost–benefit analysis and potential sources
of bias, that are essential for such a prediction method to be
useful in practice. We show that standard metrics for data
prediction, such as precision, recall and F1-score, are not
correlated with saved compute time or mitigation costs, and
therefore are insufficient to decide whether and for which
model parameters the prediction is useful in practice. Instead,
we use a cost–benefit analysis which directly compares the
system resources needed for training, failure prediction and
failure mitigation against the saved compute time due to
successful failure prediction and mitigation [6].

Overall, our open source method [7], reduces lost compute
time by up to 57%, a net savings of 21,000 node–hours per
year for a real production job distribution. We encourage
the community to adopt our methodology for pre-processing,
model training, parameter exploration and evaluation, so that
future DRAM error prediction methods are also free from
training bias and supported by a cost–benefit calculation.

A. Environment description

Our prediction method is trained and evaluated on memory
error logs from the PRACE Tier-0 MareNostrum 3 super-

computer [8] over a production period from October 2014
to November 2016. At the time, MareNostrum 3 comprised
3056 compute nodes and more than 25,000 DDR3-1600
DIMMs from all three major memory manufacturers. These
manufacturers have been anonymized, and are referred to as
Manufacturer A (6694 DIMMs), B (5207 DIMMs) and C
(13,419 DIMMs).

B. Prediction method and methodology

We perform uncorrected DRAM error prediction using a
random forest classifier. The classifier makes one prediction
for each DIMM as to whether or not it will experience a
UE in the upcoming “prediction window”. The features were
obtained directly from the CE and event logs. We use offline
learning, with hyperparameter tuning and time series cross-
validation.

C. Results

Figure 1 summarizes the results of the cost–benefit analysis
for the prediction model and mitigation. The x-axis is the UE
cost: fixed at 5, 50 and 500 node–hours or calculated using the
job size distribution from production MareNostrum 4 HPC job
logs. The y-axis in Figure 1a is the saved node–hours, which
is the reduction in lost compute time due to UE prediction
and mitigation compared with the baseline system. The y-
axis in Figure 1b is the saved node–hours normalized to the
number of node–hours lost in the baseline system. Results
are shown for MareNostrum 3 as a whole (MN3/All) and its
different subsystems corresponding to DRAM manufacturer:
MN3/A, MN3/B and MN3/C. Bars MN3/ABC show the
overall results for the whole system treated as the sum of
its three DRAM manufacturer subsystems. The results show
that the effectiveness of the method is similar across all
these scenarios but that the cost–benefit calculation is strongly
influenced by the average UE cost. For a small UE cost of
5 node–hours, UE prediction has zero effect on the saved
compute time. For medium and large UE costs, however,
savings are seen in Figure 1a, of 586 node–hours (medium)
and 16,541 node–hours (large). These are reductions of 18%
and 49% respectively (Figure 1b). The node–hours savings
computed based on the production job logs reach 57% which
is equivalent to 42,000 node–hours or 21,000 node–hours per
year.
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Fig. 1: The model cost-efficiency depends on the UE cost.
For large UE cost, the savings are significant, measured in
thousands of node–hours over the two-year production period.

D. Conclusions

This paper summarized our method to predict DRAM
uncorrected errors and our cost–benefit methodology. We see
that the effectiveness of our prediction scheme is highly
dependent on system and workload characteristics, pointing
the way to future work on adaptive resiliency techniques.
The full paper [5] provides full details on the prediction
method, the features used for prediction and the detailed cost–
benefit methodology. It also analyzes the effect of parameters
such as prediction window, prediction frequency, and decision
threshold. It evaluates the method also with standard data pre-
diction methods, explores the relative importance of prediction
features and compares the random forest approach with five
other machine learning classifiers. Overall, we hope that future
researchers will build on our work to improve the throughput
of production HPC systems as demonstrated by a clear cost–
benefit calculation.
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