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Abstract

Effective coordination among intelligent agents remains a significant challenge,
especially in open-ended environments. Existing methods often lack scalability,
generalizability, and efficiency, hindering progress in various domains. Moreover,
the growing reliance on Large Language Models (LLMs) introduces bottlenecks,
resulting in slow and costly systems. We propose a novel Reinforcement Learning
(RL)-based coordination method that enables message exchange across agents
while treating their original architectures as nearly black-box systems. Our method
was successfully integrated into STEVE-1, a State-of-the-art (SOTA) short-term in-
struction following model, and evaluated in the Multiagent Minedojo environment.
Experiments show promising results in scenarios requiring coordination, although
resource constraints limited conclusive findings in situations where coordination
was beneficial but not always necessary, likely due to the complexity of the tested
tasks. The proposed method demonstrated remarkable flexibility, requiring no
task-specific adaptations, and the results suggested that agents utilize our approach
in a manner tailored to the specific requirements of each task. These findings have
significant implications for the applicability of single agents to multi-agent settings,
for enabling coordination when LLMs are infeasible, and when used in conjunction
with LLMs to produce more cost-effective and responsive systems.
All project code can be found at https://github.com/oriolmirolf/TFG,
and supplementary materials, such as example videos, are available
at https://drive.google.com/drive/folders/1_Ez795BllPY_
BptTfXNeE0BXsGHt2IPX?usp=sharing.

https://github.com/oriolmirolf/TFG
https://drive.google.com/drive/folders/1_Ez795BllPY_BptTfXNeE0BXsGHt2IPX?usp=sharing
https://drive.google.com/drive/folders/1_Ez795BllPY_BptTfXNeE0BXsGHt2IPX?usp=sharing


Resumen

La coordinación efectiva entre agentes inteligentes sigue siendo un reto consider-
able, especialmente en entornos abiertos. Los métodos actuales a menudo carecen
de escalabilidad, generalizabilidad y eficiencia, limitando el progreso en varios
dominios. Además, la dependencia creciente en LLMs introduce cuellos de botella,
lo que resulta en sistemas lentos y costosos. Proponemos un nuevo método de
coordinación basado en RL que permite el intercambio de mensajes entre agentes,
tratando sus arquitecturas casi como cajas negras. Nuestro método ha sido integrado
con éxito a STEVE-1, un modelo estado del arte capaz de seguir instrucciones
a corto plazo, y ha sido evaluado en el entorno Multiagent Minedojo. Los ex-
perimentos muestran resultados prometedores en los escenarios que requieren
coordinación, aunque los pocos recursos disponibles han limitado los resultados en
aquellas situaciones donde la coordinación era beneficiosa pero no siempre nece-
saria, probablemente debido a la complejidad de las tareas evaluadas. El método
propuesto ha demostrado una flexibilidad destacable, sin requerir adaptaciones
específicas según la tarea, y los resultados sugieren que los agentes adaptan el uso
del método a los requerimientos específicos de cada tarea. Estos hallazgos tienen
implicaciones significativas respecto a la aplicabilidad de agentes individuales a
sistemas multiagente, a la hora de posibilitar la coordinación cuando el uso de
LLMs no es factible, y para producir sistemas más rápidos y rentables cuando se
utilizan en conjunción con LLMs.
Todo el código del proyecto se puede encontrar en https://github.com/
oriolmirolf/TFG, y los materiales complementarios, como vídeos de ejem-
plo, están disponibles en https://drive.google.com/drive/folders/1_
Ez795BllPY_BptTfXNeE0BXsGHt2IPX?usp=sharing.

https://github.com/oriolmirolf/TFG
https://github.com/oriolmirolf/TFG
https://drive.google.com/drive/folders/1_Ez795BllPY_BptTfXNeE0BXsGHt2IPX?usp=sharing
https://drive.google.com/drive/folders/1_Ez795BllPY_BptTfXNeE0BXsGHt2IPX?usp=sharing


Resum

La coordinació efectiva entre agents intel·ligents continua sent un repte consid-
erable, especialment en entorns oberts. Els mètodes actuals sovint manquen
d’escalabilitat, generalitzabilitat i eficiència, limitant el progrés en diversos sectors.
A més, la dependència creixent en LLMs introdueix colls d’ampolla, la qual cosa
resulta en sistemes lents i costosos. Proposem un nou mètode de coordinació basat
en RL que permet l’intercanvi de missatges entre agents, tractant les seves arquitec-
tures gairebé com a caixes negres. El nostre mètode ha estat integrat amb èxit a
STEVE-1, un model estat de l’art capaç de seguir instruccions a curt termini, i ha
estat avaluat en l’entorn Multiagent Minedojo. Els experiments mostren resultats
prometedors en els escenaris que requereixen coordinació, tot i que els pocs recur-
sos disponibles han limitat els resultats en aquelles situacions on la coordinació
era beneficiosa però no sempre necessària, probablement a causa de la complex-
itat de les tasques avaluades. El mètode proposat ha demostrat una flexibilitat
destacable, sense requerir adaptacions específiques segons la tasca, i els resultats
suggereixen que els agents adapten l’ús del mètode als requisits específics de cada
tasca. Aquestes troballes tenen implicacions significatives respecte a l’aplicabilitat
d’agents individuals a sistemes multiagent, a l’hora de possibilitar la coordinació
quan l’ús de LLMs no és factible, i per produir sistemes més ràpids i rendibles
quan s’utilitzen en conjunció amb LLMs.
Tot el codi del projecte es pot trobar a https://github.com/oriolmirolf/TFG,
i els materials complementaris, com vídeos d’exemple, estan disponibles
a https://drive.google.com/drive/folders/1_Ez795BllPY_
BptTfXNeE0BXsGHt2IPX?usp=sharing.

https://github.com/oriolmirolf/TFG
https://drive.google.com/drive/folders/1_Ez795BllPY_BptTfXNeE0BXsGHt2IPX?usp=sharing
https://drive.google.com/drive/folders/1_Ez795BllPY_BptTfXNeE0BXsGHt2IPX?usp=sharing
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Part I

GEP Module
The GEP module provides a comprehensive project management overview, establishing the context,
scope, methodology, temporal planning, budget, and sustainability considerations. This module
ensures a well-structured, feasible research aligned with the project's objectives. The study begins by
de�ning the context and scope (Section 1), justifying the need for exploring new approaches to agent
coordination in complex environments likeMinecraft, given the limitations of current supervised
learning techniques and the growing interest in RL and Multi-agent Reinforcement Learning (MARL).
The project's goals, requirements, and methodology are based on developing a Minimum Viable
Product (MVP) followed by iterative extension cycles to ensure the project stays on track and achieves
its objectives.

The GEP module addresses temporal planning, budget, and sustainability aspects of the research
project. These elements are crucial for ensuring timely completion, �nancial viability, and long-term
sustainable development. However, to maintain focus on the core results and contributions, these
sections have been moved to the appendices (Appendix A, B, and C).

1 Context and Scope

Arti�cial Intelligence (AI) is a word on everyone's lips right now, and for good reason. The emergence
of this �eld has pushed the boundaries of what was thought possible, transformed industries, and
rede�ned the capabilities of machines[46]. Currently, most progress is made through supervised
learning techniques, where models learn from labeled data. However, there is an inevitable ceiling
to the potential of these techniques. What can we do in situations that involve highly unpredictable
and unknown environments, such as space exploration[56]? Is it possible to discover new things,
such as algorithms, simply by modeling existing knowledge[8]? How can we hope to model chaotic
systems, such as weather, when their nature only highlights our lack of understanding of the processes
involved[16]? From the recognition of these limitations has stemmed a growing interest in RL, a
type of Machine Learning (ML) in which an agent learns to make decisions by interacting with its
environment. This allows systems to autonomously identify and exploit patterns and relationships
that may be invisible or unintuitive to human observers[63].

There are certain applications in which multiple agents are inevitably involved, such as the manage-
ment of smart city infrastructure or the management of traf�c in autonomous vehicles[43][42]. In
these contexts, the coordination of multiple agents becomes paramount. While in some cases (such
as allowing agents to learn from each other), it is purely bene�cial; in other scenarios (where actions
could have a relevant impact on other agents), it becomes a necessity. No driver would like another
car steered into them.

In this thesis, we will focus on the coordination of agents in an open environment:Minecraft. It is a
3D world that requires a diverse skillset and allows for complex tasks, making it an ideal framework
for developing Multi-agent Systems (MAS). The current research trend in this area is focused on the
use of LLMs to reason, break down tasks into simpler ones, and divide them between agents; a way
of indirect coordination. Although this works well in most cases, the execution of short-term tasks
can be greatly optimized, as agents lack a sense of coordination outside the instructions from LLMs.
This leads to many con�icts, resulting in unnecessary and expensive calls to LLMs or suboptimal
outcomes, especially in precise situations or those that require a fast response. Therefore, we will
focus on the coordination of AI agents in such short-term tasks, developing methods fordirect
coordination.

1.1 Context

In today's rapidly evolving technological landscape, the need for intelligent systems capable of
handling complex, real-world tasks is becoming increasingly apparent. From autonomous vehicles
navigating busy city streets to robotic systems managing complex industrial processes, the ability
of AI agents to effectively coordinate and collaborate is key for their success in these dynamic
environments.
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However, the development of such coordinated AI systems presents signi�cant challenges, particularly
in the realm of RL. While RL has shown great promise in enabling agents to learn and adapt to their
environments, the complexity of coordination tasks adds an additional layer of dif�culty. Agents
must not only learn to make optimal decisions based on their own observations and rewards but also
consider the actions and goals of other agents in the system.

This problem becomes especially evident in open-ended environments, where the range of possible
tasks and interactions is vast and often unpredictable. In such settings, traditional approaches to
coordination, such as prede�ned rules or centralized control, may prove inadequate or infeasible.
Instead, agents must be able to autonomously learn and adapt their coordination strategies in response
to the evolving demands of their environment.

It is in this context that this Bachelor's thesis aims to contribute, by exploring novel approaches
to coordination in RL-based MAS. We focus on the speci�c challenges posed by open-ended
environments, such asMinecraft, and seek to develop and evaluate new methodologies that can enable
more �exible, robust, and ef�cient coordination among AI agents.

This Bachelor's thesis is part of the Computer Engineering degree, specializing in Computer Science.
It is carried out at the Facultat d'Informàtica de Barcelona of the Universitat Politècnica de Catalunya,
under the direction of Víctor Giménez Ábalos and co-direction of Adrián Tormos.

1.1.1 Preliminaries

The task of coordination between intelligent agents has been thoroughly studied[14, 22, 67], though
generally from symbolic approaches and traditional agents. On the other hand, the recent novel
applications of black-box or subsymbolic methods remain an open task for coordination, generally
requiring complex tuning of algorithms such as MARL. In the following sections, we �rst introduce
the environment in which we perform our coordination experiments: MineDojo, which we choose
due to its open-endedness and potential for coordination-task generation (Section 1.1.1.1). Then, we
introduce the current ways in which black-box learning happens through RL (Section 1.1.1.2), and
how it was extended to multi-agent tasks and coordination through MARL (Section 1.1.1.3). Finally,
we present the baseline for our experimentation, a particular implementation of the previous methods
named STEVE-1 (Section 1.1.1.4), which is somewhat capable of emergent coordination, and we
will extend it to showcase more advanced coordination methods.

1.1.1.1 Minecraft, MineDojo and Multi-agent MineDojo

Minecraft is the best-selling video game of all time, with more than 300 million copies sold across
various platforms[62]. It is a sandbox game that allows players to interact with a dynamic, block-
based world. The game also offers various modes, such as survival or creative, with the former
being the most interesting one for this project, since resources are ulimited in the latter. It has an
open-ended nature, with an in�nity of tasks and systems available, such as exploration, combat,
resource collection, construction, etc. Figure 1 shows examples ofMinecraftgameplay.

MineDojo[23] is a framework developed for theMinecraftgame, designed to build open-ended, gen-
erally capable agents. It offers thousands of diverse open-ended tasks and an extensive Internet-scale
knowledge base withMinecraftvideos, tutorials, Wiki pages, and forum discussions. The base version
of MineDojo does not support multiple agents, and so this thesis will use Iván González Reguera's
excellent work, “Adaptation of the MineDojo Framework for Use in Multi-agent Reinforcement
Learning”[47], as the base on which to train agents.

1.1.1.2 Reinforcement Learning

RL is a branch of ML that focuses on training algorithms to make optimal decisions by interacting with
an environment. These algorithms learn through a trial-and-error process, exploring the environment,
and receiving feedback in the form of rewards or punishments for their actions. This allows for the
autonomous discovery of the most effective paths to achieve desired outcomes, while also learning to
adapt to continuously changing environments[9]. Figure 2 shows an overview of the RL process.

The core elements and concepts of RL include the following:
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Figure 1: Examples ofMinecraftGameplay, Survival Game Mode[27]

• Agent: The model, decision-maker or learner.

• Environment: Where the agent operates.

• Actions: Steps taken by the agent.

• Trajectory: List of actions the agent has taken.

• State: Current con�guration of the agent in the environment.

• Rewards: Feedback received for actions. It can be positive or negative.

• Policy: Guide to the agent's actions based on the current state.

1.1.1.3 Multi-Agent Reinforcement Learning

MARL[ 6][7] is an extension of traditional RL that involves multiple agents operating within a shared
environment. Unlike single agent RL, where the focus is on the interaction between a single agent
and its environment, MARL emphasizes the interactions between multiple autonomous agents. Each
agent learns and makes decisions independently, but their collective actions in�uence the overall
dynamics and outcomes of the system. Figure 3 shows a typical MARL process.

In MARL, the state space considers the states of all agents, and the action space involves the joint
actions of all agents. This signi�cantly increases the complexity of the learning process, because
the environment becomes non-stationary from the perspective of any single agent. An action by
one agent can change the environment for other agents, affecting the stability and convergence of
learning algorithms. In addition, agents often operate with partial observability, lacking complete
information about the state of the environment or other agents, further complicating learning and
strategy development.

The reward structures in MARL can be individual (where each agent receives its own reward)
or collective (where agents share a common reward). This structure in�uences how agents learn
and collaborate, aligning or misaligning their objectives based on the scenario. For example, in
a collaborative task, a shared reward might encourage teamwork, while in competitive settings
individual rewards foster competition.

Each agent operates on the basis of their own policy, and once again these policies can be cooperative,
competitive, or a mix of both. For example, agents can cooperate to build structures or compete in
resource collection tasks. These interactions can lead to emergent behaviors[21], which are complex
and often unpredictable, showing a sophistication that exceeds single agent scenarios.

One of the main challenges of MARL is scalability[25]. Scaling systems to accommodate larger
numbers of agents and more complex environments requires an exponential amount of computational
resources, and therefore this research will focus on only two agents, although scalability will be
further discussed.
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Figure 2: Basic Diagram of Reinforcement
Learning[32]

Figure 3: Basic Diagram of Multi-agent Rein-
forcement Learning[18]

1.1.1.4 STEVE-1

STEVE-1[38] is the base model that this thesis will use for research, and it is therefore fundamental
to understand. First, STEVE-1 is a generative model forMinecraft that can follow open-ended text
and visual instructions. It is a SOTA model capable of performing a wide variety of short-term
tasks, perfectly aligning with this research. Given how much data was used for its training, the latent
capabilities of the model are not yet fully known, including its application to MAS.

The technological foundations of STEVE-1 are Video PreTraining (VPT)[13] and MineCLIP[23]:

• VPT is an innovative approach developed by OpenAI in the domain of action learning from
videos. It focuses on learning how to perform tasks by watching and learning from originally
unlabelled online videos in the context ofMinecraft. This is an interesting use case, as there
are thousands of hours ofMinecraft gameplay online, which is rarely annotated. It was
�rst trained using a small dataset of labelled contractor data to obtain an Inverse Dynamics
Model (IDM), a model that can be used to predict what actions are taken at each time step
in a video. At the same time, there was an important process of data �ltering, where 70000
hours of clean (no watermarks, same game mode, etc.) but unlabeledMinecraftgameplay
was obtained. The IDM was then used to label the clean set of videos, and the resulting
dataset was used for training a model through Behavioural Cloning (BC)[48]: a technique
in which a model learns to perform tasks by directly mimicking the actions demonstrated to
it. Figure 4 illustrates this process.

• MineCLIP is an innovative agent learning algorithm that uses large pre-trained video-
language models as a learned reward function forMinecraft. It is, speci�cally, a contrastive
video-language model that correlates video snippets with natural language descriptions,
resulting in a “correlation score”. The original paper showed that the correlation score can
be used effectively as an open-vocabulary, massively multi-task reward function for RL
training, which is incredibly interesting for the topic at hand. Figure 5 shows how MineCLIP
works.

Moving on to the details of STEVE-1, the VPT model was �ne-tuned to achieve visual goals
embedded in the MineCLIP latent space, and a prior model was trained to translate text instructions
into MineCLIP visual embeddings. The architecture can be seen in Figure 6.

The process of �ne-tuning VPT involved BC with hindsight relabeling. This is a useful technique in
multi-goal RL, where any trajectory taken by an agent can be treated as a suboptimal demonstration
to reach a �nal state, regardless of the original goal[66]. In the case ofMinecraft, given how many
possible tasks there are and how challenging it is to achieve a speci�c one, this approach is particularly
useful.

The Prior is composed of a Conditional Variational Autoencoder (CVAE)[53] that interfaces with
a Text Encoder and a Gaussian Prior. A CVAE is a type of generative model that learns to encode
input data into a latent (hidden) representation and then generates output data conditioned on some
additional information. The Text Encoder processes textual instructions (e.g., “chop a tree”) using
frozen MineCLIP embeddings to produce a latent text representationzy . These embeddings are
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Figure 4: VPT Method Overview[13]

Figure 5: MineCLIP Overview[23]

aligned with the latent representations of the visual target goalzTgoal through a CLIP[45] Objective,
which ensures compatibility within the same latent space. The CVAE receives the latent text
representationzy and, informed by the Gaussian Prior, generates a predicted latent visual goalzTgoal.
This Gaussian Prior is a probabilistic model that encourages the production of visual embeddings that
are statistically coherent with the given text embeddings.

Figure 6: STEVE-1 Architecture [38]

1.1.2 Problem to be solved

Although many methods for agent-to-agent coordination exist in the literature, these methods often
rely on assumptions that seldom scale to open-ended problems, require manual modi�cation for new
problems, or produce inef�cient results. The lack of succinct and off-the-shelf coordination methods
is hindering many tasks, such as autonomous driving or the management of smart city infrastructure.
We translate this problem to solving tasks in a game environment, on architectures and methods that
could, in the future, be extrapolated to new domains.
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1.1.3 Stakeholders

This project involves multiple parties, each with varying levels of involvement and potential bene�ts.
We can categorize these stakeholders into two distinct groups based on their interaction with the
project.

The �rst group consists of those directly involved in the research, including the supervisors and
the researcher. Víctor Giménez Ábalos, serving as the primary supervisor, and Adrián Tormos,
the co-supervisor, bring their expertise in MAS to the project. Their research interests align with
exploring theMinecraftenvironment, and they will provide guidance and mentorship to ensure the
project's successful execution. The researcher, Oriol Miró López-Feliu, is responsible for planning,
executing, and documenting the project, as well as conducting experiments, analyzing results, and
drawing conclusions.

The second group of stakeholders, while not directly participating in the research, stand to bene�t
from its outcomes. This group can be further divided into two subgroups: companies specializing in
the development of AI agents for MAS, who could potentially incorporate the project's �ndings into
their models, and the scienti�c community at large. The latter will gain access to the study and its
results, which can serve as a foundation for future research endeavors in this �eld.

1.2 Justi�cation

Having established a comprehensive understanding of the theoretical foundations pertinent to this
research, we now transition towards articulating its justi�cation within the broader academic context.
To do so, we will �rst introduce relevant previous studies (Section 1.2.1), discussing the current
literature and recent advances. This will be followed by an argument for the need for the current
research and a justi�cation of the chosen methods and directions (Section 1.2.2).

1.2.1 Previous studies

In the �eld of multi-agent systems[64], a signi�cant portion of research focuses on the use of LLMs to
improve agent coordination and communication[26][17][7]. Previous studies have demonstrated the
effectiveness of LLMs in tasks such as watch-and-help (WAH) or in scenarios that require multiple
intermediate steps. In contrast, our thesis adopts a different approach, emphasizingdirect agent-to-
agent coordination. This approach has been explored through various methodologies[58][21], and
despite the existence of research in open environments[6], it remains very limited in open-ended
environments likeMinecraft[44].

In the interest of testing MAS inMinecraft, some studies, such as MarLÖ[44] and VillagerBench[10],
de�ne a series of tasks and benchmarks. Although they do not directly apply to our research, they
serve as inspiration for our work.

1.2.2 Justi�cation

The primary motivation for this thesis is the necessity of direct coordination mechanisms in MAS,
especially in open environments likeMinecraft. While LLMs can be used for complex real-time
decision-making, their resource-intensive nature limits their practicality in our research. Conversely,
direct agent-to-agent coordination provides a more feasible approach, enabling simpli�ed, faster,
and more responsive interactions between agents. This is crucial in dynamic and unpredictable
environments, such asMinecraft, where delayed responses can result in suboptimal outcomes.
Moreover, the �ndings from this research could potentially be combined with LLMs, leveraging their
exceptional reasoning and long-term planning capabilities with the more re�exive and synchronized
nature of direct coordination, leading to models that excel at both short and long-term tasks.

Minecraft serves as an ideal environment for this research due to its open-world nature, offering
thousands of possible tasks and real-world analogous constraints, such as resource management,
unpredictable terrain, and the need for strategic planning and adaptation. Furthermore, the growing
research interest in this environment enhances the relevance of the potential results.

Given the resource constraints, selecting a base agent was crucial, as training a model from scratch in
complex environments is exceptionally challenging due to the prolonged learning curve resulting
from intricate action and observation spaces. STEVE-1, a SOTA model, was chosen for several key
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reasons. Firstly, using a SOTA model ensures the relevance of the research conclusions. Secondly,
STEVE-1's pre-training on a wide range of tasks signi�cantly reduces computational costs compared
to starting from scratch. This is particularly important when solving tasks with high effective horizons,
where the agent needs to make a long sequence of correct actions before receiving feedback. In such
cases, the probability of discovering the optimal policy through random exploration is extremely low.
However, a pre-trained model is more likely to have learned useful features and behaviors that can
guide its exploration, making it more feasible to solve tasks with high effective horizons. This is
exempli�ed by the VPT research, where training from a randomly initialized policy failed to achieve
almost any reward, while RL �ne-tuning from the VPT foundation model performed substantially
better.

Moreover, STEVE-1's architecture includes a text embedding component, providing a natural way
to incorporate inter-agent communication, which is a central objective of this research. Choosing
a modern, SOTA model like STEVE-1 aligns well with the research goals, as it provides a strong
foundation for investigating communication methods in a realistic and up-to-date setting.

1.3 Scope

Building upon the justi�cation outlined earlier (Section 1.2.2), this Scope section will outline the
main goals and sub-objectives, clarifying the extent of this research (Section 1.3.1). It will also detail
both the functional and non-functional requirements needed to achieve such goals (Section 1.3.2),
and recognize potential risks and obstacles (Section 1.3.3), such as the complexity of algorithm
implementation or the possible limitations of models.

1.3.1 Objectives

The primary goal of this thesis is to develop direct coordination mechanisms for MAS in complex
dynamic environments, with a speci�c focus on theMinecraftenvironment. To achieve this over-
arching goal, we have divided the project into several detailed objectives, each with its associated
sub-objectives:

1. Theoretical Understanding and Framework Evaluation:

(a) Comprehensive understanding of the “Adaptation of the MineDojo Framework for Use
in Multi-agent Reinforcement Learning” and its implications for MAS inMinecraft.

(b) Detailed examination of the STEVE-1 model's architecture and functionality, with an
emphasis on adaptability and ef�ciency in multi-agent scenarios.

(c) In-depth analysis of the current SOTA in MAS coordination, focusing on trends,
challenges, and opportunities in theMinecraftenvironment.

2. System Development and Implementation:

(a) Effective integration of Multi-agent MineDojo in theMinecraftsetting, emphasizing
compatibility and ef�ciency.

(b) Adaptation of the STEVE-1 model to the Multi-agent MineDojo environment.
(c) Implementation of diverse tasks within the MineDojo environment to facilitate a

comprehensive evaluation of MAS capabilities.

3. Development of Coordination Mechanisms:

(a) Design of various reward functions to enhance agent coordination.
(b) Exploration of multiple architectural approaches for multi-agent coordination, focusing

on different structures and interaction models.
(c) Re�nement of techniques based on performance metrics and outcomes, through model

training on de�ned tasks.
(d) In-depth performance evaluation of the system across different tasks, with a focus on

coordination mechanism effectiveness.

4. Comparative and Performance Analysis:

(a) Comparative assessment of MAS performance against existing SOTA models, with a
focus on improvement areas.
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(b) Analysis of the ef�ciency, scalability, and robustness of the coordination mechanisms
developed.

(c) Synthesis of �ndings to formulate conclusions on the effectiveness of developed
methods and to propose future research directions.

1.3.2 Requirements

To ensure the quality of the thesis, certain requirements must be met. These can be divided into
functional and non-functional requirements.

Non-Functional Requirements

• Use of good programming practices, with a readable style and a maintainable code structure.

• Ensure an ef�cient implementation at every step of the project.

• Need for high computing power for training.

• Ensure training is correct and agents are learning to coordinate.

Functional Requirements

• Support a variety of tasks, testing different aspects of agent coordination.

• Provide mechanisms for agent-to-agent communication.

• Facilitate continuous learning and performance improvement for agents.

• If external data is used at any point, ensure its application is correct and serves its purpose.

1.3.3 Potential risks and obstacles

Throughout the development of the thesis, several potential risks and obstacles may need to be
addressed.

• Researcher's inexperience:As this thesis is the researcher's �rst work involving RL and
many other technologies, the learning curve may slow down progress more than initially
contemplated.

• Insuf�cient Computational Resources: Training multiple agents simultaneously in a
complex environment likeMinecraft is a very computationally expensive task, which could
result in delays at various stages of the project.

• Complexity of Multi-agent Coordination: Coordination in MAS is complex, presenting
a risk in terms of designing and implementing effective mechanisms and ensuring correct
interaction and learning.

• Complexity of Algorithm Implementation: Designing and �ne-tuning algorithms for a
complex task, such as multi-agent coordination, is inherently challenging. There is a risk of
encountering unforeseen issues, resulting in delays.

• Technical Limitations of Models: There is a risk that the chosen model, STEVE-1, may
have technical limitations or may not perform as expected when adapted, which could
require signi�cant rework or adjustments.

1.4 Methodology and Rigour

To ensure the correct development of the thesis, this �nal section of Context and Scope will cover
the methodology that will be employed. This will concretely be the creation of a MVP, followed by
Extension Cycles (Section 1.4.1). Then, to control whether the work is on the correct path and to
validate the results, tools and validation methods will be discussed, and an argument will be made on
the dif�culty of validation in such an exploratory thesis (Section 1.4.2).
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1.4.1 Methodology

Taking into account the investigative character of this thesis, we will adopt an MVP with Extension
Cycles methodology, which can be divided into the following:

• Initial Development Stage:The project begins with the creation of a MVP, a fundamental
version of agent coordination.

• Iterative Extension Cycles: After the MVP, the project will enter a series of extension
cycles (duration to be decided). These are dedicated to incremental enhancement of agent
coordination. Each extension cycle concludes with a thorough evaluation of the newly
integrated aspects.

This methodology aligns well with the project given how the direction to be explored regarding
methods for agent coordination is yet unknown, as it assures having something tangible midway
through and allows for creative and innovative approaches afterward.

1.4.2 Monitoring tools and validation

We will use a GitHub repository for version control, facilitating the tracking of each developmental
stage and protecting the project against possible data loss. The repository will be structured to include
a main branch for stable, tested code, and a development branch for ongoing enhancements. The
code will be available to supervisors, allowing them to monitor progress at any time and ensure that
the work progresses as expected.

To assess and validate the results, a series of benchmarks are typically employed. The innovative
essence of this work makes this dif�cult, as there are no direct previous examples to test against.
Therefore, in the early stages of the project, we will de�ne reward functions for each task, and
these will later be used to compare the different results obtained and validate that the methods are
working and that there is improvement. It is fundamental that these reward functions correctly re�ect
if the agents are coordinating, otherwise all future decisions could be misguided. As per the initial
benchmark, it will be calculated before implementing any coordination mechanism; this will ensure
that there is a clear starting point to know how well the coordination mechanisms really works in
contrast with the agent's base performance. On top of this, we will arrange a meeting every two
weeks with the thesis supervisor and co-supervisor. These meetings will serve to discuss the project's
progress, address any challenges, and ensure that the project remains aligned with its objectives.

1.5 Laws and Regulations

In the context of this research project, it is important to consider the relevant laws and regulations that
may apply. However, due to the project's research nature, its non-reliance on external datasets, and
the absence of potentially dangerous AI applications, many of these legal frameworks have limited
direct applicability.

The European Union's Arti�cial Intelligence Act (EU AI Act) is a proposed regulation that aims to
create a comprehensive legal framework for the development, deployment, and use of AI systems
within the EU [1]. The EU AI Act has just been approved, on the 21st of May 2024, therefore we
consider its potential implications. The EU AI Act classi�es AI systems into different risk categories,
with varying levels of regulatory requirements. Given that this project focuses on fundamental
research and does not involve high-risk AI applications, such as those used in critical sectors like
education, employment, or law enforcement, it would likely fall under the “minimal” or “limited”
risk category. This category only enforces transparency obligations, such as informing a person of
their interaction with an AI system, and we will make sure to follow these requirements.

Another potential point where regulations may be relevant is the use of pre-existing models and
frameworks. Our base works, Multiagent Minedojo and STEVE-1, are based on Minedojo and
VPT respectiely, both of which are licensed unde the MIT License [3, 4], which allows for the
use, modi�cation, and distribution of the software, provided that the original copyright notice and
permission notice are included[5]. The project will ensure compliance with these licensing terms and
provide proper attribution to the original creators.
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Part II

MVP
This section builds upon the project management preparations to explore the development and evalua-
tion of a coordination technology applied to a single task in the Multiagent Minedojo environment,
constituting the MVP. To enable this research, we �rst address the necessary adaptations and modi�ca-
tions made to the Multiagent Minedojo environment and the STEVE-1 model, ensuring compatibility
and resolving initial issues (Section 2). Furthermore, we identify a limitation in the current Multiagent
Minedojo tasks, which lack scenarios that truly require active collaboration between agents. To
overcome this challenge, we introduce a new task called Treasurehunt, speci�cally designed to assess
multi-agent coordination (Section 3). Through a series of iterative experiments, we construct the
task environment and develop an appropriate reward system to guide the agents towards the desired
collaborative behaviors.

Given the computational complexity of working in the Multiagent Minedojo environment, we focus on
selecting an ef�cient training algorithm based on PPG (Section 4). We propose a novel coordination
mechanism that enables effective collaboration between two STEVE-1 agents by allowing them to
communicate and condition their behavior on information from each other. However, the combination
of these steps results in a prohibitive computational cost, prompting us to devote signi�cant efforts to
optimizing our approach (Section 5).

Finally, we enter the experiments section, where we calibrate the agents, adjust parameters by
training a baseline model, and test our coordination method to validate the effectiveness of the
proposed solution (Section 6). The experiments serve as a crucial step in assessing the viability of
our coordination technology and its potential for facilitating multi-agent collaboration in complex
environments.

2 Environment and Model Preparations

We initially believed that both Multiagent Minedojo and STEVE-1 could be utilized with minimal
adaptations, requiring only the incorporation of a few additional features. However, we encountered
challenges in extrapolating these projects beyond their speci�c use cases, necessitating extensive
modi�cations and signi�cant time investment. We begin by examining the adaptations made to
Multiagent Minedojo and the issues encountered (Section 2.1). Subsequently, we explore the
adaptations made to our base model, the STEVE-1, along with the problems discovered and the
unforeseen limitations that emerged throughout the course of our research (Section 2.2).

2.1 Multiagent Minedojo Adaptations

Although the environment accommodated multiple agents, it did so in a limited manner, not allowing,
for example, the issuing of different rewards to individual agents. This restriction constrained the
number of possible tasks and speci�cally precluded the task we propose in Section 3; therefore, we
decided to implement a new feature: support for asymmetrical roles within the agents.

At �rst, we believed this was the only adaptation needed, however as we progressed with the project,
several obscure issues emerged, producing bizarre behaviors and puzzling us for weeks. The main
challenge was that these issues did not display any error messages, making them dif�cult to track
down. For instance, there were several bugs with the internal mechanisms of the environment that
caused changes to re�ect on the �rst agent but not on the second one. The most perplexing issue
was a memory leak that led to an ever-increasing use of memory, ultimately resulting in a crash. We
�rst suspected that the problem lay within our training code and spent nearly a month experimenting
with various approaches and second-guessing our overall strategy, which unfortunately resulted in a
signi�cant amount of lost work. However, we eventually identi�ed the issue and promptly resolved it.
Appendix E.1 provides a more detailed account of these issues and the steps taken to address them.
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2.2 STEVE-1 AdaptationS

STEVE-1 is a model developed for the MineRL environment[28], which although similar to Minedojo,
exhibits notable differences in the Observation and Action spaces. Fortunately, MineDojo was built
on top of MineRL, extending and modifying various aspects of the environment, but maintaining all
original functionalities. This results in an injective mapping between the two spaces, where MineRL's
spaces are of a lower dimension, allowing a conversion with no lost information. With this, STEVE-1
was able to function on Minedojo seamlessly, with little internal tweaking. For a more detailed
explanation of the space mapping process, and the small tweaks made, please refer to Appendix
E.2.1.

The model also employs a technique called conditional scaling; as a basic explanation, this involves
computing both conditional and unconditional predictions for an agent's action and combining them
using a scaling parameter. Its application proved extremely powerful, improving the performance of
the model up to a factor of 15 on certain tasks[38]. However, a limitation was identi�ed in the original
code, as this technique was only implemented for inference, and could not be used for training (it
only supported batch size of 1, and in a non gradient-enabled way). Considering the potential bene�ts,
we decided to invest signi�cant efforts on adapting this technique, and succeeded, which proved
very bene�cial to our research as will be shown later, on Section 6.1. The modi�cations made were
extremely challenging, given the complex internal structure of the model, and the details can be found
in Appendix E.2.2

2.2.1 Issues and limitations

As happened with the environment, several issues emerged once the project was in a more advanced
state. Most of these problems stemmed from the fact that STEVE-1 was trained on top of VPT using
a different methodology than ours. While they employed BC �ne-tuning, we utilized RL �ne-tuning,
which meant that certain parts of VPT that we needed were not adapted by STEVE-1.

Although many of these issues were straightforward to identify and resolve, some proved to be more
challenging, particularly those that did not display any errors. One notable example involved two
distinct functions within the STEVE-1 code responsible for obtaining the model's actions. The �rst
function had gradients disabled for episode collection, while the second had gradients enabled for
training. At a certain point, as will be detailed in the training algorithm (Section 4.1), we needed
to work with the outputs of both functions. However, deep within the code, one of the functions
underwent an additional processing step. This discrepancy led to occasional model losses that were
several orders of magnitude greater than expected, causing instability in the training process. Initially,
we attributed this issue to our training code and spent two weeks adjusting hyperparameters, only
to later discover that the problem originated from the STEVE-1 code itself. After an exhaustive
investigation, we identi�ed the error, which was then easily resolved.

Despite our efforts to adapt STEVE-1 to our requirements, we found that the model was less “plug-
and-play” than initially anticipated. Its behavior was heavily dependent on prior training, which led to
unexpected outcomes in certain scenarios. For instance, as discussed in Section 3.1, when prompted
to collect seeds the model would often disregard its observations and randomly punch the ground,
even when plants were in close proximity. Furthermore, STEVE-1 demonstrated poor generalization
capabilities when presented with novel prompts. Consequently, we were compelled to modify our
tasks to align with the model's proven abilities, as detailed in Section 3.

3 Treasurehunt Task

The current Multiagent Minedojo lacks tasks that necessitate active participation from multiple agents,
as demonstrated in Appendix D. To address this limitation we introduce Treasurehunt, a collaborative
task inspired by the MarLÖ competition. Treasurehunt involves two agents with asymmetric roles
working together to explore a randomized dungeon layout, gather treasures (1 to 3 per run, represented
as objects on the �oor), and reach the exit while the �ghter protects the vulnerable collector from
enemies (1 to 2 per run, either a Zombie or a Skeleton). The agents are given a maximum of 250
steps to complete the task, to reduce memory constraints.

Treasurehunt evaluates coordination by assessing the �ghter's capacity to maintain spatial proximity to
the collector, react swiftly to threats, and prioritize immediate dangers. The randomized environment
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ensures the development of adaptable coordination strategies rather than reliance on memorization.
Success is determined by the collector's ability to gather treasures and reach the exit safely, and the
�ghter's effectiveness in providing protection and eliminating threats.

We focus on the task environment design, selecting an appropriate escape mode and dungeon layout,
and evaluating the collector's performance to validate the task feasibility (Sections 3.1 and 3.2).
Furthermore, we address reward shaping to guide the agents towards desired behaviors and promote
collaboration (Section 3.3).

3.1 Escape mode

Choosing an appropriate exit is key for our layout, for several reasons:

1. Our task is centered around the collector's search for the exit, and we reward or punish our
agents according to their performance; were the collector largely incapable of recognising
the exit, agents would fail to learn further.

2. The collector must have a clear understanding of it for any coordination mechanisms to
be meaningful; as will be detailed in Section 4.2, we base our approach on “messages”
between agents. A poor understanding of its objective will lead to poor and misleading
communication, possible resulting in the unlearning of known behaviours (garbage in,
garbage out).

Figure 7: Percentage of successful exits per exit mode. Each experiment consisted of 100 episodes.

The exit should be something STEVE-1 recognizes and can achieve with ease. Given the importance
of this decision, we decided to test different possible exits modes based on tasks proved achievable
on the STEVE-1 paper:[38] “break dirt”, “�nd water”, “gather wood”, “break seeds”, “break leaves”.
Ideally we would experiment with other parameters too, but given the combinatorial complexity
this would entail, we instead chose the best parameters and prompts for the equivalent tasks in the
STEVE-1 paper. For our tests, We designed a test dungeon and allowed a low number of steps per
episode, to avoid the agent from accidentally achieving success. The results can be seen in Figure 7:

The results clearly indicate that the “gather wood” mode of escape was the most successful. Inter-
estingly, the performance on tasks previously shown to be attainable in the STEVE-1 paper was
remarkably subpar; visually inspecting the results this was due to the model's over reliance on prior
knowledge. For example, for “break dirt”, the agent completely ignored its observations and instead
directly started breaking the �oor (which was not dirt). Fortunately, this overreliance is not ubiquitous
across all tasks, and in the “gather wood” scenario the model demonstrates the ability to actively
search for and locate its objective.

Extra details for this subsection can be found in Appendix F.1
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3.2 Dungeon layout

Another key aspect of our task is the design of the dungeon layout, which must strike a balance
between being suf�ciently challenging to necessitate agent coordination and being achievable enough
to allow the agents to receive rewards and learn effectively. We experimented extensively with
this, beginning with a complex layout, and iteratively constructing a new, simpler one if the agents
struggled too much. While it would have been possible to train the agents to solve more challenging
dungeon layouts, we decided against it to maintain our focus on agent coordination rather than
task-speci�c solutions. Additionally, our limited computational resources restricted the amount of
training we could perform, leading us to prioritize training on coordination methods over task-solving
itself.

For our tests, we measured a layout's dif�culty by the collector's capacity to complete it. Our task
requires coordination, therefore we do not spawn the �ghter nor enemies, to simulate an “ideal
scenario”, where the �ghter perfectly protects the collector. For completeness, we also record the
percentage of treasure the collector manages to collect. Our objective was to achieve a� 50%success
rate, for which we had to construct three separate dungeons. The selected layout and the results can
be see in Figures 8 and 9

Figure 8: Diagram of
Layout 3 for the Treasure-
hunt dungeon: In blue
are the agents' starting
positions, and on green
are the possible locations
for the exit.

Figure 9: Percentage of Successful Exits and Items Collected per
Layout. Each experiment consisted of 100 episodes.

The data clearly demonstrates the progressive improvement in the collector's performance as the
dungeon layout was simpli�ed, and our desired success threshold was met on the third layout.
To demonstrate that this layout still required coordination and was not overly simplistic, we also
incorporated the results for the third layout in a complete setting, which included the �ghter agent
and lurking enemies.

3.3 Reward Shaping

We conclude the construction of the Treasurehunt task by addressing the different rewards agents
receive for their interactions with the environment. This is a critical component of RL, and can
signi�cantly impacts training speed and results; important factors are the density of reward[41],
or how well these re�ect desired behaviour (in our case, cooperation between agents). With these
principles in mind, we designed the reward functions shown in Tables 1 and 2 (different for each
agent, due to their asymmetrical roles).

A major obstacle was aligning the �ghter's actions with its overarching goal of supporting the
collector; early experiments showed the �ghter often wandered, �ghting mobs not attacking the
collector, while the latter struggled. To address this, we introduced rewards to encourage the �ghter to
stay close to the collector, and a scaling parameterdecay factor, used to weight the �ghter's rewards
based on their impact to the collector. As a proxy, we de�ne the importance as the distance from the
object of the reward to the collector, and compute thedecay factoras:

decay factor= exp � � � d (1)
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Table 1: Reward Function for the Collector
Agent.

Event Reward
Collect treasure +0.5
Own death -3.0
Receive damage -0.001
Fighter kills mob +0.3
Fighter damages mob +0.004
Reach exit +3.0
Drop item -0.5

Table 2: Reward Function for the Fighter
Agent.d is de�ned as the euclidean distance
between the agents.

Event Reward
Collector collects treasure +0.3
Own death -3.0
Collector death -3.0
Receive damage -0.001
Collector receives damage-0.004
Kill mob +1.0� decay factor
Damages mob +0.05� decay factor
Collector reaches exit +2.0
Being close to Collector +0.0001 ifd � 5
Being far from Collector -0.0001 ifd > 10
Drop item -0.5

4 Method

Our proposed methodology for coordination relies on having an architecture (in our case, STEVE-1)
which is capable of approximating the coordination tasks provided. We start by describing the
approach on how the architecture was �ne-tuned to solve tasks which require coordination in Section
4.1: how we picked the PPG algorithm and the tricks we used to make training ef�cient in our
multi-agent setting. Then, we follow up with the introduction of our proposal of a coordination
mechanism that leverages the architecture's characteristics to permit agent communication across
states, on 4.2

As a note to the reader: if not interested on the mathematical foundations, please feel free to skip
Section 4.1; it is awfully dense at times, albeit necessarily so, to correctly ground our work on the
existing literature. It is not needed to understand the rest of our work.

4.1 Training Algorithm

Training a MAS requires careful consideration of the learning algorithm to ensure ef�cient and
effective performance. The choice of the learning algorithm is a critical decision that can signi�cantly
impact the success of the entire system. In this section, we will provide a comprehensive understand-
ing of our chosen algorithm, PPG, and its adaptation for our multiagent setting, along with a detailed
justi�cation for each decision made in the process.

We selected PPG [19] for several reasons:

1. Policy gradient methods were selected over other techniques, such as value-based methods,
because they demonstrated better handling of high-dimensional[54], and impressive perfor-
mance in complex environments [29, 39, 50] as well as a wide range of tasks [12, 37, 52].

2. Of these methods, PPG has shown superior sample ef�ciency compared to others, like
Proximal Policy Optimization (PPO)[50]. This is crucial for our use case, as initial training
experiments showed that over 90% of an epoch's duration is spent collecting episodes.

3. Finally, VPT [13], the base model for STEVE-1 [38], also used PPG, allowing us to reuse
their methodology and hyperparameters, further simplifying our work.

However, due to computational constraints and the need to train multiple agents, we employ a
single network for both agent and critic, as supported by “PPG Reloaded: An Empirical Study on
What Matters in Phasic Policy Gradient” [60]. We will introduce the foundations of PPG and its
single-network version (Section 4.1.1), followed by its adaptation for our multiagent setting (Section
4.1.2).

4.1.1 Foundations of single-network PPG

PPG[19] is an extension of the PPO algorithm[51]; therefore, we will �rst introduce PPO, and then
explain the modi�cations PPG introduces. PPO is an actor-critic[35] method that learns a policy
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(actor) and a value function (critic) simultaneously. It optimizes a surrogate objective function that
approximates the trust region, ensuring that policy updates do not deviate too far from the previous
policy. This trust region is a constraint that limits the amount of change allowed in the policy
during each update step, preventing the optimization process from taking overly large steps that
could potentially destroy the base model. This property makes PPO (and related methods) ideal for
�ne-tuning tasks. The clipped surrogate objective function for PPO is de�ned as:

L CLIP (� ) = Êt

h
min(r t (� )Â t ; clip(r t (� ); 1 � �; 1 + � )Â t )

i
(2)

wherer t (� ) = � � (a t j st )
� � old (a t j st ) is the probability ratio between the new and old policies,Â t is an

estimator of the advantage function at timestept, � controls the clipping range, and̂Et [: : : ] indicates
the empirical average over a �nite batch of timestepst.

An entropy bonusH [� � (�js)] is often used in general-purpose PPO to ensure suf�cient exploration.
However, when �netuning the policy, a Kullback–Leibler (KL) divergence loss is commonly employed
instead. KL divergence measures the difference between two probability distributions, in this case,
the old and new policy. By minimizing the KL divergence loss, the �ne-tuned policy is encouraged
to stay close to the old policy which is important to avoid catastrophic forgetting [34, 36]. The KL
divergence between the old policy� � old and the new policy� � is de�ned as:

DKL (� � jj � � old ) = Es� � � � ;a � � �

�
log

� � (ajs)
� � old (ajs)

�
(3)

Then, the total loss for �ne-tuning the policy� � becomes:

L � (� ) = L CLIP (� ) + � KL Êt [DKL (� � jj � � old )] (4)

where� KL is a hyperparameter that controls the strength of the KL divergence penalty term. The
value function in PPO is learned by minimizing the squared error between the predicted value and the
target value:

L V (� ) = Êt

�
1
2

(V� (st ) � V targ
t )2

�
(5)

whereV targ
t is the target value. BotĥA andV targ

t are often estimated using Generalized Advantage
Estimation (GAE)[49], which can speed-up credit assignment by looking more than 1 step into the
future when determining the advantage of an action.

PPO, despite its success, has two main issues when the policy and value function share a network:
potential interference between their optimization and the restriction of using the same data for training,
which limits sample reuse. PPG addresses these by separating the policy and value function training
into distinct phases. In the policy phase, it optimizes the clipped surrogate objective while regularizing
the value function. In the auxiliary phase, it optimizes the value function loss while distilling features
into the policy network, preserving the original policy via a KL divergence penalty. This allows PPG
to bene�t from shared representations while mitigating joint optimization drawbacks. By decoupling
the training, PPG enables more aggressive value function optimization with higher sample reuse,
signi�cantly improving sample ef�ciency compared to PPO on challenging benchmarks like Procgen.

Recent work has shown that a single-network PPG variant, where the policy and value function
share a torso network for feature extraction with separate output heads, can achieve comparable
performance (Figure 10). The shared encoder is updated by either the policy or value loss in each
phase, reducing interference while allowing feature sharing. We will utilize this variant mainly
to reduce computational costs in our multi-agent setting, which will be further justi�ed in the
Optimizations section (Section 5).

For clarity, we adopt the notation used in [60] for the parameters of the single-network PPG. We
denote the parameters of the shared feature encoder, the policy head, and the value head as� � , � � ,
and� V , respectively. For notational convenience, we slightly abuse� in the subscript to denote all
parameters in the policy and value function, i.e.,� in V� refers to(� � ; � V ), and� in � � refers to
(� � ; � � ).

In the policy phase, single-network PPG optimizes the following loss:

L � + � V RV (6)
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Figure 10: Single-network PPG architecture. The policy and value function share a torso network for
feature extraction, and separate heads map the latent features to policy and value outputs[60].

whereL � is the same as in PPO, (the clipped surrogate objective with a KL divergence penalty), and
RV is a regularizer that updates� V while minimizing interference with� � . In the original PPG,RV
is L V with gradients detached at the last layer of the shared encoder, such that it only updates� V .
Alternatively, [60] proposes

RV = Êt

�
1
2

(V� (st ) � V� old (st ))2
�

(7)

which regularizes the deviation between the updated value function and the old one before the policy
phase. In both cases,� V is a coef�cient to balance the losses.

In the value phase, single-network PPG optimizes the following loss:

L V + � � R� (8)

whereL V is the same as in PPO, (squared error between the predicted value and the target value),
andR� regularizes the KL divergence between the updated policy and the old policy before the value
phase:

R� = Êt [DKL [� � old (�jst )k� � (�jst )]] (9)

This phase essentially distills useful features learned from the value function objective to the policy.
� � is a hyperparameter to balance the losses.

4.1.2 Multi-agent Implementation

We extend the single-network PPG algorithm to our multi-agent setting with two agents by maintaining
separate policy networks for each agentk 2 f 1; 2g, allowing them to learn distinct behaviors. Each
agent has its own feature extraction layers� � k , policy head� � k , and value head� Vk . We collect
separate sets of experiences for each agent during data collection, which is very important in the case
of asymmetric roles, given we are optimizing for different behaviours. The collected experiences are
stored in separate buffersBk for each agentk.

In the policy phase, we optimize each agent's policy network simultaneously using the lossL � k +
� V RVk . Similarly, in the value phase, we optimize each agent's value function simultaneously
using the lossL Vk + � � R� k . We employ a fully decentralized approach (decentralized training and
execution), where each agent learns and acts independently without access to the other's internal state
or observations [31, 65]. This setup ensures that the agents can only coordinate through the designed
communication mechanisms and hopefully helps make the system more generalizable by treating
each agent as a completely separate entity.

The complete multi-agent PPG algorithm for two agents is summarized in Algorithm 1, adapted from
[60] with some simpli�cations for our case (for example, we do not includeNenv considering our
resources only allow forNenv = 1 ).
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Algorithm 1 Multi-agent single-network PPG

1: Initialize FIFO buffersB1 andB2 of sizeToff � M to store off-policy data for each agent
2: for iterationi = 1 ; 2; : : : do
3: // Data collection
4: Roll out policies� 1 and� 2 to obtain on-policy dataD1 andD2 of sizeM for each agent
5: Add on-policy dataD1 andD2 to buffersB1 andB2
6: // Policy phase
7: for agentk = 1 ; 2 do
8: for policy update= 1 ; 2; : : : ; K � do
9: From on-policy dataD k , sample a minibatchB of sizeM �

10: Optimize� � k , � � k , and� Vk with lossL � k + � V RVk on dataB
11: end for
12: end for
13: if i mod Tfreq = 0 then
14: // Value phase
15: for agentk = 1 ; 2 do
16: for value update= 1 ; 2; : : : ; K V do
17: From off-policy bufferBk , sample a minibatchB of sizeM V
18: Optimize� � k , � � k , and� Vk with lossL Vk + � � R� k on dataB
19: end for
20: end for
21: end if
22: end for

The unexplained parameters are the following:

• Toff : The buffer size, i.e., how many recent episodes of data stored in the buffer.

• Tfreq: The number of iterations between two consecutive value phases.

• M : The number of roll-out steps. Given in our case it's variable, because agents can die or
reach the exit to �nish the task earlier, we set it to an approximation.

• K � : The number of policy updates per iteration.

• K V : The number of value updates per iteration.

Due to memory limitations, we were unable to use the off-policy memory buffersB1 andB2 as
described in Algorithm 1. Originally, these buffers have a size ofM � Tof f , whereM is the number
of steps per episode andTof f is the number of past episodes to record for use during training value
phases. To preserve the off-policy buffer's strength while reducing memory requirements, we make a
simplifying assumption: instead of storing all data from the previousTof f episodes and randomly
sampling from the buffers, we randomly select1Tof f

of the data from each new episode to store. This
approach aligns with the paper's �ndings on the importance of data diversity for the effectiveness of
the value phase, while reducing the required memory per buffer toM .

Further implementation details will be discussed when training the models, in Section 6.2

4.2 Coordination Method

For agents to engage in coordinated behaviour, there must exist a “channel” between them, enabling
information-sharing and communication. As a Single-agent System (SAS) STEVE-1 lacks this, and
so our approach introduces a “coordination module” which essentially allows the conditioning of an
agent's behaviour through inter-agent communication.

The original STEVE-1 architecture, previously described on Figure 6, employs a ResNet[30] for
frame processing and a Transformer-XL[20] for processing the resulting representations. STEVE-1's
goal conditioning is achieved by applying an af�ne transformation to the goal embeddingz� goal and
adding it to the ResNet output before feeding it into the Transformer-XL. The process can be formally
described as follows:
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x t  ResNet� (ot )

x0
t  x t + W� z� goal + b�

ht + T  TransformerXL� (x0
t ; : : : ; x0

t + T )

at + T  ActionHead� (ht + T )

wherex t represents the output of the ResNet for the frame at timet, ot denotes the input frame,
W� andb� are learnable parameters of the af�ne transformation, andx0

t is the goal-conditioned
representation. The Transformer-XL processes a �xed context window of sizeT, taking the goal-
conditioned representationsx0

t ; : : : ; x0
t + T as input and producing the hidden stateht + T . Finally, the

action head generates the actionat + T based on the hidden stateht + T .

In our method, each agent receives the latent output from the other agent's transformer and distills
it into a message vectormk

t , wherek 2 f 1; 2g denotes the agent index. We employ a two-layer
Multi-Layer Perceptron (MLP) with 512 hidden units and layer normalization[11] as our coordination
module, aligning with the architecture of STEVE-1's prior model:

mk
t  MLP � k (TransformerXL� k 0(xk 0

t ; : : : ; xk 0

t + T ))

wherek0 6= k.

At timestept + 1 , the message vectormk 0

t from the other agentk0 at the previous timestept is added
to the goal embeddingzk

� goal
of agentk before the af�ne transformation. To optimize computational

ef�ciency, we leverage the pre-trained weights of STEVE-1's linear layer for this af�ne transformation,
as they have already been optimized for conditioning the model on goal information. However, this
design choice constrains the length of the message vector to match the goal embeddingz� goal , and
furthermore there is a risk our coordination messages introduce excessive noise, which could impair
STEVE-1's existing capabilities. The updated process for each agentk at timestept + 1 is as follows:

xk
t +1  ResNet� k (ok

t +1 )

mk
t +1  CoordinationHead� k (hk 0

t + T )

x0k
t +1  xk

t +1 + W� k (zk
� goal

+ mk
t +1 ) + b� k

hk
t + T +1  TransformerXL� k (x0k

t +1 ; : : : ; x0k
t + T +1 )

ak
t + T +1  ActionHead� k (hk

t + T +1 )

wherek0 6= k.

At the initial timestept = 1 , no message is available from the previous timestep, and the original
STEVE-1 functionality is maintained. The modi�ed STEVE-1 architecture is illustrated in Figure 11,
with our contributions highlighted in red.

We also explored alternative approaches, such as having each agent process its own latent output into
a message vector and directly transmit it to the other agent. However, this was not pursued due to
the potential backpropagation challenges it introduces; speci�cally, the usefulness of the message
would be primarily evident to the receiving agent, making training extremely complex and unstable.
While this alternative method might enable the Transformer-XL to learn to send more informative
messages, it would likely come at the cost of interfering with the performance of the action and
value heads, which also rely on the Transformer-XL's output. Instead, our current method indirectly
encourages the Transformer-XL to produce more useful latent outputs for the other agent, which
can be interpreted as messages, achieving the goal of information sharing between agents in a softer,
more stable manner.
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Figure 11: Modi�ed STEVE-1 architecture [Designed with draw.io]

4.2.1 Scalability

The proposed coordination method has been designed and tested for scenarios involving two agents.
However, extending this approach to accommodate a larger number of agents requires further investi-
gation and analysis. In this subsection, we discuss potential strategies for scaling the coordination
mechanism to multi-agent systems. This is not further explored in the current work and has just been
included for the sake of completeness.

Concatenating Latent Outputs

One approach to extend our coordination method to multiple agents is to modify the Coordination
Module to process the concatenated latent outputs from all other agents. Formally, for an agentk in a
system withN agents, the Coordination Module would receive the concatenated latent outputs from
the other agents:

ĥk 0

t + T  Concat(f hi
t + T ji 2 f 1; : : : ; N g n fkgg)

whereĥk 0

t + T represents the concatenated latent outputs from all agents except agentk.

The Coordination Module would then process the concatenated latent outputs to generate a single
message vector:

mk
t +1  CoordinationModule� k (ĥk 0

t + T )

However, this approach may not scale well as the number of agents increases, as the concatenated
latent outputs could become excessively large, leading to computational inef�ciencies and potential
over�tting.

Graph-based Coordination Module

An alternative approach is using a graph-based Coordination Modules that represents the multi-agent
system as a graph, where each agent is a node, and the edges represent the communication channels
between agents. This has the potential to capture the relationships and dependencies among agents,
as some might not need to interact.

Formally, for a system withN agents, we de�ne a graphG = ( V; E), whereV = f 1; : : : ; N g is the
set of agents (nodes), andE � V � V is the set of edges representing the communication channels.
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The graph-based Coordination Module takes the latent outputs from all agentsH t + T = f hi
t + T ji 2

f 1; : : : ; N gg and the adjacency matrixA as input, and processes them using graph convolution
operations[33]:

H 0
t + T  GraphConv� (H t + T ; A)

The updated latent output for each agent is then processed by a separate feed-forward neural network
to generate the message vector:

mk
t +1  FFN� k (h0k

t + T )

This method offers improved scalability, as the computational complexity is determined by the
number of edges in the graph rather than the number of agents, and provides greater �exibility in
modeling various communication topologies. Furthermore, the edges can be dynamic, allowing for
adaptability to changing conditions. For instance, in the context of autonomous vehicles, an edge
could be contingent upon the distance between the vehicles.

It is important to note that the authors' understanding of graph neural networks is limited, and as
such, the proposed approach may be subject to inaccuracies or oversights.

4.2.2 Generalizability

The proposed coordination method takes advantage of the existing STEVE-1 architecture, signi�cantly
reducing the computational resources required for training and testing by utilizing the pre-trained
weights of STEVE-1's linear layer. This approach allows for ef�cient incorporation of the message
from the other agent without extensive �ne-tuning, enabling focus on the development and optimiza-
tion of the coordination module. Nevertheless, the fundamental concepts and design principles of
the coordination method are transferable and can serve as a foundation for various architectures and
domains; just as STEVE-1 successfully �ne-tuned VPT to be conditioned by prompts from scratch, it
is conceivable that, given adequate computational resources, another model could be �ne-tuned to be
exclusively conditioned using our proposed method.

5 Optimizations

Optimization was crucial in this research due to the limited computational resources available and
the heavy computational requirements of the Multiagent Minedojo environment. During our initial
training attempts, we encountered a signi�cant computational barrier that hindered our research
progress, with each training epoch requiring over six minutes to complete. This made it impractical
to conduct the thousands of epochs necessary for our study. With multiple agents, the computational
load multiplies, making it essential to �nd ways to reduce resource usage and improve ef�ciency.
Moreover, considering the environmental impact of high computational demands, optimizing the
system also contributes to sustainability by reducing electricity consumption. Given these constraints
and potential bene�ts, we decided to invest time in optimizing various aspects of the system to make
the research feasible.

After an in-depth study of our approach, we identi�ed three potential points of optimization: our
training algorithm, memory management, and environment loading. These, and their respective
optimizations, will be discussed in detail below, followed by an analysis of the results.

5.1 Baseline and Challenges

Initial training experiments revealed that approximately 15GB of GPU memory would be required to
accommodate all necessary models and data. However, with only 8GB of GPU memory available,
this resulted prohibitive. As a naive solution, some components were moved to the CPU, allowing
training to proceed. Unfortunately, this approach resulted in very slow performance, as models and
data were frequently accessed from outside the GPU; This approach marks our baseline.

5.2 Training Optimizations

To simplify the computational load and reduce memory usage, we made some changes to the training
procedure. First, we employed a single-network architecture for the PPG algorithm, instead of using
separate networks actor and critic within an agent. This approach, previously described in Section
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4.1.1, allowed us to utilise one network per agent instead of two. Another optimization was regarding
the previously introduced KL divergence penalty, which helps ensure policies do not deviate too
much from the original. It is specially important in the case of �ne-tuning, given we assume our
original model to be, up to a great extent, “correct'. As in the original VPT paper, we computed
the KL divergence by maintaining an “original model” per agent. Given this “original model” does
not “learn”, and we start off the same model for both agents in our �ne-tuning, another training
optimization was using the same “original model” for both agents, therefore reducing the needed
networks from 2 to 1.

Overall, with these training optimizations, we reduced the number of networks used from 6 (actor,
critic, original, per agent) to 3 (single-network actor-critic per agent, shared original). Each STEVE-1
model has 248M parameters[38], and so this results in248M � 3 = 744M less parameters in memory,
and were we updating the whole model when �ne-tuning,248M � 2 = 496M less parameters to
update. This makes training more ef�cient, allowing us to train for more episodes, and simpler,
hopefully allowing our models to converge faster.

5.3 Smart memory management

Despite reducing the amount of models we needed, our whole training procedure still did not �t into
our GPU memory. This made training very slow, because data and models outside of the GPU memory
are much slower to operate with. Therefore, we thought that by smartly moving components (data
and models) around, so they are on the GPU when needed, we could greatly improve performance.

To effectively implement this memory management strategy, we utilized memory pro�ling tools to
monitor the memory usage at different stages of our code, identifying when precious GPU memory
was being wasted. We then moved data and models that were not actively being used to the much
slower CPU, and only transferred back to the GPU when needed for computation. This approach
required careful planning and tracking of the data �ow to minimize the number of transfers between
GPU and CPU, as these transfers can be time-consuming and incur a high number of overheads. For
the last part, we also restructured the code when possible, so the parts requiring the same components
were closer, resulting in less data transfers. We also manually delete variables and executed the
garbage collector, to ensure no unnecessary data is stored.

5.4 Environment optimization

Figure 12: Visualisation of how the matrix of dun-
geon looks like. Limited by the low render distance
of the environment.

Our previous optimization still proved slow, and
after much thought we identi�ed another bottle-
neck: resetting the environment. This process
is incredibly time-consuming, and can some-
times take up to several minutes. The time re-
quirement is especially signi�cant in Multiagent
Minedojo, having to create a separateMinecraft
instance for each agent. For this reason, Mine-
dojo provided a mechanism for a faster reset
which is reportedly 100 times faster than normal
reset[23], albeit at the cost of several disadvan-
tages, such as structures being destroyed. Given
the inescapable frequency resetting the environ-
ment (when collecting episodes for training, cal-
culating performance, . . . ), we decided to invest
some time making “fast reset” feasible.

The key to our optimized “fast reset” lay in the amount of dungeons we create during every normal
reset: instead of creating creating a world with a single dungeon, we generate a matrix of dungeons
within the world, and teleport agents around when an episode �nishes. The technical details of this
are complex, and are included in Appendix G for reference.

The resulting world structure resembles a Rubik's Cube, as illustrated in Figure 12. In our imple-
mentation, we generate a total of125unique dungeons within each world. Although it is possible to
create a larger number of dungeons, we encountered internal library errors that necessitated resetting
the environment approximately every 100 episodes. Consequently, generating additional dungeons
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beyond this limit would not be bene�cial. In the event that the agent reaches the �nal generated
structure, a manual reset is triggered.

5.5 Results

The optimizations implemented in this research have signi�cantly improved the ef�ciency and
feasibility of training. To evaluate the impact of each optimization, we tested the average speed per
training epoch across 100 epochs for each method, and present the results on Figure13.

Figure 13: Average time per epoch for different optimization methods. Error bars represent the
standard deviation.

The cumulative effect of these optimizations is evident in the nearly 10-fold reduction in the average
time per epoch, from 366.41 seconds in the original implementation to just 39.51 seconds with all
optimizations applied. To put these results in perspective, with the original method it would take
101.78 hours, over four days, to execute 1000 training epochs, while with the fully optimized version,
it takes merely 10.98 hours. Moreover, the consistently lower standard deviations, which we attribute
to the more better control of memory resources, indicate that these not only reduce the average
training time but also contribute to more stable and predictable performance.

6 Experiments

Having completed the necessary preparations, we now proceed with the experiments. The �rst step
is to calibrate some STEVE-1 parameters for each agent (Section 6.1). This is important to avoid
unnecessarily training our models on tasks they could already perform well. Next, to validate our
results, we establish a baseline by �ne-tuning both agents with the same parameters on the same
task, but without any coordination technology (Section 6.2). Despite our focus being on coordination
methods, we must train a baseline model to guarantee any increase of performance is exclusively due
to our coordination methods, and not because of the extra training. In this section, we also experiment
with learning parameters, as our single-network PPG methodology introduces new hyperparameters
and modi�es others. However, most of these parameters should be translatable from the VPT paper.
We then move on to training our agents using the best con�guration from the baseline, incorporating
the coordination technology (Section 6.3), where we also study the coordination language between
the agents, and �nally we provide an overall analysis of the results (Section 6.4).

6.1 STEVE-1 Calibration

Calibrating the prompt and conditional scale is crucial for optimal performance in the STEVE-1
model. The prompt guides the model's behavior, and the STEVE-1 paper demonstrated that effective
prompt engineering can lead to signi�cant performance improvements, such as a three-fold increase
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for some tasks like obtaining dirt. We adopt a similar approach to maximize our model's capabilities.
The conditional scale (� ) balances the model's goal-conditioned and prior behaviors during inference.
The authors show that tuning� can improve performance by up to 15 times for some tasks, with the
best results obtained for values between 5.0 and 7.0. We will also tune� to ensure optimal results,
considering the differences in our tasks' nature.

Ideally, we would calibrate both agents together, but this is computationally prohibitive. For each
agent, we test� in the range[0; 10]with four different prompts, resulting in40experiments per agent,
each100episodes long. This large experiment, consisting of8000episodes in total, took nearly two
days to run and is at the limit of our computational capacity. Calibrating both agents together would
require(10 � 4)2 = 160; 000episodes, which is infeasible for us.

6.1.1 Fighter and Collector Calibration

The collector agent's task is described as collecting items from the �oor then breaking a tree. In
previous work [38], it was shown that redundancy and diversity of expression in the description of the
task used in calibration impacts positively in performance, which is believed to be caused by natural
language's diversity. We propose prompts 1 through 4 for collector calibration, each more extensive
than the last:

1. “pick up items on �oor, collect things around you, grab stuff off ground then look for tree,
�nd tree for chopping, break tree for wood after gathering items”

2. “collect treasure, collect dropped items, then chop down the tree, gather wood, pick up wood,
chop it down, break tree”

3. “gather the objects, collect the items you see, pick up the things scattered around, then look
for a tree and chop it down, �nd a tree and break it to get wood, punch a tree to gather wood”

4. “collect what's on the �oor, pick up the objects scattered around, gather the items you �nd
on the ground, then search for a tree and chop it, locate a tree and break it for wood, �nd a
tree and punch it to get wood”

The �ghter agent's calibration is similar to the collector's, with the addition of investigating whether
the model can recognize the other agent, which has not been tested in previous work [23, 38]. If
successful, this could be advantageous for communication between agents. To test this hypothesis,
we crafted four prompts, organized into two pairs (1, 3) and (2, 4), where one prompt in each pair
references the other agent, and the other does not:

1. “punch mobs, punch enemies, look around for enemies, �ght zombies and skeletons”
2. “punch zombies, punch skeletons, attack hostile mobs, kill zombies, kill skeletons”
3. “punch mobs, punch enemies, look around for enemies, �ght zombies and skeletons, defend

your teammate, defend the other player, protect the other player”
4. “punch zombies, punch skeletons, attack hostile mobs, kill zombies, kill skeletons, defend

your teammate, defend the other player, protect the other player”

6.1.2 Results

To evaluate the effectiveness of each prompt and conditional scale combination, we measured the
percentage of successful exits achieved by the collector agent and the percentage of items collected
along the way. As our goal is to optimize the collector's isolated actions, we do not spawn any
enemies and instruct the �ghter agent to “wander around”, to still account for its interference, up to an
extent. For the �ghter agent, we computed three different metrics: damage received by the collector,
damage dealt by the �ghter, and damage dealt to the collector by the �ghter. In this case, we enable
enemy spawning and instruct the collector to “wander around” to simulate its search for the exit. The
results are presented in Figures 14 and 15, which depict the optimal prompt and conditional scale for
the collector and �ghter agents, respectively. Interestingly, our �ndings diverge from those reported
in the STEVE-1 paper, where researchers consistently observed improved performance with higher
conditional scales.

The collector agent's escape performance improved signi�cantly with the chosen prompt and condi-
tional scale combination, achieving a 61% average escape success rate, a 10-point improvement over
previous experiments, while the �ghter agent's results were more stochastic.
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