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String comparison is a fundamental computational primitive in many domains, in-
cluding computational biology, information retrieval, and network security, for ap-
plications such as error correction, pattern matching, sequence analysis, and data
compression. Most notably, computing the Longest Common Subsequence (LCS) is
a fundamental and commonly used method for comparing sequences. In sequence
biology, the ever-growing volume of biological sequence data available, such as DNA
and RNA, poses a major computational challenge for state-of-the-art string com-
parison tools, especially when computing the LCS.

The LCS problem involves finding the longest common subsequence of two
strings, preserving the order of the characters. Wagner and Fischer [1] introduced a
foundational algorithm for computing the LCS using Dynamic Programming (DP),
but its O(nm) computational complexity makes it impractical for processing large-
scale data. Other state-of-the-art approaches, such as Hyyrö’s algorithm [2], leverage
bit-parallel techniques to exploit instruction-word parallelism for improved perfor-
mance. However, these methods are limited by the architecture of general-purpose
processors and do not exploit the potential of custom hardware acceleration.

This work introduces LART, a novel Instruction Set Architecture (ISA) extension
that accelerates LCS computations, proposing a tiled approach that improves time
and memory efficiency. The instructions proposed in LART can compute up to 4096
DP-cells per cycle and reduce DP table memory by a factor of 1024× compared to
classical DP algorithms, improving the scalability of sequence comparison tasks.
Moreover, LART is aimed to be flexible for easy integration into production-ready
tools and optimized for both area and energy efficiency in modern processors.

Our experimental evaluation demonstrates that LART achieves up to 3593×
speedup over the classical DP implementation and up to 44× compared to other
state-of-the-art software solutions. More importantly, LART design introduces a
negligible area overhead of 0.0227mm2, representing 1.2% of the core area. This
work highlights the potential of custom hardware extensions to provide efficient
solutions to solve demanding domain-specific problems.
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Figure 1: Element-by-element computation using classical DP algorithm against the
tile-by-tile computation using LART with a tile-size of 3 elements (left). Microar-
chitecture overview of the LART compute module (right).
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