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Abstract

Hiking trail networks in natural environments follow complex patterns that make them
challenging to synthesize in procedural generation models. In this project, we analyze
which terrain features play an important role in shaping the behavior of trails and in
determining their di culty for hikers. Based on those results, we propose a system to
generate realistic trails of a given di culty level, trained from real examples; this is then
used in a larger scale to generate whole networks of hiking trails.
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1. Introduction to the project

Terrain synthesis is a very active area in Computer Graphics; there exist several gener-
ation methods that achieve visually appealing terrains, sometimes also being hydrologi-
cally and geomorphologically coherent [7].

However, in the case of natural landscapes, many of these models only focus on gen-
erating a bare terrain surface, and then rely on other methods to add details, such as
bodies of water, vegetation [15, 4] or human settlements [5].

However, real nature landscapes often feature a complex network of hiking mountain
trails that allow for foot access to remote places and provide entertainment for hikers
by e.g. featuring scenic views or slightly challenging paths.

The modeling of such trails for synthetic landscapes is an open problem that has
not been extensively studied. Oftentimes they are manually designed by an artist, in
accordance to the nature of the terrain and surrounding landscape.

In this work, we study the nature of hiking trails and propose a method for the
generation of full, realistic trail networks given a terrain and a set of points of interest.
Our approach takes into account the existence of di erent di culty levels of hiking trails
present in the real life: some of them are easy and safe to traverse, while others present
technical challenges that require some level of expertise.

The modeling of trails is particularly challenging because these are often created or-
ganically and not following a strict set of criteria. For example, they can take very long
detours to reach the destination if the nal path is more scenic, less exposed to the
sun or presents a smoother incline. In some cases, di erent types of trails might follow
opposite criteria, e.g. di cult trails for professional hikers might prefer very exposed,
steep slopes, which should be completely avoided by trails recommended to novice levels.
Moreover, trails are not independent of one another, in practice they will often merge
into a single one if they go very close to one another.

These intricacies motivate our example-based approach, by which we use real trails to
tune our generation model and produce more realistic-looking results.

We limit the scope of our study to features of the terrain that can be obtained from
elevation data. This makes our approach more versatile, since elevation data is available
worldwide (with more or less detail, depending on the region) and we do not rely on
other sources of data, which could be hard to obtain and integrate in a general manner.
Using other sources of data is beyond the scope of this project; however, the proposed
pipeline is versatile enough to allow for the introduction of such components.

The system also allows for a manual and intuitive ne-tuning of the path generation,
if desired. An artist would be able to de ne non-walkable areas, or slightly encourage or
dissuade the presence of trails in certain regions.
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1.1. Structure of this thesis

The work developed for this project as a whole can be split into three separate sub-
projects. The rst one deals with classifying paths according to their di culty, the
second one tackles the problem of generating a single path between a start and end
points, and nally the last one is about generating a realistic trail network as a whole.

Their development has been more or less sequential in time and, for readability pur-
poses, | have put them in di erent parts, each with its own introduction, methodology,
results and conclusions sections.

Additionally, there is a general introduction at the beginning, listing some previous
work, justifying global design decisions and explaining some technical concepts that are
used throughout the rest of the thesis.

Finally, in the Appendices there is complementary material (visualizations of terrain
metrics, results of statistical tests, pseudocode, etc.) that might be useful to the inter-
ested reader.

11



2. Previous work

There exist a vast collection of metrics to describe properties of the terrain. However,
most of these have been developed an used in the elds of Geomorphology and Earth
Sciences [23, 24]. However, many can be of use for landscape analysis; in this project we
use several of such metrics.

Galin et al. [9] studied the concept of path generation following an anisotropic metric
that takes into account terrain features in the context of road generation. Roads, how-
ever, have more strict limits on curvature and slope compared to mountain trails, which
limit their maneuverability and might require bridges and tunnels to traverse certain
sections. In the context of mountain trails, bridges and tunnels are very rare, so we do
not consider it for this project and limit our study to surface paths. However, in [9], only
path curvature and slope are used to condition the generation of roads over a terrain; in
this project, we take into account other terrain metrics that might determine how safe
(walkable) or enjoyable a trail is.

In a follow-up work, Galin et al. [8] use the road generator presented in [9] to build
a whole road network, interconnecting human settlements, classi ed into cities, towns
or villages according to their size. This tiered classi cation allows for the construction
of a hierarchical network, by which cities are only connected by highways, which have
precedence over other smaller roads, connecting minor settlements. This hierarchical
approach is not directly applicable in our case, because the diculty level of a trail
does not directly depend on its starting and nal points, nor does one type of trail have
precedence over another when constructing the network.

Montagut Llaurad [13] studied the generation of mountain trail networks using a
path generation algorithm similar to [9], and a hierarchical network that conditions
the generation of paths of a given level to the already generated ones of lower levels.
Additionally, the path generation is conditioned by the path slope and exposure, and
land use (e.g. avoid walking on water); by contrast, our work studies a wider variety of
terrain metrics, but does not take into consideration the land use, although we propose
an easy way to implement it if needed.

Ecormier-Nocca et al. [4] simulate the behavior of ora and fauna to create trails
in the terrain. Their system not only considers a basic set of terrain features, but also
climatic conditions, resource accessibility and species distribution to guide the movement
of agents, that eventually results in the natural appearance of trails.

In a similar manner, Ramanana Rahary et al. [16] use the terrain slope and surface
type along with the presence of natural resources and climatic data, to infer the routes
that humans took in prehistoric times.

The study of networks has also been used to some extent in the analysis and procedural
modeling of street layouts and city landscapes. AlHalawani et al. [10] analyze several

12



characteristics of city street networks from OpenStreetMap to infer properties that allow
to distinguish particular cities; this is then used to train a classi er to identify the most

similar cities, and, by means of a metaheuristic optimization algorithm, modify a city
layout to make it resemble another one.

In a related context, Vanegas et al. [21] propose a user-friendly system to control the
generation of urban models by means of inverse design, i.e. automatically tuning the
parameters of the generation system to create something as close as possible to the user
criteria. While artist control of the generation is not the main focus of our work, we do
allow for a certain level of authoring in the path and network generation, and we intend
to continue developing the project in that direction for future work.

13



3. Background

3.1. Trail di culty

We take the de nition of di culty from the Swiss Alpine Club ! (SAC), that classi es
all mountain hiking trails into 6 possible categories ranging from T1 (easiest) to T6
(hardest), known as the SAC scale, de ned in Figure 3.1.

Note that T5 and T6 trails are very scarce in our data, especially the latter. In order
to obtain a better balance of classes for the analysis, we consider them all as a single
class (T5). In the subsequent sections, we only consider classes from T1 to T5.

3.2. Terrain representation

In this work, we consider a terrain to be a surfaceT , which can be expressed by a height
eld function h(p): R?! R for every point p = (x;y) in a spatial domain 2 R2.

Such a representation allows working with the terrain as a 2D function, and thus
compute directional derivatives and other metrics. However, an important limitation is
that it only considers a single elevation value for every pointp 2 , which does not
allow for terrain features such as caves or overhangs.

In practice, terrains are often represented as Digital Elevation Maps (DEM), also
known as discrete height elds or elevation maps. These store a discretized version
of the surface in a regular 2D grid. The original rectangular region is split into n
subdivisions, and only the altitudes at the vertices are stored. An example is shown in
Figure 3.2.

The resolution of the DEM, is de ned as the distance between point samples. Finer
resolutions (smaller values of ) o er a higher level of detail of the terrain, but also
require larger storage space and have higher computational requirements to process.

3.3. Description of terrain metrics

In this work we only use terrain features as input data to the system, that is, the only
input data provided is a DEM of the region, from which we automatically compute
several metrics.

In this section, we de ne the dierent features that have been used in our study.
Whenever possible, we de ne them in a continuous fashion, i.e. the metric can be

Lhttps://www.sac-cas.ch
2https://wiki.openstreetmap.org/wiki/Key:sac  _scale
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T1 Hiking
Well-constructed footpath. Where possible, all exposed areas arg

made secure with xed cables, railings, etc. The risk of falling can
largely be ruled out with normal behaviour.

T2  Mountain Hiking

Continuous established footpath. Exposed areas made more
secure. Partially steep terrain. Risk of falling not ruled out.

T3  Dicult Mountain Hiking

Path not always obvious / visible. The more exposed areas can be
secured. You may need your hands for balance. Some exposed
areas remain, where there is a risk of falling. Pathless sections

over scree or talus.

T4  Alpine Hiking
Occasionally pathless. In certain places you'll need to use your
hands. Some quite exposed terrain, e.g. steep grass slopes, rog
ledges, simple rm elds and minor glacier passages (with little
crevasse risk).

=

T5  Dicult Alpine Hiking

Often pathless. Individual easy climbing sections. Exposed,
challenging terrain, steep cli s. Bare glaciers and rm slopes
which pose some risk of falling.

T6  Very Di cult Alpine Hiking

Mostly pathless. Grade Il scrambling. Often very exposed.
Terrain examples: Dangerous talus slopes, rock gullies, steeper
sections of snow-free glaciers = increased risk of falling.

Figure 3.1.: De nitions of each trail di culty level according to the Swiss Alpine Club.
Images are taken from the OpenStreetMap wik.
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Figure 3.2.: 3D visualization of a DEM. The terrain of this example has an area of
142&m 245%km and is sampled with a resolution of =2m, hence a 2D
matrix of elevation values of size 712 1225. The terrain has been colored
according to the altitude value.

computed in any positionp 2 ; in some cases, however, metrics are more easily de ned
for a discrete scenario.

Some metrics operate locally over a neighborhood gf, de ned by a discrete moving
window |, of size (h+1) (2n+ 1) centered at p, i.e. all those points g such that
jip  gjj1 <n. In some of the following chapters,n is also referred to as theradius of
the window, and expressed as.

Visual examples of these metrics can be found in Appendix A.

3.3.1. Elevation
Elevation indicates the altitude of a point in the terrain. It is directly encoded by the
function h(p).

3.3.2. Terrain slope

Terrain slope guanti es the incline of the terrain in the steepest direction. It corresponds
to the magnitude of the gradient.

q
s(p) = iir h(p)ij = h%:h§
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wherer h(p) = (hx;hy) = &R &0 is the gradient of the terrain. In our case of a
discrete heightmap, it is approximated using nite di erences.

We compute the terrain slope at multiple resolutions in order to avoid sampling terrain
noise. This is accomplished by previously applying a Gaussian smoothing td with a
kernel of radius r. The motivation for this is that lower resolutions will ignore small
changes in elevation such as individual rocks, and only consider the overall slope of a

neighboring region.

3.3.3. Path slope

Alternatively to the terrain slope, the path slope considers the incline of the terrain
along a path i.e. in the direction given by two points p and q.

_ih(®)  h@);
P = g

3.3.4. Exposure

The exposure is de ned as the altitude di erence between a point and the minimum of
its neighboring region.

ep) = h(p)  min h(q)

3.3.5. Local variance

The local variance measures the variance of elevation values around the neighbourhood
of a point p.

X

2(p) = h(@) h(p) ?

1
2
(n+1)? 1,

whereh(p) is the local mean (i.e. the average of all elevation values within the domain
n):

X

h(p) = h(q)

2
(2n+1) lq2 )

3.3.6. Surface roughness

Surface roughness [12] is a measure of tlemplexity of the surface of the terrain. It is
de ned by the dispersion of the surface normal directions in the vicinity of p, ,, and
measured by the spherical standard deviation.

s(P) = 2InjjRjj
where the r is the average of all the unit normal vectors ofT in the domain .

17
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Note that this measure is independent of the terrain slope. One can have at but

complex terrain (low slope, high roughness) or a smooth steep incline (high slope, low
roughness) [25].

3.3.7. TPl and TPI landforms

The Topographic Position Index (TPI) [22] measures how much a point stands above or
below the neighboring terrain. It is de ned as the signed di erence between the elevation
and the mean elevation (de ned in Section 3.3.5).

t(p) = h(p) h(p)

Weiss [22] proposed a classi cation of terrain regions into landforms, by comparing
TPI values computed at di erent scales (di erent values of n), normalizing the indices
to mean 0 and standard deviation 1, that allow one to infer certain properties of the
overall type of terrain metrics. The di erent categories are de ned on Table 3.1.

Small scale TPI

L=3 L=7 L =10
Upland incised drainage| Flat ridge tops Mountain tops
Stream headwater Mesa tops High narrow ridges

— L=6
& L =2 Broad open slopes L=g
% Lateral mid slope (s>0) Lateral mid slope
? Incised drainages L=5 Drainage divides
Q) . . - . . .
g Valleys in plains Broad at areas Local ridges in plains
- (s=0)

L=1 L =4 L=8

V-shaped river valleys
Deep narrow canyons

Local ridge or hilltop

U-shaped valleys | |\ broad valleys

Table 3.1.: Characterization of landforms using the TPI at two scales. the table lines
represent one standard deviation for each scale. Landforms =5and L =6
are distinguished by a threshold on the slopes (e.g. 10 degrees).

3.3.8. Visibility

The visibility index is the amount of terrain points (locations, or cells, in our case of a
discrete grid) that are visible from a point p.

18



X
Vigx (P) = A(q)
qz2v(p)

where V(p) is the viewshedof point p, i.e. those points visible fromp. A point in
the terrain q is visible from p if the segmentpq does not have any intersections; in our
case, we only consider intersections with the terrain.

To account for the height of the observer, we consider poinp to be a certain height
h from the terrain; in our case, we considerh = 2m. Note that with this addition, the
visibility of two points may not be reciprocal.

The e cient computation of the visibility index is an active eld of research [17, 2].
Current algorithms, such as the one we usg rely on ray tracing, which makes them very
expensive. The accuracy of the computation is proportional to the amount and length
of the rays traced from each pointp 2 ; given our large area of study, we were only
able to a ord 32 samples per pointp, and considering pointsq within a 5km radius.

Future work can explore the use of other metrics faster to compute, such as the
opennes$26], as approximations of the visibility index.

3.4. Data sources

All the external data used in this project comes from free and readily available sources.

3.4.1. Terrain elevation

The elevation data used in this work is provided by the Swiss Federal O ce of Topog-
raphy in the swissALTI3D dataset®. It consists of an up-to-date elevation model of the
whole surface of Switzerland, without vegetation or development. It has a resolution of
2m; a ner resolution of 0.5m is also available but, for our purposes, 2m is enough.

In some cases, to avoid border artifacts, some elevation data from outside the borders
of Switzerland has been needed. This has been obtained from View nder Panoramas

3.4.2. Labeled trail networks

The geometry and di culty of real mountain trails is obtained from OpenStreetMap .
The data from OpenStreetMap is freely accessible and has worldwide coverage. However,
it is created through crowd-sourced user contributions, often resulting in a lack of data
for certain regions compared to others, or di erent mapping criteria.
Limiting our study to the state of Switzerland, we ensure a relatively uniform density
of high-quality mapped mountain trails, many of them with the SAC scale level de ned.
Note that in this work we use the terms path and trail indistinctly. In the Open-
StreetMap database, these are represented agays with the tag highway=path.

3https://plugins.qgis.org/plugins/ViewshedAnalysis
“https://www.swisstopo.admin.ch/en/height-model-swissalti3d
Shttps://www.view nderpanoramas.org/dem3.html
Shttps://www.openstreetmap.org
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Path classi cation

20



4. Introduction

Currently in OpenStreetMap, only a very small fraction of mountain trails have a set SAC
scale value. Moreover, many of the ones that do, have been introduced from di erent
sources; these are often the subjective criteria of individual mappers with varying degrees
of mountaineering experience and mapping practices.

However, many popular outdoor navigation apps, such as Strava, Wikiloc, OsmAnd
and Organic Maps, use OpenStreetMap data to help users plan routes and orient them-
selves while hiking. The SAC scale of a hiking trail is often very hard to assess from
map information alone; this can cause hikers to misjudge the di culty of a trail segment
and expose them to dangerous situations.

A robust classi er can be used to predict the di culty rating for the many unlabeled
paths, or detect if some of the current ones have been poorly labeled. This type of
tagging would also be more objective and have a broader and more uniform coverage
worldwide.

We present a classi er that uses only terrain features, all of which can be extracted
from Digital Elevation Maps publicly available for most of the planet's surface. It has
the advantage of not relying on local data, the availability of which is very dependant
on the local authorities of the region, and costly to obtain otherwise.

Additionally, in line with the ultimate purpose of this project, by analyzing the classi-
er's decision process, we can infer which features are the most important in determining
the trail di culty; we can then e ciently condition the path generation model to only
the most relevant features. Moreover, it can also serve as a tool to validate the realism
of a synthetic trail, like the ones we create in this project (explained in detail in Parts
Il and V).

In this rst part we explain the construction of such a classi er, as well as the di erent
insights derived from the study of the results.

21



5. Methodology

In this chapter we detail the methodology followed to obtain the classi cation results,
presented in the next chapter. This process itself can be split into two distinct phases:
the processing of GIS data in order to obtain the values to be used as estimators for each
path, and the following usage of this data to train a classi er and obtain the results.

5.1. Data extraction

5.1.1. Data obtention

As mentioned in Section 1, we use the already labeled ways from OpenStreetMap, down-
loaded automatically through the Overpass API, to serve as ground truth for the di -
culty level of trails. After preprocessing the data to clean and correct errors (e.g. invalid
values for the sac_scale tag), we were left with a total of 48;304 that we used for
the analysis'. This is less than 25% of all the mapped paths in Switzerland, but still
signi cantly more than in other places (e.g. 16% in Spain or 8% in France).

5.1.2. Node resampling

In the OpenStreetMap database, each path is de ned as an ordered list of nodes, each
node having speci ¢ values of latitude and longitude. We sample each node of the path
on the terrain to obtain a variable-length vector of values.

However, nodes in the poly-line are not required to be equally-spaced. In fact, it is
often the case that there is a very high density of nodes around curves, that allow for a
more attractive visual representation of the path when rendering the map, while straight
sections do not require a high amount of detail and few nodes are enough to accurately
represent the line.

In order to obtain a balanced sampling of the path that does not depend on the point
density, we resample the nodes at a uniform distance along the original poly-line and
use those new points instead. We have choseth = 2m, equal to the resolution of our
DEM, to approximate sampling each value of the DEM once. An illustration of this
process is shown in Figure 5.1.

5.1.3. Path clustering

In order to sample a path we rst compute the terrain metrics for all the neighboring
area within a margin of the bounding box of the path. Afterwards, to obtain the values

!Note that data in OpenStreetMap is constantly being updated by regular users, so the speci ¢ data
used for this work (downloaded on March 25th 2024) may have slightly changed.
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Figure 5.1.: Example of path resampling. The original poly-line (left) is de ned by an
ordered list of nodes, interpolated by straight lines. Straight sections have a
low density of nodes, while curved ones have an excessive number of them.
After resampling (right), the nodes have uniform spacing along the original
poly-line.

of the path one simply needs to evaluate the precomputed rasters in the coordinates of
each of its nodes.

We are processing a total of 48304 paths, over an area of over 4@00km?, which
poses several computational challenges. One important observation is that paths are
not uniformly distributed throughout the region, as seen in the example of Figure 5.2;
thus, precomputing the raster values for the whole country would entail processing many
regions for which there are no paths; but likewise, processing each path individually can
lead to a waste of resources, since two paths on the same area can reuse the same
precomputed rasters.

Our approach then relied on performing a simple clustering, grouping paths by prox-
imity of their respective centroids, ensuring that no paths within the same group where
at a distance larger thanr. The specic value of r is not relevant for the nal sam-
pled values, but does have a very important e ect on processing performance (both
on time and memory consumption); for our particular hardware con guration, we used
r =10km.

5.1.4. Sampling groups of paths

Once the paths have been clustered into local groups, each group is processed indepen-
dently. We do the following process:

1. Compute the tight axis-aligned bounding box of the group, de ned as
B=f(Xy)2R?jXmn X XmaxandVmin Y YmaxO

, WhereXmin , Xmax » Ymin and Ymax are the minimum and maximum values, in both
the x and y axis, among the set of all points from all paths in the group.

2. Compute the extendedbounding box, by adding a certain marginm to the previous
bounding box. This margin is used to ensure that metrics that rely on values
around a radius of the sampled point are not biased by border artifacts. We used
m = 200m.

3. Obtain the heightmap within the extended bounding box and precompute all met-
rics as 2D arrays.
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Figure 5.2.: Location of trails tagged with the sac_scale attribute (i.e. that can be used
for training) in the region of Gruyere Pays-d'Enhaut Regional Nature Park,
Switzerland. The paths are not placed uniformly across the territory.

4. Sample each path on the computed raster maps.

Note that for computational e ciency reasons, steps 3 and 4 are intertwined, and not
all raster maps are computed independently of one another, but the numerical results
are equivalent.

5.2. Data analysis

5.2.1. Node aggregation

The previous sampling routine results in several vectors of lengtiN for each path, one
for each of the M attributes analyzed, where N is the number of nodes of the path
(proportional to its length after resampling).

In order to obtain a constant-length input vector for a classi er we take the mean
value of the N nodes; we do this for each attribute, and concatenate them afterwards,
resulting in a vector of length M, summarizing the features of the path.

Since averaging all the values of an attribute along the path loses all sense of the
dispersion of the distribution of values, we also consider using the 25%, 50% and 75%
guartiles as an alternative, resulting in 3 values for each attribute, and an input vector
of length 3 M for each path.

Note that there are other possible aggregation methods. For example, using the value
of the 90% percentile as a robust approximation to the maximum value (the actual
maximum can be unreliable due to outliers caused by data or sampling errors) can be
motivated by the fact that the total di culty of a segment is usually determined by the
most di cult part of it, instead of the average. We leave these alternative approaches
as future work.
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We found that the aggregation methods proposed were a bit unreliable in the presence
of a large amount of short paths (e.g computing the quartiles of vectors of size: 3).
We thus remove all paths below a certain numbem of nodes; we chos@ = 100 for our
analysis, leaving a data set of 24090 paths in total. This change also improves slightly
the balance between classes, an issue presented in Section 5.2.3.

5.2.2. Accuracy de nition

We used a Random Forest classi er to determine the sac scale of each path, since it
obtained higher accuracy than other methods based on ordinal regression. We consider
two ways of measuring accuracy.

Exact Accuracy, the fraction of samples classi ed correctly. Mathematically expressed
as

1 X1
EA(Y; ) = N 1% = i)
i=0

and Adjacent Accuracy, where we allow o -by-one errors.

1 X1
AA(Y;Y) = N 1% vi)

i=0
, Where (4 Vi) is true if the predicted classy; is 0 by no more than one level from
the true classy;.

The motivation for using Adjacent Accuracy is the fact that the ground truth di culty

levels are subject to the criteria of the individual mappers and there is usually a very
fuzzy distinction between two adjacent classes.

5.2.3. Class imbalance

Table 5.1 shows the distribution of sac scale classes among the data. There is a clear
imbalance in the distribution, where paths of higher di culty are very underrepresented.

T Raw number Percentage T Raw number Percentage

1 26099 54.05% 1 10770 44.7%
2 17340 35.91% 2 10113 41.97%
3 2937 6.08% 3 1886 7.83%
4 1285 2.66% 4 876 3.64%
5 626 1.30% 5 451 1.87%

Table 5.1.: Distribution of paths depending on the value of the SAC scale, before (left)
and after (right) removing paths of less than n = 100 nodes.

To overcome this problem and obtain a classi er that gives all classes the same im-
portance, we consider two approaches:
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1. Using per-class weights in the loss function, increasing the importance of those
classes with a lower representation. The weights for the clas§ = y are given by:

N 14:8

C Ny

Wy =

, where N = 24096 is the total number of samples,C =5 is the total number of
classesNy is the number of samples withT = y. We use an exponent of 148 to
further exaggerate the weight di erence assigned to each class and force a better
balance of prediction accuracy among all types of di culty.

2. Training on a subset ofS  miny,;.55 Ny random samples from each class, without
replacement, ensuring a perfectly balanced distribution. The training is repeated
T times, sampling the whole data set each time, and the overall accuracy is de ned
as the average accuracy over all tries; the later inference of a single value is done
by taking the mode of the predictions from all the classi ers.

The results of each type of classi cation are shown in Chapter 6.
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6. Results

We trained several classi ers to evaluate the di erent strategies for class balancing and
data aggregation. In this chapter we report the results. Note that we are training on
a set of 24096 paths, with the distribution of classes detailed in Table 5.1. We use a
train/test proportion of 80%/20% respectively.

6.1. Classi cation accuracy

As detailed in Table 6.1, we are able to classify paths with a high degree of accuracy, in
some cases surpassing 90% if we tolerate o -by-one errors.

Exact Accuracy Adjacent Accuracy

) Mean 66.83 95.71
weighted - rtiles 67.63 95.87
resamoeq _Mean 50.08 88.52

P9 Quartiles 52.10 89.23

Table 6.1.: Exact and Adjacent accuracy values obtained by the classi er, when using
di erent balancing strategies (weighting and resampling) and di erent aggre-
gation methods (mean or quartiles).

The results from Table 6.1 show that the two di erent aggregation methods are not
very di erent. Aggregating by quartiles is marginally better than using the mean value,
but in some cases the latter can be preferred, due to its lower computational cost (3
times less input features per path).

As for the class balancing strategy, the weighted approach clearly outperforms the
resampling in terms of raw accuracy. However, the resampling produces a much more
natural distribution of errors, as can be seen in the confusion matrices shown in Figure
6.1. This qualitative insight makes us prefer the resampling strategy, since it does not use
any ad-hoc balancing operation, and thus is more general and robust to changes in the
data. However, the weighted version demonstrates that the classi er can be ne-tuned
to achieve very high levels of accuracy on this speci ¢ data set.

Following the previously exposed reasons, unless otherwise speci ed, the results below
use the mean aggregation and resampling strategies. Note, however, that most of the
results hold true for the other setups.
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Figure 6.1.: Confusion matrices of the classi er when using theveighted (left) or resam-
pled (right) balancing methods and aggregating by the mean value. Note
that the matrices have been normalized by rows to account for the class
imbalance of the weighted method.

6.2. Feature importance

The path data used and the classi er of the di culty level from the dierent terrain
features also allows to perform a feature importance analysis in order to determine
which attributes are more or less relevant to determine the path di culty level.

We approach this problem from two dierent sides. First, we try to visually and
analytically analyze the distribution of the data samples under each category, to notice
similarities and di erences. Alternatively, we measure the accuracy of the classi er under
di erent conditions to determine which features contribute more to obtain the original
accuracy value.

6.2.1. Distribution analysis

We have analyzed the distribution of values of the di erent metrics for each di culty
level. By visually comparing the histograms, we can qualitatively determine which
metrics are common in all trails and which di er depending on the type.

Figure 6.2 shows an example of the distribution of a speci c metric. We can visually
appreciate that the distribution of the local variance with r = 500m varies depending
on the diculty level of the path; in particular, T1 trails tend to have lower values,
while higher levels have a larger tail on the right side. Conversely, in the distributions
for visibility shown in Figure 6.3 it is hard to visually see any di erence between the
di erent levels.

The histograms for all metrics can be found in Appendix B.
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Figure 6.2.: Distribution of the mean values of local variance withr = 500m for all
paths, split by di culty level.

Figure 6.3.: Distribution of the mean values of visibility for all paths, split by di culty
level.

6.2.2. Signi cance tests

We performed Kolmogorov-Smirnov (KS) tests to test the statistical signi cance of the
di erence between the cumulative distribution functions of two distributions, comparing
the raw values of the same metric at di erent di culty levels. We used two approaches:

1. 1-vs-1: pairwise test of the distribution for a level T = X and anotherT = Y.
2. 1-vs-rest : test the distribution for a level T = X and all other valuesT 6 X.

For each test, we take a random sample of sizbl =50 for each group.
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The numeric results agree with the qualitative observations from the histograms pre-
viously presented. For example, in the case of the local variance witli = 500m (the
results of the KS test are shown in Figure 6.4), the distribution for group T = 1 is
signi cantly di erent than the other groups, as can also be appreciated in Figure 6.2.

Figure 6.4.: p-values of the ks test for the local variance withr = 500m, comparing all
possible pairs of di culty level values. Entries in bold are those that reject
the null hypothesis (the two distributions are equal) with a signi cance level
of =0:05.

Results tables for all the metrics can be found in Appendix C.

6.2.3. Measuring the decrease in accuracy

We modify the input data to the classi er in order to determine which features are more
important to obtain the accuracy levels reported in section 6.1. To this end, we employ
two di erent methods.

1. Permutation 1 : randomly permute a single feature, retrain a classi er and mea-
sure the decrease in accuracy. A greater decrease implies a larger dependency from
the original classi er on that particular feature.

2. Permutation 2 : randomly permute a single feature, then test a previously trained
classi er with the new data set. Notice that, unlike the previous permutation
approach, here we train the classi er with the original unpermuted data, then
we test it on the modi ed set. Again, a larger drop in accuracy indicates more
importance of that feature.

3. Single feature : train a smaller classier using only a single feature. Higher
values of accuracy, despite being signi cantly below the original one, indicate a
larger importance of that feature.
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Note that by randomly permuting features in the data set, we break any possible
correlation between that feature and the target variable (the di culty level), essentially
rendering that feature completely useless, while maintaining the original data set size.

When permuting those metrics that have been computed at multiple resolutions, by
using di erent radiuses, namely terrain slope, exposure local variance, surface roughness
and TPI, we have considered the case of treating them as a group, by applying the same
random permutation or using them all together, or as individual independent features,
by only permuting them one at a time.

Figure 6.5.: Di erence of exact (blue) and adjacent (orange) accuracy values reported
for the permutation 1 method. Lower values indicate that a feature group
is more important. Note that the resampling for the classi er data is done
randomly for each experiment, thus in some cases permuting a feature can
obtain a non-signi cant small increase in accuracy.

The results of these experiments are reported in Figures 6.5, 6.6 and 6.7. These cor-
respond to the setup using the resampling method for balancing, the mean aggregation,
and grouping features of di erent radiuses; the results for other setups are similar, and
can be found in Appendix D.

Some general trends can be observed, common in all setups.

Elevation produces a very signi cant decrease in accuracy when permuting it, showing
its importance in determining the di culty of trails; it also presents one of the highest
accuracy values when used as a standalone feature.

Surface roughnessand terrain slope (and, to a lesser extent, alsoexposureand local
variance) do not have such a signi cant negative e ect when permuted, however, they
are still some of the most important features when used alone. Our interpretation of
this result is that there is a high level of correlation between them, so that even though
they are very relevant to predict the target variable, removing (or permuting) a single
one of them does not have a very detrimental e ect.

Contrarily, the path slopeis shown to be one of the most important features in the
permutation methods, but not so much when used as a single feature. Our interpretation
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Figure 6.6.: Di erence of exact (blue) and adjacent (orange) accuracy values reported
for the permutation 2 method. Lower values indicate that a feature group
iS more important.

Figure 6.7.: Absolute exact (blue) and adjacent (orange) accuracy values reported for the
single feature method. Higher values indicate that a feature group is more
important. The reference is the accuracy obtained when using all features,
shown for comparison.

of this result is that the path slope complementsother metrics, adding information that
is important to the classi cation, but not so much as others (e.g. the surface roughness);
however, the complementary information that it provides is not given by any other
feature, hence the important decrease when permuting it.

Finally, the metrics of visibility, TPl and TPI landforms do not seem to be very
important to this classi cation task.
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7. Conclusions

In this rst part of the project, we have presented a classi er for trail di culty based
solely on terrain features. The model can robustly reach almost 90% of adjacent accuracy,
while a more ad-hoc ne-tuning can bring it over 95%.

This classi er can be used as a standalone tool to automatically predict values for miss-
ing data (such as the large majority of mountain trails in the OpenStreetMap database),
but it also allows us to analyze the di erent features and quantify their importance, which
helps us choose a relevant subset of them for path generation, the topic of the next part.

The results from the feature importance analysis show that not all features contribute
equally to determining the di culty of a trail. The elevation, path slope terrain slope
and surface roughnessare very important, while others such as thevisibility are less so.

It is important to note that correlation does not imply causation The fact our analysis
shows some features to be important towards achieving a high classi cation accuracy does
not imply that they directly determine the di culty of a trail. E.g. mountain trails at
high altitudes tend to be more di cult, but this is probably due other correlated factors
that we do not take into account, such as more rocky terrain, the presence of glaciers,
etc.; but they are not di cult for the sole fact of being at high altitude.

In this project, we have focused on a chosen set of terrain metrics to analyze and
use. However, there is a vast range of possible terrain descriptors in the literature,
especially in other elds such as Geomorphology and Earth Sciences. Future work could
consider integrating more metrics into the system. Note that some existing metrics are
very expensive to compute (e.g. the visibility, as mentioned in Section 3.3.8), which can
be an important disadvantage if working with limited computational resources; faster
approximations (e.g. the openness for visibility) should be considered and compared.

Moreover, all the metrics considered in this project are directly extracted from terrain
elevation data. While this was a conscious decision to limit the scope of the project, it
could be interesting to introduce other sources of data, such as land use, which can be
directly extracted from OpenStreetMap or other dedicated local databases, or type of
terrain, which could be determined from aerial imagery.

Another self-imposed limitation of this project, this time due to our limited compu-
tational resources, has been the territorial extent of the data analyzed. We have chosen
Switzerland as the region of analysis due to its publicly available high quality terrain
data and high density of already classi ed mountain trails. The pipeline used for this
project, however, can be applied to any other terrain in the world, provided that terrain
elevation data is readily available, or even synthetic ones. Future work can explore the
possibility of expanding the analysis to a global scale; it would also be very interesting
to go beyond mountain hiking trails: the same pipeline can be used to analyze other
types of ways, such as mountain bike trails, ski pistes, or drivable roads.
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Part IlI.

Path generation
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8. Introduction

Path generation is at the core of the project. The ultimate goal of this part is to develop
a system that, given the elevation map of a terrain, is able to generate a path between
a start and end point that resembles that of a real-life mountain trail.

We treat it as a path nding problem in a graph weighted according to precomputed
terrain features. An example-based approach, by which paths are generated on the
same terrains as real ones that serve as the ground truth, is used to ne-tune several
parameters of the model.

The results from the previous part are used to provide the system with additional
useful data complementing the elevation map and also allowing to generate paths with
the characteristics of a speci ¢ di culty type.

8.1. Selected terrain features

In the study of the relevance of di erent terrain features from the rst part of this thesis,
we showed that not all features are equally important to determine the type of terrain.
We also inferred some correlations between some of them.

Note that a high importance for classi cation, as reported in Section 6, indicates that
a metric is useful to distinguish between paths of di erent di culty levels, which then
can be used in the generator to create paths conditioned to a speci ¢ di culty. However,
a low importance means that it is an attribute that is common to paths of any di culty,
which is still useful for path generation, e.g. it allows to determine if a path isrealistic
or not, independently of its di culty.

Although we have not detailed the specic algorithms for computing the metrics
(which, in some cases, are widely studied in the literature, and there exist several meth-
ods tailored to speci ¢ scenarios), su ce to say that most of them have a non-negligible
cost of computation. Moreover, the majority of them require a neighborhood of a certain
radius around the point which needs to be present in the terrain data in order to allow
for accurate values of that metric; this entails the need for extending the margins around
the terrain of interest, with data that is sometimes not available or, when it is, results
in higher memory consumption and storage space.

This motivates the use of only a subset of all the features presented in Part Il. We
decided to usepath slope , terrain slope (with a smoothing kernel ofr = 10m, surface
roughness (with a window of r = 10m) and TPl (with a window of r = 200m) as
features for the generation of paths.

These features are relatively fast to compute, compared to other more complex metrics,
while being very informative of the terrain shape. We do not include the elevation in
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the path generation, despite being trivial to compute and shown to be important to
determine the di culty of a trail, because (1) as mentioned in Section 6, we think that
the reason why elevation is very important is its correlation with other factors, such as
the presence of snow or vegetation, and not the elevation by itself, and, more importantly,
(2) we want our path generator to be agnostic to the elevation value, i.e. shifting the
terrain by a constant elevation should produce the same path, which would not be the
case if there was some dependency to the elevation value.
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9. Methodology

We address the process of generating a single path between two points in a terrain as
an anisotropic shortest-path problem on a weighted graph, similar to the approach by
Galin et al. [9]. This process is explained in Section 9.1.

The weights of the graph are used to give more or less importance to certain terrain
features and will a ect the route taken by the nal path. In order to obtain realistic-
looking paths, we optimized the weights with a genetic algorithm by comparing the
resulting paths to real ones, as detailed in Section 9.2.

9.1. Path nding

The problem of solving the shortest path problem optimally in a continuous domain is
computationally very expensive, as noted by [9]. Instead, we approximate it by con-
sidering a discretization of the search space into a uniform, regular and axis-aligned
grid.

This discretization is already given by the Digital Elevation Maps themselves, which
are of nite resolution (2m  2m in our case).

9.1.1. Formal de nition

Let G = f(X;y)jx;y 2 Zg be the compact set of grid-aligned points that form the
search space. A path is a sequence Ko;Vo);:::;(Xn 1;Yn 1)] such that (x;;yi) 2
G 8i; and (x;yi) and (x;;y;) are adjacent 8i.

Without loss of generality, we use 8-connectivity to de ne the adjacency of points on
the grid.

Let P be the nite set of all possible paths between an initial point a = ( Xo; Yo) and
a nal point b= (X, 1;y¥n 1). Let C: P! [0;1 ( denote the functional characterizing
the cost of path 2 P.

i3(1 2
)= c( i i+1)

i=0
The optimal path 2 P is the one that minimizes the functional C( ):

A )=min &)

37



9.1.2. Cost function

The cost function ¢(p;; pi+1) quanti es the badnessof a given path step, from point
pi 2 Gtop+ 2G.

The cost function implicitly determines the generated path (i.e. that which minimizes
such function), so it is a very important component of the pipeline. The challenge lies
on de ning a cost function that mimics human decision-making when it comes to the
choice of which route to take to reach a given destination.

Note: although highly correlated, the cost of a path is not to be confused with the
e ort that it would take a person to walk that path. While hikers will usually choose
low-e ort routes (e.g. walking in a straight line whenever possible, avoiding walking over
large obstacles, etc.), other factors are also taken into account, such as preferring scenic
routes.

X .
c(p1;p2) = d(p1;p2) + an 1 ef(P1ip2)=rm)**in(0:2)

m2M

fm(p1) + fm(p2)

f(p1;p2) = 2 Cm

Where M is the set of all possible metricsf n (p) is the value of the metric m at point
p and d(p1;p2) is the 2D euclidean distance between two points (ignoring height).

Since a metricm will generally be only de ned in the nodes of the graph, yet shortest
path algorithms rely on graph edge weights, we take the average of two adjacent points,
(fm(p1) + Tm(p2)) =2, to quantify the value of m on an edge.

A similar plateau function had been used by Peytavie et al. [15] in the context of
measuring the adaptability to the environment of di erent plant species. The di erent
parameters allow to easily de ne a range of values for which the function is close to
optimal, anything outside that range being heavily penalized. In our case, we use an
inverted version of the function, shown in Figure 9.1, where we consider lower values to
be better.

The plateau of each metricm is tuned independently through 3 parameters:a,, O
controls the amplitude, i.e. the height of the function tails; ¢, controls the center;
and r, > 0 controls the radius, i.e. the width of the plateau. This produces a set of
3iMj =12 trainable weights in total.

Note that this function is symmetric, i.e. reversing the direction of a path will not
change its cost. This is a desirable property, because mountain trails do not usually have
a prede ned walking direction. It also emphasizes the di erence between our de nition
of a path's cost and walking e ort, since the latter is not generally symmetric (e.g.
walking uphill usually requires more e ort than walking downbhill).

Also note that this function is always positive, since the summation terms are non-
negative and the Euclidean distance is strictly positive. This is a required property for
the e cient shortest path algorithms.
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Figure 9.1.: Graphic example of the shape of the cost function for a single metric.

9.1.3. Computation

The whole pipeline for generating a path between a start and end points comprises the
following steps.

Determining the start and end points

Two arbitrary 2D points are selected, de ned by Cartesian coordinates. These can be
user-determined or chosen to match other features, such as when building a path between
two Points of Interest.

Obtaining the terrain data

An area of interest, comprising the start and end points is de ned. Within this area,
that can be arbitrarily de ned, the computation of the shortest path will take place. An
illustration of this concept is shown in Figure 9.2.

A conservative approach that de nes a very small area might result in a suboptimal
path being found, since paths outside that area will not be considered. However, a large
area will entail higher computational costs, both in time and memory.

We chose the axis-aligned bounding box de ned by the start and end points, and
adding am = 200m (i.e. 100 cells, given the 2m resolution of our elevation data) margin
on every side.

All the required terrain metrics are computed for the selected terrain area.

Downsampling

Prior to constructing the graph, we perform a downsampling of the terrain raster data,
reducing the memory requirements and improving computation time.

We use cubic spline interpolation to reduce the arrays to half their size in every
dimension. This simpli cation also removes small details and noise from the terrain,
improving the stability of the generated paths.
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Figure 9.2.: The computation of the path between two pointsA and B will use a terrain
area de ned by the axis-aligned bounding box of the two points, plus a
margin m. The margin allows the possibility of paths that go outside the
tightest bounding box.

A zoom hyperparameter z is used to control the downsampling ratio. We usez = 0:5
since, from our empirical observations, o ers a good trade-o0 between preserving enough
detail, while still considerably accelerating the computations.

Downsampling the map also has the added benet of removing some terrain details
that might bias the path generation, as shown in Figure 9.3.

Figure 9.3.: Example of a terrain in the original = 2m resolution and after performing
a downsampling with z = 0:5. In the original DEM, some real paths are
visible, which can bias the generation of new ones (they have a tendency to
follow the existing ones, that ensure a smoother terrain). After downsam-
pling, such details are mostly lost, while the main terrain features remain.
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Constructing the weighted graph

We construct a lattice graph on the DEM, each cell being one node, connected to its 8
adjacent neighbors. We assign weights on edges based on the cost function de ned in
the previous section.

Finding the shortest path

The desired start and end points of the path correspond to nodes on the graph (rounding
the coordinates to the center of the cell if needed). We then run Dijkstra's algorithm to
e ciently nd the shortest path in the weighted graph between the two given points.

The result of this part is a list of adjacent nodes, each being a cell in the terrain,
which we can interpret as a poly line representing a path.

9.2. Fitting optimal parameters

The path nding algorithm results in the optimal path between two points in a weighted
graph, i.e. the result of applying the cost function to every pair of neighbor nodes.

The cost function, de ned in Section 9.1.2 has a total of 12 parameters that need to
be set, which will a ect the weights of the underlying graph and the paths generated
afterwards. In order to choose the optimal parameters, we use an automated example-
based approach that tries to make the generated paths be equal to a reference path from
real data.

9.2.1. Path similarity

We use a path similarity function to compare a generated path from a real one and
quantify how di erent they are.

Note that the generated path will be optimal by de nition (the shortest path algorithm
used ensures this) given a weighted graph However, we are trying to optimize the cost
function (i.e. the weights of the graph) so that the shortest path resembles as much as
possible the real one.

A similarity function s(A;B) is used to compare two arbitrary 3D poly lines, that
might have a non-uniform spacing of points, and crossings when projected in 2D. Ideally,
its value should increase monotonically asA and B become moredierent (from a
subjective human perspective), and be 0 when the two lines are equal; symmetry of the
function (i.e. s(A;B) = s(B;A)) is also desirable.

We consider the following two alternatives: the Fechet distance, to measure the spatial
separation between the paths, and a cost ratio, to compare how di erent are the terrains
traversed by the paths.

Fechet distance

The Fechet distance considers the maximum distance between the two curves at any
point when these are traversed monotonically. It is mathematically de ned as
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F(A;B) =inf maxfd(A( (1));B( (t)g
;o t2[o:1]

where (t) and (t) are continuous, non-decreasing parameterizations of the curves
and B respectively, andd(p1; p2) is a distance function between two points, in our case,
the euclidean distance between two points in 3D space.

It is also known as the dog leashdistance because of its analogy to a person walking
a dog. If the person followed pathA and the dog followed path B, each moving at
di erent non-uniform speeds, but not being allowed to move backwards, the Fechet
distance would be the minimum length needed for the leash.

The Fechet distance is widely used in the literature and easy to interpret, however, it
only measures the distance between the paths at the point where it is maximal, without
considering the rest of the path. Additionally, it is limited to only considering the spatial
distance between the paths, without regard to other factors; this can lead to situations
where two paths are considered similar if they are close to one another, even though
they traverse very di erent types of terrain, or paths being considered very di erent if
at some point they are far apart, even though from a human perspective, both routes
are equal in regards to other qualities (which is our ultimate goal to measure). These
issues motivate the second similarity metric. This is illustrated in Figure 9.4.

Cost ratio

It is de ned as the ratio di erence between the costs of the two paths when traversing
the underlying graph G:

aA)
aB)

where C( ) is the cost of a path in graph G, as de ned in Section 9.1.2. Note that the
cost of a path is always positive, so the function is always well-de ned.

The motivation for this function is that, from a human perspective, two paths should
be considered similar if they have similar characteristics, not if they are physically close.
Thus, the parameters should be trained to generate paths with a similar cost to the
reference, although not necessarily spatially close to it.

Figure 9.4 exempli es this situation. The terrain is symmetric in both axes, with a hill
in the middle, de ned by the contour lines. The real path between A and B (solid blue
line), takes a long detour to avoid climbing up and down the hill. One of the generated
paths (green dotted line) follows the same criteria, but happens to be on the other side
of the hill; the other (green dashed line) is on the same side as the blue line, but takes a
more direct route, closer to the top of the hill. Using the Fechet similarity, the dashed
line is closer to the real one, since its maximum Euclidean distance is less; however,
according to the cost ratio similarity, the dotted line is identical to the blue one (notice
that distance does not matter, only the cost of traversing the terrain, which, in this case,
is exactly the same, even though the two paths are far apart).

C(A;B) = 1
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Figure 9.4.: Synthetic example to compare the properties of thé=echet and cost ratio
similarity functions.

9.2.2. Optimization algorithm

In the path generation pipeline, between the assignment of the parameters for the cost
function and the computation of a tness of a generated path, there is the step of
path nding, which is not di erentiable. The lack of di erentiability makes us unable to

rely on gradient descent techniques for the optimization process. We thus use a genetic
algorithm as an alternative.

Fitness function

In order to evaluate how good a set of parameters is, we take several real example paths
and their corresponding terrain. For each, we generate a path, conditioned that the
starting and end nodes must be the same as the real path, and compute its similarity to
the reference one.

X
f(x)= s(Gx(); )
2P
wherex is the set of trainable parameters;P is the set of real paths used for training,
that can be a selected subset (e.g. only T5 paths, in order to train a generator of T5
trails) ; Gx( ) is the path generator function, that given a set of parameters for the graph
weights x and a reference path , generates a path that matches the starting and end
points of ; and, nally, s( 1; 2)is a similarity function de ned in the previous section.
Note that the value of s( 1; 2) grows as 1 and » become more dierent, hence the
negative sign.
Evaluating the tness function is the slowest step of the training process. It needs to
be done for each individual in each generation.
Computing the tness function when only using a single reference path involves com-
puting the terrain metrics (although this step can sometimes be precomputed, since it
only depends on the starting and end points, not on the speci c trainable parameters),
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building the weighted graph, running the shortest-path algorithm and computing the
similarity to the reference, which can take up to several seconds or minutes. Although
multiple reference paths can be computed in parallel, the cost when using many di erent
reference paths quickly becomes prohibitive.

Due to our computational limitations, we used only a subset of 387 paths. Moreover,
these have been chosen to be in close proximity, so that there is considerable overlap in
the surrounding terrain area, allowing for metrics to be precomputed for all of them at
a reasonable cost.

Training details

Di erent sets of parameters have been trained for every di culty level (1-5), allowing
the path generator to create a path of a speci c di culty. Additionally, we have used the
Fechet distance and the cost ratio as two alternatives for the similarity metric between
two paths, so a total of 10 di erent sets of parameters were trained.

A total of 12 parameters were trained on each set. Individuals are initially generated
by setting each parameter (gene) to a random value following a uniform probability
distribution, within the bounds: amy 2 [0;200],cm 2 [ 10;10], rm 2 [0;10]. The raster
maps for the metrics have been normalized to the [10;10] range to avoid having to
de ne di erent bounds for the parameters of every metric.

A population of 200 individuals was trained for 15 generations. These numbers were
chosen according to our maximum computing capacity for the time available, since, as
mentioned, measuring the tness of a single individual is a very expensive operation.

One-point crossover was chosen as the crossover technique between two genomes. It
happens with probability 0.7; otherwise the two parents are preserved to the next gen-
eration (with possible mutations). Mutations happens to each gene of a new individual
independently with probability 0.1. Whenever a gene is mutated, its value is randomly
set within a given range de ned by the parameter bounds.

We used an elite population of 2 individuals, making the best two individuals of a
generation be present in the next one, without any mutation. This ensures that the best
tness of a generation is always decreasing.
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10. Results

10.1. Training results

As mentioned in Chapter 9, evaluating the tness of a single individual is a costly process
that can take up to minutes, in spite of using optimizations such as downsampling or
evaluating multiple paths in parallel.

The training of the models took a total of around 5 days (approximately 12h per
model, although the training time varied greatly depending on the number and lengths
of paths used for training). However, they presented important convergence issues, and
we believe that much more training is necessary in order to get satisfying results.

Our reasons to believe that the training results are not good enough are based on the
fact that there is little coherence to the numeric parameters obtained (e.g. T4 paths are
more tolerant of path slope than T3s, but also of T5s), and that the models had likely
not converged yet (we could only a ord to train 15 generations, which seems to not be
enough).

In the upcoming weeks of this project, we will try to improve the training speed and
train the models for longer to ensure the convergence to a stable set of parameters.

10.2. Qualitative results

The results of the training process are better compared visually. From our observations,
the generated trails have a tendency to follow a very straight path from the origin to
the destination, much more than what one would expect to see in real life. This is an
indication that the terrain metrics are not having much in uence, compared to the 2D
distance, when constructing the navigation graph.

Figure 10.1 shows some examples of generated trails along with the ground truth to
serve as comparison. In the rst image, the generated path prefers to climb up a small
steep section rather than taking the longer but less inclined original route; on the second
case, it takes a widely di erent path to reach the destination, although it also looks
realistic.

Figure 10.2 shows some examples using the parameters obtained when training using
the Fechet similarity function. In the rst one, the generated path does not go as
close to the cli as the original one in some sections, while in others it prefers to cut
across through more di cult terrain. In the second, the terrain is mostly smooth, so
the generated path is very straight; there is one inclined section, where it takes a similar
route to the original trail.

The end goal of the generator, however, is to be able to create realistic trails on
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Figure 10.1.: Examples of paths generated with thecost ratio similarity function. The
real path (in blue) is shown against the generated one (in red).

Figure 10.2.: Examples of paths generated with théd=echet similarity function. The real
path (in blue) is shown against the generated one (in red).

terrains not encountered before, such as the ones shown in Figure 10.3. It is hard to
judge the quality of a trail when there is no reference; however, one can see that it is
indeed somewhat a ected by the large features terrain, although when looking at small
individual sections, the paths are very straight.

10.3. Limitations

A limitation of our model is that it is solely based on terrain height information, obtained
from the DEM. As such, the path generation algorithm has no notion of the actual surface
of the terrain.

A clear example of this problem appears with bodies of water, which in the DEM are
represented as a at surface, which the program mistakes for a at, walkable stretch of
land. It is not uncommon to see trails generated on top of water, as shown in Figure
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