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Abstract

In recent years, the development of autonomous vehicles has shown significant potential
in improving road safety by reducing traffic accidents and fatalities. One of the critical
technologies enabling this advancement is LIDAR (Light Detection and Ranging), which
provides precise geometric information about the environment. This master’s thesis fo-
cuses on 3D Semantic Scene Completion using LiDAR point clouds, a technique that aims
to predict complete 3D voxel representations of scenes from incomplete LIDAR data. This
task involves determining whether each voxel is occupied and assigning it a semantic label.

The study reviews state-of-the-art methods for semantic scene completion, including SSA-
SC, JS3C-Net, and SCPNet, which have demonstrated high performance in benchmarks
like SemanticKITTI. The chosen method, SCPNet, utilizes a teacher-student framework to
distill dense semantic knowledge from multi-frame point clouds (teacher) to single-frame
point clouds (student). The implementation involves significant memory management
and architectural optimizations to handle large datasets and computational limitations
effectively.

Experiments were conducted using the SemanticKITTI dataset, and the results were
evaluated using mean Intersection over Union (mloU) metrics. The thesis also explores
the fusion of semantic scene completion with object detection tasks, using the nuScenes
dataset to assess generalization. The findings indicate that while SCPNet shows superior
performance in certain dynamic object classes, challenges remain in accurately detecting
and representing moving objects like pedestrians and cyclists. Future research directions
include further optimizing memory usage and improving the integration of semantic scene
completion with other perception tasks.
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1 Introduction

According to the World Health Organization, approximately 1.19 million people die each
year as a result of road traffic crashes. Additionally, a large number of non-fatal injuries
occur, many of which result in disability. Measures such as traffic signs, warning lights,
road barriers, and public awareness campaigns have not proven to be as effective as needed
in addressing this issue. Fortunately, emerging technologies may hold the key to improving
the situation.

Increasingly, it becomes clear that the future of road safety is closely tied to the develop-
ment of autonomous vehicles. These vehicles are equipped with the capability to analyze
their environment, identify other actors within it, and predict their future behavior, allow-
ing them to act in the most efficient and safest manner possible. Although there are still
concerns about allowing inanimate objects to make autonomous decisions, it is important
to recognize the significant advancements being made in vehicle perception technologies.

While object detection has been widely studied, enhancing these approaches with related
fields such as scene completion and semantic segmentation holds significant promise. Light
detection and ranging (LiDAR) provides precise geometric information about the envi-
ronment and is a critical component of the sensor suites in almost all self-driving cars.

Semantic Scene Completion (SSC) and Semantic Segmentation (SS) are two techniques
that can substantially improve the performance of object detection systems. SSC involves
predicting the complete 3D structure and semantics of a scene, even for occluded or
partially visible areas, which enhances the system’s understanding of the environment.
Scene completion enhances contextual awareness, which can be leveraged to improve safety
and optimize path planning. SS, on the other hand, classifies each point or pixel in the
scene into predefined categories, providing detailed and accurate contextual information.

The primary objective of this project is to understand and apply a scene completion
method to assess its performance and investigate how it can aid other tasks. Additionally,
another goal has been to create a visualization pipeline for both the above-mentioned
tasks to better understand the results we obtain to assess the generalization to other
datasets.

State-of-the-art techniques in semantic scene completion rely on machine learning solu-
tions that enable systems to learn and improve from experience by using algorithms to
make predictions or decisions based on data. In the context of autonomous vehicles, effec-
tively combining data from various sensors mounted on cars remains an ongoing research
challenge. This project focuses on data provided by LiDAR sensors, where methods should
output a label for each point in a scan, defined as a full rotation of the LiDAR sensor.

The Al-Enhanced Fiber-Wireless Optical 6G Network in Support for Connected Mobility
(6G-EWOC) [1] is a project aimed at addressing the critical issues of road safety and
security by minimizing blind spots in street scenes. This project has been launched by
a consortium led by the Universitat Politecnica de Catalunya (UPC), with the primary
objective of enhancing road safety and security. Within this project, UPC is specifically
responsible for task 5.2, which focuses on the development of Al-based automotive appli-
cations.
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The first part of this thesis focuses on researching state-of-the-art architectures for se-
mantic scene completion with LiDAR point clouds to select the most suitable solution.
After selecting the optimal method, we reproduced this solution to align with our specific
interests, optimizing memory and ensuring it runs efficiently on the university server, Cal-
cula. During this process, we addressed implementation errors and further refined memory
usage, as detailed in the methodology section.

Additionally, we implemented a visualization pipeline to qualitatively assess the results
for both semantic scene completion and the voxel-wise output for scene completion. This
visualization was crucial since the scene completion task did not have a labeled test set
for performance evaluation, making visual inspection of the generated scenes the most
viable assessment option.




2 Background and State of the art

Recent years have witnessed an explosion of methods in the outdoor scene completion eld.
LiDAR technology has emerged as a crucial tool in this domain, facilitating a wide range
of tasks. Our study focuses on LIDAR employed in autonomous driving for navigation
and obstacle avoidance. Each of the tasks we are going to brie y explain leverages the
spatial resolution data provided by LIiDAR to enhance accuracy and reliability in various
applications. Following this overview, we will delve into the state-of-the-art methods for
the task we have studied in depth.

Most of these tasks and state-of-the-art methods are studied using tBemantickKITTI [2]
(based on the KITTI Vision Benchmark [3] that uses sequences provided by the odometry
task) and nuSceneqd4] datasets, although other datasets can be found in literature, despite
being less used.

2.1 Related work

Light detection and ranging (LIiDAR) is a crucial technology in self-driving cars, providing
precise geometric information about the environment. A LIDAR sensor emits laser pulses
and measures the time it takes for each pulse to return after hitting an object. This
information is used to create a point cloud, which is a collection of data points in a three-
dimensional space. Each point in the cloud represents a location where a laser pulse was
re ected, capturing the shape and structure of objects in the environment.

There are various tasks that utilize LIDAR technology for diverse applications.

" 3D Point Cloud Semantic Segmentation. The goal is to assign a label to
each 3D point. The input consists of the coor nates of the points followed by their
remission values, which indicate the strength of the re ected laser beam. Methods
should output, for each point in a scan, a label corresponding to the speci c class
we classify this point.

Point clouds are sparse and disordered, making processing challenging. There are
three main strategies to face these problems. The rst one could be applying projection-
based methods, which map point clouds onto 2D pixels [5]. Another one is using
voxel-based methods, which bene ts from spatial sparse convolution to obtain e -
cient feature representations. The last one is point-based methods [6] or [7], which
process raw point clouds directly, using sampling strategies and local grouping with
feature aggregation for local feature learning.

Panoptic segmentation. It aims to provide a comprehensive solution for both
semantic and instance segmentation by predicting groupings of coherent points. The
goal is to assign a label to each 3D point and identify instances of speci c classes.
The input consists of the coordinates of the points and their remission values, the
same as in the previous task, although now we provides a more detailed and holistic
understanding by distinguishing between di erent objects of the same class.

There are several approaches. For instance, one approach involves using a bird's-
eye-view encoder followed by transformers [8]. Another approach utilizes an encoder




backbone with a classi er using self-attention [9]. Additionally, an interesting ap-
proach combines a feature extraction encoder with a voxel-to-point branch [10].

Object detection. This discipline has proven to be e ective when integrating
multi-source information from various sensors such as 2D images, 3D LiDAR, and
radar, making it crucial to characterize their features in a uni ed manner.

The primary goal is to locate instances of objects in images or videos, typically
represented as bounding boxes. These bounding boxes may include additional infor-
mation such as the object's name or con dence level of the prediction. To this end,
vision transformers [11], [12] have become widely utilized for this task.

Semantic Scene Completion. It involves predicting a complete 3D voxel repre-
sentation of a scene from an initial incomplete input, such as a single-frame point
cloud or depth map. The task requires determining whether each voxel is occupied
and assigning it a semantic label.

This task remains less explored in large-scale LIDAR scenarios due to challenges
such as missing geometric details and real-time processing requirements. The most
up-to-date methods will be explained in the following section.

2.2 Semantic Scene Completion state-of-the-art methods

In this section, we present the state of the art for the semantic scene completion of
LiDAR point clouds. Several methods have been proposed, but we have chosen those that
outperform others in terms of the mean intersection over union evaluation metric in the
SemanticKITTI open competition [2].

A comprehensive summary of models is provided in [13]. Figure 1 illustrates the di erent
models submitted to the competition that achieved the best mean intersection over union
scores.

Figure 1: Performance comparison between competitive completion algorithms on
SemanticKITTI semantic scene completion challenge.




We will focus on the following onesSSA-S(14], JS3CNet[15] and SCPNe{13], as they
are the most recent and most of them have presented a code repository for replicating
their work.

All the methods we are going to detail follow the same structure for input and output
handling, as the competition has a standardized way of presenting results. This standard-
ization allows for more detailed comparisons and helped us choose which methods to focus
on.

We provide a formal de nition of the problem in the methodology section. In a nutshell,

a raw point cloud is fed to the model, which then outputs a voxelized representation of
the completed scene, with each voxel labeled according to distinct prede ned classes. All
gures presented are extracted from the corresponding papers, which we cite accordingly
when explaining each method.

2.2.1 SSA-SC: Semantic Segmentation-assisted Scene Completion

SSA-SC work combines 2D and 3D convolutional networks. A 2D network is used for
scene completion due to its lower complexity, while a 3D segmentation network serves as
an auxiliary branch.

The 3D completion network requires dense convolution for dilation, consuming more re-
sources. In contrast, 2D networks are more lightweight and e cient in di using features.
Thus, a 2D encoder-decoder architecture is adopted as the backbone.

Figure 2: The network structure of the proposed method [14]. Identically colored
rectangles represent the same downsampling stage, with numbers indicating feature
resolution. During inference, the part within the red dashed line can be discarded to

save memory.

To compensate for the height information lost in 2D convolution, a 3D sparse convolu-
tional branch is introduced. This branch e ectively aggregates voxel features and provides




semantic features hierarchically for the completion branch. These voxel features assist in
extending voxels and predicting their semantic categories.

As it can be observed in Figure 2, the proposed network structure consists of an upper 3D
semantic segmentation branch and a lower 2D completion branch. The rst three down-
sampling are merged into the completion branch at corresponding levels to supplement
semantic information.

2.2.2 JS3C-Net: Learning Contextual Shape Priors from Scene Completion

JS3C-Net addresses semantic scene completion using a multi-step process. Initially, a
sparse convolution U-Net is applied to a sparse, incomplete single sweep point cloud to
conduct point feature encoding. From this initial encoding, a multilayer perceptron (MLP)
generates shape embeddings. These embeddings, along with the initial encoding processed
by another MLP. Following this, incomplete ne-grained point features and complete voxel
features from the semantic scene completion module ow into the Point-Voxel Interaction
(PVI1) module to achieve re ned features. The nal output is the completed voxels, which

are supervised during training. This process is summarized in Figure 3.

Figure 3: The network structure of the proposed method [15]. Note that the SSC and
PVI modules can be discarded during inference to save resources.

To facilitate shape-aware knowledge transfer, the Point-Voxel Interaction (PVI) module is
proposed. This module conducts knowledge fusion between incomplete point clouds and
complete voxels from the previous steps. While the SSC module can generate voxel-wise
output with a complete shape, this output is relatively coarse due to the voxelization
process, leading to the loss of local geometric details. Despite being incomplete, the raw
point cloud data provides detailed geometric representation and semantic guidance during
the completion process.

The PVI module ensures mutual improvements of semantic segmentation and scene com-
pletion tasks through shape-aware knowledge transfer, leveraging the strengths of both
incomplete point clouds and complete voxel representations.

2.2.3 SCPNet: Knowledge Distillation from multi-frame Point Clouds

The framework of SCPNet consists of two identical networks: a teacher network and a
student network. The teacher network takes a multi-frame point cloud as input, while
the student network uses a single-frame point cloud. A dense-to-sparse knowledge dis-
tillation loss is employed to transfer dense semantic knowledge from the teacher to the




student. Each SCPNet contains two sub-networks: the completion sub-network and the
segmentation sub-network.

Initially, the point cloud is processed by a stack of MLPs to extract point features. These
features are voxelized and fed into the completion sub-network, which produces denser
voxel features. These voxel features are then passed to the segmentation sub-network to
generate the nal voxel-wise output. This architecture can be observed in Figure 4.

Figure 4: The network structure of the proposed method [13].

We will adopt this method as a baseline and provide a detailed explanation of it in the
methodology section.




3 Methodology

To begin with, we will explain the method we used for the LIDAR Point Cloud Semantic
Scene Completion task. We attempted to reproduce the SCPNet knowledge distillation
approach proposed in [13], as it has been recognized as the best model for this task in the
SemanticKITTIl open competition.

However, some modi cations were necessary for the code we found, as it was not published
alongside the paper, contained mistakes, and was not optimized for memory e ciency.

We provide a detailed explanation of the model used, primarily based on [13], [16], along
with the experiments we conducted. Additionally, we developed a visualization pipeline
for both point cloud semantic segmentation and point cloud voxel-wise scene completion.
Since the visualization pipeline is neither complex nor directly related to the core prob-
lem, but rather a tool to better understand the results, we do not provide details on its
implementation [2].

3.1 Main goal and framework overview

Our primary objective with the semantic scene completion task is to infer the complete
geometric and semantic layout from an incomplete and sparse input.

Formally, given the input point cloud X 2 RN 3 whereN is the number of points in the
point cloud, the network needs to assign a label to each voxel of the W H voxel
space to indicate whether it is empty (no class label assigned) or belongs to a specic
classc2f0;1;2;::;;C 1g, whereC is the number of classed,; W andH are the length,
width and height of the voxel space, respectively. We denote the voxelwise output as
02 NL W H C_

In the experiment section, we will clarify these speci ¢ measures and the distinct number
of classes we have considered. Additionally, we will provide details on how our dataset is
structured and what it contains.

Although we made some modi cations to the code from one of the author's repository
of the paper [13], these changes did not compromise the proposed architecture beyond
altering convolution dimensions or optimizing memory management. These modi cations
will be detailed when describing the model in the following sections.

Figure 4 illustrates the architecture of the model. The diagram shows the two SCPNets,
with one acting as the teacher and the other as the student, both sharing the same
architecture. The teacher network processes a multi-frame point cloud, while the student
network handles a single-frame point cloud. The architecture includes a dense-to-sparse
knowledge distillation loss to transfer semantic knowledge from the teacher to the student.
A lidar frame is a single 3D snapshot of the environment captured by a lidar sensor,
showing the spatial distribution of points within its range. Each SCPNet comprises a
completion sub-network and a segmentation sub-network. The process begins with a stack
of MLPs to extract point features, which are then voxelized and fed into the completion
sub-network to generate denser voxel features. These voxel features are further processed
by the segmentation sub-network to produce the nal voxel-wise output.
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If we delve into a single SCPNet, i.e., a speci ¢ branch of the architecture, we can observe
it consists of two sub-networks: the completion sub-network and the segmentation sub-
network. Since our focus is on scene completion, we will not delve into the segmentation
sub-network; for more information, please refer to [16]. We can observe in Figure 5 a
general scheme for the completion sub-network. Then, we explain how the completion
sub-network is built, the changes we made, and how we improved past limitations.

Figure 5: A schematic overview of the designed completion network [13]. In each
convolution block, there is no convolution bias and no batch normalization to maintain
sparsity during completion.

State-of-the-art methods struggle due to the limited number of parameters in the comple-
tion networks, resulting in unsatisfactory completion performance (as seen in evaluation
metrics of [14] or [15] if they are compared to our solution). Additionally, downsampling
operations inevitably lose information from the original point cloud, and upsampling op-
erations can cause over tting and shape distortion.

To address these issues, we have made a comprehensive overhaul of the completion sub-
network. Speci cally, our design follows three key principles: maintaining sparsity, avoid-
ing downsampling, and aggregating multi-scale features.

" Maintain sparsity.  Sparse convolution is used for e cient processing. Moreover, to
alleviate the computational burden, we also remove all convolution biases and batch
normalization (BN) layers in the completion sub-network. Under these conditions,
the voxel features obtained by the network can still maintain their sparse properties.

No downsampling. The downsampling operations inevitably lose information from
the original point cloud, leading to signi cant completion and classi cation errors,
particularly for small objects and crowded scenes. Therefore, we discard all down-
sampling and upsampling operations to minimize information loss, thereby retaining
the maximum amount of information from the raw point cloud. Contrary to previous
approaches, our completion sub-network directly processes the raw voxel features
produced by the voxelization process.

11



" Aggregate multi-scale features.  To aggregate multi-scale features, we design the
multi-path block, which comprises3 3 3,5 5 5,and7 7 7 convolution
blocks. As it can be observed in Figure 5, the upper branch contains one multi-path
block (MPB), while the bottom branch is a residual connection. The middle branch
Is constructed with a3 3 3 convolution block, two MPBs, and another 3 3 3
convolution block.

After passing through the completion sub-network, we obtain dense completed voxel fea-
tures. We then extract the non-empty voxel features and their voxel indices from the
completed voxel features. The generated sparse voxel features are sent to the segmenta-
tion sub-network to produce the voxel-wise segmentation output.

3.2 Applying knowledge distillation

It is known that single-frame point clouds are sparse and incomplete in outdoor scenarios,
making it extremely dicult to directly perform semantic scene completion from the
single-frame input. It is natural to wonder if we can construct a multi-frame model and
then distill the dense semantic knowledge from this multi-frame network.

Figure 6: Comparison between single-frame and multi-frame point cloud [13]. The
multi-frame input is obviously denser than the single frame and the objects are easier to
be identi ed, signi cantly reducing the completion di culty.

From Figure 6, it is evident that the multi-frame input signi cantly reduces the completion

di culty since multiple frames provide many more points in the scene, making objects
easier to identify. The completion di culty gradually decreases as the number of input
point cloud frames increases. Therefore, we construct the multi-frame teacher network,
which takes denser point clouds as input and achieves better completion performance.

We give some mathematical de nitions for the proposed solution. We denote the voxel
features and corresponding indices of the teacher and studentas 2 RN ¢ Fg 2
RNs G 1+ 2 RN 3 and g 2 RNs 3, respectively. The number of non-empty voxel
features in the multi-frame is denoted byN,, and the in the single-frame case biXs. C;

is the number of channels of the voxel features. In fact, indices of teacher features and
student features are sorted andis(i;j ) = 1 1(i;j ), wherei;j 2f 1;:::; Nsg.

12



With that notation, we can de ne the pairwise relational knowledge of the student model:

Fs(i)”Fs()

— i) 2f1 N 1
iiFsiiziiFs()ii2 J s9 (1)

Ps(i;]) =

Similarly, the relational knowledge of the teacher modd? can be computed. The rela-
tional knowledge captures the similarity between each pair of voxel features, serving as
important clues about the surrounding environment. This high-level knowledge can be
learned by the single-frame student model.

In order to train the model, we need a loss function. We de ne the Dense-to-Sparse
Knowledge Distillation (DSKD) loss as follows:

1 X R s
Laska(Ps;Pt) = N2 iPs(ij)  Pr(isj)iiz (2)

S =1 j=1

Cross entropy loss is commonly used in classi cation tasks where the output is a prob-
ability distribution over mutually exclusive classes. For multi-class classi cation withK
classes, the cross entropy loss for a single sampley):

X
Lee = yi log(¥h) (3

i=1

Lovasz losd. oasz [17] IS used for tasks like semantic segmentation, where the output is a
set of predictions for each pixel in an image. In a nutshell, it is a tractable surrogate for

the optimization of the intersection-over-union measure in neural networks. In practice,

the Lovasz loss can be quite complex and depends on the speci c application.

The overall loss function is comprised of the above-mentioned three terms: the cross
entropy loss, the Lovasz loss, and the proposed distillation loss. The formula for the loss
function is given by

L=Lce+ Liovasz*+ Ludskd 4)

where and are the loss coe cients to balance the e ect of each loss term.

3.3 Memory management and architecture changes

In our research, we focused on optimizing memory usage and re ning the architecture
for the semantic scene completion task using LIiDAR Point Clouds. Below, we detail the
speci ¢ memory management strategies we implemented to run SCPNet on the Calcula
server, which has certain GPU limitations. Additionally, we highlight the architectural
corrections made due to issues found in the author's repository.

" Reduce batch size. This adjustment allowed us to run experiments without ex-
hausting GPU memory, as we had memory constraints of the GPU available on the
Calcula server. We reduced from 4 to 2.

13



" Loading Sparse Convolution Operations on the GPU. We ensured that all
sparse convolution operations were loaded onto the GPU. In the original implemen-
tation, these computations were inconsistently performed on the GPU, leading to
ine ciencies.

~ Changing Convolutional Layer Kernel Sizes. We adjusted the kernel sizes of
the convolutional layers to resolve con icts concerning dimensionality. Speci cally,
the rst layer dimensions of two networks were modi ed to match the expected
dimensions. This correction ensured that the input dimensions were compatible
throughout the network, preventing errors during the forward pass and backpropa-
gation.

Once these issues were resolved, we successfully ran our code. The modi cations made
were essential for optimizing performance and ensuring compatibility with the available
hardware resources.

These steps not only enhanced the model's performance but also ensured that the SCPNet
could be executed on the Calcula server, paving the way for future research and more
extensive experiments.

14



4 Experiments

Our main objective has been to reproduce SCPNet with the applied changes and mem-
ory optimizations, and to compare the obtained results for the validation set with those
presented by the authors. Subsequently, we performed inference using our implemented
visualization pipeline to qualitatively assess the results, given that we do not have anno-
tations for the test set.

In addition to this, another research direction involved using the voxel-wise output of
another dataset, nuScenes [4], chosen for its comprehensive nature, to perform scene com-
pletion. We analyzed the results qualitatively with our visualization pipeline to determine
whether our baseline generalizes correctly to other scenarios.

Furthermore, another goal was to determine whether our implemented method could
improve the accuracy of the object detection task. Since the SemanticKITTI dataset does
not include object detection, we applied this approach to the nuScenes dataset. This
experiment to assess generalization is summarized in Figure 11, which can be seen in the
Results section.

4.1 Dataset

To train and test machine learning models e ectively, well-organized datasets with a
wide variety of classes and precise annotations are essential. In the eld of semantic
segmentation and scene completion, several open-source datasets meet these criteria and
are available for research purposes. Among ther8emanticKITTI [2] is emerging as the
most comprehensive dataset for scene completion. It is a large-scale dataset based on the
KITTI Vision Benchmark [3], and we used all sequences provided by the odometry task.
While nuScenes [4] is more sophisticated, it lacks the scene completion task.

The SemanticKITTI dataset provides annotated sequences from the KITTI Vision Odom-
etry Benchmark, o ering dense point-wise annotations for the complete 36Celd-of-view
of an automotive LIDAR. This dataset includes diverse environments such as inner-city
tra c, residential areas, highways, and countryside roads around Karlsruhe, Germany.

SemanticKITTI comprises 22 sequences, with sequences 00 to 10 designated as the training
set, and sequences 11 to 21 as the test set. In total, it includes 23201 full 3D scans for
training and 20351 for testing, making it the largest publicly available dataset for this
purpose.

The dataset distinguishes between moving and non-moving vehicles and humans, assigning
a corresponding moving class if they moved in any scan. In summary;, it contains 28 classes,
with 6 classes assigned the attribute of moving or non-moving, and one outlier class for
erroneous laser measurements caused by re ections or other e ects. We can observe these
classes in Figure 7.

The dataset is publicly available through a benchmark website. Only the training set
with ground truth labels is provided, while the test set evaluation is performed online.
Since we did not participate in the competition, we developed a visualization pipeline

15
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Figure 7: Label distribution of SemanticKITTI [2]. The number of labeled points per
class and the root categories for the classes are shown. For movable classes, we also show
the number of points on non-moving (solid bars) and moving objects (hatched bars).

to qualitatively assess the results. Additionally, we analyzed the validation set to obtain

quantitative evaluations.

l:l dataset
D sequences

[ Joo
l:l velodyne
000000.bin
000001.bin

E:l voxels
000000.bin

. 000000.label
B oooooo.invaiia
. 000000.0ccluded

000001.bin

B 000001.1abel
B 000001.invaiia
B 000001.000luded

Figure 8: Folder and
files organization of the
22 sequences of
SemanticKITTI
dataset.

In Figure 8, we can observe the files and folder structure of a
specific sequence (in the example, the 00 sequence).

In each folder, there are several files provided for each scan
XXXXXX.bin from the Velodyne folder in the sequence folder of
the original KITTI Odometry task. XXXXXX is the scan identifier.

Additionally, there is a voxel folder containing several files:

A file XXXXXX.bin in a packed binary format, indicating
for each voxel whether it is occupied by laser measure-
ments. This serves as the input to the semantic scene

completion task, representing the voxelization of a single
LiDAR scan.

A file XXXXXX. label containing a label for each voxel of
the completed scene in binary format. Each label is a 16-
bit unsigned integer.

A file XXXXXX.1invalid in a packed binary format, con-
taining a flag for each voxel indicating whether the voxel
is considered invalid (i.e., the voxel is never directly seen
from any position). These invalid voxels are not included
in the evaluation.

A file XXXXXX.occluded in a packed binary format, con-
taining a flag for each voxel that specifies if the voxel is
either occupied by LiDAR measurements or occluded by
a voxel in the line of sight from all poses used to generate
the completed scene.

The files highlighted in blue are only provided for the training data. The label file must
be predicted and thus is not used during inference.
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4.2 Evaluation metric

To assess the performance of our implementation, we adopt the intersection-over-union
(IoU) for each class and the mean IoU (mloU) across all classes as the evaluation metrics,
as it is the major evaluation metric for the semantic scene completion task. The IoU for
class 1 is calculated as follows:

TP;

loU; = 5
' TPi +FN; +FP; (5)

where T Pj, FPj, and FN; denote the true positive, false positive, and false negative values
for class I, respectively. For semantic scene completion, the dimension of the completion
label is 256 256  32. We also report the completion mloU, which is the class-agnostic
version of mloU.

4.3 Implementation details and requirements

To begin with, we specify the hyperparameter settings for reproducing the experiments.
We maintained these settings as closely as possible, given the computational limitations
we faced.

e The number of training epochs was set to 40.

The initial learning rate was set to 0.0015.

We used Adam as the optimizer.

Voxels have size 0:2  0:2  0:2 meters.

Gradient norm clipping was set to 10 to stabilize the training process.

The hyperparameters and from equation 4 were set to 1 and 3000, respectively.

We filtered points that were outside the point cloud range of the voxelwise completion
labels. For SemanticKITTI, we first trained the model on the training set and then fine-
tuned it on both the training and validation sets before obtaining the test predictions.
Due to memory limitations, the batch size was reduced from 4 to 2.

Regarding the computational requirements, the entire training process took approximately
5 days. We had to split the training and save checkpoints because, even on the best GPU
available on the Calcula server, we were only able to train for 7 epochs per day. Addition-
ally, job executions were interrupted every 24 hours in order to avoid unnecessary resource
consumption in case of prolonged delays if getting stuck. Given the high complexity of
the network, we could only run on node gpil4, using 2 GPUs of the 6 there are available,
of 24GB each. As a queue-based server with limited resources, the training process could
extend beyond a week. Inference was also time-consuming, though not as much as the
training.
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5 Results

In this section, we discuss the results obtained from the experiments explained in the
methodology section.

We first present some visualizations of the scenario we are dealing with, which were
useful for understanding what the model is fed and what it produces. This pipeline was
specifically programmed to accommodate the unique characteristics of the SemanticKITTI
dataset and to address both the semantic segmentation task and our own task, semantic
scene completion.

Next, we present some quantitative results for the validation set and compare them to
the results published by the original authors. We will specify the differences between our
baseline and the authors’ model, providing a discussion on the obtained results.

Following this, we present qualitative results from the voxel-wise output obtained for the
test set during inference. Although we cannot present quantitative results since the test
sequences are private for the competition, we will demonstrate how the qualitative results
align with those obtained in the validation set.

Finally, we discuss the potential integration of our semantic scene completion pipeline
into an object detection model. We will also highlight the limitations and challenges we
encountered, and suggest possible solutions if we had unlimited resources or more time.

5.1 Visualization pipeline

The first thing we are interested in visualizing is the point cloud we are going to analyze.
We have programmed a dynamic interface based on OpenGL and [2], which allows us to
watch how the scan evolves during the sequence.

All dynamic visualizations work in the same way. By pressing
e n (next), we can advance in the sequence.
* b (back) allows us to go back in the sequence.

This way, the visualization remains centered on the car (central position), enabling us
to better understand the surroundings by providing a time-evolving perspective. A demo
will be attached to this thesis defense to fully appreciate the details.

In Figure 9, we can observe what the interface offers the user. The top plot allows us to
focus on the specific part of the scene we are interested in, enabling us to zoom in or out
or move to a certain angle to better assess the details.

It shows the LiDAR Point Cloud with a depth map color on the left part and the different
label colors on the right part. With this interface, we can visualize either the training and
validation sequences or the predictions for the semantic segmentation task, which is not
the primary focus of our analysis.
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