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Modern high-performance computing (HPC) and embedded systems face a critical challenge
at the intersection of hardware heterogeneity and escalating energy constraints. As
architectures diversify to include CPUs, GPUs, and specialized accelerators, static
compile-time optimization strategies prove insufficient for systems that must adapt in real
time to fluctuating power budgets and thermal conditions. This problem is especially acute in
High-Performance Embedded Computing (HPEC) environments, especially edge servers,
autonomous vehicles, and space applications where exceeding thermal or power limits risks
hardware damage, performance loss, or mission failure.

OpenMP offers a compile-time mechanism for performance portability through function
variants, allowing specialized code paths to be selected based on hardware traits or
application context. However, these variants are evaluated at compile time, making them
unresponsive to runtime system conditions such as live temperature readings, dynamic power
caps, or fluctuating CPU/GPU workloads.

This work introduces an energy and thermal-aware runtime framework and runtime (DVR)
that extends OpenMP's static variant mechanism with low-overhead multi-criteria variant
selection. Building on prior work that introduced runtime variant selection based on
CPU/GPU load and memory utilization [1], we augment the framework with power and
thermal instrumentation and a hierarchical selection policy. The system operates in two
phases: (1) an offline profiling phase that characterizes each function variant's energy
consumption, temperature footprint, and performance under real execution conditions; and (2)
a runtime selection phase that uses live hardware sensor data and user-defined thresholds to
choose the optimal variant at each annotated call site.

The instrumentation layer uses a modular sensor-adapter interface. We provide two reference
back-ends: one for the NVIDIA Jetson AGX Orin's on-board INA3221 power monitors (via
sysfs), and one for an external PMD2 hardware power meter on an x86 64 host. Porting to
new hardware requires only writing a thin adapter implementing a common sampling API
using C virtual method tables. The variant selection algorithm operates in three tiers: first
filtering variants that violate hard thresholds, then ranking remaining candidates by a
weighted multi-metric score, and finally defaulting to the fastest variant when all constraints
are satisfied.

We validate the framework across three scenarios representative of modern HPC and HPEC
constraint regimes. (i) Power capping: on an HPC workstation running OBPMark benchmarks
(AES-256, Radar, Image), the runtime enforces a dynamically tightening power cap (250 W
— 200 W) with 98.5% compliance, compared to 66.9% for a static best-effort baseline,
reducing maximum overshoot from 231.8 W to 32.3 W. (ii) Thermal management: on the
Jetson AGX Orin, proactive GPU—CPU migration triggered at 49 °C reduces execution time
by 29.4% compared to hardware DVFS throttling, while eliminating run-to-run variability by
an order of magnitude. (iii) Battery-limited operation: energy-aware selection of the
Pareto-optimal thread count (OMP-6 vs. OMP-12) delivers a 15.2% reduction in per-task
energy at under 1% performance penalty, enabling the system to survive to a recharge window
and complete 35% more tasks over the total mission lifetime.


http://bsc.es

100 +-----—----—---=2 98.5% 294~ 91,42/9____;900/
S
g 75
P 66.9%
= 63.0%
Q
g
o 50 4
Q.
©
o
g
g 25
Baseline (no DVR)
Il DVR (this work)
0 - T
Overall Phase 1 Phase 2
Compliance (250 W cap) (200 W cap)

Figure 1. Power cap compliance (%) for Baseline vs. DVR across all three scenarios on an HPC workstation.
DVR achieves 98.5% overall compliance vs. 66.9% for the unconstrained baseline.
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