
Validating Constraints with Partial Information: 
Research Overview* 

Jennifer Widom (invited speaker) 

Ashish Gupta 
Yehoshua Sagivt 

Jeffrey D. Ullman 

Department of Computer Science 
Stanford University 

Stanford, CA 94305-2140 
widom@cs.stanford.edu 

Abstract 

We are interested in the problem of validating the consistency of integrity constraints when 
data is modified. In particular, we consider how constraints can be checked with only "partial 
information". Partial information may include: (1) the constraint specifications only, (2) the 
constraint specifications and the modified data, or (3) the constraint specifications, the modified 
data, and portions ofthe existing data. Methods for constraint checking with partía! ínformation 
can be much more efficient than traditional constraint checking methods ( e.g. because work is 
done at compile time, or because less data is accessed). Partial information methods also 
enable constraint checking in scenarios where tradítíonal constraint checking methods fail (e.g. 
in distributed environments where not all data is accessible). We explain how existing methods 
and results for query containment and for independeñce can be applied to problems (1) and (2) 
above, and we give an overview of our research into problem (3). 

1 Introduction 

The description of a database usually includes a schema, which describes how data in the database 

is structured, and a set of integríty constraints, which describe those states of the data that are 

considered semantically valid. Norma:lly, an integrity constraint is specified either as a logical 

formula or as a query. In the case of a logical formula CF, the database violates the constraint if 

CF evaluates to false, while the database is valid with respect to the constraint (or the database 

satisfies the constraint) if CF evaluates to true. In the case of a query CQ, the database violates 

the constraint if CQ produces a non-empty result, while the database is valid with respect to the 

constraint if Cq produces an empty result. For first-order logic and first-order query languages, 

these formulations usually are equivalent. 
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