
Natural Language Processing
Methods for Document-based

Requirements Specification and
Validation Tasks

UPC

Quim Motger
Article-based thesis

Department of Service and Information System Engineering (ESSI)
Universitat Politècnica de Catalunya
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Abstract

Requirements engineering (RE) is fundamental to successful software devel-

opment, especially in modern, large-scale projects. Efficient management of

text-based artefacts is key to accurate elicitation, refinement, and validation of

requirements. Despite the industrial trend towards adopting natural language

processing (NLP) methods, challenges in their pervasiveness, reliability, scala-

bility, and reusability persist. Moreover, the advent of large language models

(LLMs) has set the groundwork for further research in automated document

analysis in the field of RE.

This thesis explores the integration of NLP methods and tools to automate and

enhance RE tasks (NLP4RE) in three document-oriented areas: requirements

traceability, requirements analysis for information retrieval, and requirements

feedback gathering. For requirements traceability, methods for dependency

and duplicate detection in text-based requirements documents are proposed

and evaluated. In requirements analysis, a knowledge graph-based approach

is developed to create adaptive, crowdsourced repositories of RE-related docu-

ments. For requirements feedback gathering, techniques for extracting features

from user reviews and analyzing feedback are presented and evaluated.

This research is shaped in the context of multiple case and sample studies val-

idated empirically, demonstrating their effectiveness in real-world scenarios.

The contributions presented in this thesis entail advancements in streamlining

RE tasks and improving the accuracy, efficiency and adoption of NLP4RE tools

and methods. Ultimately, this thesis aims to provide novel insights, method-

ologies and technical contributions to the NLP4RE field.



Resum

L’enginyeria de requisits (RE) és fonamental per a l’èxit del desenvolupament

de programari, especialment en projectes moderns i de gran escala. La gestió

eficient dels documents de text generats durant aquesta fase és clau per a la cor-

recta obtenció, refinament i validació dels requisits. Tot i la tendència industrial

cap a l’adopció de mètodes de processament del llenguatge natural (NLP), en-

cara persisteixen diversos reptes relacionats amb la seva presència, fiabilitat,

escalabilitat i reutilització. A més, l’aparició de grans models de llenguatge

(LLMs) ha establert les bases per a una recerca dedicada a l’anàlisi automàtica

de documents en el camp de la RE.

Aquesta tesi explora la integració de mètodes i eines de NLP per automatitzar

i millorar les tasques de RE (NLP4RE) en tres àrees orientades a documents:

traçabilitat de requisits, anàlisi i recuperació d’informació de requisits, i rec-

ollida de retroalimentació sobre els requisits. Per a la traçabilitat de requisits,

es proposen i s’avaluen mètodes per a la detecció de dependències i dupli-

cats en documents de requisits basats en text. En l’anàlisi de requisits, es pro-

posa un desenvolupament basat en grafs de coneixement per crear repositoris

adaptables de documents de proveı̈ment participatiu relacionats amb la RE.

Per a la recollida de retroalimentació, es presenten tècniques per extreure car-

acterı́stiques i funcionalitats dels comentaris dels usuaris i analitzar-los.

Aquesta investigació es basa en múltiples casos d’estudi validats empı́ricament,

demostrant la seva efectivitat en escenaris del món real. Les contribucions pre-

sentades en aquesta tesi inclouen avenços en l’automatització de tasques de

RE i la millora de l’exactitud, l’eficiència i l’adopció d’eines i mètodes en el

camp de NLP4RE. En definitiva, aquesta tesi pretén oferir noves perspectives,

metodologies i contribucions tècniques al camp de NLP4RE.



Resumen

La ingenierı́a de requisitos (RE) es fundamental para el desarrollo exitoso de

software, especialmente en proyectos modernos a gran escala. La gestión efi-

ciente de artefactos basados en texto es clave para la correcta obtención, re-

finamiento y validación de los requisitos. A pesar de la tendencia industrial

hacia la adopción de métodos de procesamiento de lenguaje natural (NLP),

persisten desafı́os en cuanto a su adopción, fiabilidad, escalabilidad y reuti-

lización. Además, la aparición de grandes modelos de lenguaje (LLMs) ha sen-

tado las bases para futuras investigaciones en análisis automatizado de docu-

mentos en el campo de la RE.

Esta tesis explora la integración de métodos y herramientas de NLP para au-

tomatizar y mejorar las tareas de RE (NLP4RE) en tres áreas orientadas a doc-

umentos: trazabilidad de requisitos, análisis de requisitos para la recuperación

de información y recopilación de retroalimentación de requisitos. Para la traz-

abilidad de requisitos, se proponen y evalúan métodos para la detección de de-

pendencias y duplicados en documentos de requisitos basados en texto. En el

análisis de requisitos, se desarrolla un enfoque basado en grafos de conocimiento

para crear repositorios adaptativos y colaborativos de documentos relaciona-

dos con RE. Para la recopilación de retroalimentación de requisitos, se presen-

tan y evalúan técnicas para la extracción de caracterı́sticas de reseñas de usuar-

ios y el análisis de dicha retroalimentación.

Esta investigación se enmarca en el contexto de múltiples casos de estudio y

estudios de muestra validados empı́ricamente, demostrando su efectividad en

escenarios del mundo real. Las contribuciones presentadas en esta tesis impli-

can avances en la optimización de las tareas de RE y la mejora en la precisión,

eficiencia y adopción de herramientas y métodos NLP4RE. En última instancia,

esta tesis tiene como objetivo proporcionar nuevas perspectivas, metodologı́as

y contribuciones técnicas al campo de NLP4RE.
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Chapter 1

Introduction

1.1 Background and Motivation

In the context of Requirements Engineering (RE), the accurate specification of requirements

plays a key role in the successful development of any software system. As these systems

have become increasingly intricate and multidisciplinary in recent years (i.e., involving

heterogeneous roles and domains of expertise), the challenges associated with extracting,

organizing, and interpreting information from various textual sources (i.e., documents) to

support RE tasks have intensified [16, 50]. Some examples of these document-driven tasks

include: the elicitation of requirements from stakeholder interviews [10]; the synthesis

of functional specifications from heterogeneous requirement documents [72]; the identi-

fication of system constraints from regulatory documents [34]; and the establishment of

traceability links from design documents [27]. In addition to the complexity of process-

ing such documents, manual methods of requirement elicitation and analysis face multi-

ple challenges related to the scalability and complexity of modern software projects [29].

Consequently, these tasks require the exploration of automated and semi-automated (i.e.,

with human-in-the-loop intervention) approaches. Within this context, the integration of

Natural Language Processing (NLP) techniques has emerged as a promising approach to

improve RE tasks and methods [92].

The motivation for leveraging NLP in RE stems from the ubiquity of the documents

generated within the software development lifecycle. Requirements specifications [4],

bug reports [94], software changelogs [94], and user reviews [68] are just a few exam-

ples of the multiple, heterogeneous textual sources that contain valuable information for

understanding system functionalities, constraints, and user expectations, among others.

However, manual review of these documents to extract relevant information is labour-

intensive, error-prone, and time-consuming [42]. Furthermore, the disruptive landscape

set by Transformer-based Large Language Models (LLMs) offers unprecedented oppor-

1



1.1. BACKGROUND AND MOTIVATION 2

tunities for automating cognitively challenging NLP tasks. These include text classi�ca-

tion [6], text summarization [35], question and answering [3], entity recognition [39], and

sentiment analysis [5]. LLMs have proven to signi�cantly enhance the accuracy of in-

formation extraction from textual data with respect to traditional statistical and machine

learning (ML-based) NLP methods [69]. However, in the context of NLP methods to sup-

port RE tasks (NLP4RE), general-purpose results do not always translate effectively to the

RE domain. Furthermore, several challenges still remain in terms of adoption, reliability,

scalability and explainability of their results, among others [92]. Consequently, there is a

pressing need to harness the power of computational linguistics and ML to automate and

streamline the process of information extraction and analysis from textual data.

To identify these challenges, Zhao et al. conducted a systematic mapping study on the

landscape of methodological and tool-based NLP4RE solutions [92]. More recently, Frattini

et al. conducted an overview focused on software-based tools for replication and reusabil-

ity [30]. Key challenges stemming from these studies include the need for NLP models

to effectively understand domain-speci�c language and resolve ambiguities present in re-

quirements documents. Furthermore, ensuring accurate contextual understanding and

handling unstructured data formats, such as free text, diagrams, and tables, remains a

signi�cant hurdle. Additionally, seamless integration of NLP techniques into existing RE

work�ows and tools is crucial for practical adoption, which requires compatibility and

replicability measures with established practices and systems. These examples highlight

how various challenges in the context of NLP4RE signi�cantly impact the RE process from

beginning to end.

This thesis explores the application of state-of-the-art NLP methods and their integra-

tion into software-based solutions (i.e., tools) to address speci�c challenges in the context

of RE. The goal of software-based automation is to increase the accuracy and ef�ciency

of such tasks, while also increasing the adoption of NLP4RE tools. To this end, we ex-

plore how by automating document-based NLP4RE tasks, RE practitioners can use the

outcomes of such systems for higher-order cognitive activities such as requirements val-

idation, release planning, system design and market analysis, among others. We aim to

validate this hypothesis through empirical studies, algorithmic innovations, and theoret-

ical frameworks contributing novel insights and methodologies to the intersection of the

NLP and RE �elds.

1.1.1 Requirements Engineering process

The RE process encompasses several key tasks essential for the successful development of

software systems. As different contexts and domains have their own particularities, there
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is no common, unique framework to structure these tasks. However, seminal literature in

the �eld mainly refers to the following [32, 70, 24]:

1. Requirements elicitation . Involves gathering requirements from stakeholders, in-

cluding end-users, clients, and domain experts. Elicitation techniques may include

interviews, surveys, workshops, and observations to capture the needs, constraints,

and objectives of the system under development.

2. Requirements analysis . Once requirements are collected, they undergo analysis to

ensure clarity, consistency, and feasibility. This phase involves re�ning raw require-

ments, identifying con�icts or ambiguities, and prioritizing them based on their im-

portance to stakeholders and their impact on system functionality.

3. Requirements speci�cation . Stemming from analysed requirements, speci�cation

involves documenting the re�ned requirements in a structured format that serves

as a blueprint for system design and implementation. This phase typically includes

creating requirement-related documents such as textual requirements, user stories,

use cases, state diagrams, and interface prototypes.

4. Requirements validation . Once requirements are implemented, validation involves

verifying that the speci�ed requirements accurately capture the stakeholders' needs

and are consistent with the system's intended functionality. Validation techniques

may include reviews, walkthroughs, prototyping, and user acceptance testing to en-

sure that the system meets its intended objectives.

Figure 1.1: Overview of the Requirements Engineering process.

Figure 1.1 presents a high-level overview of the RE process as envisioned within the

scope of this thesis. While, traditionally, RE tasks are designed as sequential steps, this

course of action typically entails a high degree of overlapping and cyclic interactions. For

example, during requirements analysis, the identi�cation of con�icts or ambiguities may
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trigger revisiting the elicitation phase to clarify stakeholder needs. Similarly, during re-

quirements speci�cation, the creation of use cases may reveal the need for new functional

requirements, requiring a revisit to gather additional requirements from stakeholders. Fi-

nally, insights gained from user feedback analysis during validation can produce re�ne-

ments to the requirements speci�cation, ensuring alignment with user expectations. In this

thesis, we focus on NLP methods and text-based documents related to requirements spec-

i�cation and requirements validation . This decision is motivated by the open challenges

and research opportunities generated by the artefacts linked to these tasks (see below elic-

itation of research gaps in 1.1.3).

Particularly, examples of such tasks in requirements speci�cation include classifying

documents based on their content and purpose [1], cross-referencing them to establish rela-

tionships between different requirements [56], and extracting relations to identify internal

dependencies and constraints [73]. Moreover, techniques such as disambiguation and con-

sistency checking help ensure that the speci�ed requirements are clear, unambiguous, and

coherent [28]. Overall, the outcome of this stage is a set of requirement-related documents

encompassing textual requirements, user stories, dependency graphs, prioritizations, and

other document-based artefacts.

On the other hand, requirements validation includes the integration of user feedback

with the ultimate goal of re�ning and prioritizing requirements. User feedback provides

valuable insights into user preferences and expectations, which can inform the elicitation

process and help prioritize features based on their perceived value to users [9]. Simi-

larly, analysing user feedback allows for gathering impressions towards speci�c features

or functionalities [38], enabling stakeholders to make informed decisions about the sys-

tem's design and implementation. Moreover, practitioners can leverage this feedback to

re�ne requirements and incorporate best practices into their system [19], thereby enhanc-

ing its usability and user satisfaction.

This thesis is designed in the scope of speci�cation and validation stages within the

RE framework. By focusing on processing text-based requirement-related documents,

the research aims to contribute with software-based methods to streamline multiple tasks

during the speci�cation phase. These methods aim to enhance the clarity, consistency,

and completeness of requirements artefacts through state-of-the-art, scalable NLP tech-

niques. Moreover, the exploration of user feedback processing techniques aligns with the

validation stage, facilitating the iterative re�nement of speci�ed requirements based on

real-world user experiences and expectations stemming from crowdsourced documents.

Through this dual perspective of both stages, this thesis aims to contribute novel method-

ologies and tools that not only advance the state of the art in RE but also empower prac-
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titioners with tools to navigate the complexities inherent in software requirements elicita-

tion, analysis, speci�cation, and validation overall.

1.1.2 Natural Language Processing in Requirements Engineering

Adopting NLP methods in the context of the RE process (Figure 1.1) has become a neces-

sity for modern software development lifecycles. Defect detection [75], traceability [54],

categorization and retrieval [13], legal and regulation analysis [40], and user feedback anal-

ysis [19] are just a few examples of the main tasks for which NLP can serve practitioners

in the �eld of RE. To address and contextualize some of the challenges and contributions

presented in this thesis, Figure 1.2 showcases an extension of Figure 1.1 focused on the

NLP tasks covered in this thesis. The design, development, and evaluation of these con-

tributions are designed as document-driven tasks to bridge the gap between internal text-

based documents (e.g., software requirements speci�cation or SRSs, product documenta-

tion, changelogs) and external text-based documents (e.g., user reviews, issues, support

tickets). Particularly, this research aims to exploit the knowledge embedded in these doc-

uments to support the synergic processes and knowledge transfer:

• From requirements speci�cation ( input) to requirements validation ( output), which

includes: (1) traceability from internal to external documents; and (2) analysis and

information retrieval from internal documents.

• From requirements validation ( input) to requirements speci�cation ( output), which

includes: (1) traceability from external to internal documents; and (3) feedback gath-

ering from external documents.

The following sections provide contextualization and justi�cation of the selection of

these areas, examples of related tasks, and a summarized overview of common research

gaps.

Figure 1.2: Overview of the Requirements Engineering process (thesis scope).



1.1. BACKGROUND AND MOTIVATION 6

1.1.2.1 Requirements traceability

Requirements traceability involves systematically monitoring the progression of
requirement-related elements throughout the software development lifecycle [31]. This
ensures alignment between various artefacts and facilitates the understanding of their
interdependencies, contributing to the coherence and consistency of the overall require-
ments speci�cation [14].

Traceability is mainly structured into two dimensions: vertical and horizontal traceabil-

ity. Vertical traceability involves tracking the evolution of requirement-related artefacts

across different levels of abstraction [70]. This includes understanding how requirement-

related artefacts are related to other artefacts within the software development lifecycle,

such as models, software components, and tests. Horizontal traceability pertains to the

relationships between requirements at the same level of abstraction [70]. This entails es-

tablishing and maintaining clear linkages between individual requirements to ensure con-

sistency and coherence within the overall requirements speci�cation. In this thesis, we will

primarily focus on horizontal traceability, speci�cally examining the connections between

text-based requirement artefacts.

NLP methods offer valuable support in automating the identi�cation of these trace

links. By leveraging NLP techniques, analysts can receive suggestions for potential links

that may have been overlooked during manual traceability efforts [82]. Moreover, NLP

aids in identifying dependencies among requirements and categorizing them according

to their types [20]. Industrial case studies have further validated the practical applicability

of NLP-powered traceability solutions, illustrating their readiness for adoption in real-

world software engineering contexts [83]. Recently, deep learning (DL) methods based on

transformer models like BERT have demonstrated remarkable performance in identifying

and categorizing trace links across diverse sets of requirements artefacts [46]. However,

their adoption into large-scale industrial contexts, as well as the replicability and availabil-

ity of such methods, is still an open challenge to the NLP community [92].

In this thesis, we focus on the analysis, design, and evaluation of NLP methods to

support horizontal traceability between both internal (i.e., requirements) and external

(i.e., issues)text-based documents. Particularly, we focus on the open challenges in the

context of the large-scale applicability of such methods, as well as the effectiveness in com-

municating the outcomes of these relations. Chapter 2 relates to the contributions of this

thesis in NLP-based relation extraction in the context of traceability of requirement-related

documents.
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1.1.2.2 Requirements analysis and information retrieval

Requirements analysis and information retrieval involve a comprehensive process of
gathering, organizing, and understanding requirement-related knowledge from stake-
holders and users [70]. This encompasses collecting formal documentation throughout
the software development lifecycle, including speci�cations, product documents, tech-
nical documentation, and changelogs, among others [48].

Establishing centralized knowledge repositories and standardized access mechanisms

is crucial to facilitate ef�cient data collection and retrieval. Leveraging NLP methods,

particularly through deductive and inductive techniques, aids in extracting and infer-

ring relevant information from these documents. NLP methods automate and enhance

requirements analysis, assisting in document categorization, and overall software qual-

ity improvement. For example, aspect-based requirements classi�cation [25] and feature

extraction [47] enable the identi�cation of key components and functionalities.

In this context, effective design and deployment of knowledge-based repositories is

a key challenge in the context of crowd requirements engineering activities [7]. With the

emergence of predictive and generative AI, there is a pressing need to extend and comple-

ment AI-based software systems with factual knowledge inference processes to reduce er-

rors and hallucinations in critical tasks. In the �eld of conversational agents (i.e., dialogue

systems or simply chatbots), integration of third-party software systems with these knowl-

edge bases is becoming a pervasive technique to overcome these challenges [74, 91, 43].

Particularly, the use of knowledge graphs for modelling, storing and distributing crowd-

sourced knowledge bases offers multiple advantages to overcome some of the main chal-

lenges in this domain [41, 89, 86]. These include: standardization and interoperability of

data modelling (e.g., RDF graphs) and data access (e.g., HTTP queries) mechanisms; scala-

bility for large-scale environments; �exibility, re�ected in �exible schema adaptations and

data extensions; and ef�ciency of navigation and inductive knowledge queries, bene�tting

from graph-based data structures.

In this thesis, we focus on the analysis, design, and evaluation of NLP methods to de-

velop crowdsourced knowledge bases of internal (i.e., product documents, changelogs)

and external (i.e., user reviews) text-based documents. In addition to large-scale related

challenges, we focus on the collection and integration of document artefacts in a particular

software context (i.e., mobile app repositories), as well as the design and development of

knowledge inference (i.e., information extraction) techniques to extend explicitly modelled

entities and to support inductive knowledge generation. Chapter 3 relates to the contri-

butions of this thesis in NLP-based design of document-oriented knowledge bases in the

context of requirements analysis and information retrieval.
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1.1.2.3 Requirements feedback gathering

Requirements feedback gathering involves collecting and synthesizing user insights
from interactions throughout the software development lifecycle [87]. This task fo-
cuses on actively soliciting, capturing, and contextualizing feedback from various
user engagement points, such as user testing sessions, support calls, and direct user
queries [70].

In the context of NLP-based methods, feedback gathering involves processing docu-

ments such as user issues [79], bug reports [81], and reviews [53], which offer rich sources

of feedback from the end-users perspective. Leveraging NLP techniques, analysts can

extract sentiments, identify recurring issues, and categorize feedback into actionable cate-

gories [51]. For instance, topic modelling and feature extraction techniques can uncover

prevalent themes within user feedback, guiding decision-making processes, and feature

prioritization [38]. Additionally, sentiment analysis enables the classi�cation of user sen-

timents as positive, negative, or neutral, helping prioritize issues and allocate resources ef-

fectively [37]. By employing NLP in user feedback analysis, software development teams

can enhance product quality, address user concerns proactively, and ultimately, foster user

satisfaction and loyalty.

However, analysis of user-generated feedback entails particular challenges in terms of

format, content and length, especially in the context of automated and crowdsourced doc-

ument analysis [33]. These documents tend to be short, verbose, syntactically incorrect,

inaccurate, context-dependent and subjective. Predictive AI based on the use of encoder-

only models (e.g., BERT [23], RoBERTa [52], XLNet [90]) shows promising results ben-

e�tting from attention-based embeddings obtained from large-scale pre-trained models.

These models excel in various tasks, including text or token classi�cation [36] and senti-

ment analysis [2]. Furthermore, generative AI based on the use of decoder-only models

(e.g., GPT-4 [67], LLaMA [85], LaMDA [84]) shows promising results in various user feed-

back analysis interpretation tasks, including text summarization [93] and, more recently,

question and answering [49].

In this thesis, we focus on the analysis, design, and evaluation of NLP methods to

extract requirements-related entities from external (i.e., user reviews) text-based docu-

ments. We apply predictive AI methods to focus on the batch processing of user reviews

to extract explicit mentions of functionalities and capabilities (i.e., features) from a partic-

ular software product (i.e., mobile apps). Additionally, we apply generative AI methods

to communicate software-related events within a particular market segment with respect

to the software development lifecycle of a given software product. Chapter 4 relates to
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the contributions of this thesis in NLP-based feedback analysis from user reviews in the

context of requirements feedback gathering.

1.1.3 Research gaps

Based on the summarized overview presented in Section 1.1.2, as well as the background

and related work consulted and presented in the resulting publications, we elicited the

following research gaps in the context of NLP4RE and the research areas scoped within

this thesis (Figure 1.2):

RG1 Scalable automatic processes for large-scale contexts. Despite advancements in

NLP-based requirements traceability, there is a persistent gap in developing scal-

able, automatic processes capable of managing large-scale datasets effectively. Such

scalability is essential for automating trace link extraction and dependency identi�-

cations across a large set of requirements artefacts in heterogeneous and extensive

software development projects.

RG2 Adaptive knowledge bases for RE processes . In the context of NLP-based require-

ments analysis and information retrieval, there is a pressing need for adaptive knowl-

edge bases that can dynamically integrate and update information as new data emer-

ges from stakeholders and technological shifts or updates. This gap highlights the

need for repositories that not only store but also evolve with the changing landscape

of software requirements and user expectations.

RG3 Replicable, available and reusable NLP4RE tools . Current NLP4RE tools show

promising results in multiple contexts. However, they often lack generalizability

and reproducibility across different domains. There is a crucial need for NLP4RE

tools that are not only effective but also easily replicable and adaptable in multiple

industrial and research settings, enhancing their practical applicability.

RG4 Transformer-Based solutions for analysis of crowdsourced documents . The poten-

tial and availability of Transformer-based, encoder-only models for predictive tasks

remain underexplored. Such solutions could foresee changes in requirements or pre-

dict future trends from existing data, supporting proactive decision-making, and en-

suring that software development is in tune with evolving user needs and market

dynamics. Similarly, decoder-only models for generative tasks could signi�cantly

transform the process by interpreting complex feedback, generating actionable in-

sights, and predicting user reactions to changes in software.



1.2. OBJECTIVES AND RESEARCH QUESTIONS 10

1.2 Objectives and Research Questions

Based on the Goal-Question-Metric (GQM) framework [11], we use its goal formulation

template to elicit the main goal of this thesis as formulated below:

Analyse the application of document-oriented NLP techniques

for the purpose of enhancing their adoption and overall quality

with respect to their effectiveness, ef�ciency and scope of use

from the point of view of requirements engineering practitioners

in the context of (1) requirements traceability, (2) requirements analysis and
. information retrieval, and (3) requirements feedback gathering.

In this context, let T be an RE task from (1), (2) or (3) which requires the analysis of

a set of text-based document instancesD. This thesis aims at enhancing and proposing

particular NLP-based methods m to automatize speci�c instances of T (restricted to the

scope of this thesis), embedding the solution into a software-based tool t in the context of

NLP4RE. Consequently, we use the notation:

TD;m;t

to refer to a particular NLP4RE task T (e.g., requirements dependency extraction)

covered in the scope of this thesis, which requires a particular set of documents D (e.g.,

software requirements speci�cations), for which we propose, develop and evaluate a par-

ticular NLP-based method m (e.g., ontology-based dependency detection combined with

active-learning) embedded into a software-based tool t (e.g.,OpenReq-DD+AL) to facilitate

distribution and applicability of the proposed contributions.

Using Shaw guidelines for eliciting goals and research questions in software engineer-

ing research [78, 77], we structure each of the contexts of analysis of this thesis into 3

major research questions (RQ1, RQ2, RQ3). The answer to each main RQ is based on par-

ticular instances of TD;m;t . Each research question is then decomposed into 2 subsets of

sub-research questions, according to the types de�ned by Shaw [78]: 1 sub-research ques-

tion for the characterization of the current state of research of T (RQ1.1, RQ2.1, RQ3.1),

and either 1 or 2 sub-research questions for the method or means of development of a

particular method m and software-based tool t for that particular context (RQ1.2, RQ1.3,

RQ2.2, RQ3.2, RQ3.3). The decision to have either 1 or 2 method/means research ques-

tions is motivated by the particularities of the sub-set of T belonging to each particular
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research context, related to (1) the disparities for differences between the treatment of in-

ternal and external documents D, and (2) the disparities of methodological approaches m

with respect to the technological approach.

We shaped this research to assess each method/means research question based on the

framework proposed by Stol et al. [80]. We exclude non-empirical settings (i.e., formal

theory, computer simulations) as the research is shaped in the context of generating auto-

mated methods and tools for actual NLP documents. We also exclude contrived settings

(i.e., laboratory experiments, experimental simulations) to focus on research methods with

minimum obtrusiveness, meaning minimum instrumentation or manipulation. Based on

this criteria, and considering the remaining research settings, we decided to focus on case

(�eld) studies and sample studies . Case studies maximize the realism of context, while

sample studies maximize the generalizabilityof research �ndings. Upon these considera-

tions, we decided to apply case study research in each research context when access to

a real (i.e., industrial) context was available. Otherwise, we conducted sample study re-

search by accessing and crowdsourcing documents from publicly available repositories

without a particular case study context.

To ensure this section is self-contained, below we list the full list of sub-research ques-

tions. The introduction of each chapter in this thesis delves into the motivating rationale

for the speci�c scope, contents and formulation of each sub-research question in terms

of (1) documents and (2) methods. These sub-research questions stem from the scienti�c

sub-objectives de�ned for each research iteration (see Section 1.3).

RQ1 How can we enhance the effectiveness and adoption of NLP methods for relation

extraction from text-based requirement-related documents? (Chapter 2)

RQ1.1 What are the current NLP methods for extracting relations from requirement

documents, and what implementation challenges do they face?

RQ1.2 How can these methods be extended and evaluated for internally generated

requirement documents (e.g., software requirements speci�cations)?

RQ1.3 How can these methods be extended and evaluated for externally generated

requirement documents (e.g., issue-tracking systems)?

RQ2 How can we enhance the effectiveness and adoption of NLP methods for designing

knowledge bases of text-based requirement-related documents? (Chapter 3)

RQ2.1 Which design speci�cations and technologies are currently being used for adap-

tive knowledge base development?
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RQ2.2 How can internal (e.g., product documents, changelogs) and external (e.g., user

reviews) documents be integrated and exploited to support requirement-related

knowledge inference?

RQ3 How can we enhance the effectiveness and adoption of NLP methods for analysing

user feedback from text-based requirement-related documents? (Chapter 4)

RQ3.1 What are the current NLP methods for automated analysis and interpretation

of user reviews?

RQ3.2 How can predictive AI methods be used to extract actual mentions of functions

or capabilities (i.e., features) from user-generated reviews?

RQ3.3 How can generative AI methods be used to report software-related events stem-

ming from user-generated reviews?

1.3 Methodology

The research method is based on an adaptation of the Design Science methodology for

Information Systems and Software Engineering as de�ned by Wieringa [88]. The purpose

of adopting a Design Science approach is to bene�t from its iterative nature by using the

conclusions obtained during the evaluation and dissemination of the results of each re-

search question to rede�ne the scienti�c goals, the speci�cations and the requirements of

the research and the proposed system of the next research questions. Furthermore, De-

sign Science inherently focuses on creating and re�ning practical tools that address spe-

ci�c problems. This facilitates that the outputs of these research stages directly contribute

innovative tools to the �eld of NLP4RE, enhancing both theory and practice. Figure 1.3

presents a summarized overview of this adapted research method.

We structure the development of this thesis in 3 full iterations of the Design Science

work�ow illustrated in Figure 1.3, aligning each iteration with research questions RQ1,

RQ2 and RQ3, respectively. Below, we brie�y summarize the stages de�ned for each iter-

ation of the Design Science lifecycle. Notice these de�nitions are agnostic with respect to

the research iteration. The re�nements tailored to the particularities of each research ques-

tion are presented in the introduction section of each of the main chapters of this thesis

(Chapters 2, 3 and 4).

A1. Research plan de�nition

Identi�cation of the activities for the thesis development, including the time planning,

required resources, the establishment of the research goal and elicitation of research ques-
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Figure 1.3: Research methodology.

tions (as presented in Section 1.2). Includes also the speci�cation of the Design Science

methodology (as presented in this Section) and a research plan which allows the valida-

tion and evolution of the thesis development and the achievement of the de�ned general

goals.

A2. Initial state of the art

De�nition and execution of a literature review in the �eld of natural language processing

to support requirements engineering tasks, with a particular focus on the areas covered in

this thesis, as introduced in Section 1.1.2. Re�nement of the initial set of research questions

(RQ1, RQ2 and RQ3) for the state-of-the-art review of each research context. The results

and conclusions from this activity were iteratively reviewed and extended according to

the outcomes and revisited advances after the end of each iteration.

A3. Research process iteration

As introduced earlier, each thesis process iteration is re�ned into a sub-set of �ve scienti�c

activities, which we refer to below:

A3.1 Objectives . Enumeration and description of the scienti�c research goals and the elic-

itation of requirements for the designed technical processes and developed artefacts.

This stage includes revisiting and extending the state of the art according to the re-

search focus area.
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A3.2 Design & Development . Logic and physical design and low-level speci�cation of

the algorithms, software components, data artefacts and technologies used to de-

velop the NLP methods and tools supporting the addressed NLP tasks.

A3.3 Demonstration . The �rst stage of the quality evaluation of the developed NLP meth-

ods and tools, which is based on the validation of speci�ed requirements and the

execution of technical tests.

A3.4 Evaluation & Veri�cation . Description and execution of a quality assessment plan

for the evaluation of the results through a set of pre-de�ned experiments based on the

sample or case studies used for evaluation, as de�ned by Stol et al. [80]. Evaluation

includes (1) veri�cation with respect to ground-truth annotations of requirements-

related documents, and (2) human validation, either external individuals, users or

experts (when available).

A3.5 Dissemination . Writing and submission of the partial research results to scienti�c

journals and conferences from related scienti�c areas.

A4. Thesis closure

Assessment of the validity, quality and contributions of the research and the achievement

of the general and scienti�c goals of the thesis. Development and writing of the thesis's

�nal document, including public defence. The outcomes of this stage are summarized

in Chapter 5, which includes a dissertation on the potential continuation of the lines of

research drawn by this project.

1.4 Contributions

Figure 1.4 illustrates a self-contained list of all methodological ( m) and technical (t) con-

tributions generated as a result of this thesis for each task (T ). In addition, we provide

the reference to the publications associated with these contributions, which are listed in

Section 1.5. Details about these contributions are re�ned in the Introduction section of each

Chapter of this thesis (Sections 2.1, 3.1 and 4.1).

Below we provide a summarized interpretation of the main contributions of this thesis,

focused on a comprehensive perspective on the NLP4RE �eld and the contexts of research

as formulated in Section 1.2. The main publications associated with each contribution are

referenced through citation 1.

1We focus on main publications linked to each contribution, excluding satellite publications like literature
reviews or short papers. These publications can be found in the full list of publications and in each Chapter.
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Figure 1.4: Summary of research contributions.

C1 Large-scale relation extraction methods for dependency and duplicate detection

of documents. We proposed and evaluated two different ML-based relation extrac-

tion methods. The �rst one ( OpenReq-DD + AL) is a hybrid approach combining

Ontology-Based Retrieval (OBR) with Active Learning (AL) for multiclass depen-

dency classi�cation tasks in the context of text-based requirements speci�cations [21].

The second one (ORSI) is a scalable TF-IDF-based method for similarity and dupli-

cate detection in the context of large-scale, crowdsourced issue tracking systems [71].

C2 Adaptive knowledge base design of crowdsourced RE-related documents embed-

ded into a knowledge graph. We proposed and developed a data collection and

storage service for the generation of a knowledge graph (MApp-KG) in the context of

mobile application repositories [63]. The knowledge graph is designed with a par-

ticular focus on the collection of text-based documents related to mobile application

software products (e.g., product descriptions, summaries, changelogs, reviews). It is

distributed as a publicly available triplestore, facilitating replication and reusability

for document-driven NLP tasks in the �eld of mobile app repositories.

C3 Similarity-based recommendation engines using deductive and inductive knowl-

edge generation. We extended the generated knowledge graph (MApp-KG) with
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deductive (i.e., explicit data extensions) and inductive (i.e., implicit knowledge in-

ference) methods to support software recommendation and software similarity use

cases [61]. Data collection mechanisms, storage repository services, and inductive

and deductive knowledge generation components from the tool ( MApp-KG) are de-

signed as standalone, decoupled microservices, allowing their isolated use and suit-

ing multiple research scenarios.

C4 Syntactic and Transformer-based feature extraction methods for proprietary and

user-generated documents. We proposed and evaluated two different DL-based

feature extraction methods in the context of mobile app features (i.e., functions or

capabilities of a given mobile app). The syntactic-based method (TransFeatEx) lever-

ages a Transformer-based model to extract syntactic features and apply pattern de-

tection techniques elicited from related work to extract feature mentions [55], which

we evaluated in the context of proprietary documents (i.e., summaries, descriptions,

changelogs). The Transformer-based method (T-FREX) rede�nes the feature extrac-

tion task as a token classi�cation task, using crowdsourced annotations on user docu-

ments (i.e., reviews) to �ne-tune multiple Transformer-based models [64]. The result-

ing �ne-tuned models are published on HuggingFace for reusability and integration

on third-party software components.

C5 Software-based support for integration and empirical analysis of feature-based

emotion classi�cation tasks. We developed a software-based tool (RE-Miner) to fa-

cilitate the integration of feature extraction methods with emotion classi�cation tasks

to facilitate feature-oriented feedback analysis [65]. The tool includes a back-end in-

tegrating multiple Transformer-based methods (from related work and the contribu-

tions of this thesis), as well as a front-end including an analytical dashboard.

C6 Detection and communication method for automatic detection of software-related

events from user reviews. We proposed a statistical-based method (RECoDy) to infer

the potential correlation of concurrent events stemming from the automated analysis

of user reviews in the context of mobile app repositories [58]. Our proposal includes

the reporting of such events using generative AI to summarize large batches of re-

views to app stakeholders, facilitating the elicitation of threats and opportunities

within a given app market segment.

The source code and technical documentation of all tools t resulting from this thesis are

publicly available under a GPL-3.0 license.
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1.5 List of publications

Below we present the comprehensive list of publications resulting from this thesis, orga-

nized and structured by the research question to which they contribute.

1.5.1 Relation extraction (RQ1)

• A [57]. Quim Motger, Xavier Franch: NLP-based Relation Extraction Methods in Re-

quirements Engineering. Natural Language Processing for Requirements Engineer-

ing. Springer Nature Switzerland (2024). Pre-print: https://arxiv.org/abs/

2401.12075 .

• B [21]. Gouri Deshpande, Quim Motger, Cristina Palomares, Ikagarjot Kamra, Katar-

zyna Biesialska, Xavier Franch, Guenther Ruhe, Jason Ho: Requirements Depen-

dency Extraction by Integrating Active Learning with Ontology-Based Retrieval. In-

ternational Requirements Engineering Conference (RE): 78-89 (2020). https://

doi.ieeecomputersociety.org/10.1109/RE48521.2020.00020 . CORE Rank:

A. GGS Rating: A.

• C [71]. Mikko Raatikainen, Quim Motger, Clara Marie L üders, Xavier Franch, Lalli

Myllyaho, Elina Kettunen, Jordi Marco, Juha Tiihonen, Mikko Halonen, Tomi M änn-

istö: Improved Management of Issue Dependencies in Issue Trackers of Large Col-

laborative Projects. IEEE Trans. Software Eng. 49(4): 2128-2148 (2023).https:

//doi.org/10.1109/TSE.2022.3212166 . IF: 7.4, Q1.

1.5.2 Knowledge base design (RQ2)

• D [62]. Quim Motger, Xavier Franch, Jordi Marco: Software-Based Dialogue Systems:

Survey, Taxonomy, and Challenges. ACM Comput. Surv. 55(5): 91:1-91:42 (2023).

https://doi.org/10.1145/3527450 . IF: 16.6, Q1.

• E [59]. Quim Motger, Xavier Franch, Jordi Marco: Integrating Adaptive Mechanisms

into Mobile Applications Exploiting User Feedback. Research Challenges in Informa-

tion Science (RCIS). Lecture Notes in Business Information Processing 415: 347-355

(2021).https://doi.org/10.1007/978-3-030-75018-3_23 . CORE Rank: B.

GGS Rating: Work in Progress.

• F [63]. Quim Motger, Xavier Franch, Jordi Marco: MApp-KG: Mobile App Knowl-

edge Graph for Document-based Feature Knowledge Generation. Intelligent Infor-

mation Systems. CAiSE 2024. Lecture Notes in Business Information Processing, vol
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520. Springer, Cham. https://doi.org/10.1007/978-3-031-61000-4_15 .

CORE Rank: A. GGS Rating: A.

• G [61]. Quim Motger, Xavier Franch, Jordi Marco: Mobile Feature-Oriented Knowl-

edge Base Generation Using Knowledge Graphs. New Trends in Database and In-

formation Systems - ADBIS 2023 Short Papers, Doctoral Consortium and Workshops:

AIDMA, DOING, K-Gals, MADEISD, PeRS. Communications in Computer and In-

formation Science 1850.https://doi.org/10.1007/978-3-031-42941-5_24 .

CORE Rank: B. GGS Rating: Work in Progress.

• H [15]. Carla Camp�as, Quim Motger, Xavier Franch, Jordi Marco: Adaptive Task-

Oriented Chatbots Using Feature-Based Knowledge Bases. Intelligent Information

Systems. CAiSE 2023. Lecture Notes in Business Information Processing, vol 477, 95-

102. https://doi.org/10.1007/978-3-031-34674-3_12 . CORE Rank: A.

GGS Rating: A.

• I [60]. Quim Motger, Xavier Franch, Jordi Marco: Chatbots4Mobile: Feature-oriented

Knowledge Base Generation Using Natural Language. Joint Proceedings of REFSQ-

2023 Workshops, Doctoral Symposium, Posters & Tools Track and Journal Early

Feedback co-located with the 29th International Conference on Requirements En-

gineering: Foundation for Software Quality (REFSQ). CEUR Workshop Proceedings

3378, CEUR-WS.org (2023).https://ceur-ws.org/Vol-3378/NLP4RE-paper6.

pdf . CORE Rank: B. GGS Rating: B-.

• J [55]. Agust �́ Gállego Marf �a, Quim Motger, Xavier Franch, Jordi Marco: Trans-

FeatEx: a NLP pipeline for feature extraction. Joint Proceedings of REFSQ-2023

Workshops, Doctoral Symposium, Posters & Tools Track and Journal Early Feed-

back co-located with the 29th International Conference on Requirements Engineer-

ing: Foundation for Software Quality (2023). CEUR Workshop Proceedings 3378,

CEUR-WS.org.https://ceur-ws.org/Vol-3378/PT-paper1.pdf . CORE Rank:

B. GGS Rating: B-.

1.5.3 Review-based feedback analysis (RQ3)

• K [64] . Quim Motger, Alessio Miaschi, Felice Dell'Orletta, Xavier Franch, Jordi Mar-

co: T-FREX: A Transformer-based Feature Extraction Method from Mobile App Re-

views. IEEE International Conference on Software Analysis, Evolution and Reengi-

neering. SANER 2024.https://doi.org/10.1109/SANER60148.2024.00030 .

CORE Rank: A. GGS Rating: B-.
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• L [65]. Quim Motger, Max Tiessler, Marc Oriol, Irene Bertol �́n: RE-Miner: Mining

Mobile User Reviews with Feature Extraction and Emotion Classi�cation. Joint Pro-

ceedings of REFSQ-2024 Workshops, Doctoral Symposium, Posters & Tools Track

and Journal Early Feedback co-located with the 30th International Conference on Re-

quirements Engineering: Foundation for Software Quality (2024). CEUR Workshop

Proceedings, vol. 3672, CEUR-WS.org (2024).https://ceur-ws.org/Vol-3672/

PT-paper3.pdf . CORE Rank: B. GGS Rating: B-.

• M [58]. Quim Motger, Xavier Franch, Vincenzo Gervasi, Jordi Marco: Unveiling

Competition Dynamics in Mobile App Markets through User Reviews. In: Mendez,

D., Moreira, A. (eds) Requirements Engineering: Foundation for Software Qual-

ity. REFSQ 2024. Lecture Notes in Computer Science, vol 14588. Springer, Cham.

https://doi.org/10.1007/978-3-031-57327-9_16 . CORE Rank: B. GGS

Rating: B-.

1.5.4 Publication work�ow and knowledge transfer

Figure 1.5: Overview of publications �ow and knowledge transfer.

Figure 1.5 illustrates the work�ow between the list of publications covered in this the-

sis. Dependencies between nodes represent knowledge transfer activities between the out-

comes, results and lessons learned from one publication to another2. Speci�cally, we re-

fer to knowledge transfer as the transmission of state-of-the-art reviews, methodological

contributions, technical designs, collected datasets, empirical evaluations and elicitation

2Notice that sequence of knowledge transfer does not match the sequence of publication, as articles were
elaborated, submitted, reviewed and published according to different publishing and editorial criteria.
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of challenges. This �gure aims at facilitating the thesis analysis process by suggesting a

reading order. Additionally, the �gure distinguishes between intra-RQ (i.e., between pub-

lications linked to the same RQ) and inter-RQ (i.e., between publications linked to different

RQs) knowledge transfer. Details on the particular knowledge transfer between each pair

of publications are described in the rest of the Chapters of this thesis, including the corre-

spondent publications, where previous work is cited properly.

1.6 Structure

The rest of this article-based thesis is organized as follows.

• Chapter 2. Requirements traceability: Relation extraction. Contextualization of the

relation extraction research context, methodological re�nement of the �rst research

iteration, and list of publications and contributions linked to the outcomes of RQ1.

• Chapter 3. Requirements analysis and information retrieval: Knowledge base de-

sign. Contextualization of the knowledge base design research context, methodolog-

ical re�nement of the second research iteration, and list of publications and contri-

butions linked to the outcomes of RQ2.

• Chapter 4. Requirements feedback gathering: Review-based feedback analysis.

Contextualization of the review-based feedback analysis research context, method-

ological re�nement of the third research iteration, and list of publications and contri-

butions linked to the outcomes of RQ3.

• Chapter 5. Conclusions. Discussion on the outcomes and results generated from

each RQ, overall conclusions of the thesis and continuation lines of research for fu-

ture work.

• Chapter 6. List of publications. Full lists of publications generated as a result of the

research conducted in the scope of this thesis. Publications are classi�ed by publi-

cation type (i.e., book chapters, journal articles, conference proceedings articles, and

posters, tools and demos).



Chapter 2

Requirements traceability: Relation
extraction

2.1 Introduction

Following the Design Science methodology as described in Section 1.3, and based on the

formulation of RQ1, we re�ne the thesis goal by eliciting the following scienti�c goals for

the �rst research iteration in the context of relation extraction:

O1 Analyse the state of the art of NLP-based automated relation extraction (RQ1.1).

To this end, we conducted a literature review in the �eld of NLP-based relation ex-

traction. The outcomes of this literature review were revisited and extended in later

research iterations, serving as input for relation extraction methods in�uencing the

results in other research contexts (e.g., similarity detection algorithms).

O2 Enhance the effectiveness and adoption of NLP-based automated relation extrac-

tion methods (RQ1.2, RQ1.3). To achieve this goal, we formalized our research strat-

egy through two case studies from an industrial context:

O2CS1 Siemens (Austria) . In this case study, we focused on the automatization of the

process of manually assessing potential dependencies between textual require-

ment documents. We employed a dataset of Request For Proposals (RFPs) from

the railway sector provided by Siemens 1. These documents encapsulate a range

of technical requirements speci�c to the railway industry, including track ren-

ovation, upkeep, and repair, alongside speci�cations for industrial materials,

applicable laws, software solutions, and systems for electronic interlocking.

O2CS2 The Qt Company . In this case study, we focused on the management of is-

sues in the context of large-scale issue-tracking systems, with a particular focus

1https://www.siemens.com/at/de.html

21
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on similarity detection to detect and merge duplicated issues. We employed a

dataset of Jira issues from multiple products from the Qt project 2. These issues

are reported by users from a software development kit that features the Qt soft-

ware framework and its supporting tools, including an integrated development

environment (IDE), 3D Studio (3DS), and multiple extensions to enhance the Qt

framework.

2.2 Summary of contributions

We refer to and re�ne the list of contributions as de�ned in Section 1.4. Speci�cally, publi-

cations covered by Chapter 2 contribute to the following:

C1 Large-scale relation extraction methods for dependency and duplicate detection of

documents. This entails:

C1.1 State of the art review in the �eld of NLP-based automated relation extraction.

This includes establishing the fundamentals and theoretical background for re-

lation extraction in the context of RE. We contributed by establishing an exhaus-

tive taxonomy of NLP-based knowledge representation techniques (covering

syntactic and semantic techniques) and information extraction methods (cov-

ering retrieval-based and ML-based methods) for textual requirement-related

documents. This review includes eliciting challenges and suggestions for fu-

ture lines of work.

C1.2 Dependency detection method combining ontology-based retrieval (OBR) with

active learning (AL). Following a case study methodology (O2CS1), we de-

signed, developed and evaluated an OBR multi-class dependency detection

method using domain expert ontologies in an industrial context for text-based

requirement documents. Complementarily, we studied the potential improve-

ment of extending the baseline OBR method with an AL-based variant by con-

sidering two different hybrid settings. In addition to these methods, technical

contributions include an NLP pre-processing pipeline for textual requirement

documents and the encapsulation of such methods into software-based tools

(OpenReq-DD+ AL).

C1.3 Large-scale TF-IDF-based similarity (duplicate) detection method. Following

a case study methodology (O2CS2), we designed, developed and evaluated a

TF-IDF-based method for detecting and reporting potential duplicated issues in

2https://contribute.qt-project.org/
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the context of large-scale issue-tracking systems. Our proposal delves into the

applicability of NLP methods to industrial contexts, focusing on ef�ciency and

scalability as well as the effectiveness of reported results. The resulting method

is embedded into a software-based tool (ORSI) which, in turn, is integrated into

a larger system for managing dependencies, duplications, cross-references and

prioritization of issues to support release planning. The contributions stemming

from C1.3 in the context of large-scale methods for duplicate and similarity de-

tection of documents served the next research iterations (see Chapter 3).
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Chapter 3

Requirements analysis and
information retrieval: Knowledge
base design

3.1 Introduction

Following the Design Science methodology as described in Section 1.3, and based on the

formulation of RQ2, we re�ne the thesis goal by eliciting the following scienti�c goals for

the �rst research iteration in the context of knowledge base design:

O3 Analyse the state of the art of adaptive knowledge base design (RQ2.1). We con-

ducted a systematic literature review in the �eld of adaptive knowledge bases con-

sumed by third-party software systems, agnostic from the RE context. In contrast

with static knowledge bases, adaptive knowledge bases dynamically update and

evolve based on new inputs and contextual changes, enabling more �exible and

context-aware interactions with third-party systems. Stemming from the outcomes

of this research, we generalized and increased the scope of research to two major

research �elds: (1) knowledge graph design, as a means of developing, distributing

and maintaining knowledge bases; and (2) conversational agents design, as a third-

party software system consuming adaptive knowledge bases for factual knowledge

inference.

O4 Design and distribute a knowledge base in the form of a knowledge graph to sup-

port requirement-based inductive knowledge generation (RQ2.2). To achieve this

goal, we formalized our research strategy through one sample study:

O4SS1Mobile software repositories . In this sample study, we focused on the analy-

sis, collection, integration, storage, distribution and analysis of crowdsourced

24
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text documents from heterogeneous, distributed mobile app repositories (i.e.,

app stores, sideloading repositories, search engines). We selected the mobile

application domain for three main reasons: (1) the availability of textual doc-

uments in public repositories, including proprietary and user-generated arte-

facts; (2) the pervasiveness of mobile applications in users worldwide; and (3)

the dynamic nature of mobile app development, which frequently introduces

new features and updates, providing a rich and evolving dataset for analysis.

We employed a dataset of proprietary (i.e., summaries, descriptions, changel-

ogs) and user-generated (i.e., reviews) documents collected and periodically

updated from popular, large mobile app repositories.

3.2 Summary of contributions

Publications covered by Chapter 3 relate to the following contributions:

C2 Adaptive knowledge base design of crowdsourced RE-related documents embed-

ded into a knowledge graph. This entails:

C2.1 State of the art review in the �eld of software-based dialogue systems (with a

particular focus on knowledge base agents). Stemming from a state-of-the-art

review in the �eld of adaptive knowledge base design, we extended the scope of

this contribution to a systematic literature review in the �eld of software-based

dialogue systems. This decision was motivated by the relevance of knowl-

edge base conversational agents (i.e., dialogue systems consuming a knowl-

edge base), from which design speci�cations concerning NL-based software

systems, adaptive knowledge bases and knowledge graphs consumed by third-

party software systems (e.g., dialogue systems, recommender systems) were

key. From the resulting publication (i.e., D [62]), and for the scope of this

thesis, we recommend reading research results from scienti�c question SQ3,

which focuses on the following features 1: design dimensions (F5), from which

we consolidated literature in the �eld of adaptive knowledge bases and gen-

erative AI systems; technical implementation speci�cations ( F6), from which

we consolidated a taxonomy of rule-based and ML-based methods for NLP-

related tasks (including natural language generation); and context-awareness

(F7), from which we elicited context and feedback data sources and adaptive

mechanisms from the user perspective.

1Terminology and acronyms of features are based on the contents of the original publication for consistency
and traceability purposes.
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C2.2 Data collection service for the integration of metadata and text documents in

the �eld of mobile app development. Following a sample study methodology

(O4SS1), we analysed, categorized and selected a set of heterogeneous mobile

app repositories, representing a variety of popular repository types and popular

instances, including app stores (i.e., Google Play2), search engines (i.e., Alterna-

tiveTo3) and sideloading repositories (i.e., F-Droid 4). We designed and built a

data collection service integrating API consumption through HTTP-based com-

munication and web scraping patterns to collect and integrate app-related data

from these repositories. This service is distributed as a standalone service within

the context of the software-based tool suite obtained from RQ2 ( MApp-KG),

serving multiple data collection scenarios and allowing �exibility for general-

ization to other domains and even extension with other repositories.

C2.3 Publicly available knowledge graph for the storage and distribution of text

documents in the �eld of mobile app development. As a continuation of the

previous sample study (O4SS1), we distributed a public instance of the gener-

ated knowledge graph ( MApp-KG) for the most popular applications as ranked

by Google Play Rank algorithm 5 for each Google Play category6. This public in-

stance is updated weekly with continuous polling processes, allowing updates

of proprietary documents (e.g., changelogs) and the addition of user-generated

documents (e.g., user reviews). This knowledge graph served as a software-

based contribution and dataset used as input for the next research iterations

(see Chapter 4).

C3 Similarity-based recommendation engines using deductive and inductive knowl-

edge generation. This entails:

C3.1 Software recommender system based on deductive and inductive knowledge

generation. As a continuation of the previous sample study (O4SS1), we ex-

tended the knowledge graph with deductive (i.e., explicit) and inductive (i.e.,

implicit) knowledge generation to serve as a knowledge base to support mobile

app recommendation to users and developers. The knowledge base is designed

to enhance knowledge inference for a multi-domain catalogue of mobile ap-

plications using information (i.e., features) extracted from the collected textual

documents.
2https://play.google.com/store/
3https://alternativeto.net/
4https://f-droid.org/
5https://support.google.com/googleplay/android-developer/answer/9958766
6https://support.google.com/googleplay/android-developer/answer/9859673
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C4 Syntactic and Transformer-based feature extraction methods for proprietary and

user-generated documents. This entails:

C4.1 Software-based tool for syntactic-based extraction of feature mentions from

crowdsourced textual documents. As an extension from C3.1, we designed

and developed a tool for the automatic extraction of feature mentions in the

context of mobile applications. Based on a literature review, we elicited stan-

dard methodologies in the �eld of mobile app feature extraction based on the

use of syntactic patterns. Using this knowledge, we developed a tool leveraging

syntactic annotations from Transformer-based models to apply those syntactic

patterns to proprietary documents. This process elicited remaining challenges

in the �eld, including low recall on review-based feature extraction methods.

Consequently, the lessons learned from this stage were used as input for the

next research iterations (see Chapter 4).
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Chapter 4

Requirements feedback gathering:
Review-based feedback analysis

4.1 Introduction

Following the Design Science methodology as described in Section 1.3, and based on the

formulation of RQ3, we re�ne the thesis goal by eliciting the following scienti�c goals for

the �rst research iteration in the context of knowledge base design:

O5 Analyse the state of review-based feedback analysis (RQ3.1). We conducted a liter-

ature review in the �eld of app review mining to support requirements engineering

tasks. Through the identi�cation of key recent literature in the �eld [18], we focused

on common review-based feedback-gathering techniques and we elicited state-of-

the-art challenges related to those techniques, mainly: (1) feature-speci�c analysis

(i.e., feedback analysis regarding speci�c functionalities or capabilities in the context

of mobile applications), and (2) sentiment-speci�c analysis (i.e., identifying senti-

ments associated to particular features, topics or requests).

O6 Design Transformer-based methods for document-driven feature-speci�c analysis

in the context of app reviews (RQ3.2). To achieve this goal, we formalized our re-

search strategy through one sample study:

O6SS1Mobile software repositories (popular Google Play apps) . As an extension

of O4SS1, we guided this research as a sample study focusing on the most pop-

ular applications per category based on the Google Play Rank algorithm. Our

approach leverages crowdsourced user annotations of features from a software

recommendation platform (i.e., AlternativeTo 1). Hence, the decision to focus

1https://alternativeto.net/
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on popular apps was motivated by the extensiveness of crowdsourced user an-

notations. This extension is re�ected in the public instance of the mobile app

knowledge graph ( MApp-KG), as depicted in Section 3.2.

O7 Design a software-based pipeline to identify events stemming from app reviews

based on user opinions within a given market segment (RQ3.3). To achieve this

goal, we formalized our research strategy through one case study:

O7CS1 Twexit: user migration from Twitter . In this case study, we focused on the dis-

ruptive landscape of the microblogging app market experienced around Octo-

ber 2022, when Twitter, Inc. of�cially announced the acquisition of the company

and its products (including the former Twitter app) by Elon Musk [17]. This

phenomenon caused a huge �aw of users from Twitter to other platforms like

Mastodon, the emergence of new competitors, and other software- and context-

based minor-related events. Using the Twexit as a catalyst for our analysis, we

focused on the reviews published within a 1-year time window around Twexit

in the context of 10 of the most popular microblogging mobile apps. The goal

was to observe the potential of a statistical-based approach to detect such events

in a well-known scenario, eliciting other minor events as well. Furthermore, we

also focused on the communication and reporting of these events by integrating

generative-based summarization techniques for large batches of reviews, using

prompt-engineering methods to report signi�cant events.

4.2 Summary of contributions

Publications covered by Chapter 4 relate to the following contributions:

C4 Syntactic and Transformer-based feature extraction methods for proprietary and

user-generated documents. This entails:

C4.2 Transformer-based method for leveraging crowdsourced user annotations and

extracting feature mentions using large language models. We designed a soft-

ware-based proposal (T-FREX) for leveraging automatically extracted crowd-

sourced feature annotations from real users and transferring those annotations

into the reviews. We rede�ned the task of feature extraction as a Named-Entity

Recognition (NER) task (i.e., token classi�cation), and we �ne-tuned a set of

Transformer-based models (i.e., BERT, RoBERTa, XLNet) for feature extraction.

We conducted empirical analysis of such models, including human external
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evaluation to assess the limitations of the generated ground truth. In addition,

we compared our approach with previous methods to assess its improvement

in the context of app review processing, with a particular focus on the recall of

such methods. Generated models are distributed and publicly available in the

HuggingFace models collection, to facilitate reusability and integration in other

systems.

C5 Software-based support for integration and empirical analysis of feature-based

emotion classi�cation tasks. This entails:

C5.1 Software-based tool to combine feature extraction with emotion classi�cation

to support feature-based user feedback analysis. Using our previous work in

feature extraction (TransFeatEx, T-FREX), we complemented our work by gen-

erating a software-based tool (RE-Miner) for the integration of feature extrac-

tion and emotion classi�cation tasks. Our proposal is designed as a back-end

infrastructure or hub of methods to facilitate empirical evaluation and repli-

cation studies of such methods, focusing on RE practitioners and researchers.

Additionally, we also developed an analytical dashboard in the form of a web

application to facilitate the feature-based emotion classi�cation use case for RE

practitioners and product owners. The last version of this tool is integrated with

the mobile app knowledge graph (MApp-KG), in order to provide a large-scale

dataset integrated with the tool to facilitate analysis and further research in the

�eld.

C6 Detection and communication method for automatic detection of software-related

events from user reviews. This entails:

C6.1 Statistical and generative-based method to detect and report software-related

events. We designed, formalized and developed a fully automatic method for

the detection of software-related events. These events are reported by combin-

ing metric analysis with statistical deviations from historical records from these

metrics. Furthermore, our approach focuses on the context of competition anal-

ysis, reporting the potential correlation of concurrent events which might be af-

fecting each other. This technical design is integrated into a software-based tool

(RECoDy). Additionally, we analyse the potential of using prompt engineering

with generative AI (i.e., GPT-3.5 model) to improve communication and report
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of such events to practitioners. We extend this summarization with a catego-

rization proposal of event types to facilitate and infer potential decisions and

insights in the given market segment.
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Chapter 5

Conclusions and future work

5.1 Discussion on relation extraction (RQ1)

RQ1. How can we enhance the effectiveness and adoption of NLP methods for relation
extraction from text-based requirement-related documents? (Chapter 2)

Our results from the literature review and subsequent empirical investigations, partic-

ularly through the case studies with Siemens (O2CS1) and The Qt Company (O2CS2), pro-

vided a dual perspective on the challenges and practical implications of automating rela-

tion extraction in industrially relevant environments. The development of an OBR method

combined with AL in the Siemens case study introduced a novel approach to understand-

ing, classifying and communicating interdependencies in requirements documents. The

key to this strategy underscored the bene�ts of knowledge expert modelling, especially

in combination with ML-based methods like AL. This hybrid method reports better accu-

racy in comparison with baseline models. Additionally, the use of a graph-based TF-IDF

similarity detection method in the Qt case study illustrated its effectiveness and broad

applicability for identifying duplicates within issue-tracking systems. This contribution

is particularly noteworthy for its practical utility, demonstrating scalability and enhancing

operational ef�ciency. The method's integration into the ORSI tool re�ects a direct applica-

tion that supports RE practitioners in managing and prioritizing issues, thus contributing

to more effective release planning.

To facilitate and structure the discussion of RQ1, below we elicit and summarize the

main outcomes of this RQ1:

• Bene�ts of high recall over high precision. Empirical evaluation of both O2CS1

and O2CS2 builds upon the argument that cognitively challenging NLP tasks bene�t

1For consistency, to avoid redundancy, and to facilitate generalization of the outcomes of this thesis, we
focus on the discussion of main research questions RQ1, RQ2 and RQ3. Detailed discussions on the results of
each sub-research question are covered by the publications covered in each Chapter.
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from higher recall values rather than higher precision. This idea is built upon the ar-

gument that rejecting a wrong prediction (i.e., a false positive of a potential relation

between documents) is less time-consuming than manually conducting the task of

�nding a correct candidate (i.e., a true positive of a potential relation) [12]. Our re-

sults, validated with feedback from industrial practitioners, showcase that our meth-

ods and tools are particularly suitable for retrieving all potential responses, therefore,

reducing the negative impact of missing a potential dependency or duplicated doc-

ument.

• Context as a key design factor. While the adoption of state-of-the-art NLP methods

in industrial settings is a pressing need, tailoring these solutions to speci�c applica-

tion environments (e.g., railway maintenance, software issue tracking) is as challeng-

ing as necessary. Combining ML and DL methods with modelled expert knowledge

(e.g., ontology design as in O2CS1) facilitates context-dependent, domain-speci�c

knowledge inference tasks like feature extraction. Similarly, effectiveness in the adop-

tion of relation extraction methods is also domain-dependent, for which the elicita-

tion of needs and software adaptation to a speci�c industrial setting (e.g., extending

duplicate and cross-reference detection in existing issue trackers as in O2CS2) is also

key. Involving practitioners in the design and evaluation process of such tools facili-

tates its actual integration, increasing not only the accuracy of context-aware systems

but also improving their relevance and interpretability.

• Human in the loop as an opportunity. Emerging from the need to involve expert

knowledge to reject wrong proposals for potentially related documents, involving

the human in the relation extraction loop is conceived as an opportunity rather than

an obstacle. While the designed methods m and tools t improve the performance

ef�ciency of NLP tasks T , full automation is overall not only not possible, but highly

discouraged from the practitioner's perspective. In O2CS1, we suggested the combi-

nation of OBR with AL serving as an oracle-based extension in two different settings.

In O2CS2, visualization, communication and con�rmation of proposed dependen-

cies (including potential duplicates) are included as part of the design work�ow of

the tool. Overall, this argument strengthens in complex and constantly evolving

project settings, especially when the authors of the analysed documents are of di-

verse nature.

• Focus on scalable and adaptable integration. The adoption of Transformer-based

LLMs for real-time model inference in large-scale industrial settings remains a sig-

ni�cant challenge from the scalability and ef�ciency perspective. Our research fo-
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cused on the adoption of methods providing a balance for optimal performance be-

tween functional suitability and performance ef�ciency. In the context of the relation

extraction methods we proposed, the cost of extending the set of documents in a

given context by adding a new requirement (O2CS1) or a new issue (O2CS2) is al-

most neglectable. This is a consequence of the design decisions of these methods,

including a graph-based knowledge representation (e.g., ontologies, issue graphs),

the optimized selection of potentially related entities (in contraposition with brute-

force search), and ef�cient generation of textual embeddings.

• Communication and interpretation of results. As involving the human in the loop

is key, it is also essential that the designed methods and tools provide actionable and

interpretable results. However, most research in the �eld of NLP tools and methods

for RE still focuses on functional suitability and performance ef�ciency, neglecting

other software-based quality metrics that are key for the successful adoption of such

systems, such as learnability, operability and appropriateness recognizability [45].

The use of a conceptual ontology modelling dependencies, for which experts can

provide feedback acting as oracles (O2CS1), is an example of actionable reasoning.

On the other hand, a graph-based representation of an issue graph to facilitate clear

visualization and contextualized data representation (O2CS2) is an example of inter-

pretable results.

5.2 Discussion on knowledge base design (RQ2)

RQ2. How can we enhance the effectiveness and adoption of NLP methods for design-
ing knowledge bases of text-based requirement-related documents? (Chapter 3)

We derived the results of this RQ from the research outcomes in the context of crowd-

sourced documents from multiple mobile app repositories (O4SS1). The design and distri-

bution of an adaptive, constantly evolving knowledge base illustrate the use of knowledge

graphs for particular, domain-speci�c knowledge bases which can be used for knowledge

inference. These are showcased either through topology-based inductive knowledge gen-

eration (bene�tting from the graph-based structure) or through purely NLP methods (ben-

e�tting from particular NLP processes). Moreover, similarly to RQ1, we focused on illus-

trating their applicability in large-scale contexts where satisfying real-time user queries is

key. Furthermore, this research served as an introduction to the �eld of feature extrac-

tion, as a core descriptor for requirements engineering tasks in the mobile app domain.
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To this end, we extended the scope of research with an accessible feature-oriented knowl-

edge base integrating feature extraction techniques leveraging Transfomer-based syntactic

annotations.

From this summary, below we elicit and summarize the main outcomes of RQ2:

• Knowledge graphs as adaptive, timely knowledge bases. Using an RDF knowl-

edge graph entails multiple design particularities which contribute to effective and

ef�cient knowledge bases in the context of RE document management. These ben-

e�ts include the integration of heterogeneous repositories, interoperability of data

and software resources, timely incorporation of updates, and ef�cient knowledge

generation, among others. In the era of LLMs, building robust knowledge bases to

support fact-based inferences is key to overcoming hallucination and error-prone in-

terpretations of these models, which are still undergoing intense study (especially

in the context of chatbots or conversational agents). Consequently, our research en-

compasses methodological and artefact contributions (MApp-KG) in the context of

popular mobile app repositories (O4SS1).

• Effective and ef�cient use of NLP-based inductive knowledge generation in large-

scale contexts. Balancing functional effectiveness and performance ef�ciency is a key

aspect valued by practitioners requiring domain-speci�c knowledge bases (as dis-

cussed in RQ1). While both topology-based (i.e., graph-based similarity) and NLP-

based methods (i.e., TF-IDF-based similarity) for inductive knowledge generation

require large batch processes, real-time knowledge inference is suitable to satisfy on-

demand user requests. Assuming the potential threats to validity and limitations of

our research, we argue that generalization beyond the mobile app domain (O4SS1) is

possible by extending and rede�ning the concept of a featurethrough other formal-

izations.

• Feature as a core descriptor, but several formalization challenges remain. Stem-

ming from the previous discussion item, the literature review in the �eld show-

cases the potential and relevance of the concept of features in the mobile app do-

main (O4SS1). Nevertheless, the de�nition of what entails a feature, as well as the

formalization and syntactic structure, is still problematic, considered cognitively bi-

ased, and reports limited agreement between humans [18]. Consequently, while

some ground-truth datasets exist, the evaluation of state-of-the-art methods still re-

ports multiple effectiveness challenges. Furthermore, there is a lack of reproducible

methods incorporating state-of-the-art feature extraction methods. Our contribu-

tions (MApp-KG, TransFeatEx) aim at overcoming some of these challenges, either
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through reusability of the sample study dataset (O4SS1) or through replication and

generalization to other domains.

• Cognitive differences between proprietary and user-generated documents. A par-

ticular challenge of formalizing features is the cognitive differences in interpreting

what exactly is a feature from the developer's and the user's perspective. Propri-

etary documents are comprehensive, well-structured, grammatically correct, long

and publicity-oriented. On the other hand, user reviews are short, biased, with po-

tential spelling and grammar errors, context-dependent, or even include spam and

noisy content. These limitations are showcased by the effectiveness of feature extrac-

tion methods focused on user reviews. Consequently, there is a pressing need for

review-based feature extraction methods, which we addressed in this thesis through

RQ3 (see Section 5.3).

• Need for open-access datasets and data repositories. Mobile app repositories present

multiple advantages due to the large availability of crowdsourced documents (both

from users and developers). Still, several challenges remain when using these reposi-

tories, including schema integration, data integration, storage and distribution. How-

ever, these dif�culties escalate signi�cantly in other domains where crowdsourced

generation is less frequent, such as APIs, IDE plugins, browser extensions or even

desktop applications. Furthermore, emerging domains such as AI-based applica-

tions (e.g., text generation, image edition) for end-users could also bene�t from timely

knowledge base generation, which can later support NLP4RE processes to bridge the

gap between user expectations and developer's mindset (see Section 5.3).

5.3 Discussion on review-based feedback analysis (RQ3)

RQ3. How can we enhance the effectiveness and adoption of NLP methods for
analysing user feedback from text-based requirement-related documents? (Chapter 4)

The design of an adaptive knowledge base in the �eld of mobile apps and the anal-

ysis of proprietary documents triggered the need for particular methods and tools for

analysing user-generated documents. Consequently, RQ3 scope stems as an extension

from O4SS1 (see Section 4.1). Our research illustrates how popular, open-access crowd-

sourced repositories can be leveraged to overcome dataset limitations in both supervised

and unsupervised learning settings. Speci�cally, we rede�ned feature extraction as a token

classi�cation task leveraging user annotations of popular mobile apps while overcoming

limitations and challenges in processing user-generated review documents (O6SS1). In the
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context of unsupervised and generative AI tasks, while focusing on the same document

type and context, we extended our research through a particular case study to a different

feedback-gathering task to illustrate the potential of user reviews in the context of compe-

tition and market analysis (O7CS1).

From this summary, below we elicit and summarize the main outcomes of RQ3:

• Transformer-based predictive AI improves feature extraction for user-generated

documents. We overcome the limitations of existing ground truth by leveraging

crowdsourced user annotations in real settings, transferring annotations from popu-

lar mobile apps in Google Play (O6SS1) to a large dataset of reviews. Encoder-only

LLMs prove effective in the context of document, sentence and token classi�cation

tasks, for which we rede�ned the feature extraction task ( T-FREX) to bene�t from

using these models. Furthermore, empirical evaluation and comparative analysis

support building explainability and understanding of these models, mainly related

to their architecture, size, pre-training tasks, embedding generation methods and

output formats. These insights can later support either future work in the �eld of

feature extraction or predictive AI for RE tasks in general.

• Lack of �ne-grained emotion analysis combined with feature extraction in the �eld

of mobile apps. Review-mining in the context of mobile apps mostly circles around

opinion mining tasks, for which features and sentiments are some of the main de-

scriptors [18]. While polarity-based emotion analysis (i.e., positive/neutral/negative)

has been largely addressed, a �ne-grained analysis using complex emotion taxono-

mies [26] is missing. Emotion-based research in other domains such as issue-tracking

systems [44] or question-and-answer sites [66] can be leveraged to the mobile app

domain (O6SS1). Nevertheless, app reviews entail multiple particularities due to

the nature and format of these documents (see Section 5.2). Consequently, we argue

there is a research gap for which combined feature-based emotion analysis can be ex-

plored, for which our software-based contributions ( RE-Miner) can lay the ground-

work.

• Transfomer-based generative AI facilitates communication of events stemming

from app reviews. On the basis of exploiting Transformer-based LLMs, our research

in reporting and communicating potentially correlated events ( RECoDy) within a

given marketplace such as microblogging mobile apps (O7CS1) showcases the po-

tential of decoder-only LLMs. Our research showcases the potential of these types

of LLMs in an unexplored research �eld (i.e., competition analysis), for which sum-

marization and generalization from particular document instances (i.e., reviews) are
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used to communicate results to potential stakeholders. Nevertheless, we rely on sta-

tistical processes whenever possible (i.e., event and correlation detection), limiting

and delegating the use of LLMs for cognitively challenging tasks (i.e., event summa-

rization).

• Leveraging review-based user feedback to support competition analysis remains

unexplored. Our contributions in review-based competition analysis ( RECoDy) show-

case a potential research gap in exploring review-based feedback to support compe-

tition analysis tasks. Related work on market analysis focuses on sentiment analysis

and content classi�cation, including bug reports or feature requests [76, 8, 19]. While

timely analysis of reviews and event detection is not novel [22], we argue that further

advances in this �eld can extend the scope and visibility of such methods towards

a complete market segment. Furthermore, previous contributions in the �eld of fea-

ture extraction ( T-FREX) and emotion classi�cation ( RE-Miner) can also be integrated

to extend the outcomes of such events and complement the market analysis.

5.4 Conclusions

We scoped this thesis as a set of method and means research questions to enhance the

state of the art of software-based tools by contributing to transversal research gaps (see

Section 1.1.3) in three core NLP4RE areas: requirements traceability, requirements analy-

sis and information retrieval, and requirements feedback gathering. Resulting outcomes

(summarized in Figure 1.4) encompass multiple contributions for scalable, available and

reusable NLP4RE tools, fostering dissemination and future research in the �eld (RG3).

Beyond encapsulating semi-automatic methods for such tasks in software-based contribu-

tions, our research encompasses design features for these tools such as interoperability,

reusability, and communication and interpretation of results.

The use of different case and sample studies through RQ1, RQ2 and RQ3 provides spe-

ci�c insights concerning the balance between the effectiveness and the ef�ciency of such

solutions. Furthermore, evaluation with practitioners illustrates key aspects for assessing

the overall quality of NLP4RE software artefacts, such as scalability and adaptability. Con-

cerning scalability (RG1), we illustrated research scenarios in which the use of ML-based

systems over Transfomer-based models provides acceptable effectiveness levels while en-

suring ef�ciency of use in real industrial settings. Concerning adaptability (RG2), we il-

lustrated how the use of adaptive knowledge bases developed as knowledge graphs for

crowdsourced documents can serve multiple use cases to support RE-related tasks, includ-

ing feature extraction and software recommendation.
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Transfomer-based models are shaping the landscape of future research through the

integration of LLMs. Nevertheless, as several challenges emerge, their design principles

must be properly tailored to the tasks and domains at hand. Our contributions in this area

provide a two-fold perspective on the potential illustration of such models in NLP4RE

tasks (RG4). Encoder-only models show promising results in predictive AI tasks such

as feature extraction or emotion classi�cation. On the other hand, decoder-only models,

which have become more pervasive in recent years, show signi�cant improvements in

knowledge interpretation and generation tasks such as text summarization. Neverthe-

less, generative AI still requires from pervasiveness of open-source models, explainability

methods for generated results, more ef�cient model inference and mitigation actions for re-

ducing hallucinations. While they will represent the state of research in the years to come,

these challenges still need to be considered, especially when integrating such methods in

real, large-scale settings.

5.5 Future work

Based on the iterative research methodology, we focus the future work of this thesis on

the extension of the latest contributions (RQ3) based on the collected feedback from the

dissemination stage.

Speci�cally, we are currently working on the following extensions of already published

contributions, which fall outside the scope of this thesis:

K' Explainability and understandability of LLMs for feature extraction. The goal of

this extension is to provide insights into the inner workings of encoder-based LLMs

to improve the accuracy of the feature extraction task. To this end, we have explored

the impact of extending the pre-training of such models with a large dataset of doc-

uments (i.e., reviews). Furthermore, we have also explored the impact of instance

selection mechanisms (i.e., selection of appropriate documents) for the token clas-

si�cation training steps. This research aims to help researchers and requirements

engineers integrate these LLMs into other RE tasks and research domains. The exper-

imentation stage has concluded, and the draft for submitting this article is currently

being prepared.

L' Design and empirical evaluation of multi-class emotion detection methods for

software reviews. The goal of this extension is to �ll the gap in �ne-grained multi-

class emotion detection methods in the �eld of user-generated reviews by leveraging

LLMs. To this end, we are conducting a literature review on emotion detection meth-

ods and multi-class emotion datasets for user reviews in general, with a particular
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focus on software and app reviews. As a next step, we plan to leverage LLMs for the

text classi�cation task and compare their performance with traditional approaches

in the �eld.

M' Generalization and re�nement of review-based competition analysis. The goal of

this extension is to validate the hypothesis generated by the original technical de-

sign paper describing a novel method for review-based competition analysis. To this

end, we plan to extend the set of metrics used for event monitoring and correlation

detection. We also aim to generalize the results towards emerging, novel software

domains (e.g., AI-based software applications). Finally, we intend to enhance the

evaluation with a more advanced and replicable summarization layer to improve

the communication and reporting of events.

Finally, and focusing on traceability towards contributions in RQ1 and RQ2, we plan on

incorporating this future work into the MApp-KG suite of software components for build-

ing adaptive knowledge bases in the �eld of mobile applications. This includes method-

ological contributions (i.e., emotion-based analysis) but also domain extension (i.e., soft-

ware applications), focusing again on generalization of research �ndings. Ultimately, we

plan on continuing and maintaining such data and software artefacts to support future

research, either for internal work or as a contribution to the NLP4RE community.
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