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ABSTRACT

The work presented in this dissertation is a compendium of articles and

is based on three main applications of advanced statistical methodologies on

real-world complex datasets.

The �rst application concerns wild�re e�ects and is divided into two sections.

For the �rst section, we know that the e�ects of wild�res are heterogeneous,

meaning that the magnitude of their e�ects depends on many factors such as

geographical situation, climate, and land cover/vegetation type, among others.

Yet, which areas are more a�ected by these events remains unclear. Here we

present a novel application of theGeneralized Synthetic Control (GSC) method

that enables the quanti�cation and prediction of vegetation changes due to

wild�res through a time-series analysis of in situ and satellite remote sensing

data. We apply this method to a span of medium to large wild�res (� 1000

acres) in California throughout a time-span of two decades (1996{2016). The

capacity of this method for estimating counterfactual vegetation characteristics

for burned regions is explored, and abrupt system changes are quanti�ed. We

�nd that the GSC method is better at predicting vegetation changes than the

more traditional approach of using nearby regions to assess wild�re impacts.

With regard to the second section of this �rst application, we aim to explain

the dynamics of wild�re e�ects on a vegetation index (previously estimated by

causal inference through synthetic controls) from available pre-wild�re informa-

tion (mainly proceeding from satellites). For this purpose, we use regression

models from Functional Data Analysis, where wild�re e�ects are considered

functional responses, depending on the elapsed time after each wild�re, with

pre-wild�re data acting as scalar covariates. Our main �ndings show that veg-

etation recovery after wild�res is a slow process, a�ected by many pre-wild�re

conditions, among which the richness and diversity of vegetation is one of the

best predictors.
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For the second application in this dissertation, we use count data on the ar-

rivals at the Camp Nou stadium, owned and managed by Futbol Club Barcelona

(FCB). FCB operates the largest stadium in Europe (with a seating capacity of

almost one hundred thousand people) and hosts recurring sports events. The

attendance to these is in
uenced by multiple conditions (time and day of the

week, weather, adversary) and have a palpable e�ect on city dynamics { e.g.,

peak demand for related services like public transport and stores. We study �ne

grain audience entrances at the stadium, segregated by gate and visitor type,

in order to gain insights and predict the arrival behavior of future games. We

can forecast the timeline of arrivals at gate level 72 hours prior to kicko�, facili-

tating operational and organizational decision-making by anticipating potential

agglomerations and audience behavior. Furthermore, we can identify patterns

for di�erent types of visitors and understand how relevant factors a�ect their

turnout.

Lastly, the third application explores the ways in which mobile phone, cen-

sus, and volunteered geographical data can be used to measure geographic varia-

tions in the relationship between origin-destination 
ows and local urban accessi-

bility in Barcelona. By means of a Negative Binomial Geographically Weighted

Regression model we show that, globally, people tend to visit neighborhoods

with better access to education facilities and retail. Locally, these and other

features di�er in sign and magnitude throughout the di�erent city neighbor-

hoods in ways that are not explained by administrative boundaries, providing

deeper insights regarding urban characteristics such as rental prices. In conclu-

sion, our work suggests that the qualities of a 15-minute city can be measured

at scale, delivering actionable insights on the polycentric structure of cities, and

the way people use and access this structure.

All in all, the work presented in this thesis is a combination of statistics,

applied statistics, data science, econometrics and economics, showing distinct

ways and applications in which the temporal and spatial dimension can be

treated and used to answer relevant research questions.
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RESUMEN

El trabajo presentado en esta tesis es un compendio de art��culos basado prin-

cipalmente en tres aplicaciones de metodolog��as estad��sticas avanzadas en con-

juntos de datos complejos.

La primera aplicaci�on es sobre los efectos de los incendios forestales y est�a

dividida en dos secciones. Para la primera secci�on, sabemos que los efectos de

los incendios son heterog�eneos, lo cu�al signi�ca que la magnitud de sus efectos

depende de muchos factores como la regi�on geogr�a�ca, el clima, o el tipo de

vegetaci�on. Sin embargo, cu�ales �areas son las que se ven m�as afectadas por estos

acontecimientos no est�a del todo claro. Aqu�� presentamos una nueva aplicaci�on

de la metodolog��a Generalized Synthetic Controls (GSC) que nos permite la

cuanti�caci�on y predicci�on de cambios de vegetaci�on debido a los incendios, a

trav�es del an�alisis de series temporales obtenida de datos satelitales. Aplicamos

esta metodolog��a a incendios medianos y grandes (� 404 hect�areas) en California

durante un periodo de dos d�ecadas (1996-2016). Exploramos las capacidades

del m�etodo para estimar las caracter��sticas de las vegetaciones contra factuales

o hipot�eticas para detectar cambios dr�asticos en los ecosistemas. Finalmente,

encontramos que el m�etodo GSC es una mejor opci�on para predecir cambios

en la vegetaci�on que los m�etodos m�as tradicionales, como utilizar las regiones

cercanas para medir los efectos de los incendios.

Para la segunda parte de esta primera aplicaci�on, nuestro objetivo es explicar

la din�amica de los efectos en un ��ndice de vegetaci�on (anteriormente estimado

usando inferencia causal a trav�es de controles sint�eticos) de la informaci�on pre-

via al incendio (sobretodo informaci�on obtenida a trav�es de los sat�elites). Con

ese prop�osito, utilizamos modelos de regresi�on del An�alisis de Datos Funcional,

donde los efectos de los incendios son considerados respuestas funcionales, de-

pendiendo del tiempo transcurrido despu�es de cada incendio, mientras que la

informaci�on anterior a los incendios es utilizada de forma escalar. Nuestros
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hallazgos principales muestran que la recuperaci�on de la vegetaci�on despu�es de

los incendios es un proceso lento, afectado por muchas condiciones previas al

incendio, entre las cuales la riqueza y la diversidad de la vegetaci�on son unas de

las cualidades m�as importantes a la hora de predecir las recuperaciones.

Para la segunda aplicaci�on de esta tesis, utilizamos datos de contaje sobre las

llegadas al estadio Camp Nou del Futbol Club Barcelona (FCB). El FCB opera

el estadio m�as grande de Europa (con una capacidad de asientos cerca de las

cien mil personas) y gestiona recurrentemente eventos deportivos. Estos eventos

est�an in
uenciados por m�ultiples condiciones (la hora y el d��a de la semana, el

tiempo, el contrincante) y afectan las din�amicas de la ciudad { por ejemplo,

picos de demanda de los servicios relacionados como el transporte p�ublico y las

tiendas. Nosotros estudiamos datos detallados sobre las entradas de la audiencia

en el estadio, segregando por distintos tipos de visitante y puertas, para ganar

perspectivas y predecir el comportamiento de las llegadas en futuros partidos.

Podemos predecir el cronograma de las llegadas a nivel de puerta 72 horas

antes del pitido inicial del partido, facilitando la toma de decisiones operacional

y organizacional, anticipando aglomeraciones potenciales y el comportamiento

de la audiencia. Adem�as, podemos identi�car patrones para distintos tipos de

visitantes y entender como distintos factores los afectan.

Finalmente, la tercera aplicaci�on explora como el uso de datos de dispositivos

m�oviles, censos, y datos voluntarios geogr�a�cos podemos medir las variaciones

geogr�a�cas en la relaci�on en origen y destino de los 
ujos de personas y la

accesibilidad local urbana en Barcelona. Utilizando un modelo deNegative Bi-

nomial Geographically Weighted Regression, demostramos que, globalmente, la

gente tiende a visitar vecindarios con mejor acceso a la educaci�on y la venta

minorista. Localmente, estos y otros factores cambian en signo y magnitud, a

trav�es de los distintos vecindarios de la ciudad en formas que no se explican por

los l��mites administrativos, y que proporcionan conocimientos m�as profundos

respecto a las caracter��sticas urbanas como los precios de los alquileres. En

resumen, nuestro trabajo sugiere que las cualidades de las ciudades de 15 min-

utos pueden ser medidas a escala, entregando y revelando una visi�on sobre las
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estructuras polic�entricas de las ciudades, y c�omo la gente utiliza y accede a esta

estructura.

En resumen, el trabajo presentado en esta tesis es una combinaci�on de

estad��stica, estad��stica aplicada, data science, econometr��a y econom��a, de-

mostrando distintas formas y aplicaciones en las que, tanto el aspecto temporal,

como el dimensional, pueden ser tratados para responder preguntas de investi-

gaci�on relevantes.
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RESUM

La feina presentada en aquesta tesi �es un compendi d'articles basat princi-

palment en tres aplicacions de metodologies estad��stiques i conjunts de dades

avan�cades.

La primera aplicaci�o �es sobre els efectes dels incendis forestals i est�a dividida

en dues seccions. Per a la primera secci�o, sabem que els efectes dels incendis

s�on heterogenis, �es a dir, que la magnitud dels efectes dep�en de molts factors

com la regi�o geogr�a�ca, el clima o el tipus de vegetaci�o. Tot i aix��, no est�a del

tot clar quines �arees s�on les que es veuen m�es afectades per aquests esdeveni-

ments. Aqu�� presentem una nova aplicaci�o de la metodologiaGeneralized Syn-

thetic Controls (GSC), que ens permet la quanti�caci�o i predicci�o de canvis de

vegetaci�o deguts a incendis per mitj�a de l'an�alisi de s�eries temporals obtingudes

amb dades satel•litals. Apliquem aquesta metodologia a incendis mitjans i grans

(>404 hect�arees) a Calif�ornia durant un per��ode de dues d�ecades (1996-2016).

Llavors explorem la capacitat del m�etode per a estimar les caracter��stiques de

les vegetacions contrafactuals o hipot�etiques per tal de detectar canvis dr�astics

en els ecosistemes. Finalment, concloem que el m�etode GSC �es una opci�o millor

per a predir canvis en la vegetaci�o que els m�etodes m�es tradicionals, com ara

utilitzar les regions pr�oximes per a mesurar els efectes dels incendis.

Per a la segona part d'aquesta primera aplicaci�o, el nostre objectiu �es explicar

la din�amica dels efectes sobre un ��ndex de vegetaci�o (anteriorment estimat amb

la infer�encia causal per mitj�a de controls sint�etics) de la informaci�o pr�evia a

l'incendi (sobretot informaci�o obtinguda a trav�es dels sat�el •lits). Amb aquest

prop�osit, fem servir models de regressi�o de l'An�alisi de Dades Funcionals, on

els efectes dels incendis es consideren respostes funcionals en funci�o del temps

transcorregut despr�es de cada incendi, mentre que la informaci�o anterior als

incendis s'empra de manera escalar. Els nostres resultats principals mostren

que la recuperaci�o de la vegetaci�o despr�es dels incendis �es un proc�es lent i
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afectat per moltes condicions pr�evies a l'incendi, entre les quals la riquesa i la

diversitat de la vegetaci�o s�on algunes de les qualitats m�es importants a l'hora

de predir recuperacions.

Per a la segona aplicaci�o d'aquesta tesi, fem servir dades de comptatge

d'assist�encies al Camp Nou, l'estadi del Futbol Club Barcelona (FCB). El FCB

opera l'estadi m�es gran d'Europa (amb una capacitat de seients totals pr�oxima

a les cent mil persones) i gestiona esdeveniments esportius de manera recurrent.

Aquests esdeveniments estan afectats per diverses condicions (l'hora i el dia de

la setmana, el temps, l'adversari) i afecten les din�amiques de la ciutat { per ex-

emple, els pics de demanda dels serveis relacionats com el transport p�ublic i les

botigues. Nosaltres estudiem les dades detallades sobre les entrades del p�ublic

a l'estadi, segregant per tipus de visitants i per portes, per tal de guanyar per-

spectives i predir el comportament de l'assist�encia en partits futurs. Podem

predir el cronograma d'entrades per porta 72 hores abans del comen�cament del

partit, cosa que fa m�es f�acil la presa de decisions operacional i organitzacional i

permet d'anticipar aglomeracions potencials i el comportament de l'audi�encia.

A m�es, podem identi�car patrons per als diferents tipus de visitants i entendre

com els afecten els diferents factors.

Finalment, la tercera aplicaci�o explora com, utilitzant dades de dispositius

m�obils, censos, i dades geogr�a�ques volunt�aries, podem mesurar les variacions

geogr�a�ques en la relaci�o origen-dest�� dels 
uxos de persones i l'accessibilitat

local urbana a Barcelona. Partint d'un model Negative Binomial Geographically

Weighted Regression, demostrem que, globalment, la gent tendeix a despla�car-

se als barris amb m�es bon acc�es a l'educaci�o i al petit comer�c. Localment,

aquests factors i d'altres canvien en signe i magnitud en funci�o del barri de

maneres que no s'expliquen satisfact�oriament pels l��mits administratius, i que

ofereixen coneixements i detalls profunds respecte de les caracter��stiques de les

ciutats, com ara el preu dels lloguers. En resum, la nostra feina suggereix que

les qualitats de les ciutats dels 15 minuts s�on mesurables a escala, fet que ofereix

una visi�o sobre les estructures polic�entriques de les ciutats i la manera en qu�e

la gent utilitza i accedeix a aquesta estructura.
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En resum, la feina presentada en aquesta tesi �es una combinaci�o d'estad��stica,

estad��stica aplicada, ci�encia de dades, econometria i economia que mostra di-

verses aplicacions i metodologies amb les quals es pot fer servir tant l'aspecte

temporal com el dimensional per a respondre preguntes d'investigaci�o rellevants.
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Chapter 1

Introduction

This dissertation concerns the application of advanced statistical methodologies

on real-world datasets, showing three ways in which spatial and temporal dimen-

sions can be treated in three di�erent problems. To do so, we present three use

cases demonstrating three main innovative applications, split into four di�erent

chapters.

The �rst application is divided into two sections (Chapters 3 and 4). First,

we estimate the average treatment e�ects of wild�res on vegetation through

synthetic controls on satellite remote sensing data. Then, we use causal esti-

mands from the previous study to understand how ex-ante characteristics of the

a�ected regions undergo di�erent e�ects caused by wild�res.

The second application (Chapter 5) uses function-on-scalar regressions for

count data of match day arrivals at the FC Barcelona Camp Nou stadium, for

the modelization, estimation and prediction of the timeline of arrivals for future

games.

The third application (Chapter 6) uses geographically weighted regressions

to understand how access to urban amenities shapes the mobility patterns of

the city of Barcelona.

Each application is an important contribution in itself, and will help advance

its respective �eld of study.
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1.1 Motivation

The term Data Science sprouted simultaneously during the twentieth century

from di�erent sources. At the time, many researchers were already envisioning

to a large extent the importance of data and empirical research for the future

(Donoho, 2017). These researchers imagined a change of paradigm: the evolu-

tion of classical theoretical statistics into an increasingly data-oriented focus. A

considerable change from emphasizing prediction before inference, to emphasiz-

ing data preparation and presentation before statistical modeling. Researchers

were �nding interesting patterns and modeling outcomes on structured and un-

structured data, with the aim of improving decision-making and optimizing

di�erent interests, among other factors. Some researchers argue that Data Sci-

ence is essentially the same as the statistical methods they used way before

the term was coined and widely used. Nevertheless, the revolution observed in

Data Science is not about merely \scaling up" algorithms. It rather concerns

the emergence of data analysis in a wide span of scienti�c studies (Donoho,

2017). The term Data Science has experienced an explosion of use cases and im-

plementations in real-world datasets, where data and algorithms are exploited

with many di�erent goals. These usually involve the prediction of outcomes

or speci�c events, or the classi�cation of outcomes. Within the Data Science

discipline, machine learning and deep learning have gained much traction and

recognition, as they tend to provide the greatest accuracy and e�ciency, and

the amount of data available keeps growing every day.

Furthermore, Data Science is evolving, and accuracy is becoming less of an

issue. The focuses now are on new and old methodologies that can answer

relevant research questions, requiring transparency, explainability and inter-

pretability. These traits are becoming crucial to make safer and more reliable

algorithms, while extracting real value insights from unordered data. Thus, the

combination of methodologies from di�erent disciplines becomes appealing, as

other �elds tend to focus on impactful research questions and not so much about

accuracy. Scientists tend to overspecialize in problems, and there will always
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be need for merging old methodologies with new datasets in new unexplored

ways. Besides the most famous branch of machine learning that is prediction

through regression or classi�cation, other useful methodologies remain unused

in many cases where these could be exploited and utilized, maybe due to the

lack of scienti�c dissemination of some advanced statistical methods, or poten-

tially because methodologies still need to mature and be connected with new

sources of data.

Vast amounts of data are being generated and collected every second. Data

has been referenced as the new oil of the digital era (Javornik et al., 2019;

Monino, 2021). New data sources are becoming available to the wide public, and

more and more data is becoming available to researchers and the public domain

for research purposes. These new sources of data, combined with computing

resources that are increasingly publicly-funded and available to the public, pave

the way for new applications to emerge in many �elds and research areas. In this

regard, many relevant applications of useful combinations of old methodologies

in new real-world applications will 
ourish in the near future. This disserta-

tion joins the gap between methodologies and new datasets to introduce FDA,

synthetic controls, and geographically weighted regressions into the discipline

of Data Science with previously unused datasets. Computing power and data

are becoming more accessible to the wider public, and methodologies used in

this research will hopefully someday be exploited in ways that we cannot yet

imagine. All in all, we are expanding the set of tools in the Data Science tool-

box, and increasing the capabilities and resources available to answer research

questions in the future. Scientists need to join the gap between new sources of

data and advanced statistical methodologies to answer relevant questions and

make contributions to their respective �elds of study.

Lastly, it is increasingly recognized that most recorded data somehow con-

tain spatial and temporal dimensions. Even though we perceive and understand

time as a continuous variable, similar to the spatial dimension but in an uni-

directional manner, in most areas of research and industrial applications where

data is used, data can't be captured in�nitesimally. Thus, variables are dis-
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cretized and aggregated over time or space to obtain point estimates, rather

than studying time-varying outcomes. Most of the times, data is captured ag-

gregating variables over time, such as averaging over di�erent time frames or

periods (e.g., minutely, hourly, daily, etc.), or taking snapshots at particular

time periods, depending on the underlying purpose of the study, or when possi-

ble (e.g. census tracts, periodical satellite imagery, etc.). Each of the use cases

in this thesis shows a di�erent way in which the spatial and temporal dimensions

are treated (see Figure 1.1).

Figure 1.1: Visual representation of the context of the applications presented in
this dissertation.
Time and space are usually key dimensions to consider in Data Science problems,
and this �gure shows how these intervene in each context.

1.2 Context

Data Science is an interdisciplinary �eld that merges statistics, algorithms, com-

puter science and the scienti�c method to extract learnings from all sorts of data.

Data Science permeates almost every aspect of our lives. Most data somehow

represent or capture phenomenon occurring at di�erent time periods and or
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locations. What we call observations or realizations are essentially empirical

measurements of quantities of interest that can derive in further analysis and

insights. However, the modelization of this data usually involves aggregating

data over di�erent time spans or aggregating data over geographic locations.

For example, other methods comprised in the time series analysis domain, im-

prove the modelization of the time-changing nature of data by measuring data

at discretized time periods.

Functional Data Analysis (FDA) is a branch of statistics that studies data

represented over a continuum (e.g., time, space, etc...). For the temporal case,

FDA tries to approximate the underlying time-continuous functions from the

data-generating processes. FDA has existed for many decades, and the number

of applications derived from it have risen in the last few years. However, it

still has not seen an explosion as other �elds have. Among other elements,

this might be because this problem has mostly been tackled by statisticians

and not so much by computer scientists. FDA libraries and packages are yet

to be further parallelized and sped up before they can become as mainstream

as machine learning has. The combination of advanced methodologies with

rich sources of data can yield useful information for decision and policy-makers.

Data observed across many time periods or over space can be transformed into

functional data, and FDA can help tackle typical and/or relevant problems in

new ways.

Remote sensing is generally understood as the measurement of Earth through

satellites. Earth has been monitored from space for many decades, and changes

can be tracked and precisely measured over time. Moreover, advances in satel-

lite remote sensing and the release of data and computing power for research

purposes, provide the right tools to understand, evaluate and study, if not the

biggest, one of the biggest problems society faces in the near future: anthro-

pogenic climate change.

Mobility is referred to by social scientists as the movement potential of peo-

ple, while accessibility is understood as the ability to access or reach desired

services or activities (Handy et al., 2002). The future of mobility seems to have
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changed in the last few years, with the impact of the COVID-19 pandemic.

Within mobility research, large stadium events have been compromised by the

outbreak of COVID-19 and its variants. The urge to improve safety protocols

and mobility of venues has become apparent, and historical data can be used to

understand potential future behaviors of visitors.

To process all this information and data, Data Scientists are required to

be pro�cient in several working environments: programming languages, frame-

works, and most importantly, domain knowledge for each speci�c application.

It is in this way that they can obtain and preprocess data from Application Pro-

gramming Interfaces (API), train algorithms, re�ne them, post-process results,

and visualize and present results that are relevant, for example, through story-

telling. Data can be in�nite, but only a smart and insightful use may deliver

real-life impact insights. Most of the work done for this dissertation can be seen

in the GitHub repositories available in this GitHub pro�le.

1.3 Goals and Research Questions

The main goal of this dissertation is to join the gap between advanced statis-

tical methodologies and new relevant real-world applications, answering several

research questions through the application of these methodologies on real-world

datasets. This thesis answers research questions regarding three main topics.

The �rst set of questions regard the e�ects of wild�res and are answered in

Chapters 3 and 4. The questions are the following:

ˆ What are the e�ects of wild�res on vegetation and di�erent environments?

ˆ How do these e�ects depend on the characteristics of the burned land and

its vegetation?

ˆ Have these e�ects changed with time?

ˆ Do new vegetation cycle patterns emerge after wild�res?
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ˆ Can we explain the dynamical e�ects of wild�res and vegetation recoveries

by being aware of the characteristics of burned regions?

To answer these questions, we combine the use of synthetic controls to estimate

average treatment e�ects with the study of these e�ects using Functional Data

Analysis. The main goal is to understand the dynamical heterogeneous wild�re

e�ects on vegetation.

The second set of questions is answered in Chapter 5, which delves into

questions regarding the modelization of arrivals at short scheduled events in

large venues and stadiums. The research questions are:

ˆ Does the behavior of arrivals at large sports venues vary among di�erent

visitors? If so, how?

ˆ What is the typology of match days at the venue?

ˆ Which factors a�ect stadium arrivals and how?

ˆ Can we estimate the busyness of each entrance, in order to better allocate

sta� and seats and potentially homogenize them in future events?

To answer these questions, we create functional datasets from count data, pro-

cessing data from the the arrivals at the Camp Nou stadium throughout four

seasons. The underlying goal is to model the arrivals at large venues using Func-

tional Data Analysis, and anticipate attendees behavior for future matches.

Lastly, Chapter 6 investigates urban mobility at a city level. Our questions

examine how the access to di�erent urban amenities in di�erent neighborhoods

shapes the mobility within the city of Barcelona. The research questions ad-

dressed are:

ˆ To what extent the availability and diversity of local amenities attain the

goal of retaining local population locally in Barcelona?

ˆ How do local amenities contribute to origin-destination 
ows of the resi-

dent population in a city?
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ˆ Can we identify the attraction to amenities at a local level?

To answer these questions, we combine aggregated geolocated mobile phone data

of Barcelona residents' 
ows with socio-demographic variables obtained from the

census tract or the availability of amenities and services around the city, and

compare traditional regressions with geographically weighted regressions, with

the aim of understanding the local variability of mobility.

1.4 Approach, Methods and Results

Our approach for this dissertation is sequential, where di�erent chapters explain

di�erent applications made to di�erent �elds and types of datasets. In total, we

perform three applications, which are subdivided into four chapters.

1.4.1 Estimating heterogeneous wild�re e�ects using syn-

thetic controls and satellite remote sensing

The �rst application is divided into two parts: the �rst (Chapter 3) concerns

the estimation of the dynamic causal e�ect of wild�res on vegetation health

indices using satellite remote sensing data. The aim of this paper is to estimate

the wild�re e�ects by means of synthetic controls and satellite remote sensing

data, in order to detect when changes in vegetation cycle patterns happen, and

to test whether wild�re e�ects have changed over time.

Main Results

We perform a careful study on the e�ects of wild�res on vegetation indices

over time, using satellite remote sensing and generalized synthetic controls. Our

results reveal that wild�re e�ects on vegetation can last for more than a decade

post-wild�re, and in some cases never return to their previous vegetation cycles

within our study period, changing their steady state. We also �nd that the

dynamical e�ects vary across regions and have an impact on seasonal vegetation

cycles in later years.
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1.4.2 Wild�res Vegetation Recovery through Satellite Re-

mote Sensing and Functional Data Analysis

The second part of the �rst application (Chapter 4) uses the results obtained

from previous chapters to study the recoveries over time, and how these depend

on the characteristics of the a�ected lands.

Main Results

Our main �ndings show that vegetation recovery following a wild�re is a slow

process, a�ected by many pre-wild�re conditions, among which the richness and

diversity of vegetation are two of the best predictors for the recovery.

1.4.3 When are they coming? Understanding and fore-

casting the timeline of arrivals at the FC Barcelona

stadium on match days

The second application (Chapter 5) focuses on the temporal dimension of the

data obtained, with which we study attendee count arrivals at the Camp Nou

stadium. We examine the arrivals at the venue by dichotomizing di�erent types

of visitors to gain insights, enabling us to anticipate and predict the arrivals

during future sports events. The purpose is to generate a direct impact on the

organizational performance and productivity of the business.

Main Results

The modelization of the arrivals of 99 games played at the Camp Nou

throughout four di�erent seasons shows that the granularity of this data al-

lows for �ne-grained temporal estimations of the arrivals for new games. On

the one hand, visitors that purchase tickets arrive soon after the opening of the

gates, 90 minutes before the game, and are more unpredictable. On the other

hand, locals tend to arrive closer to the beginning of the game, creating larger

agglomerations of people. The use of disaggregated stadium attendance data

allows to understand the way in which people arrive at the stadium, acknowl-
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edging the importance of an e�cient allocation of resources.

1.4.4 A city of cities: Measuring how 15-minutes urban

accessibility shapes human mobility in Barcelona

Lastly, the third and last application (Chapter 6) is focused on the spatial

dimension of the data, where we study the 
ows between di�erent areas of the

city and how these are a�ected by the types of amenities available to their

inhabitants. Mobile phone, census, and volunteered geographical data is used

to measure geographic variations in the relationship between origin-destination


ows and local urban accessibility in Barcelona.

Main Results

Our results show that, globally, people tend to visit neighborhoods with bet-

ter access to education facilities and retail. However, locally, these and other

features di�er in sign and magnitude throughout the di�erent city neighbor-

hoods, in ways that are not explainable by administrative boundaries, and which

provide deeper insights regarding urban characteristics than housing rental cost.

1.5 Contributions

In Chapter 7 we analyze the main contributions made throughout this disser-

tation and the potential implications that this research may have in the future.

Here we provide a summary of the main �ndings and contributions provided

from this thesis. With regard to wild�res, our contributions are the following:

1. We demonstrate the dynamical causal e�ects of wild�res on vegetation,

and how these can be e�ectively estimated using satellite remote sensing

and synthetic controls.

2. We provide evidence that wild�res are a potential cause of changes in

vegetation cycle patterns.

10



3. Our results suggest that wild�re e�ects in California seem to have in-

creased over the time span observed.

4. Recoveries mostly depends on the richness and diversity of the burned

vegetation.

Regarding the anticipation of arrivals at short-scheduled sports events, our con-

tributions are the following:

1. We show how short scheduled events can be anticipated and organized

using enough historic data.

2. We provide evidence that di�erent visitors present di�erent types of arrival

patterns for scheduled events.

3. We answer the question: \When are they coming?"

Lastly, regarding the city mobility and accessibility of amenities our contribu-

tions are the following:

1. The city mobility is highly characterized by the types of amenities acces-

sible to di�erent people.

2. Spatial heterogeneities in city mobility depend on many factors, and by

using geographically weighted regressions we can target speci�c actions

for policy makers to improve.

3. We answer the question of where people want to go to, depending on where

they live in the city.

The applications illustrated in this dissertation point out the importance of

exploiting and merging old and new sources of data with emerging and advancing

methodologies and technologies.

The results of this thesis have produced the following publications:
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1. Estimating heterogeneous wild�re e�ects using synthetic controls and satel-

lite remote sensing. Serra-Burriel, F., Delicado, P., Prata, A. T., Cucchi-

etti, F. M. (2021). Estimating heterogeneous wild�re e�ects using syn-

thetic controls and satellite remote sensing. Remote Sensing of Environ-

ment, 265, 112649. { Impact Factor 2021: 10.164, Q1 in \Remote Sensing"

and \Computers in Earth Sciences".

2. Wild�res Vegetation Recovery through Satellite Remote Sensing and Func-

tional Data Analysis. Serra-Burriel, F.; Delicado, P.; Cucchietti, F.M.

Mathematics 2021, 9, 1305. doi: 10.3390/math9111305. { Impact Factor

2019: 1.105, Q1 in \Mathematics".

3. When are they coming? Understanding and forecasting the timeline of

arrivals at the FC Barcelona stadium on match days. Serra-Burriel, F.,

Delicado, P., Cucchietti, F. M., Graells-Garrido, E., Gil, A., Eguskiza, I.

(2022). Paper accepted for a poster presentation at the MIT Sloan Sports

Analytics conference, 2022 Research Paper Competition.

4. A city of cities: Measuring how 15-minutes urban accessibility shapes hu-

man mobility in Barcelona. Graells-Garrido, E., Serra-Burriel, F., Rowe,

F., Cucchietti, F. M., Reyes, P. (2021). PloS one, 16(5), e0250080. {

Impact Factor 2021: 3.24, Q1 Multidisciplinary.

Additionally, I've participated in the following publications during the time of

this thesis:

1. The Camp Nou Stadium as a Testbed for City Physiology: A Modular

Framework for Urban Digital Twins. Meta, I. and Serra-Burriel, F. and

Carrasco-Jim�enez, J.C. and Cucchietti, F. M. and Div��-Cuesta, C. and

Garc��a-Calatrava, C. and Garc��a, D. and Graells-Garrido, E. and Navarro,

G. and L�azaro, Q. and others (2021). Complexity, 2021. { This publica-

tion is highly related to chapter 5, but is a theoretical contribution through

a modular framework for urban digital twins.
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2. Measuring Spatial Subdivisions in Urban Mobility with Mobile Phone

Data. In Companion Proceedings of the Web Conference 2020 (WWW

'20). Association for Computing Machinery, New York, NY, USA, 485{494.

DOI: https://doi.org/10.1145/3366424.3384370; Eduardo Graells-Garrido,

Irene Meta, Feliu Serra-Buriel, Patricio Reyes, and Fernando M. Cucchi-

etti. (2020). { This publication is highly related to chapter 6, where

we mostly pre-processed the data to then use it for the publication from

chapter 6.

3. Natural disasters, remote sensing, and synthetic controls. Serra-Burriel,

F., Delicado, P., Cucchietti, F. (2020). BSC International Doctoral Sym-

posium - 7th BSC Severo Ochoa Doctoral Symposium, Spring 2020. {

This publication is related to chapter 3, where we anticipated that the use

of synthetic controls and satellite remote sensing was an unexplored link

to be made.

In addition, the following presentations were made during the time of this thesis:

1. Presentation of the paper \Estimating heterogeneous wild�re e�ects using

synthetic controls and satellite remote sensing" at the \Workshop on High-

Dimensional Data Analysis". Universidad Carlos III de Madrid, (Septem-

ber 2021).

2. Presentation of the paper \Wild�res vegetation recovery through Satel-

lite Remote Sensing and Functional Data Analysis" at the UPC 1st PhD

Progress Conference Day, (July 2021).
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Chapter 2

Background

In this chapter we will explain the background for this dissertation, including

most of the methodological and technical aspects to understand the di�erent

applications. The data speci�c to each application will be presented in each

chapter separately. The following subsections will discuss a wide range of topics,

ranging from the Rubin Causal Model and the estimation of average treatment

e�ects through synthetic controls, to the explanation of the basics of functional

data analysis (FDA) and functional regression models, to the expansion of FDA

into functional regressions for count data. Finally, it will cover the basics to

understand geographically weighted regression.

2.1 Causal E�ects

The cause-e�ect relationship is basic for our understanding of complex sys-

tems. The question \What if that happened?", or the mere act of thanking

for something or someone is based on the concept that we imagine or envision

an alternate reality where we contemplate worse possibilities or other things

happening. That is the meaning of counterfactual. As the term indicates, a

counterfactual scenario is an alternate scenario where the facts or occurrences

are contrary to what is observed. In fact, we are constantly thinking about
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counterfactual scenarios that can help us improve or perform better, imagining

\What would have happened if ...?". We humans constantly make decisions

and extract knowledge from our vital experiences, making causal inference to

learn from our experiences and mistakes from the past. However, the wrong

attribution of causes was only tackled through experiments for the �rst time

during the twentieth century, and Neyman (1923) is usually attributed to be

the �rst experiment to be published. Then, the Rubin Causal Model (RCM)

(Rubin D. B, 1974) was created to estimate the causal e�ect of an interven-

tion. Causal e�ects are de�ned as comparisons between observed outcomes and

potential outcomes under treatments on a common set of units. To estimate

potential outcomes, both treated and untreated units are needed. The poten-

tial outcomes framework of Rubin's causal model for causal inference estimates

hypothetical scenarios, where under reasonable assumptions, one can estimate

the absence of a treatment using information from untreated units (Rubin D.

B, 1974; Holland, 1986a). In the world of causal inference, the terms treatment,

intervention and event are used interchangeably.

The quintessential problem of causal inference is that we can never observe

both, the treatment and the control for the same unit during the same time

period and the exact same conditions. We may have the same unit measured on

both treatment and control on di�erent trials or time periods, but there might

be carryover e�ects or di�erent conditions, such as time trends, that alter the

results of these (Rubin D. B, 1974).

Randomization makes all systematic sources of bias random. Randomization

provides a mechanism to derive probabilistic properties of estimates without

making further assumptions. However, in both randomized and nonrandom-

ized experiments, researchers should consider all possible variables that might

causally a�ect the outcome and control for these, either by matching, adjust-

ment, or both. If a nonrandomized study is carefully controlled, the results can

reach conclusions similar to those one would reach in a similar experiment.

Synthetic controls come from the di�erence-in-di�erence (DiD) estimator,

originated in the social sciences and traditionally used by political scientists
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and econometricians to estimate the e�ects of policies (Donald and Lang, 2007;

Athey and Imbens, 2006). In social sciences, there are many questions such as:

\Did that intervention have an increase on Y?", or \Did the new event X result

in a decrease onY?". In other words, scientists aim at de�ning causal questions,

such that we have an answer of a cause and e�ect question. Whether that e�ect

was direct or indirect is an important matter of study. In any case, with this

targeted questions, scientists aim at measuring speci�c quantities, usually called

target estimand. Before explaining synthetic controls, we will explain the basic

notations and the main assumptions of the potential outcomes framework.

2.1.1 Notation

Let us de�ne the basic mathematical notation. From now on, we will use

Yi (t) or Yit to describe the outcomeY on unit i observed at time t, where

t 2 f 1; 2; : : : ; T i
0; : : : ; T i

T g, and T i
0 is the time of the treatment for observation

i . Hereafter, we will refer as pre-treatment periods whent 2 f 1; 2; : : : ; T i
0g,

and post-treatment periods when t 2 f T i
0; T i

0+1 ; : : : ; T i
T g. We also de�ne the

treatment D 2 f 0; 1g which is a binary variable, and D it indicates whether ob-

servation i was treated on a given time periodt. In addition, we also use the

notation such that Y 0
it is the outcome Y of unit i at time t when unit i is not

treated, and Y 1
it when unit i has been treated. Lastly, we de�neX as the vector

of observed covariates, andU as the vector of unobserved covariates.

2.1.2 Potential Outcomes Framework

VanderWeele (2016) highlights the di�erence between causes and target esti-

mands: \A distinction ought to be drawn between conditions under which we

can reasonably describe something as a cause and under which we can reason-

ably de�ne a quantitative causal e�ect estimand. The potential outcomes frame-

work provides an approach to de�ning casual e�ect estimands.". So, in order

to resemble realistic scenarios where randomization of treatments of interven-

tions is unfeasible, impractical, or unethical, we need to recreate scenarios and
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�nd quasi-experimental settings where under some realistic assumptions we can

approximate our quantities of interest.

The assumptions required for the potential outcomes framework are as fol-

lows. The �rst assumption is the conditional independence, where the observed

and potential outcomes are independent from the treatment conditional on the

observed covariates:

(Y 1
i ; Y 0

i ) ?? D i jX i : (2.1)

The second main assumption is the Stable unit treatment value assumption

(SUTVA) or counterfactual consistency:

Yi = Y 0
i + D i (Y 1

i � Y 0
i ): (2.2)

Rubin D. B (1980) discusses this assumption required for the potential outcome

framework. The main assumption is no interference between units (Cox, 1958),

requiring that if unit i is exposed to a treatmentD , there should not be interfer-

ences with other units. For example, the treatment on unit i should not a�ect

the outcome on unit j . Next, the third assumption is the overlap or positivity

assumption:

8x 2 supp(X i ); 0 < P (D i = 1 jX i = x) < 1 (2.3)

where x is in the support of X i and P(D i = 1 jX i = x) is called the Propensity

score or probability of treatment. This assumptions requires that each unit

must be potentially exposable to the cause, and that we can approximate the

assignment mechanism or the probability of assignment or treatment (Holland,

1986a). Lastly, assuming the exogeneity of covariates is necessary for obtaining

appropriate estimands of the desired quantitites, where covariates do not change

before and after units are treated

X 0
i = X 1

i : (2.4)
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2.2 Synthetic Controls

The idea behind SC is that using a combination of comparison units, one can cre-

ate synthetic controls, better resembling the characteristics of the treated units

in the hypothetical case of the absence of treatment, probably better than any

other single comparison unit alone. The �rst appearance of synthetic controls

(SC) was made in Abadie and Gardeazabal (2003), where the the authors stud-

ied the e�ect of terrorism on economic growth by means of creating synthetic

controls of a state in Spain using information from the rest of states. Following

this original paper, many papers have emerged to rede�ne this methodology

of synthetic controls, where information from pre-treatment periods on both

control and treated regions is used (Abadie et al., 2010, 2018; Abadie, 2021).

The idea behind this methodology is simple, yet it can become a strong and

powerful tool when properly used. Synthetic controls have been widely used to

study a large variety of problems regarding causal inference, from policy issues,

to economics, biomedical issues such as epidemiology, engineering, as well as

outside academia.

SC were originally developed with the aim to estimate the e�ects of ag-

gregated interventions. Interventions or treatments that a�ect from people, to

regions, cities or entire countries. In many experimental settings, small inter-

ventions may not be feasible (e.g. fairness) or e�ective (e.g. interference, both

treated and untreated interact). So SC are essentially based on observations,

which are usually aggregated units.

2.2.1 Understanding synthetic controls

Now that we have de�ned the notation and main assumptions of the potential

outcomes framework, let's explain the simplest case of a synthetic control for

simpli�cation purposes. Suppose that we observeN + 1 units in 1 ; 2; : : : ; T

time periods. There is one observation (Y1t ) that has been treated with an

intervention at time period T0, and is exposed after the treatment, in periods

T0; T0+1 ; : : : ; T . The rest of the units that are not treated are considered as the
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potential controls or comparisons for the treated unit. Next we use the nota-

tion from the potential outcomes framework, whereY 1
it and Y 0

it are the observed

outcome of unit i at time period t, with and without the intervention, respec-

tively. As mentioned before, the estimandY 0
it for T0 < t < T is unobservable

by de�nition, since a single unit cannot be treated and not treated at the same

time. Then, we can formulate the outcome of observationi as:

Y N
it = D it � t + x i

0� t + � t � i + " it (2.5)

where D it is 1 when observationi is treated and 0 before,x i are the observed

covariates, � are the coe�cients or unknown parameters, � i are the unobserved

common factors across units, andf t are the temporal factors or factor loadings.

From now on we will reference this model as the factor model.

The aim of the synthetic control is to estimate the e�ect of the intervention

or treatment on the treated unit:

� it = Y 1
1t � Y 0

1t ; t > T 0 (2.6)

SinceY 1
1t is observed, the estimand is nowY 0

1t . Essentially, the simplest version

of a synthetic control is a weighted average of the control units, that resem-

bles the treated unit during the pre-treatment periods, and aims to estimate

the counterfactual hypothetical scenario of what would have happened in the

absence of an intervention.

Let W be a vector of weightsW = ( w2; w3; : : : ; wN +1 )0, with all weights

wj � 0 for j = 2 ; 3; : : : ; N +1, and
P N +1

j =2 wj = 1. Then X 1 is a (k � n) vector of

observable characteristics of the intervened unit, andX 0 is a (k � 1) matrix with

the same characteristics for the untreated unit. Then, we want to �nd a vector

of weights that minimizes the di�erences between the observable characteristics

on the treated units and the characteristics of the synthetic control based on

control or untreated units. Hence, we can �nd a weigthed average using for
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example, a simple weighted Euclidean norm:

min jjX 1 � X 0W jj =

 
kX

h=1

vh (X h1 � w2X h2 � � � � � wN +1 X hN +1 )2

! 1=2

s:t: wj � 0 ;
N +1X

j =2

wj = 1

where the positive constant valuesv1; : : : ; vk are typically chosen using data-

driven methods, such as cross-validation, and re
ect the predictive power of

each of the k predictors over the hypothetical counterfactual outcome. Then,

Y1t is the observed treated unit, and we have that for the post-treatment periods

(t � T0) we want to estimate:

�̂ 1t = Y1t �
N +1X

j =2

w�
j Yjt : (2.7)

This estimator is the main goal of synthetic controls. Thus, all in all, SC were

originally made as a weighted average of all potential comparison units that

best resembles the characteristics of the treated unit(s).

Abadie et al. (2010) further organizes the idea behind the synthetic controls,

and bounds the bias of the factor model (as in equation 2.5). This bound

requires a close �t between the synthetic control and the observed outcome on

the pre-intervention periods. It is composed of the ratio between the temporary

shocks and the number of pre-treatment periods. Hence, the credibility of the

synthetic control depends on the goodness-of-�t on the pre-treatment periods

of the synthetic controls to the treated unit. The larger the pre-treatment

period T0, and the better approximation to the outcome of interest, the more

credible this method is. The authors recommend to avoid synthetic controls

when the pre-treatment �t is not good. When pre-intervention periods are small,

or transitory shocks are too large, the risk of over�tting increases. Lastly, it is

also recommended to restrict the number of potential controls to units that are

similar to the treated observation.
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They also propose a mode of inference for the synthetic controls based on

permutation methods. By iteratively reassigning random treatments to control

units, they obtain a permutation distribution, hence estimating what they call

the \placebo e�ects" in each iteration. Then, the actual treated unit is deemed

to be signi�cant when the e�ect is extreme relative to the permutation distri-

bution. This way they avoid drawing incorrect intervention e�ects due to noise,

and provides a more informative method than the classical p-value, because the

t-statistics can be compared to the permutation distribution rather than ob-

taining a ranking. Furthermore, the p-value will largely depend on the number

of control units.

The availability of a well-de�ned procedure to select the comparison units

makes the estimation of the e�ects of placebo interventions feasible. This per-

mutation method does not attempt to approximate the sampling distributions

of test statistics. Sampling-based inference is often complicated in synthetic

control settings.

This type of inference, comes from the classical randomization inference

Fisher (1935), but in many cases the randomization is impossible and experi-

mental settings need to be found. More generally, this type of inference evaluates

signi�cance relative to a benchmark distribution for the assignment process, one

that is implemented directly in the data.

Lastly, it can be troublesome to use propensity scores method to estimate the

probability of assignment of the interventions. It can be complicated to compute

the probability of assignment for the aggregated units, or even articulate the

nature of the assignment mechanism. This inference is relative to a benchmark

distribution, but it is not based on active randomization in the �eld. Rosenbaum

and Rubin (1984) gives hints on how to use the probability of assignment.

2.2.2 Why use synthetic controls? What are the advan-

tages of synthetic controls?

Athey and Imbens (2017) hailed synthetic controls developed by Abadie et al.
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(2010, 2015) and Abadie and Gardeazabal (2003) as \arguably the most impor-

tant innovation in the policy evaluation literature in the last 15 years." This

methodological advance has sprout many other applications in �elds that are yet

to be established, with new use cases and new standards for the use of synthetic

controls with a valid credibility.

Even though the estimation of e�ects from interventions can be done through

various methods, SC present some clear advantages over for example linear re-

gressions. First, classic synthetic control estimators prevent extrapolation out-

side the support of the data. This is because the bounding weights between

0 and 1 prevent extrapolation. Thus, basic synthetic controls lie inside the

space of the other observations, also known as the convex hull. Second, the

transparency of the �t is convenient, since linear regression uses extrapolation

to obtain the weights, even when treated and untreated units are completely

dissimilar. In contrast, synthetic controls make transparent the actual di�er-

ence between treated units and the convex hull of controls,X 1 � X 0W � . In

addition, synthetic controls \protect" against speci�cation searches. Hypothet-

ically, weights on control observations can be calculated without the need to

observe the outcome on post-treatment periods. Hence, when properly used,

at the time of designing experiments, the design decisions can be made before

knowing the e�ect on the results of the synthetic controls. This provides a safe-

guard against �ne-tuning and cherry-picking results such that they accomplish

desired outcomes. Last but not least, the transparency of the counterfactuals

makes explicit the contribution of each unit.

Overall, synthetic controls provide many practical advantages for the esti-

mation of the e�ects of interventions or events of interest. The credibility of

the results will depend on the level of diligence applied in the application of the

methods, but also on whether the designed experiments and data requirements

are met in the empirical application made (see Abadie 2021). Many new areas

of research have started to adopt SC, as well as expanding the boundaries and

applications of the SC. In this dissertation we focus on the Generalizes Synthetic

Controls (GSC), and in particular, the estimation of synthetic controls through
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Matrix Completion. These methods relax some of the assumptions, and changes

the restrictions made, to allow for giving negative weights, which can become

harder to interpret, but also provide better �ts at the time of creating synthetic

controls. In the next subsections we will explain these methodologies.

2.2.3 Generalized Synthetic Controls

The Generalized Synthetic Control method (Xu, 2017) is de�ned based on the

relation between the studied outcome and the observed covariates and treat-

ments in a functional form. Following the notation of Xu (2017), we de�ne Yit

as observationi at time t for outcome Y so that

Yit = � it D it + x it
0� + � i

0f t + � it ; (2.8)

where Yit 2 R is the observed outcome of interest,D it is a binary variable

indicating whether observation i was treated before time periodt, � it is the

estimated e�ect for observations i at time period t, x it is a (k � 1) vector of

observed covariates,� is a (k � 1) vector of unknown parameters,� i is a (r � 1)

vector of unknown factor loadings,f t is a (r � 1) vector of unobserved common

factors, and � it are unobserved idiosyncratic shocks of uniti at time t with mean

0.

In order to formalize the notion of causality (Rubin D. B, 1974; Holland,

1986b; Rosenbaum and Rubin, 1983), and following the above notation of out-

comes onYit , we de�ne two sets, T and C, as the sets intreatment and control

groups respectively. Then, the total number of observations isN = Ncr + N tr ,

where N tr is the number of treated observations, andNcr is the number of un-

treated observations. T i
0 denotes the time of treatment of observation i . We

de�ne � as the minimum number of pre-treatment periods to consider an ob-

servation, and we collect all observationsi that have t 2 f 1i ; :::; T i
0g, where

T i
0 > � .

Next, we de�ne Yit (1) as the outcome observed when units are treated (for

t > T i
0), and Yit (0) as the potential outcome, which cannot be observed by
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de�nition on treated units. That is, what would have happened in the absence

of treatment. Next, we shift the observation times for all the units that were

treated, so that all T i
0 occur at the same time,T0. In this way, we formulate

the average treatment e�ect on treated as (Xu, 2017):

ATTt;t>T 0 =
1

N tr

X

i 2T

[Yit (1) � Yit (0)] =
1

N tr

X

i 2T

� it (2.9)

Hence, our estimate of the treatment e�ect on treated unit i at time t is

given by the di�erence between the actual observed outcome and its estimated

counterfactual Ŷit :

�̂ it = Yit (1) � Ŷit (0): (2.10)

The �rst assumption required for making causal estimates is that we need to

be able to de�ne the relation between the outcome and the observed covariates

and treatments in a functional form, as shown above. Second, we need to ensure

parallel trends on pre-treatment periods between treated and untreated units.

Third, treatment is considered to be binary. Fourth, we need to assume regu-

larity conditions, to ensure the convergence of the estimator (e.g.,j� it j8 � M ).

Lastly, there is no spatial dependence and the error terms are cross-sectionally

independent (� it ?? � js 8j 6= i; (t; s)) (see Xu 2017 supplementary material for

further explanation on these assumptions). That is, we are essentially assuming

that treatments are assigned randomly.

2.2.4 Synthetic Controls through Matrix Completion

Generally speaking, economists and social scientists tend to focus on inter-

pretability and reduction of potential biases, as well as interpretation of the

mechanisms through which causal e�ects are applied. In many case studies,

this is of utmost importance for the credibility of the studies, as well as for the

reliability of the estimates. The restrictions applied to Abadie and Gardeazabal

(2003) and to Abadie et al. (2010), such that the sum of weights is equal to one,
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and that the weights are non-negative helps with this interpretability, as well as

the avoidance of extrapolation helps with the interpretability and transparency

of the estimates for synthetic controls. However, recent advances in synthetic

controls have made it through di�erent assumptions, less similar to the classical

di�erence in di�erence estimators, and relying on other assumptions such as the

matrix completion method estimation (Amjad et al., 2018, 2019; Athey et al.,

2021).

Following the same notation from previous subsection, Athey et al. (2021)

proposes that the matrix of outcomes over timeY 0 can be approximated through

a lower-rank matrix, such that

Y 0 = M + " (2.11)

where " is random noise. In their framework, they assume that the post-

treatment periods of the treated units can be treated as missing entries, and

thus approximated through matrix completion methods.

The matrix completion method (Athey et al., 2021), develops from the ma-

trix completion literature (Cand�es and Recht, 2009; Cand�es and Plan, 2010) a

method that combines the literature on uncounfoundedness (Imbens and Ru-

bin, 2015; Rosenbaum and Rubin, 1983) and synthetic controls (Abadie and

Gardeazabal, 2003; Abadie et al., 2010; Abadie, 2021) for estimating average

causal e�ects using the exploitation of both stable patterns over time and sta-

ble patterns across units. By means of using the nuclear norm matrix completion

estimator, we can obtain estimates of the missing values in the desired outcomes,

as well as the estimates of the counterfactual outcomes for each of the treated

units, Ŷit (0). The nuclear norm of matrix L is usually de�ned as the sum of its

singular values

jjL jj � =
X

i

� i (L )

and it can be computed from the singular value decomposition of the matrixL .

Lastly, we de�ne 
 as a set of pairs of indices (i; t ); i 2 f 1; � � � ; N g; t 2 f 1; � � � ; Tg
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of the observed outcomes. One way to formulate the objective function to

estimate is as follows:

L̂ = arg min
L

f
1

j
 j

X

( i;t )2 


(Yit � L it )2 + � jjL jj � g

where � is chosen by cross-validation.

For simplicity, ignoring that we have covariates, what we have is a matrix of

observed outcomes. Thus, we can model aN � T matrix of outcomes Y , where

N is the number of observations andT is the number of time periods, as:

Y = L � + �

where

E[� jL � ] = 0

with L � 2 RN � T and jjL � jj � < jjY jj � , and � it is understood as measurement

error. Using this technique we can estimate not only the missing values previous

to the treatment periods, but also the potential outcomes after the treatment is

applied. The use of non-treated observations similar to pre-treatment periods of

treated units, as well as information from control observations on post-treatment

periods, allows for accurate estimates of̂Yit (0), calibrating accurately the model

on pre- and post-treatment periods.

To estimate the uncertainty of the estimated ATTt , a nonparametric boot-

strap technique is used. In order to obtain a bootstrapped sample with the same

number of treated and control observations as the original one, a random sample

with replacement is applied to all treated and control observations separately.

Then, the Matrix completion synthetic control method is applied. This proce-

dure is repeatedB times. The standard error of the estimatedATTt is computed

as the sampling standard deviation of theB bootstrapped ATTt , and it is used

to de�ne con�dence intervals based on a normal distribution approximation.
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2.3 Functional Data Analysis

Functional Data Analysis (FDA) deals with the interpretation of data that

comes in the form of functions. That is, FDA is used when one of the variables

or units of interest in a dataset can be viewed as a smooth curve or function over

a continuum (e.g. time, space, etc.) (Kokoszka and Reimherr, 2017; Ramsay

and Silverman, 2005). Traditional statistics discretizes events or samples into

observations, capturing information in precise moments of time. However, FDA

aims to reconstruct and statistically analyze sample curves over continuums.

Ramsay and Silverman (2005) describes the goals of FDA as similar to most

classical statistical methodologies, but using functions:

ˆ Represent data for additional exploration and analysis

ˆ Visualize and explore the main modes of variation around di�erent datasets

ˆ Study patterns across di�erent observations or units

ˆ Explain variations in outcomes with other dependent variables

In order to understand what functional data is, we express the simplest func-

tional dataset as

f yi (t) : i = 1 ; : : : ; n; t 2 T = [ a; b] � Rg (2.12)

where the outcomey is represented over a continuum oft betweena and b for

each observationi . At the time of understanding what functional data means,

when we observe an observation on the functional form we are assuming the

existence of a certain functionyi (t) giving rise to the observed data. In addition,

in most cases, functional data wants to represent data that is smooth, meaning

that adjacent values such ast and t + 1 are unlikely to be di�erent from each

other (Ramsay and Silverman, 2005)
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2.3.1 Functional Principal Component Analysis

Most sets of data present a small number of dominant modes of variation around

the mean (Ramsay and Silverman, 2005). Functional Principal Component

Analysis (FPCA; see, for instance, Horv�ath and Kokoszka 2012) extracts from

data exactly that. FPCA is a dimensionality reduction technique for functional

data that generalizes the well known Principal Component Analysis extensively

used for multivariate data.

Consider the functional dataset from equation (2.12) with elements inL 2(T),

the set of square integrable functions de�ned onT equiped with the inner prod-

uct hf; g i =
R

T f (t)g(t)dt. It is assumed that these functional data are inde-

pendent realizations of a functional random variableY . The main objective of

the FPCA is to determine the main modes of variation of the observed func-

tions around the mean function. Formally, FPCA can be stated as follows.

Let �y(t) = (1 =n)
P n

i =1 yi (t) be the mean function of the observed functional

data. FPCA looks for functions g1; : : : ; gq in L 2(T) (principal functions) and

real numbers (scores)  ij , i = 1 ; : : : ; n, j = 1 ; : : : ; q, such that

nX

i =1

Z

T

0

@(yi (t) � �y(t)) �
qX

j =1

 ij gj (t)

1

A

2

dt

is minimum. Moreover, the functions g1; : : : ; gq are required to be orthonormal

(
R

T gi (t)gj (t)dt = 1f i = j g). In other words, we are looking for a representa-

tion of functional data in the q-dimensional space spanned by the functions

g1(�); : : : ; gq(�):

yi (t) � �y(t) +
qX

j =1

 ij gj (t); t 2 T; i = 1 : : : n:

For s; t 2 T, the empirical covariance function is de�ned as

ĉ(s; t) =
1
n

nX

i =1

(yi (s) � �y(s))( yi (t) � �y(t)) :
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It can be proven that the principal functions are the eigen-functionscorrespond-

ing to the largest q eigenvalues of thesampling covariance operator, that is,

Ĉ(gj )( t) =
Z

T
ĉ(s; t)gj (s)ds = � j gj (t); for all t 2 T; j = 1 ; : : : ; q;

with � 1 � � � � � � q. Moreover the score of the i -th functional data on the j -th

principal function is  ij =
R

T (yi (t) � �y(t))gj (t)dt.

The numerical computation of the functional principal components can be

performed in di�erent ways. We follow the proposal of (Ramsay and Silverman,

2005, Chapters 8 and 9), based on cubic B-spline bases expansions of both,

the observed functional data and the eigenfunctions of the sampling covariance

operator.

Let B1(t); : : : ; BK (t) a cubic B-spline basis on the interval T = [ a; b]. We

consider the expansion of the centered functional data in this basis:

yi (t) � �y(t) �
KX

k=1

� ik Bk (t); t 2 T;

that we write in vector notation as yi � �y � � T
i B , where � i = ( � i 1; : : : ; � iK )T

and B (t) = ( B1(t); : : : ; BK (t))T . Then

ĉ(s; t) � ~c(s; t) =
1
n

nX

i =1

B (s)T � i � T
i B (t) = B (s)T AB (t);

where A = (1 =n)
P n

i =1 � i � T
i .

For a generic f 2 L 2(T), let
P K

k=1 � k Bk (t) = � T B � f be the expan-

sion of f in the cubic B-spline basis. Then kf k2 = hf; f i � � T � � , with

� hj =
R

T

R
T Bh (s)B j (t)dsdt. It can be proven that the �rst eigenfunction of the

sampling covariance operator is also the solution of maxf :kf k2 =1
dVar( hY; f i ).

But

dVar( hY; f i ) = hĈ(f ); f i =
Z

T

� Z

T
ĉ(s; t)f (s)ds

�
f (t)dt �

Z

T

� Z

T
B (s)T A B (t)� T B (s)ds

�
B (t)T � dt =
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� T
� Z

T

Z

T
B (s)B (s)T A B (t)B (t)T dsdt

�
� = � T � A � � :

Then maxf :kf k2 =1
dVar( hY; f i ) is (almost) equivalent to

max
� 2 RK :� T � � =1

� T � A � � = max
� 2 RK :(� 1= 2 � )T (� 1= 2 � )=1

(� 1=2� )T
�

� 1=2A � 1=2
�

(� 1=2� )

and the problem reduces to the diagonalization of �1=2A � 1=2. Let u1 be the

eigenvector associated with its largest eigenvalue. Then we take� 1 = � � 1=2u1

and the �rst eigenfunction we are looking for is g1(t) =
P K

k=1 � 1k Bk (t) =

� T
1 B (t).

For obtaining successive eigenfunctions, it must be taken into account that

two functions gh = � T
h B and gj = � T

j B are orthogonal if and only if � T
h � � j =

(� 1=2� h )T (� 1=2� j ) = 0. Therefore �nding the eigenfunctions of the sam-

pling covariance operator reduces to looking for the eigenvalues of the matrix

� 1=2A � 1=2.

In this approach to FPCA the smoothness of the principal functionsg1; : : : ; gq

is inherited from the smoothness of the observed functional datay1; : : : ; yn via

the empirical covariance function ĉ(s; t). Nevertheless it is possible to force

smoothness in the eigenvalues explicitly performing a regularized version of

FPCA (see Ramsay and Silverman 2005, Chapter 9). To do so, the problem to

be solved is

max
f

dVar( hY; f i )
kf k2 + � kf 00k2

for some� > 0, wheref 00is the second derivative off and the maximization is

done in the space of functionsf 2 L 2(T) for which f 00is also inL 2(T). It is easy

to see that this problem with � = 0 is equivalent to the previously considered

FPCA problem, namely maxf :kf k2 =1
dVar( hY; f i ). In Ramsay and Silverman

(2005) is proved that the regularized FPCA can be numerically solved by the

diagonalization of the matrix

	 � 1=2� A �	 � 1=2;
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where 	 = � + � �, and � is the K � K matrix with generic ( h; j ) element

� hj =
R

T

R
T B 00

h (s)B 00
j (t)dsdt.

2.3.2 Functional Regression Models and Function-on-Scalar

Regression

Analogous to classical regression models, Functional Regression Models (FRM)

regress outcomes based on covariates when using functions as either the out-

comes or regressors. Hence, FRM take advantage of the nature of time changing

variables, either parametrically or non-parametrically. To do so, it can use the

functional representation of both regressors and/or outcomes.

Function-on-scalar regression methodologies (see, e.g., Ramsay and Silver-

man 2005; Kokoszka and Reimherr 2017; Goldsmith et al. 2015) allow us to

understand the relation between the observed outcome over time, with respect

to the �xed covariates observed. Let (X; Y ) be a pair of random variables,

whereY is functional and X = ( X 1; : : : ; X k ) is a random vector of dimensionk.

The linear function-on-scalar regression model forY given X = ( x i 1; : : : ; x ik ) is

stated as

Yi (t) = � 0(t) + � 1(t)x i 1 + � � � + � k (t)x ik + " i (t); (2.13)

where Yi (t) is the functional response over timet 2 T for observation i , x ij is

the value of variable X j for observation i , � 0(t) is the functional intercept (it

is equal to the mean function (Y (t)) when the k covariates are centered),� j (t)

is the functional coe�cient for the j -th covariate X j for j � 1, and " i (t) is

the functional error for the i -th observation, a zero mean continuous stochastic

process, assumed to be independent between di�erent observations. Lastly, the

problem of variable selection in the linear function-on-scalar regression model

was addressed in Chen et al. (2016).

However, di�erent kinds of covariates can be considered, as not all of them

have a changing e�ect over time, or might have di�erent e�ects. In order to allow

the function-on-scalar regression model to admit richer covariate terms, Scheipl

et al. (2015) introduced the functional additive mixed model (where functional
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covariates are also allowed). As an example, the following equation shows a

function-on-scalar additive regression model with terms of di�erent types:

yi (t) = � 0(t) + � 1x i 1 + s2(x i 2) + � 3(t)x i 3 + 
 4(t; x i 4) + " i (t); (2.14)

where � 0(t) is the functional intercept, � 1 is constant over time, s2(x i 2) is

a smooth function of the covariate, � 3(t)x i 3 is the same kind of covariate-

coe�cient relation from equation (2.13), 
 4(t; x i 4) is a smooth function depend-

ing on t and x i 4, and �nally " i (t) is the i -th error function. Variable selection

is less developed for the function-on-scalar additive model than for the linear

function-on-scalar model.

In the estimation of model (2.14) the response functionsyi have been repre-

sented as raw data, that is, as a column vectory i 2 RN with yi (t j ) as the j -th en-

try. Coe�cient functions � j (t), j � 0, are represented by their expansion in a cu-

bic B-spline basis: � j (t) =
P K j

k=1 � jk Bk (t) = � T
j B (t). The smooth functions of

the covariates, ass2(x i 2), are represented also by expansions in a cubic B-spline

basis over the range of the corresponding explanatory variable. For instance,

s2(x2) =
P H 2

h=1 � 2h D2h (t) = � T
2 D 2(x2). Finally, smooth functions depending on

t and an explanatory variable, asx4, are represented by their expansions in a

tensor product basis. For instance,
 4(t; x 4) =
P K 4

k=1

P H 4
h=1 � 4

kh Bk (t)D4h (x4) =

vec(B (t)D T
4 (x4))T � 4, where � 4 2 RK 4 � H 4 , and vec(M ) is the vector formed by

concatenation of the columns of matrixM . Using these representations, for the

i -th observation, model (2.14) can be written as

y i = B N � 0 +1 N x i 1� 1 +1 N D T
2 (x i 2)� 2 + x i 3 
 B N � 3 +

�
D T

4 (x i 4) 
 B N

�
� 4 + " i ;

(2.15)

where 1N denotes theN -vector of ones,B N is the N � K matrix with element

(j; k ) equal to Bk (t j ), and M 1 
 M 2 denotes the Kronecker product of matrices

M 1 and M 2, and " i is the raw data representation of the functional noise" i (t).
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Following Scheipl et al. (2015), model (2.15) can be expressed as

y i = � i � + " i ;

where � i and � can be partitioned into 5 blocks, each corresponding to a term

in (2.15). Let � = ( � 0; � 1; � 2; � 3; � 4) be the partition corresponding to the

parameters.

Assuming white noise, that is " = ( " T
1 ; : : : ; " T

n )T � N (0; � 2
" I nN ), the penal-

ized likelihood criterium to be minimized for estimating the model is

nX

i =1

ky i � � i � k2 +
X

v2f 0;2;3;4g

� v � T
v P v � v ;

where matrices P v in the the penalty terms are known positive semi-de�nite

matrices, related with the integral of products of the second derivatives of the

elements in the B-splines basis used in the smoothing terms. The smoothing

parameters� v control the trade-o� between goodness of �t to the training data,

and smoothness of the non-parametrically estimated functions oft and/or x j .

The proposal in Scheipl et al. (2015) is to adopt a linear mixed e�ects model

approach to the estimation process, in which the model parameters� and the

smoothing parameters� v are estimated simultaneously by restricted maximum

likelihood (REML), as it is done in the R library mgcv (Wood, 2017), upon

which Scheipl et al. (2015) base the functionpffr in their library refund , for

estimating models as (2.14).

2.3.3 Function-on-scalar regression for count data

Functional data analysis methods were designed to operate with non-restricted

functions. Thus, sometimes it might be instructive to transform the functions

into non-restricted forms of functional data. The typical method to transform

the functional conditional expectation of count data given t is the canonical

transformation in Generalized Linear Models (McCullagh and Nelder, 2019).

Let us assume that the outcomeY(t) is a random variable with a non-
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negative distribution, and E(Y (t)) = � (t) > 0. Let ~y(t) = log( � (t) + 1) be

transformed conditional expectation of the count data. After data is functionally

represented by ~yi (t), i = 1 ; : : : ; n, we want to model the outcomes of interest

over the covariates or characteristics of each observation, using function-on-

scalar regressions (Reiss et al., 2010; Goldsmith et al., 2015). Letx i 1; : : : ; x ip be

the observations ofp explanatory variables for observation i = 1 ; : : : ; n. Then,

we �t a function-on-scalar regression as follows:

~yi (t) = � 0(t) +
pX

j =1

� j (t)x ij + " i (t); i = 1 ; : : : ; n:

Observe that this model has functional coe�cients depending ont, where � 0(t)

is the functional intercept and � j (t) indicates the contribution over time of the

j -th explanatory variable. We estimate the coe�cient functions using the pffr

function from the refund package (Goldsmith et al., 2020). Once we have the

estimated coe�cient functions �̂ j (t), we can obtain the �tted values of this

model, namely ŷ:

ŷi (t) = ^� 0(t) +
pX

j =1

^� j (t)x ij ; i = 1 ; : : : ; n (2.16)

and the corresponding �tted values of ~� i (t) are

�̂ i (t) = eŷ i ( t ) � 1 = e
^� 0 ( t )

pY

j =1

e
^� j ( t )x ij � 1: (2.17)

To evaluate these regressions, we have two options. To use the usual coe�-

cient of determination,

R2 = 1 �

P n
i =1

P t f
t = t 0

�
~yi (t) � ŷi (t)

� 2

P n
i =1

P t f
t = t 0

�
~yi (t) � y

� 2 (2.18)

where y =
� P n

i =1

P t f
t 0

yi (t)
�

=(n(t f � t0)) is the global mean, as obtained from
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the standard output of refund package (Goldsmith et al., 2020), and our own

weighted functional version of it,

R2
funct = 1 �

P n
i =1

Rt f

t 0

�
~yi (t) � ŷi (t)

� 2
w(t)dt

P n
i =1

Rt f

t 0

�
~yi (t) � ~yi (t)

� 2
w(t)dt

: (2.19)

where the weights are

w(t) =
1=n

P n
i =1

~� (t)
Rt f

t 0
1=n

P n
i =1

~� (t)dt
:

Both metrics are within the interval [0 ; 1] and they provide an intuitive scale of

the accuracy of the models. However, we believe that the goodness of �t metric

from 2.19 provides better information on the goodness of �t than 2.18 because

the metric provided in the refund package only compares the �tted values to

the average of the functional observations, whereas our metric compares the

�tted values to the functional mean.

2.4 Synthetic Controls and Functional Data Anal-

ysis

Synthetic controls are becoming widely used in many �elds of research. Ap-

plications are emerging in new �elds using synthetic controls to estimate the

e�ects of interventions on outcomes of interest. In this dissertation, we take

one step further, by combining the measurement of Average Treatment e�ects

(Chapter 3), with further function-on-scalar-regression of the estimated e�ects

(Chapter 4). In this way, we obtain the best from both methodologies. First,

we estimate the desired e�ects, to then try to explain them using functional

regression models, in order to understand the pre-intervention characteristics of

observations a�ecting these e�ects, and how these change over time.

New methodologies have emerged in the last few years using Functional Data

Analysis for creating synthetic controls. Essentially, Gunsilius (2020) extends
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synthetic controls on functional settings. One of the main advantages of this

combination, is that since data cannot be observed in�nitesimally, we may want

to approximate the underlying data generating function over the time-span de-

sired. Functional data represents observations as functions, and by approximat-

ing these functions, even when observed in sparse settings or in noisy settings,

we can obtain the expected values inside the time continuum. Future research

will likely exploit these advantages to construct synthetic controls using the

advantages of approximating the functions and being able to evaluate the func-

tions on the continuous time desired. However, in this research we have used a

di�erent approach for computing Synthetic Controls. First, we use the Nuclear

Norm Matrix Completion approximation, to estimate the treatment e�ects, to

then use the estimated individual e�ects as recoveries over time, to smooth them

using LOESS and then model these e�ects with functional regression models.

2.5 Geographically Weighted Regressions

When treating data from the spatial perspective, the analysis can be very dif-

ferent. The spatial dimension, unlike the temporal dimension, is not unidirec-

tional. In this methodology, each observation has its own geographical loca-

tion. However, when estimating coe�cients over large regions with di�erent

subregions, it can become a strong assumption to assume that coe�cient re-

main stable or equal across the whole space, i.e., assuming stationarity across

all regions. That's the main reason why Geographically Weighted Regressions

(GWR) (Brunsdon et al., 1996) were introduced, where the authors exploited

the local variability of coe�cients across di�erent spatial regions.

Geographically weighted regressions can be formulated as the typical regres-

sion model commonly used in statistics:

yi = � 0 + � 1x i 1 + � � � + � px ip + � i
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with the di�erence that the coe�cients vector � is estimated as

�̂ i = ( X T W (i )X ) � 1X T W (i )Y (2.20)

where W (i ) is a matrix of weights speci�c to region i , such that observations

spatially closer to region i have greater weights. In this way, the coe�cients �

present local variability across regions, as opposed to classical global models.

The matrix weights are

W (i ) =

2

6
6
6
6
6
6
6
6
6
4

wi 1 0 0 � � � 0

0 wi 2 0 � � � 0

0 0 wi 3 � � � 0
...

...
...

. . . : : :

0 0 0 � � � win

3

7
7
7
7
7
7
7
7
7
5

where wij is the weight given to observation j for the estimation of parameters

at region i .

The idea behind exploiting the local variability was extracted from Cleve-

land and Devlin (1988), where the emphasis was put on pure curve-�tting and

smoothing of data, essentially predicting the response variable. However, GWR

was presented as a method to perform inference on spatially varying relation-

ships (Wheeler and P�aez, 2010).

Blainey and Preston (2013) expanded GWR for including 
ows, such that the

coe�cients represent 
ows of observations moving from di�erent geographical

locations. That is, the coe�cients � now are represented as� ij , where the

coe�cient represents the amount of movement from region i to region j . In

this way, we expand the simple local variability to also account for movement

between regions. This expansion of the model can be done in three ways: by

using the amount of people moving away from each region, by using the amount

of people moving to each region, or by getting the middle point between two

regions or centroid of the 
ow of people.
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Lastly, the weights of GWR are obtained through a spatial kernel function

that helps determine the bandwidth. Intuitively, the bandwidth controls the

degree of smoothing in the model (Wheeler and P�aez, 2010). Hence, for each

region, the coe�cients are weighted di�erently, and the resulting estimates are

unique to each particular location.

2.5.1 Why use GWR?

GWR present advantages over the classical linear regression, even though both

methods present estimates of coe�cients. The �rst and foremost advantage is

that we can estimate the local variability of coe�cients, as opposed to the clas-

sical linear regression. Second, spatial data contains locational information and

spatial structures that can be used to model, instead of assuming stationarity

and then interpreting the residuals of models. Third and last, spatial hetero-

geneity is very common in real world data. The processes generating observed

attributes might vary over space rather than being constant as is assumed in the

use of most traditional types of statistical analysis (Fotheringham and Rogerson,

2008).
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Chapter 3

Estimating heterogeneous

wild�re e�ects

using synthetic controls

and satellite remote sensing

3.1 Introduction

Wild�res pose a signi�cant natural hazard to society (Paton et al., 2015). More-

over, the increase in the frequency and intensity of extreme weather and climate

events lead to an increase in societal vulnerability to wild�res (Easterling et al.,

2000; Moritz et al., 2014; Schoennagel et al., 2017). Climate change is expected

to increase the amount of areas at risk of large wild�res (Westerling et al.,

2011). Given the rise in temperatures, and a future drier climate, as climate

projections show (Westerling et al., 2006; Spracklen et al., 2009; Bryant and

Westerling, 2014; Schoennagel et al., 2017; Angelo and Du Plessis, 2017), to-

gether with changes in the timing of seasons (Westerling, 2016), the situation
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is expected to worsen (Littell et al., 2018). Wild�res are discrete events with a

strong seasonality (National Fire Data Center (U.S.), 2005), but changes in sea-

sons have altered the periodicity and e�ects of wild�res (Westerling et al., 2006;

Jolly et al., 2015; Westerling, 2016). In order to mitigate the hazards posed

by wild�res it is important to quantify post-�re vegetation recovery and loss,

allowing for e�ective short- and long-term land management (Chu and Guo,

2013). Predicting the timeline and capacity for �re-prone regions to return to

their pre-�re or an alternative state is also desirable, as post-�re vegetation re-

covery can lead to a signi�cant carbon sink that can o�set carbon losses caused

by wild�re events (Hicke et al., 2003; Meng et al., 2018).

Climate is generally considered to vary gradually over multi-decadal time-

scales. However, anthropogenic climate change has been demonstrated to be

associated with identi�ed climatic presses and pulses causing complex and catas-

trophic responses (Harris et al., 2018). In terms of wild�res, anthropogenic cli-

mate change has been attributed to increasing their size and frequency (Abat-

zoglou and Williams, 2016; Williams et al., 2019). California (USA) is a region of

particular interest due to the �re-proneness of the state and value of its national

and state parks. Wild�re impacts vary across the state due to the north-south

climate gradient (Minnich, 2018; Goulden et al., 2012) and variation in altitude

(Casady et al., 2010a) and land cover types. In recent years, California has

endured some of the largest wild�res in history (Calkin et al., 2020) and so it

is important to develop methods that quantify and predict vegetation recovery

patterns following large wild�re events in this region. State-wide time-series

analyses of burned areas in California are now possible due to the signi�cant

amount of freely available data provided by the Monitoring Trends in Burn

Severity (MTBS) (Eidenshink et al., 2007) program, conducted by the U.S. Ge-

ological Survey Center for Earth Resources Observation and Science (EROS)

and the USDA Forest Service Geospatial Technology and Applications Center

(GTAC). The likely increase of large wild�re frequency and severity (Bryant

and Westerling, 2014) necessitates new methods using dynamical models to

estimate their e�ects on vegetation recovery patterns. Understanding which
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vegetation type is most a�ected by these events is essential. In addition to in

situ data, time-series analysis of satellite remote sensing data can reveal more

subtle changes in ecosystem health and conditions (Li and Banerjee, 2020).

Given the complexity of disentangling factors known to in
uence vegetation

and forest composition (Zhang et al., 2018) such as climate-induced changes in

meteorology (e.g. solar radiation, temperature, and precipitation) and land sur-

face characteristics, long-term, high resolution geospatial datasets are required

to estimate and predict the cost of wild�res on vegetation (Dale et al., 2001;

Meng et al., 2018; Sturrock et al., 2011; Seidl et al., 2017). Satellite remote

sensing has become an invaluable tool for monitoring and assessing wild�re ac-

tivity (Geist, 2005; Chuvieco, 2012; Meng et al., 2018). In addition, the archive

of satellite data suitable for land cover and wild�re assessment spans more than

30 years.

To estimate the e�ects of wild�res, previous studies have used satellite ob-

servations to make comparisons of trends between similar burned and unburned

regions (Goetz et al., 2006; Alcaraz-Segura et al., 2010; Bolton et al., 2015).

Bright et al. (2019b) found that wild�res in temperate forest ecosystems have

diverse e�ects, with some regions taking less than 5 years to more than 13 years

to recover pre-wild�re vegetation indices values. However, most of previous

analyses did not consider the initial vegetation conditions, nor the di�erences

in forest ecosystem, vegetation type and climate. As the natural environment

varies over time, there can be di�erences between control regions and burned

regions in terms of natural gradients such as diversity, fertility and soil moisture

(Ib�a~nez et al., 2019) that need to be accounted for. Previous studies have used

di�erences between pre- and post-wild�res through satellite imagery to com-

pute a post-disturbance regrowth, in both, absolute (growth trend) and relative

(recovery indicator) terms (Kennedy et al., 2012). Other studies used control

regions as counterfactual vegetation to estimate the decrease in gross primary

production (GPP) of terrestrial vegetation after a wild�re (Steiner et al., 2020).

Spectral similarities between a�ected and una�ected pixels for change detec-

tion of ecosystem dynamics on time series have also been explored (Lhermitte
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et al., 2010). The most detailed methodologies require the combination of re-

motely sensed and �eld ground data (Chu and Guo, 2013). However, most

of these studies focus on small groups of wild�res that have large impacts on

vegetation, with small pre- and post-�re follow-up dynamics. In addition, to

our knowledge, no methodology accounts for time-varying confounding factors

and non-stationary, vegetation index time series data to estimate the dynamical

heterogeneous e�ects of wild�res. This is an important consideration as decadal

increases or decreases in NDVI have been shown to impact analysis of historical

wild�re case studies (Hicke et al., 2003). Moreover, these studies are limited by

the heterogeneities of the unburned areas used, as they might di�er from the

heterogeneities in burned regions.

Here we propose a novel approach for estimating the impact of wild�res using

the generalised synthetic control (GSC) method (Xu, 2017). The GSC method

was originally developed for estimating the e�ects of government policies and can

be used to measure causal e�ects from interventions. In this paper we apply the

GSC method to long-term (� 30 years) time-series of satellite-derived vegetation

health indices (i.e. NDVI, NDMI, NBR). In particular, we are most interested

in the NDVI, as it outperforms other spectral indices' accuracy in areas with

heterogeneous vegetation and it is the most robust vegetation index for assessing

vegetation recovery (Veraverbeke et al., 2012). Speci�cally, we consider the

surroundings of burned regions to reconstruct the characteristics of vegetation

that would have been observed in the absence of a wild�re (referred to hereafter

as control areas or control pixels (Veraverbeke et al., 2010)). These regions, as

well as the burned areas, are represented as polygons, and the information is

aggregated from pixel-level data and averaged to obtain spatial and temporal

spectral indices for each of the areas of interest (AOIs). The GSC method also

allows us to take into account weather and climate data. As a consequence, we

are able to detect decreases in post-�re vegetation seasonal-cycles and estimate

vegetation recovery times.
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3.2 Materials and Methods

3.2.1 Study Area

The study region considered for the present analysis is the state of Califor-

nia, USA (Fig. 3.1), which is within approximately 32{44 °N and 112{126°W.

The vegetation in this region is predominately classi�ed as shrublands, grass-

lands, and evergreen forests (Jin et al., 2019). California has a largely Mediter-

ranean climate but encompasses regions that vary from hot desert to alpine

tundra. The wild�re season generally occurs between May and October when

weather conditions in the western United States are hot and dry (Westerling

and Wsweinam, 2003). According to the GridMET interpolated surface mete-

orological dataset (Abatzoglou, 2013), between 1990 and 2018, in the summer

months (June-August), the statewide climatological average maximum and min-

imum temperatures were 31.04°C and 14.7°C, respectively. Most of the rainfall

occurs in winter (climatological average precipitation of 3.59 mm) while the sum-

mer is much drier (climatological average precipitation 0.21 mm), resulting in

high wild�re ignition risk in many areas during the summer months (Bryant

and Westerling, 2014).

3.2.2 Burned Areas

The MTBS dataset contains 1631 wild�res that burned areas larger than 1000

acres in California between 1984 and 2016. The reason behind this cuto� is

that the MTBS dataset only contains wild�res with perimeters larger than 1000

acres (� 405hectares). Out of these 1631 burned areas, 544 only burned once,

meaning that the perimeters from these �res were non-overlapping. However, as

we explain in the next sections, we require� 10 years of data from pre-wild�re

periods to compute synthetic controls and so we only consider the e�ects of

wild�res after the year 1995. Hence, from 1996{2016, there were 342 burned

areas that only burned once (Fig. 3.1). From these 342 �res, 22 were prescribed

�res, 7 were catalogued as unknown source, and 6 were 'wildland �re use' ac-
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cording to the MTBS (Eidenshink et al., 2007), that is, natural �res allowed to

burn when outlined in a �re management plan and communities are not at risk.

The rest of them (307) were catalogued as wild�res and are used in our analysis

together with their control areas to de�ne our AOIs (indicated as red and green

polygons in Fig. 3.1). The wild�res span a total area of approximately 5� 105

hectares. The temporal pattern of wild�re occurrence follows an approximately

constant number of wild�res over years, most of these during summer period

when fuels are ready to spark, except for a large spike on 2008 with some of the

largest wild�res in California's history. Most of these wild�res occurred in the

center and northern non-coastal part of California and in places where the most

predominant land cover was shrub/scrub, grassland herbaceous, or evergreen

forest.

3.2.3 Control Areas

We generated control areas (or \bu�er zones") around the burned areas (e.g.

Controls 1 are the polygons enclosing burned areas from 100 m to 1 km away

from the perimeter of the burned areas and Controls 2 are from 1 km to 5 km

away, as shown in Fig. 3.1), similar to Goetz et al. (2006), used to estimate

counterfactual vegetation indices. In addition, we removed any pixels from

control regions that intersected neighbouring burned areas overlapping control

region boundaries from our analysis, to avoid biasing estimates of counterfactual

vegetation.

As we will demonstrate in the next sections, the methodology proposed here

shows that the combination of aggregated pixels from control areas together with

burned regions is suitable for the estimation of wild�re e�ects, as the estimation

of counterfactual vegetation uses information from all control regions on post-

wild�re periods, as well as information from both control and burned regions on

pre-wild�re periods. The use of di�erent control regions ensures that the e�ects

are unaltered by potential spillover wild�re e�ects on the control regions.
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