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Abstract
Every one of us is constantly releasing data about our interests, preferences or affiliations in a conscious or unconscious way. Improvements on the technological field
have led to an enormous volume of data on each individual available on the Internet.
Using and publishing sensitive data (e.g. social research, marketing purposes) have
stimulated the need for anonymization techniques, where a compromise between usefulness of the data and privacy protection is sought. k-Anonymous microaggregation
permits releasing a set of data where each person cannot be distinguished from, at
least, k − 1 individuals while maintaining similar statistical dependence between attributes. Currently, microaggregation algorithms are commonly used in this field
thanks to the simplicity and quality provided. However, used on large datasets these
methods result expensive in terms of computation time.
This work addresses the need of running k-anonymization in a faster, efficient
manner while introducing minimum distortion loss. To do so, we partition the original dataset in two fractions that will be processed in two consecutive steps enabling
the possibility of starting even before receiving the entire dataset. Intuitively the process would be indicated for anonymizing surveys, electoral processes, and all manner
of polls, but the method has proved to be faster even without a head start.
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Resum
Cadascun de nosaltres està constantment generant dades sobre els nostres interessos,
preferències o afiliacions, ja sigui de manera conscient o inconscient. Els avanços en el
camp tecnològic han portat a un enorme volum de dades disponibles a internet sobre
cada individu. L’ús i publicació de dades sensibles (investigació social, marketing)
han generat la necessitat de tècniques d’anonimització, on es busca un compromı́s
entre la utilitat de les dades i la protecció de la privacitat. La microagregació kanònima permet publicar un conjunt de dades on una persona no pot ser distingida
de, com a mı́nim, k−1 individus mentre es manté una dependència estadı́stica similar
entre atributs. En l’actualitat, generalment s’utilitzen algorismes de microagregació
en aquest camp a gràcies a la simplicitat i qualitat que proporcionen. No obstant
això, utilitzats en grans conjunts de dades aquests mètodes resulten cars en termes
de temps de procés.
Aquest treball aborda la necessitat d’executar la k-anonimització d’una manera
més ràpida i eficient tot presentant una pèrdua mı́nima per distorsió. Per a això, partim el conjunt de dades original en dues fraccions que seran processades en dues fases
consecutives permetent la possibilitat de començar fins i tot abans de la recepció del
conjunts de dades sencer. Intuitivament el procés seria indicat per a anonimitzar enquestes, processos electorals, i altres tipus d’escrutinis, però el mètode ha demostrat
ser més ràpid fins i tot sense avantatge a l’inici.
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Resumen
Cada uno de nosotros está constantemente - ya sea de manera consciente o inconscientegenerando datos sobre nuestros intereses, preferencias o afiliaciones. Los avances en
el campo tecnológico han llevado a que haya un enorme volumen de datos disponible
en internet sobre cada individuo. El uso y publicación de datos sensibles (para
investigación social o de marketing) han generado la necesidad de técnicas de anonimización, donde se busca un compromiso entre la utilidad de los datos y la protección
de la privacidad. La microagregación k-anónima permite publicar un conjunto de
datos donde una persona no puede ser distinguida de, al menos, k − 1 individuos,
mientras se mantiene una dependencia estadı́stica similar entre atributos. En la actualidad, los algoritmos de microagregación son usados comúnmente en este campo
gracias a la simplicidad y la calidad que proporcionan. Sin embargo, usados en
grandes conjuntos de datos estos métodos resultan caros en términos de tiempo de
proceso.
Este trabajo aborda la necesidad de ejecutar la k-anonimización de una manera
más rápida y eficiente introduciendo a su vez una pérdida mı́nima por distorsión.
Para ello, partimos el conjunto de datos original en dos fracciones que serán procesadas en dos pasos consecutivos permitiendo la posibilidad de empezar incluso antes
de recibir todo el conjunto de datos. Intuitivamente el proceso serı́a indicado para
anonimizar encuestas, procesos electorales, y todo tipo de escrutinios, pero el método
ha demostrado ser más rápido incluso sin ventaja en el inicio.
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Chapter 1
Introduction
Data analysis is a key part of both the technological and scientific advances of the
past few years. The vast amount of digital information stored on a daily basis in
conjunction with major breakthroughs in networking, data storage and processing
capabilities enable the possibility of retrieving information from unstructured data.
Information that was hard to obtain a few years ago due to the high cost in computational time it supposed and data storage costs. Multi-core being the norm in
conjunction with higher CPU clock speeds permit processing information while it
remains useful and do it on multiple threads of computing at the same time. For
instance, decoding the human genome involves analyzing 3 billion pairs, operation
that took 10 years to be completed the first time it was done in 2003, although
now can be executed in just one week. Having the resourcefulness to handle 1 million of transactions every hour would be useless if networking capabilities had not
grown at a similar pace and caused a bottleneck. In that regard, Cisco stated in its
white paper The Zettabyte Era [9], that global IP traffic is expected to surpass the
zettabyte by the end of 2016 and reach two zettabytes in 2019. The opportunity
of transmitting and analyzing that volume of information has led to the use of new
ways to advertise, communicate or create and consume digital content. In fact, it
has been reported by the International Data Corp (IDC), a market research firm,
that the amount of data in the world is presumed to grow at a rate of 40% each year,
going from 4.4 zettabytes in 2013 to ten times this amount by 2020. The report also
illustrates that not only the amount of data is doubling in size every two years, but
13
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the portion of useful data if tagged and analyzed is estimated to grow from a 22% in
2013 into a 37% in 2020 mostly due to the growth of structured metadata collected
from embedded systems.
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Figure 1.1: Example of k-anonymous microaggregation of published demographical
data with k = 3, showing income and political affiliation. Under the assumption
of this data being collected during an extended span of time, the traditional microaggregation methods would start once all data has been collected. Our proposal
consists in starting the process before the whole data availability processing it in
two steps.
Within this vast volume of collected usable information, privacy concerns cannot
remain overlooked. The fast changing period we live in makes difficult for privacy
rights and regulatory laws to keep the pace. Using predictive analysis on customer’s
data collected without their explicit consent is a common practice nowadays. As
published in Forbes [21], in 2012 Andrew Pole, statistician working at an American
retailer, was asked by two coworkers from the marketing department if he could figure
out how many of their customers were pregnant. During pregnancy, customers are
more likely to abandon shopping patterns and brand loyalties, reducing the number
of stores they buy from, fact that makes them a priority target for retailers. Based on
shopping patterns and demographic attributes of already known pregnant customers,
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Pole managed to assign a pregnancy prediction score and estimated due date to each
female in their database, allowing the company to send offers timed to the customer’s
pregnancy stage. Note that being all based on predictive analysis chances are that
some non-pregnant customers receive offers. Nevertheless, the scoring proved to
be somewhat efficient when a father, who had previously blamed the company for
sending pregnancy coupons to his daughter, apologized for doing so since his daughter
was indeed pregnant, the retailer knew she was pregnant even before his father did.
Since these methods are based on statistics, they cannot be used to determine
confidential information about an individual, just how probable is that an individual
is old or young, or likes a certain color. However, there is also the possibility of being
identified in a published survey or study, even if the names of the participants have
been removed, resulting in confidential information being disclosed. In that regard,
an experiment conducted in the 1990s by Latanya Sweeney, shown in [37], proved
that 87% of the population in the U.S. could be unequivocally identified using only
three parameters: date of birth, gender and zip code. Despite the legal boundaries,
under certain circumstances, being identified in a study of vote intention or health
condition record could lead to lose a job offer among other consequences.
Statistical disclosure control (SDC) emerged as a field to address this problem,
consisting on reducing the risk of confidential information being disclosed while maintaining usefulness of the data, fact that permits releasing an anonymized dataset to
perform statistical population studies. Sensitive attributes in a dataset, are commonly classified as identifiers, quasi-identifiers or confidential attributes depending
on the level of information contained. Identifiers can unequivocally lead to the recognition of an individual, attributes like the name or the social security number (SSN).
On the other hand, quasi-identifiers are not enough by themselves to identify an individual, but the combination of some of them being compared with a public database
containing these same attributes and an identifier of the individual can lead to the
reidentification of this concrete individual meaning that the confidential attributes
(e.g. hourly wage, political affiliation) are no longer private. In this work identifiers
will be removed, even though in some cases there is also the possibility of encrypting
them, and we will consider all the attributes we are working with as quasi-identifiers.
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Although there are several proposed methods to modify quasi-identifiers that
attempt to reduce the distortion loss and gain time efficiency, in this contribution
the technique that will be used to prevent disclosure of sensitive data will be kanonymous microaggregation. This method ensures that each person cannot be
identified due to the existence of, at least, k − 1 identical records within the processed dataset. More precisely, this technique consists in aggregating into clusters k
or more records and releasing the mean value per attribute of the cluster observed,
named centroid. To minimize the distortion loss, these clusters are assembled by
similarity of the attributes, a simple example of k-anonymous microaggregation is
shown in Fig. 1.1. As a result, once a dataset is processed a concrete respondent
cannot be linked to matching records in any other source of information, since while
the value of the anonymized quasi-identifier is ideally close to the original one it depends on the combination of participants involved. This fact theoretically prevents
a privacy attacker to gain access to confidential attributes safeguarding the identity
of any individual included in the study or survey. More precisely, the probability of
reidentification will be reduced depending on the grade of uniformity of the different
demographic profiles. Obviously, a bigger k-anonymity parameter also reduces the
probability of reidentification at the cost of worse data utility in terms of distortion.
An example of application where k-anonymous microaggregation becomes crucial is in the context of an electoral process. In this context, with the purpose of
publishing an anonymized version of the results, all paper ballots might be manually counted and transformed into a digital database. Once all paper ballots have
been counted and digitalized the traditional microaggregation starts with a running
time depending on the amount of records that have to be processed. On the other
hand, the use of electronic voting enables the possibility of processing the results
and publish a k-anonymized version of them in a reasonably low amount of time
in comparison with the counting and digitalizing process of the traditional paper
ballots. Additionally, while traditional electoral processes only segregate the voters
depending on the district they reside in, this approach grants access to information
such as gender or age making statistical population studies richer while preserving
the privacy of the participants.
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Contribution and Organization

Even though traditional microaggregation provides an efficient method to anonymize
while introducing reasonably low amounts of distortion, it results expensive in terms
of computation time when used on large-scale datasets or processes that last for an
extended period of time. The leading objective of this contribution is to provide a
faster k-anonymization method to address this issue. To do so, the data is segregated in two independent datasets, termed here base and incremental data, typically
depending on the arrival time of the attributes, and processed aside. The compute
on the base data starts preceding the whole data availability, logically gaining time
efficiency. Next, when the entireness of the data has arrived, the second algorithm
starts and the incremental data is processed.
For instance, given the example of demographical data in Fig. 1.1, where the data
is collected through a long span of time, traditional k-anonymous microaggregation
would start once all the data has been collected. This work introduces a new method
for k-anonymous microaggregation. As explained in the lines above, the microaggregation process would be performed in two steps. The first algorithm, base
algorithm, would start prior to the whole data availability, for instance one hour
before finishing the data collection process. Next, the second one, incremental algorithm, would start once all the data has been collected. Due to the running time
of the microaggregation algorithms being super additive, the base and incremental
algorithms will have a shorter running time than the traditional one since any sort
of partition will yield a faster running time. This becomes of capital importance for
large-scale datasets which are severely affected for these typically quadratic running
times.
To further illustrate our proposal, we retrieve the example of an electronic survey
exposed in the lines above in Fig. 1.2. It can be seen that the base algorithm starts
when most of the data is available. Next, the incremental algorithm ideally starts
when the traditional one would start, when all the data is available. However, in this
case note that the time required for the base algorithm to run is bigger than the head
start available. Notice that using our method, running the traditional algorithm
in two fractions, we end the whole process faster than the traditional approach.
Precisely, 39 minutes instead of two hours. The incremental algorithm is typically ran
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on a much smaller dataset, therefore, even using the same microaggregation method,
it will have shorter running time than the traditional one allowing the whole two-step
process to consistently outperform the traditional method in time efficiency. This
time save is possible thanks to the head start and the previously introduced concept
of super additive running time of the majority of the microaggregation algorithms.
Note that, the presented approach may be not applicable to electoral processes
where the ballot boxes cannot be opened until the end of the election but it would be
suitable for a process implying more than one phase of voting. Under the assumption
of postal mail voting in the days following the election, there would be an important
delay, if using traditional methods, until the process were closed while our method
enables the possibility of starting to compute the records once the election day has
ended. This would be done without the need of running microaggregation two times
by simply aggregating the postal mail votes using the incremental algorithm gaining
time efficiency. Nevertheless, it is later demonstrated in §5 that even not having the
chance of taking advantage of the head start this approach is still more efficient in
terms of computational cost introducing low degradation in distortion loss.
Traditional Algorithm - 2h
Finish time - 39min
…
Head Start – 1h
90% of the
Data Received

100% of the
Data Received

Base Algorithm - 1h37min

Incremental Algorithm - 72 s

Figure 1.2: Example of incremental approach versus traditional one in a 10-hour
voting process. This may be possible in most forms of electronic surveys or electoral
processes where postal mail votes are used, but may not be applicable to processes
where ballot boxes must remain closed until the end. Note that the traditional
approach would not be usable if the result were required in less than 2 hours. On
the other hand, our method allows finishing the process in just 39 minutes, although
is shown in conclusions that it can be finished earlier.
In this spirit, the leading object of this paper is to propose new methods to use kanonymous microaggregation, pursuing better running times while incurring in little
distortion loss.
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• More precisely, the initial motivation of this work is to take advantage of the
time gained, head start, when processing the initial data partition before receiving all data. This strategy by itself can result in a large amount of time
saved.
• Additionally, the prevailing methods to perform k-anonymous microaggregation
run in polynomial time, typically quadratic and whenever the running time is
super additive, any sort of partition will yield a faster running time.
• In practice, these methods are addressed to time critical applications where
the time needed to publish the data is more relevant than the precision in
distortion. For instance, publishing an anonymized version of the results of a
survey involving a significant number of participants, can be done in minutes
instead of hours.
• Naturally, the underlying application must make part of the data available for
anonymization before all of it is gathered. This may be possible in most forms
of electronic surveys, but may not be applicable to certain electoral processes
where ballot boxes must remain closed until the end of the election.
• Concordantly, we use two microaggregation algorithms based on Minimum
Distance to Average Vector (MDAV) algorithm, two-step MDAV and Find
Nearest-Neighbor with cell splitting, both of them widely compared in the
literature. To test our approach, we execute them in two consecutive steps.
Still, we would like to emphasize that we propose a new method that can be
used with any microaggregation algorithm, as detailed in §2.5.
• However, our extensive experimental results show that this method provides
better running times while not introducing high rates of distortion loss, even
without a head start, when used on datasets containing a high number of
attributes and records. As we focus on large-scale data, a synthetic dataset
and an extended version of ‘Census’, popular in the SDC literature, have been
used.
The rest of this paper is organized as follows. §2 briefly reviews the current state
of the art in k-anonymous microaggregation metrics and algorithms in the SDC
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literature. Introducing the base where this contribution builds upon, §3 formally
presents the proposed formulation and introduces new concepts required to measure
the effectiveness and viability of the later proposed methods. Algorithms that are
detailed and theoretically analyzed in §4, while §5 presents the experimental analysis
and outcomes of these heuristic methods. Finally, conclusions are displayed in §6.

Chapter 2
Review of the State of the Art on
k-Anonymous Microaggregation
This section provides an overview of the state of the art on the main applications
of our contribution, concretely clustering, privacy and SDC. Precisely, we focus on
the methods and algorithms used to perform k-anonymous microaggregation while
mitigating data utility loss. Additionally, we will provide an overview of the several
attacks that can be performed to a database anonymized using microaggregation.
An extensive survey of legal, socioeconomic aspects on the field of privacy can be
found in [10].

2.1

State of the art on Statistical Disclosure Control

The field of SDC has been briefly presented and motivated in the introductory section §1. One of the initially proposed methods in the field of SDC was additive noise,
studied in [4], consisting on adding random noise to the original dataset. The problem, aside from the distortion loss not being manageable, is that the introduced noise
can be statistically dependent with the confidential attributes that we are trying to
anonymize resulting in a high disclosure risk. Since then, other methods have been
proposed to anonymize datasets always under two constraints, data utility and time
efficiency.
21
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Few years later, the k-anonymity model was presented in [31, 37], this privacy
criterion ensures that reidentification based on quasi-identifiers of one individual is
unachievable since there are, at least, k records sharing the same tuple of quasiidentifiers. Although nowadays there are newly proposed methods which aim to
enhance this privacy criterion [18], the standard the facto in the SDC community
is still k-anonymity. The original computational method to achieve k-anonymity
was based on the recoding, generation/suppression, of the quasi-identifiers. This
was later modified into the k-anonymization criterion based on a microaggregation
approach [2, 11, 12, 14, 16], used in the early nineties by the Eurostat agency, showing
that a similar outcome could be achieved without introducing or suppressing data.
This model, presents algorithmic and mathematical tractability without incurring
in too high computational complexity or high data utility loss. Fact that soon led
to a widely recognition in the SDC literature [31, 36] of this approach. In fact,
the concept of k-anonymity through microaggregation is further used in fields like
artificial intelligence, not concerning the publication of anonymized databases, as
shown in [13].
There are different measures for data utility loss in the SDC literature, mainly
differing in the distance definition, e.g. Euclidean distance or Minkowski distance.
The most accepted measure for clustering methods is the sum of squared errors
(SSE) [12, 17, 20, 25], consisting on the sum of the squared distances from the mean
of a group, namely cluster, and each of the elements of the group.

2.2

Inference Risk of k-Anonymity

Despite the popularity of k-Anonymity as a privacy measurement criterion in the
SDC community, this criterion is based entirely on processing the quasi-identifiers
and does not prevent confidential attributes disclosure under certain conditions.
In some cases, confidential attributes may be repeated or too similar. Retrieving the example presented in Fig. 1.1, an attacker who may know the age, gender
and zip code of one of the two females belonging to the second cluster knows that
her hourly wage is in the range of $37 and $41 this is called homogeneity attack or
similarity attack. Techniques, like p-sensitive k-anonymity [34, 38], have been pro-
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posed to prevent this kind of attacks. This concept requires that there are at least p
different values for each confidential attribute within each cluster of perturbed quasiidentifiers. In some cases, this is achieved using generalization and suppression of
confidential attributes but this also expands the information loss for high values of p.
A slight generalization of this concept was introduced in [19, 24], l-diversity requires
at least l “well represented” confidential attributes. Depending on the definition
of well represented, l-diversity can be reduced to p-sensitive or be more restrictive,
however there is still an increase in information loss and does not prevent probabilistic inference attacks. In that regard, [3] proposes a model based on average leakage
probability and probability difference of sensitive attribute value that increases the
data utility while hardening the possibility of a homogeneity attack.
Statistical attacks can also break k-Anonymity, the skewness attack exploits
the correspondence between the distribution of confidential attributes within the
entire population and the specified group. Following the above mentioned example
in Fig. 1.1, imagine that the attacker knows that 55% of the population intends to
vote for the democrat party. He also knows that the individual he is looking for
is a female aged 39 and resident in the area with zip code 9213, note that there is
a 66% probability that this individual is favorable to the democrat party, which is
above the average of the whole population. In order to address this risk, t-closseness
property [23] requires that the distribution of a confidential attribute in a concrete
cluster is similar to the distribution of the overall dataset. Note that this criterion
protects against confidential attribute disclosure but not against identity disclosure.
Furthermore, the attacker can gain insight if he knows more details about the
individual. In this case, imagine that the attacker knows that the individual is an
African-American male aged 22 who resides in the area with zip code 94024. According to population studies, an African-American would not support the republican
party, therefore he can gain access to his hourly wage, this is known as a background
knowledge attack. These kind of attacks are further studied in [35], they propose
optimal strategies to resist inference attacks by studying the valid inference paths in
an attacks graph based on graph theory.
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On the Complexity of k-Anonymity

A k-partition is said to be optimal when the SSE is minimum, but as shown in [27]
obtaining it is NP-hard. This result was later improved in [1], showing that the
problem remains NP-hard even when for a ternary alphabet, k = 3 and length of the
rows unbounded. In order to provide a lower bound, [28] showed that the problem
is APX-hard when using a binary alphabet and k = 3. Consequently, the current
methods for microaggregation are heuristic and the optimal partition is reached when
there are between k and 2k −1 records per cluster [12]. This problem has been widely
studied in the k-anonymity literature. The fact that most heuristics are quadratic
makes scaling the use of microaggregation algorithms into large datasets complex in
terms of time efficiency.
Several effects affecting the complexity of k-anonymous microaggregation have
been studied. In order to characterize the effect of input and output homogeneity,
[5] introduces two new parametrizations, tin defines the number of different input
rows and tout the number of different output rows. It is shown that k-anonymity is
fixed-parameter tractable for tin and that the problem becomes solvable in polynomial
time when there is only one output row tout , that is full homogeneity. However, the
problem is still NP-hard and not fixed-parameter tractable for more than one output
row.
Pattern-Guided k-anonimity [6] aims to reduce the running time by letting the
users express the differing importance of attributes. The complexity of the algorithm
is relaxed by suppressing combinations of attributes that contain less information. In
a demographical study of vote intention that collects data about the house income
and the marital status of the respondents, the income input could be related to
the marital status since the majority of participants surpassing a certain amount
of earnings are married, defined as a pattern vector. Therefore, the marital status
attribute would be suppressed and associated to the house income. This approach
achieves a faster running time by reducing the data to process at the cost of an
information loss, e.g. the information on an individual who is single and earns more
than the threshold amount is lost.
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Algorithms for k-Anonymous Microaggregation

Different forms of microaggregation have been proposed in the SDC field, mainly
defined by the similarity criterion used for clustering the records, these can be categorized into fixed-size and variable-size methods. The maximum distance (MD) algorithm [12], and its variation, more efficient in terms of computational complexity,
the maximum distance to average vector (MDAV) algorithm [14, 15], are fixed-size
algorithms which implies that all groups but one, usually the last, contain k records.
These algorithms present a particularly good effectiveness in terms of data utility
loss for many data distributions while proposing a simple implementation. On the
other hand, variable-size methods assure that all groups contain at least k records.
Some popular implementations of variable-size algorithms are the µ-Approx [16], the
minimum spanning tree (MST) [22], the variable MDAV (VMDAV) [32] and the two
fixed reference points (TFRP) [8] algorithms. Attempts to bypass the complexity
of multivariate microaggregation focus on projections onto one dimension, but are
reported to yield a much higher disclosure risk [26].

2.5

Other Incremental Approaches

In more direct relation with the incremental method proposed in this paper, unsurprisingly, the fundamental notion of processing data as it arrives is by no means
new in the field of SDC. For instance, [7] proposes a streaming approach, microaggregating data sample by sample. In addition, in the cited work, several versions
of protected tables are released.
We should hasten to stress that despite the possibly lax use of the term incremental in the literature, the specific focus of this paper is radically different from the
existing methods. We shall see that our proposal resorts to microaggregating data
in two batches, in a manner carefully timed to optimally advance the end result, as
well as to reduce the degradation in terms of data utility. Further, our method is
a mathematically founded running-time strategy that releases the data only once,
so that no additional privacy risks arise from cross-referencing several instances of
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published tables. Taking into consideration those fundamental differences, to the
best of our knowledge, the specific approach put forth in this work is entirely novel.

Chapter 3
Formal Model: The Concept of
Incremental Microaggregation
This section formally presents the proposed model for k-anonymous incremental
microaggregation, which addresses to reduce the amount of time needed to anonymize
a dataset having as a reference the traditional algorithms used in the literature of
microaggregation which have been mentioned in §2.

3.1

Microaggregation Background

The traditional k-anonymous microaggregation algorithm separates a set of samples
into cells of, at least, k samples, in this contribution we only take into account the
value of the quasi-identifiers. As previously introduced in [29, 30], we formally present
microaggregation as a quantization problem. Note that our proposal is limited to the
particular case of numerical data, meaning that, we assume that the quasi-identifiers
aggregated are represented by n points X = x1 , . . . , xn placed in the Euclidean space
Rm of dimension m. These points are contained in cells indexed by Q > n/k also
placed in the Euclidean space Rm . Let xi define the ith quasi-identifier and x̂q the
mean value of the samples aggregated in the cell where xi is assigned, from now on
centroid of the cell. Then each cell is aggregated based on the quantization function
q(i), which attempts to create the cell q containing, at least, the k closest samples.
Next, each quasi-identifier xi is replaced for its perturbed version x̂i , which is the
27
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mean of the previously aggregated cell, using the centroid assignment function x̂(q).
This process and an example are further illustrated in Fig. 3.1.

Quasi-Identifier

Aggregated
Cell
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𝑞(𝑥)

Cell
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Quasi-Identifier
𝑥� (𝑞)

𝑋�

𝑥2

Quasi-Identifier
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Centroid
Assignment

Microaggregation
𝑥1

Figure 3.1: Microaggregation interpreted as a quantization problem on the QuasiIdentifiers. The microaggregation example is ran using MDAV, described in §4.1, in
R2 with k = 5.

3.2

Formulation for Incremental k-Anonymous Microaggregation

Consider a fixed number of records n, fixed dimension m, and a fixed k-anonymity
parameter k. Let t represent the time required to microaggregate the entirety of the
data using a traditional algorithm such as the maximum distance to average vector
(MDAV).
Suppose now that we proceed to microaggregate the data in two portions. A
large portion of the data, consisting in n0 records, is microaggregated first, with a
common microaggregation algorithm, which we shall call base algorithm. Next, a
smaller portion of n+ records is then processed with an incremental algorithm that
aggregates the new data to the old one, in such a manner that the overall result is
k-anonymous.
Let ν ∈ [0, 1) denote the fraction of the data processed incrementally, typically
small not to degrade the overall distortion, so that ν = n+ /n. For convenience, the
complement 1 − p of any expression p is occasionally denoted by p̄. In this notation,
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ν̄ = n0 /n is the fraction of base data. In our analysis, n0 and n+ are equivalently
represented by n and ν. This notation is represented in Fig. 3.2.

𝑛0 = 𝜈̅ 𝑛

Δ𝜏 = 1 − 𝜏+

Δ𝜏 = 𝜏− + 𝜏�0 − 𝜏+

𝑛+ = 𝜈𝑛
Head start

𝜏−
𝜏0
𝜏0

Traditional algorithm

Time
loss

Base algorithm

𝜏=1
𝜏+
𝜏+

Incremental
algorithm

Figure 3.2: Formulation of the incremental problem, τ defines the relative time of
each computational process in comparison with the time needed to run the traditional algorithm. The time saving corresponds to the typical super additivity of the
traditional microaggregation algorithms which implies that τ0 + τ+ < τ = 1, and the
head start τ− .

3.2.1

Running Times

In order to preserve all comparisons, all running times considered will be relative
to the running time t of the traditional method. For instance, if t0 represents the
running time of the baseline algorithm, the relative time is τ0 = t0 /t. Following
this notation, let τ+ represent the relative running time of the incremental algorithm
on the incremental portion ν of the data. Consequently, the head start of the base
algorithm is defined as τ− . Let ς denote the head start coefficient such that, under
the assumption of uniform data arrivals, τ− = ς for ν = 1. For the sake of simplicity,
in this work we assume uniform arrivals in order to define τ− = ςν which presents
mathematical tractability, however we represent three arrivals rates in Fig. 3.3.
Given that ς is the rate of arrivals per time needed to run the traditional algorithm,
in an electronic voting context, an eight-hour electoral process using a traditional
algorithm that needs two hour running time this coefficient will result in ς = 4.
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Arrivals

Figure 3.3: The relative head start time is directly related to the rate of arrivals and
nu. In that regard, we introduce the head start coefficient ς. In this paper we work
under the assumption of uniform arrivals, precisely the first plot of this figure. It is
easily seen that the head start relative time will be defined τ− = ςν.
Finally, ∆τ characterizes the relative time gain of incremental microaggregation
with respect to traditional microaggregation on the entire data. If the base algorithm
were to finish before the available head start period has run out, that is, if τ0 6 τ− ,
then ∆τ = 1 − τ+ . Otherwise, if the head start is insufficiently generous, that is,
τ0 > τ− , then,
∆τ = τ− + 1 − τ0 − τ+ .
Consequently,
∆τ = min {τ− + τ̄0 , 1} − τ+ .
We strive to achieve a large relative time gain ∆τ , which will depend on the
design of the incremental algorithm, the portion of incremental data chosen, and the
head start.

3.2.2

Critical and Optimal Data Ratio

Note that, for τ0 6 τ− there is a time loss from the end of the base algorithm until
the entireness of the data is available. In this work, ν− defines the critical data
ratio for which τ− = τ0 . Therefore, the maximum, but not necessarily the optimal,
acceptable value for ν will be ν− .
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Accordingly, let ν ∗ define the optimal data ratio for incremental microaggregation,
defined as
ν ∗ = arg max ∆τ 6 ν− .
ν

The inequality owns to the fact that ∆τ is non increasing past the critical data ratio,
that is, for ν > ν− , quite an intuitive conclusion, because for ν > ν− part of the head
start is wasted until the whole data is available, therefore that we require τ0 > τ− .

3.2.3

Deadline

The method proposed in this article only has sense if there is a time constraint on
the application. Since our approach introduces a slight amount of data utility loss,
see 3.2.4 and 5.2.3, any application that has a time deadline greater than the time
required to run the traditional algorithm should not use our method. In the previous
sections we have aimed to maximize the time gain, but under certain circumstances
the time available is lower than the running time of the traditional method but
sufficiently generous to apply our approach in a different manner. As proved in
5.2.3, expanding the span of time used to run incremental microaggregation has a
positive effect on the amount of distortion introduced.
Let τend = tavailable /ttraditional define the amount of relative time available and
τ ∗ < τend define the relative time required using the optimal data ratio ν ∗ , the
earliest our method can finish. In order to not introduce time loss, νend 6 ν− defines
the data ratio that has to be selected to fill the span of time available and reducing
the negative effect on data utility. Under the condition of no time loss introduced
τ0 > τ− , we must satisfy τ0 + τ+ = τend + τ− .
Since νend 6 ν− we retrieve the previous definition of the relative time gain before
the saturation region, ∆τ = τ0 +τ− −τ+ . Finally, we define the relative time available
as τend = 1 − ∆τ .

3.2.4

Data Utility Loss

Since the focus of this work lies on working with numerical quasi-identifiers, we must
recall that is usual in traditional microaggregation to conduct a column wise, unitvariance normalization prior to any manipulation of the data, because it is inherent
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to the conventional definition of distortion error in SDC.
In the SDC literature distortion is conventionally evaluated as the quotient between the sum of squared errors (SSE) and the sum of squares total (SST). The SSE
is defined as the sum of squared differences between each sample and its cell mean
(centroid). Similarly, the SST is defined as the sum of squared differences between
each sample and the mean of all samples, therefore the SST equals the product between the variance of the dataset and the number of samples n (due to all the samples
having the same occurrence probability 1/n). In our case, since we have performed a
column wise unit-variance normalization on the data, the variance of the data is the
number of dimensions m, then, we can state that SST = mn. Retrieving the formal
definition of distortion and the formulation proposed in §3.1, we define distortion as
n

1 X
SSE
=
kxi − x̂i k2 .
D=
SST
mn i=1
Since this paper addresses the microaggregation problem as a two-step process,
we will follow the convention previously stated in §3.2.1, where D defines the total
distortion on all data using the traditional algorithm, while D0 and D+ define the base
algorithm and incremental algorithm distortion respectively. Using this formulation,
we construe the measure of total distortion DT , when computing the k-anonymous
microaggregation incrementally, as the weighted sum of both base and incremental
distortion, precisely, DT = ν̄D0 + νD+ .
In order to preserve any comparisons, the measure considered will be relative to
the traditional algorithm distortion, concretely, δT = DT /D. Finally, δ represents
the relative distortion loss measured as
δ=

3.2.5

DT − D
,
D

or equivalently δ = δT − 1.

Effect of Dimensions on Distortion

The following is by no means a proof of anything but merely an informal argument
that attempts to shed some light on the striking experimental findings when computing the relative distortion on two-step MDAV and Find Nearest-Neighbor §5.2.
For the sake of concretion, we are simply going to depict microcells as m-dimensional
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balls. The volume of a ball in m dimension is defined as
m

π2
Vm (R) = m
Rm ,
Γ( 2 + 1)
where R is the radius of the ball and Γ defines the Euler gamma function which
extends the use of the factorial function, shifted by one, to real and complex numbers.
Precisely, Γ(n + 1) = n! since m is a positive integer. Making the assumption of
a uniform distribution, with smooth probability density function (PDF), of points
within each cell and both the number of samples n and the number of dimensions m
being very large.
Observe that most of the volume of an m-dimension ball is concentrated on its
crust. Retrieving the distortion definition of §3.2.4, we can state that if most of the
volume is concentrated in the ball’s crust the difference between each sample and its
centroid will approximately be the radius of the m-dimensional ball, precisely
n

1
1 X
kxi − x̂i k2 ≈ R2 .
D=
mn i=1
m
Imagine two concentric 10-dimensional balls with radius R0 = 0.9 and R = 1
respectively and let Vcrust = V − V 0 define the volume of the crust. Observe that,
according to the definition of the m-dimension ball, the result of the ratio
V0
=
V



R0
R

10

= 0.910 ≈ 0.349

entails approximately the 65% of the volume is concentrated in the ball’s crust.
Consequently, as the number of dimensions grows the amount of volume concentrated
in the balls crust will tend to 100%.
Additionally, notice that if we randomly reduce the points in the dataset from n
to n/2 maintaining a uniform distribution and keeping k points per cell, the volume
of the m-dimensional ball will double. It can be shown that the effect of doubling
the volume will leave the radius almost unaffected since for V 0 = 2V the radius is
√
R0 = m 2R. For instance, retrieving the previous example of two ten dimensional
√
balls, the effect of doubling the volume is 10 2 ≈ 1.07 which has little to no effect on
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the radius R0 .
Summarizing, we have shown that increasing the number of dimensions reduces
the volume of the ball and expands the volume of the crust, that an increase in volume
leaves the radius unaltered and that the distortion is approximately proportional to
the radius. Since the distortion measure used is based on SSE, detailed in §3.2.4, an
increase in the number of dimensions of the data leads to a decrease of the radius
since the volume of the crust grows, and as there is proportionality between the
distortion and the radius the data utility loss is reduced.

3.2.6

Inertial Coefficient

The significant computational cost of the microaggregation procedure would make
it highly inefficient to rerun the anonymization algorithm again, from scratch, when
the incremental data is added. We would prefer to simply select a cell to which each
incremental point could be adjoined. We shall reasonably assume that the centroid
of each cell has been computed and stored to allow incremental population updates.
The simplest approach to adjoin the new point would consist in choosing the nearest
centroid. However, adding a new sample will alter the overall centroid, affecting
the distortion of rest of samples in cell. A slightly better strategy follows, which
contemplates updating the centroid to minimize the within-group distortion, and
the consequent effect on the other points originally assigned to the corresponding
cell.
A goal of our project consists in designing algorithms to process large datasets
in two steps enabling the possibility of starting the process before receiving the
whole dataset. We approach this goal without resorting to complete reprocessing
or computationally intensive procedures, beyond the naı̈ve strategy of choosing the
nearest centroid.
The following is an extremely simplified analysis. Consider a set of points
x1 , . . . , xn ∈ Rd , modeling the points of a cell rather than the entire dataset, despite the reuse of n, and define the r.v. X, uniformly distributed over this set. Their
P
centroid is the mean µ = E X = n1 j xj , and denote the variance by σ 2 . In this
notation, the SSE of the set is nσ 2 . Let y ∈ Rd be the new point to be added to the
set, resulting in a modified centroid µ0 , and a modified SSE0 . Without the centroid
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update, the resulting error would in general be greater. By iterated expectation, the
new centroid is
1
n
µ+
y.
µ0 =
n+1
n+1
Directly from its definition, the resulting SSE is
SSE0 = n E kX − µ0 k2 + ky − µ0 k2 ,
where
E kX − µ0 k2 = σ 2 + kµ − µ0 k2 .
But y − µ0 =

n
(y
n+1

− µ) and µ − µ0 =

n
kµ − yk2 +
SSE = nσ +
2
(n + 1)
0

2



1
(µ
n+1

n
n+1

− y). Consequently,

2

ky − µk2 = SSE +

n
ky − µk2 .
n+1

In conclusion, the SSE increment is
∆SSE =

n
ky − µk2 ,
n+1

lesser than the increment ky − µk2 incurred if the centroid had not been updated,
particularly for small cell sizes n.
The above reasoning leads to the following strategy to adjoin a new point y to
an anonymized microdata set, through selection of the optimal (quantization) cell q ∗
among all possible cells, indexed by q, of size nq , with centroid x̂q :
q ∗ = arg min
q

nq
ky − x̂q k2 .
nq + 1

Note that the squared distance to the nearest centroid is weighted by a coefficient
that increases with the cell size, to account for the effect of the centroid update on
other points in the cell. The centroid update will produce a final SSE smaller than
if the centroid were left unchanged. Evidently, for this latter, suboptimal strategy,
the best choice would have been the naı̈ve one, namely, to select the closest centroid
without regard for the size of the corresponding cell, that is, arg minq ky − x̂q k2 .
The naı̈ve strategy would also be approximately optimal in the case of macro-
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q
aggregation, where nq > k  1 and nqn+1
' 1.
In either case, the computation required is negligible with respect to the alternative of microaggregating the n + 1 points from scratch, at least for static algorithms
such as MDAV. Finally, because we have assumed that the centroids are stored for
this type of procedures, we point out that computing and storing the updated centroid x̂0q is a trivial task. It suffices to reuse the iterated-expectation equation in the
above reasoning,
1
n
x̂q +
y,
x̂0q =
n+1
n+1
a mere convex combination of the old centroid with the new point.
The presumably small amount of points that can be adjoined in this fashion,
before a fresh microaggregation would significantly improve the overall distortion,
remains to be assessed experimentally. Evidently, cells of sizes 2k or larger created
by adjoining points could be split to lower the distortion.

Chapter 4
Algorithms and Theoretical
Analysis
While the essential aspect of our contribution is the reduction of computational
cost, a high distortion loss would render the obtained data useless. Seeking the best
compromise between time efficiency and minimum statistical change of the data when
anonymizing, two incremental microaggregation algorithms are evaluated using our
newly proposed method.

4.1

Base Algorithm: MDAV

Our analysis and comparisons will be based on the use of MDAV [14, 15], as both
traditional and base algorithm, one of the most widely accepted microaggregation
algorithms in the SDC literature. The specification of MDAV used in this paper is
the one provided as Algorithm 5.1 in [14],named “MDAV-generic”:
1. Find the centroid of the n records, find the furthest point P from the centroid,
and find the furthest point Q from P .
2. Group the k − 1 nearest points to P into a group and the do the same with
the k − 1 nearest points to Q.
3. Repeat steps 1 and 2 on the remaining points until there are less than 2k
points.
37
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4. If there are k to 2k − 1 points left, form a group with those and finish. Else, if
there are 1 to k − 1 points, adjoin them to the last (hopefully nearest) group.
To define the computational complexity of MDAV we will not consider the dimensions
since this work is focused to work with large datasets where n  m, making the
impact, of considering the dimensions, on running time measures relatively low. The
running time of MDAV, not considering the dimensions, is n2 /k in the corresponding
number of records and anonymity parameter.

4.2

Incremental Algorithms

See Table 4.1 below as a summary of the incremental algorithms and variations
proposed.

Algorithm
MDAV

Find Nearest-Neighbor

4.2.1

Table 4.1: Incremental Algorithms
Variants
Description
-

Run two consecutive MDAV and aggregate the results.

Without splitting

Assign incremental records to its nearest centroid of those found by the base
algorithm.

Splitting Mid

Split cells bigger than 2k − 1 using MDAV while assigning incremental records to its nearest centroid of
these found by the base algorithm.

Splitting End

Assign incremental records to its nearest centroid of those found by the
base algorithm. Once all incremental
points have been assigned, split cells
bigger than 2k − 1 using MDAV.

MDAV as an Incremental Algorithm

Here, we strive to run MDAV in two consecutives steps on two portions of the data
and aggregate the results.
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1. Wait until ν portion of data is available and then proceed to run the first
iteration on this data.
2. Run MDAV on the n0 records.
3. Once MDAV has finished and the remaining portion of the data ν is available,
proceed to run MDAV on the n+ records.
4. Aggregate the results.
Given the approximate running time of MDAV (n2 /k) specified in §4.1 and following
the formulation proposed in §3.2.1 we can define the approximate running time of
using MDAV both as a base and incremental algorithm. Precisely,
(ν̄n)2 /k
t0
=
= ν̄ 2 .
τ0 =
2
t
n /k
Even though, in general, running times depend on n, ν and k, this particular expression does not. If MDAV is also used as an incremental algorithm, then a similar
argument would show that τ+ = ν 2 . Therefore, the running time of microaggregating
data in two portions using MDAV can be defined as t(ν̄ 2 + ν 2 ), having in mind that
ν ∈ [0, 1) running MDAV in two steps will always be more efficient than a single run
on the whole dataset thanks to the super additivity of the algorithm.
Under the uniformity assumption made in §3.2.2, we can state that τ− = ςν and
we aim to achieve τ− > τ0 so there is no time loss when collecting data. Using as
a base algorithm MDAV, the relative computational cost of the base algorithm is
τ0 = ν̄ 2 . Consequently, the value of ν− where ςν− = ν̄−2 is
ν− =

2+ς −

p
2

ς(4 + ς)

.

Note that the negative solution is taken when solving the quadratic equation,
because the critical data ratio ν− ∈ (0, 1], in the case we were using the positive
solution this would be false for any value of ς greater than 0. Even so, ν− can be
approximated, for values of ς bigger than 1, using a much simpler function. The
cited approximation is defined as follows. Let f, g be real-valued functions of a realvalued argument x. These functions will be strongly approximate equal if both of
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the following conditions are satisfied:
def

(

˙ g⇔
f'

1/f

f −g →0
.
− 1/g → 0

Let f and g be functions tending to ∞, and f −g tend to a constant. Subtracting
the geometric mean of the arithmetic mean will strongly approximate a constant
divided by the arithmetic mean of both functions. Therefore, the result will tend to
0 as in

(f −g)2
f −g 2
f +g p
2
8
˙ f +g
− f g = f +g √
'
→ 0.
2
+
f
g
2
2
Now, for two given functions f = x + a and g = x + b under the statement made
in the lines above the subtraction of the means strongly approximates a constant
divided by a function as
(a−b)2

a+b p
8
˙
x+
− (x + a)(x + b)'
.
2
x + a+b
2
Retrieving the previous result for ν− (a = 4, b = 0), a strongly, much simpler,
approximation for the critical data ratio is
ν− =

2+ς −

p
2

ς(4 + ς)

˙
'

1
.
2+ς

As shown in Fig. 4.1, it is a good approximation of ν− for high values of ς while
presenting more mathematical tractability.
As previously shown in §3.2.1 ∆τ characterizes the relative amount of time gained
using the incremental method. In order to select the optimal data ratio, we aim to
maximize
∆τ = min{ν(2 + ς − ν), 1} − ν 2 .
As ∆τ is non increasing past the critical data ratio we focus on maximizing it for
values of ν 6 ν− , precisely ∆τ = (2 + ς)ν − ν 2 . Therefore, the value of the optimal
data ratio is ν ∗ = 1/2 + ς/4 for small values of ς, in order to completely define ν ∗
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we shall solve
2+ς −

p

ς(4 + ς)

2

2+ς
=
→ ς− = 2
4




2
√ − 1 ≈ 0.309.
3

0.5

Figure 4.1: Comparison of ν− , which represents the critical data ratio, versus its
strong approximation, defined in §5.2.1, which presents more mathematical tractability and is a good approach for values of ς greater than 1.
For convenience, we define the critical head start coefficient as ς− . Note that due to
ς− being small the complete result of ν− is used instead of its strong approximation,
which is not accurate for values that small. Finally, we define, and plot in Fig.
4.2, the optimal data ratio for MDAV as an incremental algorithm and under the
assumption of uniform arrivals as

ν∗ =



ν =
−

√
2+ς−

ς(4+ς)
2

ς 6 ς− = 2



√2
3

, ς > ς− = 2



√2
3

2+ς
,
4


−1
.
−1

Therefore, ν− will be the optimal data ratio for values ς > ς− as can be observed
in Fig. 4.3, quite an intuitive conclusion since there is a part of the head start wasted
when surpassing saturation point. On the other hand, values of ς 6 ς− require a
different approach since as we have previously proved ∆τ is maxed prior to the
saturation point.
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0.5

Figure 4.2: Representation of the optimal data ratio ν ∗ under the assumption of
uniform arrivals and using MDAV as both base and incremental algorithm. Observe
that once we surpass the saturation point ν ∗ = ν− .
This study of the critical data ratio aims to maximize the time gained by selecting
the appropriate amount of incremental data. However, as already outlined in §3.2.3,
certain applications may have a time constraint, there is not enough time to run the
traditional algorithm, more generous than the relative time achieved when using ν ∗ .
Using this time to enlarge the span of time taken to run the incremental approach
has a positive effect on the data utility loss as shown in §5.2.3. In that regard,
we further study the relative time measure proposed in §3.2.3 for the particular
case of MDAV as an incremental algorithm and under the supposition of uniformly
distributed arrivals.
As previously detailed, see §3.2.3, we define the relative time that implies finishing
right at the deadline τend = 1 − ∆τ . In order to not introduce time loss and define
τend , we study the maximum relative time gain before saturation region, the earliest
our method can finish, precisely ∆τmax = ν ∗ (2 + ς − 2ν ∗ ). The upper bound is
1 > τend , if it were bigger than 1 the traditional approach would be more suitable for
the application since it provides better results in terms of data utility while requiring
the same amount of time. On the other hand, we define the lower bound, represented
in Fig. 4.4, for the deadline relative time as
(
1 > τend > τend min =

1 − 81 (2 + ς)2 , ς 6 ς−
√
.
(2+ς− ς(4+ς))2
,
ς
>
ς
−
4
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Figure 4.3: Effect of ς on the critical data ratio ν ∗ and the relative time gain ∆τ .
The relative time gain reaches its maximum where τ0 + τ− = 1, saturation region,
for values bigger than ς = ς− . However, when using values of ς smaller than the
threshold the maximum, and optimal data ratio, is reached before the saturation
point.
Towards the use of this approach, we shall define the amount of data ratio that
has to be processed incrementally to achieve a concrete τend . Since the relative
time available until deadline will typically be a requirement instead of something
to compute, let νend define the data ratio required to finish right at the deadline.
Concerning the requisite of not introducing time loss νend must satisfy τ0 + τ+ =
τend + τ− . Under the constraints of uniform arrivals and MDAV as both base and
2
incremental algorithm, we shall solve (1 − νend )2 + νend
= τend + ςνend . Therefore, the
data ratio required to finish the process right at the deadline is
νend =

2+ς −

p
(2 + ς)2 − 8(1 − τend )
.
4
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Note that the discriminant (2 + ς)2 − 8(1 − τend ) is nonnegative so there is always a
solution under the constraints previously defined for τend . Concretely, τend changes
depending on ς− and so does νend . The positive solution increases while the negative
one decreases when ς grows. Since νend is by definition smaller than one and we
aim to minimize the data ratio processed incrementally to reduce data utility loss
we choose the negative solution as the valid one. Further, it is shown in Fig. 4.5
that the discriminant is 0 for values smaller than the ς threshold and grows past this
point. Consequently, we bound the ratio of data to be selected, precisely
(
1 > νend > νend min =

√
2+ς−

ν∗ =

(2+ς)2 −8(1−τend
4

2+ς
,
4
)
min

ς 6 ς−

.

, ς > ς−

Figure 4.4: In order to establish a lower bound for the relative deadline τend we
define it assuming the maximum relative time gain, concretely the relative time gain
obtained using the optimal data ratio ν ∗ .

Chapter 4. Algorithms and Theoretical Analysis

45

Figure 4.5: Discriminant (2 + ς)2 − 8(1 − τend min ) of the data ratio needed to end at
the deadline is 0 before reaching saturation point ς = ς− and grows past this point.

4.2.2

Nearest-Neighbor Method

Two implementations of this algorithm are proposed. The first approach consists in
simply assigning the incremental data to the centroids found by the base algorithm,
in our case MDAV, precisely:
1. Wait until ν portion of data is available and then proceed to run MDAV on
the base data.
2. Once MDAV has finished and the remaining portion of the data ν is available,
assign incremental records to nearest centroids of those found running MDAV.
3. Update centroids.
In terms of time efficiency this algorithm should be fast, its running time would be
proportional to the product of the number of centroids ν̄n/k, and the number of
incremental points νn, so that the relative time complexity would be τ+ = αν̄ν for
some constant α depending on the implementation.
However, this algorithm is not meant to be used with big ν, this would reduce
the number of centroids found by the base algorithm creating bigger cells. This,
would lead to an increase of the SSE, described in §3.2.4, resulting in unmanageable
distortion. Expecting an improvement in the data utility of the anonymized release,
the algorithm is modified introducing the concept of cell splitting. As commented
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on the lines above, bigger cells lead to worse performance in terms of distortion,
which points to the creation of new cells when adding points as the key to reduce
the distortion loss. In this contribution, MDAV is used to introduce new centroids
ran on cells having more than 2k − 1 samples. Two approaches are proposed. Split
cells while adding points,
1. Wait until ν portion of data is available and then proceed to run MDAV on
the base data.
2. Once MDAV has finished and the remaining portion of the data ν is available,
assign incremental records to nearest centroids of those found running MDAV.
3. While there still are incremental points to be assigned.
4. a. Assign point to the nearest centroid of those found running MDAV.
5. b. If the cell where the point was assigned contains 2k records, run MDAV on
this cell.
6. Update centroids.
and split cells at the end,
1. Wait until ν portion of data is available and then proceed to run MDAV on
the base data.
2. Once MDAV has finished and the remaining portion of the data ν is available,
assign incremental records to nearest centroids of those found running MDAV.
3. Run MDAV locally on each cell that contains more than 2k − 1 samples and
aggregate the results.
4. Update centroids.
Running MDAV on 2k points while adding them, segregates the cell into two of size k
which will result in more available centroids when adding the remaining incremental
points, however there might be points that have not been assigned to the nearest cell
at the end since the closest centroid had not been created when the point was added.

Chapter 4. Algorithms and Theoretical Analysis

47

On the other hand, splitting cells bigger than 2k − 1 at the end avoids cell overlapping but increases the MDAV running time when splitting since its computational
complexity depends on the number of samples that are microaggregated. Note that
this last variation will behave as two-step MDAV when the base data is smaller than
3k − 1 but bigger than 2k − 1 leading to similar outcomes for high values of ν.

Chapter 5
Experimental Results
The essential aspect of our contribution relies in the empirical investigation of the
formalism presented in the previous sections. Within the limited extend of this
experimental section, we aim to verify the algorithmic efficiency of our approach.
The main aspects evaluated are time efficiency and distortion loss in comparison with
traditional methods. Note that we propose a method not an algorithm, therefore we
use one of the most widely compared algorithms to perform microaggregation, the
reference traditional method is MDAV introduced in §4.1.

5.1

Experimental Setup

All the experiments have been carried out using only one thread of execution. The
used algorithms for traditional, base and incremental microaggregation have been
previously detailed in §4. The values of the k-anonymity parameter considered are
k = 10, 100. As for the datasets considered, since this contribution aims to reduce
the computational complexity of microaggregating large volumes of data, some commonly used in SDC literature datasets have been discarded. For instance, “Census”
and “Tarragona” datasets, both widely accepted as a comparison test, contain 1080
and 834 samples respectively, which is insufficient to properly illustrate the advantage
of incremental microaggregation. In this work, we have considered 50000 samples
datasets enough to proof the time gain that incremental approach offers while eliminating the possible noise caused during the execution. As shown in §4, the relative
48
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time efficiency of incremental algorithms tested does not depend on the number
of samples processed or the k-anonyimity parameter used although the traditional
algorithm time performance does.
We first synthesize 50 000 samples of 15-dimensional Gaussian data with zeromean and unit-variance components, and all the attributes are considered as scalar
quasi-identifiers. Expecting to test the effect of changing the dimensions when processing datasets, three versions of the synthetized dataset are used, one containing
only the first five dimensions (attributes) of each sample, another one containing the
first ten dimensions and the last one containing all fifteen dimensions or attributes.
Additionally, one standardized dataset is considered. The dataset “Large Census”, previously used in [33], contains 149 642 records with 13 numerical attributes
that, in this contribution, will be considered as quasi-identifiers. In this case, we
randomly pick 50 000 records of this dataset. Since there might be statistical dependence between attributes, here the three used versions are three first dimensions, six
first dimensions and all thirteen dimensions. We follow the common practice of normalizing each column of the dataset for unit variance prior to any process of “Large
Census” making the total variance of the dataset equal to the number of dimensions.
With the objective of making the graphs more readable, we introduce in Table
5.1 a summary of all the variables used, already presented in §3.2, to measure time
and data utility loss.

5.2

Experimental Findings

As stated above, the number of records and the k-anonymity parameter do not
affect the relative time measurements, however we use datasets large enough to be
able to provide accurate time measurements and two values of k different enough to
demonstrate this effect. The running time of the traditional algorithm used in this
work will vary depending on the computer and the number of cores employed. In
our experiments we have not parallelized any computations, not for the traditional
approach, nor for the incremental one. Thus, the comparison is fair. Naturally,
MDAV could have been alternatively parallelized in both cases, yielding proportional
times that would not change the final conclusion.
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Table 5.1: Summary of Symbols
Description

ν

Incremental data ratio.

n

Number of records within the dataset.

n0

Number of records processed by the base algorithm.
Precisely, n0 = ν̄n.

n+

Number of records processed in the incremental algorithm. Precisely, n+ = νn.

τ

Normalized running time of the traditional algorithm.
Therefore, for t defining the running time of the traditional algorithm τ = t/t = 1.

τ0

Relative running time of the base algorithm normalized according to the running time of the traditional
algorithm t. Concretely, τ0 = t0 /t where t0 defines the
running time of the base algorithm.

τ+

Relative running time of the incremental algorithm normalized according to the running time of the traditional
algorithm t. Concretely, τ+ = t+ /t where t+ defines the
running time of the incremental algorithm.

τ−

Relative head start normalized according to the running time of the traditional algorithm t. Concretely,
τ− = t− /t where t− defines the head start obtained
from starting to compute the records before receiving
all the data.

D

Distortion loss introduced when running the traditional
algorithm.

D0

Distortion loss introduced when running the base algorithm.

D+

Distortion loss introduced when running the incremental algorithm.

DT

Weighted sum of distortion loss when processing data
in two steps. Precisely, DT = ν̄D0 + νD+ .

δ

Increase in distortion loss of the base and incremental algorithm normalized according to the distortion
loss introduced when running the traditional algorithm.
Concretely, δT = DT /D defines the distortion loss introduced in the two step process, therefore the measure
used is δ = δT − 1.
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Not to delve into second-order implementation aspects, most of our experiments are
in terms of running times relative to the traditional, non incremental use of MDAV.
Still, absolute times can be easily recomputed from the values presented in Table
5.2.

Table 5.2: Reference Time Required to Run MDAV without our Incremental Approach
Anonymity k Dimension m
ttraditional
Dataset
Gaussian data with
50 000 samples and
15 dimensions

10

100

50 000 samples randomly picked from
“Large Census”

10

100

5

22.41

10

33.05 seconds

15

46.12 seconds

5

2.23 seconds

10

3.38 seconds

15

3.32 seconds

3

16.82 seconds

6

24.22 seconds

13

40.53 seconds

3

1.71 seconds

6

2.49 seconds

13

4.09 seconds

Gaussian data with
500 000 samples and
15 dimensions

10

15

47 minutes 30 seconds

Gaussian data with
1 000 000
samples
and 15 dimensions

10

15

3 hours 7 minutes
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MDAV as an Incremental Algorithm

1

1

0.8

0.8

0.6

0.6

=0 + =+

=0 + =+

The first set of plots, Fig. 5.1, show the relative running time of the algorithm
proposed in §4.2.1 which consists in running MDAV in two consecutive steps, it can
be noticed that the effect of k affects both the traditional and base algorithm in the
same way since τ does not depend on the value of it. The incremental algorithm
outperforms, as expected, the traditional MDAV when the two groups of data are
smaller. Therefore, the time gain of the newly proposed implementation is optimal
for an incremental data ratio of the 50%, where both groups are the littlest. Note
that, the previously defined head start has not been considered in this representation,
this would further increase the relative time gain.
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(a) Gaussian data with 50 000 samples and 15 dimensions.
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(b) 50 000 samples randomly picked
from “Large Census”.

Figure 5.1: Relative time gain of MDAV as an incremental algorithm versus traditional MDAV without a head start.
To further study the expected behavior of τ+ in §4.2.1 two more plots are presented for both datasets using k = 10 and 100. It can be seen in Fig. 5.2 that the
relative time gain does not depend on k and that the assumption of τ+ = ν 2 is
satisfied. Since we require 1 + τ− > τ0 + τ+ to actually have a gain in time efficiency,
we establish the boundary τ̄0 + τ− > τ+ as a reference to illustrate the advantage of
the incremental algorithm. According to the definition provided in §3.2.2 we assume
a head start coefficient ς = 1, which results in τ− = ν.
Next, we study the influence on distortion introduced by incremental microaggregation Fig. 5.3. Curiously, we observe a relative distortion reduction inversely
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proportional to the number m of dimensions, a plausible explanation for this striking
finding can be found in §3.2.5. Observe that the effect of augmenting the number
of dimensions has less influence when processing “Large Census”; this owns to the
fact that the quasi-identifiers in the database are statistically dependent and have a
minor effective dimension that the one shown.
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(a) Gaussian data with 50 000 samples and 15 dimensions.

0

0.2

0.4

8

0.6

0.8

1

(b) 50 000 samples randomly picked
from “Large Census”.

Figure 5.2: Evaluation of τ+ as a function of ν using MDAV as an incremental
algorithm in comparison with the expected outcome ν 2 and the boundary τ̄0 + τ− >
τ+ .
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(a) Gaussian data with 50 000 samples and 15 dimensions.
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(b) 50 000 samples randomly picked
from “Large Census”.

Figure 5.3: Relative distortion loss of MDAV as an incremental algorithm versus
traditional MDAV using k = 10. It can be seen that the relative distortion loss
decreases as the number of dimensions increases.
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Nearest-Neighbor Algorithm

We initially implemented this algorithm simply adjoining each incremental point
to its nearest centroid, of those found when running the base algorithm. Despite
the good performance of this naı̈ve approach in terms of computational cost, it is
shown in Fig. 5.4 that it introduces a high relative distortion loss in comparison
with the traditional MDAV algorithm. As the incremental data ratio ν tends to 1,
the number of centroids found, when running the base algorithm MDAV, decreases
up to the point where maximum distortion loss is introduced. Precisely, when all
the incremental records n+ are assigned to the same centroid when dn20 /ke = 1 for
certain values of k and n0 .
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0.6

0.6
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(a) Gaussian data with 50 000 samples and 15 dimensions.

0

0

0.2

0.4

8

0.6

0.8

1

(b) 50 000 samples randomly picked
from “Large Census”.

Figure 5.4: Relative distortion loss of Find Nearest-Neighbors as an incremental
algorithm versus traditional MDAV using k = 10 and 100. The performance of this
approach in distortion is merely displayed as a comparison with the improved version
which uses cell splitting, but it is not a practical method.
In order to address the unmanageable behavior in terms of relative distortion
loss, we introduce the concept of cell splitting, as detailed in §4.2.2. As previously
shown, two variants have been proposed for cell splitting, split cells while adding
incremental points, Split mid in the figures, and split cells once all the records have
been added to the nearest centroid, Split end in the figures. Obviously, the huge
improvement in terms of data utility loss shown in Fig. 5.5 introduces a slightly
higher computational cost which is displayed in Fig. 5.7. Note that split cells at
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the end has a slightly better performance in terms of distortion for high values of
ν ∈ [0, 1).
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(a) Gaussian data with 50 000
samples and 15 dimensions.
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(b) 50 000 samples randomly
picked from “Large Census”.

Figure 5.5: Relative distortion loss of Find Nearest-Neighbors, with cell splitting
using MDAV, as an incremental algorithm versus traditional MDAV using k = 10.
Another approach proposed to reduce distortion loss is the use of the inertial
coefficient when adding incremental points in §3.2.6, but is shown in Fig. 5.6 that
due to the high amount of records the relative distortion loss does not effectively
improve, in some cases is even worse, with this approach in comparison with only
cell splitting. Therefore, the algorithm used to measure time and distortion will be
split cells without inertial coefficient.
In the previously analyzed algorithm, MDAV as an incremental algorithm, the
k-anonymity parameter does not affect the relative time gain since it affects both
the traditional and the incremental approaches in a linear manner. In this implementation, increasing k reduces the running time of the traditional and base MDAV
algorithms but also reduces the amount of distances that need to be computed by the
incremental algorithm, since there will be less centroids found by the base algorithm,
and the time required to perform cell splitting, which is computed using MDAV. This
effect, in comparison to the 1/k component that affects MDAV, makes the sum of
relative time gains τ0 +τ+ slightly worse for bigger k-anonymity parameters as shown
in Fig. 5.7. Note that, the previously defined head start has not been considered in
this representation, this would further increase the relative time gain.
Next, as previously detailed in §5.2.1, we present, in Fig. 5.8, τ+ related to the
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(a) Gaussian data with 50 000 samples and 15 dimensions.
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(b) 50 000 samples randomly picked
from “Large Census”.

Figure 5.6: Relative distortion loss of Find Nearest-Neighbors, with cell splitting
using MDAV and with and without the inertial coefficient being considered, as an
incremental algorithm versus traditional MDAV using k = 10.
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(a) Gaussian data with 50 000 samples and 15 dimensions.
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(b) b) 50 000 samples randomly
picked from “Large Census”.

Figure 5.7: Relative time gain of Find Nearest-Neighbors, with cell splitting using
MDAV, as an incremental algorithm versus traditional MDAV without a head start.
This plot compares the time efficiency of the two approaches proposed, split cells
while adding records and split cells at the end.
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boundary τ̄0 + τ− > τ+ and the theoretical τ+ = ν 2 of MDAV as an incremental algorithm. As expected, due to MDAV having a quadratic running time, Find
Nearest-Neighbors outperforms MDAV for high values of ν but has worse performance for small incremental data ratios. We can also note that splitting cells at the
end presents better behavior for high values of ν, this added to the fact that also
presents better performance in data utility loss makes splitting cells at the end as
the preferred method to run this algorithm.
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(a) Gaussian data with 50 000
samples and 15 dimensions.
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(b) 50 000 samples randomly
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Figure 5.8: Evaluation of τ+ as a function of ν using Find Nearest-Neighbors, with
cell splitting using MDAV, as an incremental algorithm in comparison with the
expected MDAV outcome ν 2 and the boundary τ̄0 + τ− > τ+ .

5.2.3

Incremental Algorithms Comparison

Due to the fact, that Find Nearest-Neighbors with cell splitting at the end (NN-SE)
presents the best performance in running time and distortion among both variants
proposed it will be the variant used to compare with two-step MDAV (2MDAV).
Since the base algorithm is in both approaches MDAV, we use τ+ ,relative running
time of the incremental algorithm, to measure computational time efficiency and δ
to measure performance in terms of data utility. It is shown in Fig. 5.9 and Fig. 5.10,
that 2MDAV running time being quadratic it will always be faster than NN-SE for
low values of ν. However, as ν grows the running time of 2MDAV grows as ν 2
while NN-SE does not surpass the 10% in terms of incremental algorithm’s relative
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running time. On the other hand, NN-SE introduces lower relative distortion loss
for low values of ν.
1
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Figure 5.9: Comparison of MDAV as an incremental algorithm vs. Find NearestNeighbor with cell splitting at the end. Here we compare the relative running times
of the incremental algorithm τ+ , and the relative distortion loss introduced δ. This
experiment is carried out using 50 000 records of 15 dimensional Gaussian data and
k = 10.
In the first plot, Fig. 5.9, using 50 000 records of 15 dimensional Gaussian data
and k = 10, from approximately ν ' 30% to ν ' 50% there is a range where
NN-SE outperforms 2MDAV both in time and distortion performance, however this
is a consistent behavior for different values of k and both datasets, obviously with
changing ν ranges. Finally, for high values of ν NN-SE presents better relative
time gain than 2MDAV at the cost of slightly higher distortion loss. Therefore,
NN-SE would be the selected algorithm to perform incremental k-anonymous microaggregation from the value of ν where NN-SE outperforms 2MDAV in time, in this
case ν ' 30%. On the contrary, for values of ν lower than this point we would
choose 2MDAV if prioritizing running time performance and NN-SE if the relative
distortion loss introduced is a higher concern.
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Figure 5.10: Comparison of MDAV as an incremental algorithm vs. Find NearestNeighbor with cell splitting at the end. Here we compare the relative running times
of the incremental algorithm τ+ , and the relative distortion loss introduced δ. This
experiment is carried out using 50 000 randomly picked records of “Large Census”
and k = 10.

Chapter 6
Conclusion and Future Research
Due to the technological progress of the last few years, we are inevitably involved
with the digital world. New capabilities in the areas of computation and storage
enable the possibility of extracting useful information from unstructured data. Data
that is created by every individual when surfing the web or sending e-mails on a
daily basis. This, in conjunction with the hyper-connected environment we live in,
all kinds of devices are already being connected to the internet, makes impossible to
assure that information stored in a connected device is inaccessible.
Long ago, medical or criminal records were stored in paper documents and classified in a safe room but nowadays everything being stored electronically and the need
of having access to these data from many different sites poses a high data breach
risk. For instance, even if you ask the receiver to sign a non-disclosure agreement it
can never be guaranteed that the communication is going to be secure or that the
place where the copy is stored is safe. This fact raises the need of the SDC field
where a dataset is anonymized in a manner that preserves statistical dependence
with the original copy, allowing to statistically study population attributes (e.g.
vote intention or medical condition). SDC through k-anonymous microaggregation
is currently a standard in confidential attribute release since it provides relatively
good time efficiency and manageable distortion loss.
In this contribution, we have introduced a new approach to k-anonymous microaggregation. Precisely, we have characterized and reviewed the consequences of
performing microaggregation on a dataset in two consecutive steps. The super ad60
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ditivity of the running time makes the sum of base and incremental running times
generally lower than the traditional algorithm running time. This fact, in conjunction with the head start, which in some cases can provide a relevant amount of time
saved by itself, allows anonymizing large-scale datasets, in minutes instead of hours.
Nevertheless, this improved performance in running time comes with a cost in terms
of data utility loss. For instance, a 15 dimensional Gaussian dataset with 50 000
records, the relative distortion increase using MDAV as an incremental algorithm is
δ ' 5% for an incremental data ratio of approximately ν ' 10%, the example shown
in Fig. 1.2. On the other hand, Find Nearest-Neighbors presents a lower increase in
relative distortion δ ' 2% at the cost of a slightly higher running time.
We now introduce a time constraint of one hour on the running example presented in the introduction, see Fig. 1.2. This example is a 10-hour voting process
with 2MDAV versus traditional MDAV and a head start of 1 hour. Assuming a slow,
almost uniform rate of arrivals during the collection of incremental data we obtain
ς = 5. The process in the example already finishes prior to the one hour deadline in
the example, however using the optimal data ratio ν ∗ introduced in 3.2.2, the process
is even faster and ends in just 153 seconds once all the data has been received, see
Fig. 6.1. Nonetheless, it has been demonstrated in 5.2.1 that using a lower amount
of incremental data ratio will yield a better performance in terms of distortion. In
that regard, we use the deadline data ratio νend , described in 3.2.3, to adjust it to
the time constraint which will have a positive impact on data utility loss. Precisely,
the optimal approach yields a relative increase in distortion of the δ ' 6% while
the deadline method presents a lower negative impact of the δ ' 3%. The running
example using the deadline approach is illustrated in fig Fig. 6.2.
Both incremental algorithms being relevant alternatives to traditional microaggregation, MDAV as an incremental algorithm presents better relative running
time for low values of ν and less degradation in relative distortion loss for high values of the incremental data ratio. On the other hand, there is a certain middle range
of ν values where Find Nearest-Neighbors as an incremental algorithm consistently
provides better performance in both relative running time and relative data utility
loss. We illustrate this comparison in Fig. 6.3.
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Traditional Algorithm - 2h
100% of the
Data Received
…
Head Start – 1h27min
85.4% of the
Data Received

Base Algorithm - 1h27min

Finish time - 2min33s

Incremental Algorithm - 2min33s

Figure 6.1: Example of incremental microaggregation using 2MDAV where the optimal data ratio ν ∗ = 14.6% is used. This allows the whole process to finish in just
2 min 33 s instead of 2 hours. Observe that even using ν = 0.5, where both runs of
MDAV would be faster thanks to the super additivity of the algorithm while providing a bigger head start, the process would finish later than the calculated optimal
one. This process introduces a δ ' 6% impact on distortion.

Traditional Algorithm - 2h
100% of the
Data Received

Finish time - 1h

…
Head Start – 44min
92.8% of the
Data Received

Base Algorithm - 1h43min

Incremental
Algorithm - 38s

Figure 6.2: Example of incremental microaggregation using 2MDAV where the data
ratio is adjusted to finish right at the one hour deadline where νend = 7.2%, which
is more generous than the earliest our method can finish. Therefore, the behavior
in terms of data utility improves. This process introduces a δ ' 3% impact on
distortion.
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MDAV as an incremental
algorithm provides better
running times.
Find Nearest-Neighbor as an
incremental algorithm provides
better performance in
distortion.
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Find Nearest-Neighbor as an
incremental algorithm is more
efficient in both running time
and data utility loss.
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•
•

Find Nearest-Neighbor as an
incremental algorithm provides
better running times.
MDAV as an incremental
algorithm provides better
performance in distortion.
1

Figure 6.3: Comparison of the performance in terms of running time and distortion
loss introduced of the proposed incremental algorithms as a function of the values
of ν.
According to the results observed in §5.2, we can state that the method proposed in
this work is a valuable alternative to the traditional microaggregation methods when
dealing with large-scale datasets. Concretely, a higher number of records will yield a
better running time advantage while as the number of dimensions, attributes, grows
the distortion loss introduced slowly decays. The main application of this approach
is for typically low values of ν. In this case, MDAV as an incremental algorithm
would be the choice if time is more critical than distortion loss. On the other hand,
if time is a fact to be considered but more accuracy in distortion is required Find
Nearest-Neighbors with cell splitting at the end would be the algorithm chosen.
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