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Abstract
The cage-based deformation of a 3D object
through generalized barycentric coordinates is
a simple, ecient, eective and hence widely
used shape manipulation scheme. Editing vertices of the polyhedral cage induces a smooth
space deformation of its interior; the vertices thus become control handles of the nal deformation. However, in some application elds, as medicine, constrained volumepreserving deformations are required.
In this paper, we present a solution that
takes advantage of the potential of the deformations based on generalized barycentric coordinates while adding the constraint of keeping
a volume constant. An implementation of the
proposed scheme is presented and discussed.
A measure of local stress of the deformed volume is also proposed.
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Introduction

The deformation of geometric models has been
extensively studied for a number of dierent
applications. Seminal works in the area include [16] and [7]. Another approach to deformation, extensively used in the eld of character animation, operates through an association
with an abstract skeleton.
Here we focus on methods based on a space
deformation, and more specically, on those
that specify that deformation by enclosing
the area of interest inside a (sometimes con-

vex) polyhedron, transferring the deformations that the user prescribes for that polyhedron to a region of space, usually inside the
polyhedron, in a smooth way. This transference takes place by means of a coordinate system dened in the spirit of barycentric coordinates for simplexes, albeit overdetermined,
since the polyhedron is usually not a simplex.
These cage-based deformation schemes have
been proved useful in the deformation and animation of mesh models, where the number
of free controls is drastically reduced, while
retaining an intuitive interface and sucient
exibility.
Motivated by problems where arbitrary deformations are not acceptable, because certain physical constraints need to be enforced,
we discuss here the problem of constraining
these cage-based methods in order to preserve
the volume enclosed by a mesh modeling the
boundary of a solid and deformed through the
cage and an appropriate barycentric coordinate
system. Our implementation of this technique
is based on the Mean-Value Coordinates introduced in [9], but the results are applicable to
other barycentric coordinate schemes that use
only the positions of the cage's vertices.
In the following section, we discuss more in
detail the previous work, and the main properties of barycentric coordinates studied therein.
We also present some prior work focused on
preserving the volume of deformed objects.
We then proceed in Section 3 to discuss the

volume-preservation constraint and how it limits the deformations of the cage itself, one vertex at a time. Then Section 4 discusses our
approach to measure the local stress produced,
and nally, before presenting our conclusions,
Section 5 gives details on our implementation
and the results obtained with several test models.
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Previous work

Barycentric Coordinates, as proposed by
Möbius in 1827, are a very elegant and simple way to dene the position of points p in
simplex domains (triangles in 2D, tetrahedra
in 3D, etc.).
In recent years, a number of authors have
proposed extensions of this scheme in the case
of more general polygons in (2D) and polyhedra (in 3D). Coordinates of this kind are
called Generalized Barycentric Coordinates.
In [15, 9, 10, 12], the position of any point p
can be computed as a convex combination of
the vertices vc of the polygon (or polyhedron)
with the coordinates of p as weights:
X c
p=
vi αi (p),
(1)
i∈IV c

where IV c are the indices of the vertices of the
cage.
Green Coordinates [14] complement the
Equation 1 by also including a linear combination of the normals of the polyhedron faces.
This results on a double set of coordinates:

p=

X

vci αi (p) +

i∈IV c

X

~
ncj βj(p),

(2)

j∈IF c

where IF c are the indices of the faces of the
cage.
Generalized Barycentric Coordinates satisfy
the two well-known properties of the standard
Barycentric Coordinates :
• Constant
unity):

precision
X
i∈IV c

(reproduction

αi (p) = 1

∀p

of

• Linear precision (reproduction of the
identity):
X c
p=
vi αi (p) ∀p
i∈IV c

In 2002, Meyer et al. developed the Generalized barycentric coordinates [15], a 2D system

that can be used over any convex polygon (not
only triangles). A year later, Floater presented
the Mean-Value Coordinates [9], a 2D system
that improves Meyer's because it can be used
not only over convex polygons but also in the
kernel of concave ones. These coordinates were
generalized to 3D polyhedral domains in 2005
by Floater et al. [10].
In 2007, Meyer et al. introduced the Harmonic coordinates [12], based on the solutions
to the Laplace's equation (harmonic functions). They work on both convex and concave
polygons and polyhedra. This scheme has the
disadvantage, however, of not having a closed
form solution. The boundary conditions and
the solutions must be dened for every particular case.
Based on the Green's function, Lipman et
al. developed the Green coordinates [14] in
2008. These coordinates can be used over convex and concave polygons and polyhedra and,
moreover, being based on harmonic functions,
produce a conformal mapping in 2D and a
quasi-conformal one in 3D.
All of these schemes are usable for cagebased object deformation. In this case, the
object to be deformed is located into a polyhedron (or polygon) which in this context is
called cage. The vertices of the cage will be
used as control points of the deformation (together with the face normals in the case of
Green Coordinates ). When the vertices of the
cage are interactively edited, the object is deformed according to the generalized barycentric coordinates of its mesh vertices. The overall deformation works in two steps [6, 14] (see
Figure 1):
1. Preprocess step (Initial conditions): the
generalized barycentric coordinates with
respect to the initial cage vertices are
computed (and stored) for each mesh vertex of the object.

2. Deformation step: every time that the
cage is modied, the mesh inside it is recalculated using the new cage and the coordinates computed in Step 1.

Figure 1: Cage-based deformation pipeline

The use of a particular generalized barycentric coordinates system is only aecting the

initial conditions in Step 1. Coordinates are
never recomputed during the real-time interaction in Step 2, because of the complexity
involved in this recomputation. It is in Step
2 that properties such as the preservation of
the volume of the initial object might be preserved during the interaction, and as a consequence, the constraints are independent of the
generalized barycentric coordinates scheme being used.
Tables 1 and 2 present a comparison among
the discussed generalized barycentric coordinate schemes. It can be observed that most
systems support 3D domains. Guaranteeing
a conformal mapping is not simple, but we
have observed that this is not a fundamental
requirement for the applications that will be
presented in the next Sections.
On the other hand, there are some research
articles that present deformation systems (not
cage-based) that preserve the volume of the
object being modied.
In 1997, Aubert et al. [3] described a
volume-preserving free-form deformation technique based on the DOGME [4] model. The
DOGME model deforms an object placing
some constraint points on the desired locations
and guaranteeing some constraints through an
optimization parameter. The volume is preserved with an iterative algorithm that seeks
the deformation that keeps volume constant
and minimizes the norm of the DOGME optimization parameter.

Later, in 1999, Hirota et al. [11] developed
another volume-preserving free-form deformation method. In this case, the goal is achieved
through a constrained spring energy minimization (each control point of the deformation is
connected to its neighbours in the control lattice through a spring). Every time the user
moves one of the control points, the algorithm
nds a new conguration for the lattice in such
a way that the spring energy of the system is
the minimum that keeps constant volume.
In 2006, von Funck et al. [17] developed a
vector eld based deformation. This method
divides the deformation space into three subspaces: the inner region, where the deformation is guided by a constant or linear vector
eld, the outer region, where no deformation
occurs, and the intermediate region, where the
deformation is performed with a divergencefree and C 1 continuous vector eld. Each time
the user induces a modication, the system
performs a path line integration and updates
the vector eld to nd the new position of the
3D model.
Some authors (like [5] and [13]) discuss the
local preservation of volume, which is not to be
confused with the object of this work. Their
aim is to preserve details on a surface as it
evolves. For example, in [5], Botsch et al.
presented a method to deform a 3D object
keeping its local volume constant, based on
multiresolution surfaces and displacement volumes. The technique consists in simplifying
the initial detailed surface Sd into a smoother
surface S and storing the details as volume
displacements (the volume of the prism that
every triangle on Sd projects over S ). When
S is deformed, obtaining as a result S 0 , the
details are added back with an iterative algorithm that reconstructs Sd0 . This algorithm
nds the deformed points p0i of Sd0 by minimizing the local error in the volumes of the prisms
to which p0i belongs.

3

Volume preservation

As previously mentioned, our goal is to induce
cage-based deformations with volume preservation on a 3D triangular mesh. From the

Dimension

Coordinates

2

Barycentric
Generalized barycentric
Harmonic
Mean-Value
Mean-Value in 3D
Green

Kind of polygon/polyhedron
General
Simplex
Concave Convex
X
X
X
X
X
X
X
X
X
X

3

R

R

X
X
X
X

X
X
X
X

X

Table 1: Comparison between the coordinate systems studied.

Coordinates
Barycentric
Generalized
barycentric
Harmonic
Mean-Value
Mean-Value
in 3D
Green

Basic formula
pos (1) pos & ~n(2)
X
X

(Quasi) Conformal mapping
Yes
No
X
X

X
X
X

X
X
X
X

X

Table 2: Comparison between the coordinate systems studied.
analysis in Tables 1 and 2 we decided to use 3D
Mean-Value Coordinates because of their computational simplicity and acceptable generality. Mean-Value Coordinates use the scheme
in Equation 1 to compute the coordinates of
the mesh vertices p in terms of the cage vertices vc . The α(p) values for a general interior
point p of the cage are computed as follows [9]:
αi (p)
wi (p)

=
=

w i ( p)
(3)
w k ( p)
P
γjk +γij ~
nij ·~njk +γki ~nki ·~njk
,
vc ∈T
2~
ei ·~njk

P
1
ri

k∈IV c
i

where T are the triangular faces of the cage.
As shown in Figure 2, the coordinates depend
on the angles and normals of the lateral faces
of the pyramids between the internal point p
and each of the triangular faces of the cage.
Once we have introduced the basic compo-

Figure 2: Mean-Value Coordinates 3D

nents of our solution, in the next subsections
we will present some tools to analyse the behaviour of the volume of the interior objects
during the deformation process.
3.1

Mesh volume and the Gauss Theorem

We need a computational tool to compute the
volume of a closed 3D model from the information of its boundary surface (triangular

mesh) S . Such a tool is the Gauss Theorem
or Divergence Theorem [2], which states the
following:
Z Z Z

Z Z
∇ · FdV =
V

S

F · ~ndS,

(4)

where F, in the right part of the equation, is
computed on all points on the surface S , and ~n
are the outward normals at these points. By
taking advantage of the discrete mesh structure of S , the surface integral in Equation 4
can be computed in dierent ways. We use
Gauss numerical integration [1] because of
its known stability properties and absence of
truncation errors:

3.2

The Volume gradient

Equation 5 enables us to compute the gradient (∇) of the volume V when we perform an
innitesimal displacement of a single cage vertex vcq . Using standard derivation techniques
we obtain:
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where m is the number of triangles, or faces,
(tj ) in the mesh, n is the order of the method,
ωi are the Gauss weights, ~
nj is the outward
normal of tj with k~nj k = 2 · Area(tj ) and ξi
are the points over tj dened by:

∂
∂
∂
,
,
∂vqcx ∂vqcy ∂vqcz

«
V

!
∂ξi
c
∂vq

z

(6)

Of course, any innitesimal displacement ~δ
of vcq such that ~δ · ∇V = 0 will preserve the
volume enclosed by our mesh. We now turn
to consider larger displacements.

ξi = (p0j h0i + p1j h1i + p2j h2i ),

where hi = (h0i , h1i , h2i ) are the standard
Gauss barycentric coordinates of the integration points in the face tj [8] and {pkj }k=0..2
are the vertices of tj .
Furthermore, we know that the vertices of
the mesh are dened with the Mean-Value Coordinates by Equation 1. If we put this information all together we obtain:
V =

m
n
X
1X
~
n
ξi ωi
j ·
3 j=1
i=1

m
n
X
1X
~
n
(p0j h0i + p1j h1i + p2j h2i )ωi
j ·
3 j=1
i=1
20
1
m
n
X
X c 0
1X
~
=
nj · 4@
vk αk A h0i +
3 j=1
i=1
k∈IV c
0
1
0
1 3
X c 1
X c 2
1
+@
vk αk A hi + @
vk αk A h2i 5 ωi

=

k∈IV c

k∈IV c

(5)

3.3

ωi

y

!

i=1

ωi

Gradient's behaviour during the deformation

Let us note ∇V (vcq ) the gradient of the volume with respect to vcq , Equation 6. It can
be shown, after some algebraic manipulations,
that ∇V (vcq ) = ∇V (vcq + ~δ) for any ~δ orthogonal to the gradient.
We can therefore conclude that for any cage
vertex vcq , both the volume enclosed by the deformed mesh and the volume gradient ∇(vcq )
remain constant. In other words, for every
cage vertex vcq we have an associated plane
containing the vertex and having a normal vector coinciding with the volume's gradient (see
Figure 3), such that when we move this vertex vcq within this plane, the volume of the 3D
mesh inside the cage remains constant.
The practical implementation of this algorithm is straightforward: when the user selects a cage vertex to be moved, we compute
the volume's gradient and the corresponding
control plane. The interface ensures volume

ωi

~g0 = M · ~g,

where matrix

M=

M is:

X » ∂αi ∂αi ∂αi – c0
,
,
· vi
∂x ∂y ∂z
i∈I
Vc

Let us now perform a Singular-Value Decomposition on M (M = U−1 SV). We obtain:

Figure 3: Cage with plane associated to a vertex

preservation by simply constraining the displacement of the selected vertex to its corresponding plane.

4

Local deformation stress

Given a point r inside the volume of the object
to be modied, we want to study the distortion
that the deformation causes around it. Let us
dene an arbitrarily small sphere centered on r
and compute a unit vector ~g in the direction of
rs − r for each point rs on its surface. Our goal
is to study the modications induced to this
vector ~g during the deformation (see Figure 4).

Figure 4: Deformation in the space around an r
point

By computing directional derivatives in
Equation 1 (using Equation 3 to calculate the
coordinates), we can derive the linear expression that shows the modication of ~g

•

U and V:

•

S:

two orthogonal matrices that
produce the same rotations on any ~g and,
therefore, introduce no local deformation.
an anisotropic scaling S
diag(s1 , s2 , s3 ) which introduces
rotational stress.

=
a

We dene the stretch (or rotational stress)
in the point r as the maximum rotation produced by S, once the isotropic transformations
U and V have been removed:
«–
»
„
~g · S~g
σ = max arccos
g
kS~gk
After doing some simulations with numerous triplets of values (s1 , s2 , s3 ) with s1 ≥ s2 ≥
s3 , we have observed that the rotational stress
produced by the singular values depends on
the maximum and minimum values between
them, that is, s1 and s3 (see Figure 5).
Figure 6 shows the maximum angle produced in the anisotropic scaling depending on
s1 and s3 .
Moreover, we have approximated the angle
function depending on s1 and s3 with a polynomial of degree 6 with an average absolute
error of 0.44◦ .
We plan to use this measure in order to perform deformations moving more than one vertex of the cage simultaneously. This means
that the user will be able to move a set of
vertices of the cage without any restriction
while the algorithm will compute how to move
some of the free remaining vertices in order to
preserve the volume and trying to minimize
the rotational stress produced in the witness
points r inside the volume of the object.

5.1

Calculation process in GPU

According to the steps indicated in Section 2,
we proceed as follows:

Figure 5: Maximum angle values with regard to

(s1 , s2 , s3 )

Figure 6:

Approximation of the angle function

with a polynomial of degree 6
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Implementation and Results

In this section, we present the results obtained
in applying our technique, which we have implemented partially in the GPU. The gradient
of the volume with respect to a cage vertex is
calculated in the CPU, because this operation
has to be performed only once, when a control
vertex is picked to be moved. For each new
position of the cage's vertex, the deformation
is computed in the GPU and the new point is
refreshed with the result at an interactive rate.

1. Preprocess step (Initial conditions): the
computed Mean-Value Coordinates of the
vertices of the mesh are stored in a texture array of oats of 32 bits in the CPU.
To be more precise, if the cage has N
vertices, we have N Mean-Value Coordinates for each vertex of the mesh. To
store them, we need M RGB or RGBA
textures, depending on if N can be divided by 3 or by 4 respectively. Once we
know how many textures will be used, we
have to store the Mean-Value Coordinates
of the i-th vertex of the mesh in the ith pixel of these textures. For example,
imagine we have a cage with N = 20 vertices; this means that we need a texture
array of M = 5 RGBA textures. Then,
we store the Mean-Value Coordinate 1 to
the Mean-Value Coordinate 4 of the i-th
vertex of the mesh in the i-th pixel of the
rst texture, the Mean-Value Coordinate
5 to the Mean-Value Coordinate 8 of the
same vertex in the i-th pixel of the second
texture, and so on.
2. Deformation step: every time the cage is
modied we compute the deformation in
the GPU in a two-pass algorithm. First,
a shader reads the textures created in the
Preprocess step and, using Equation 1,
calculates the new mesh. The new positions of the vertices are stored in another
texture (see Figure 7) and the information is passed to the second step through
a Pixel Buer Object. More precisely, in
order to get the new position of the i-th
vertex, we multiply the rst control vertex with the R component of the rst texture, the second control vertex with the
G component of the same texture, and
so on. Then, we compute the sum of all
this products and the result is stored in
the i-th pixel of a new RGB texture of
oats of 32 bits. This new texture is used
to initialize the Pixel Buer Object which
will be used as a Vertex Buer Object to

render the geometry in the second renderpass.

tem of the family of Equation 1, the control
surface is found to be a constant plane through
a vertex of the cage. Using this, we give a
closed formula to calculate the gradient (the
normal of this plane) in an easy and ecient
way.
A measure of the local rotational stress has
also been proposed. We are currently working in the development of ecient algorithms
for volume-preserving cage-based deformation
with a constraint of minimal stress in a number of predened witness points.
We have also presented an implementation
using the capabilities of GPUs in order to increase the performance of the computation of
the deformation to achieve real time response
for models of fairly large scale (see Table 3).
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With this GPU-based implementation, we
can deform medium-sized models in real time,
as shown in Table 3. This table shows the time
costs of our algorithm (the computation of the
gradient in the CPU and the deformation in
the GPU). It also presents the comparison between doing the deformation in the GPU or
doing it in the CPU. We can observe that if
we use the GPU implementation we can accelerate the deformation process between 50
or 60 times for the big models (Cylinder and
Bust).
These tests have been made in an Intel
Core2 Duo E8400 with an Nvidia GTX280.
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Conclusions

We have introduced a technique to preserve
the volume of 3D models in a cage-based deformation method. When the user selects a
vertex of the cage to move, we compute a control surface such that constraining the vertex
in to this surface is equivalent to constraining
the volume to be constant (see Figure 8).
Moreover, we have demonstrated that, if we
use a generalized barycentric coordinate sys-
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