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Abstract 

A classroom monitoring tool which uses a camera to automatically measure student 

engagement. A student is 'engaged' when, for example, they are looking up at the lecturer 

instead of looking in a different direction or closing their eyes. This tool would be an aid 

for teachers to improve their teaching. 
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Resum 

Una eina de monitoratge que permet mesurar el nivell d'atenció d'un estudiant de forma 

automàtica, mitjançant una càmara. Un estudiant està prestant atenció quan, per 

exemple, està mirant al professor en comptes de mirar en una direcció diferent o amb els 

ulls tancats. És una eina que ajudaria als professors a millorar les seves tècniques 

d'ensenyament. 
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Resumen 

Una herramienta de monitoraje que permite medir el nivel de atención de un estudiante 

de forma automática, mediante una cámara. Un estudiante está prestando atención 

cuando, por ejemplo, está mirando al profesor en vez de estar mirando en otra dirección 

o con los ojos cerrados. Es una herramienta que ayudaría a los profesores a mejorar sus 

técnicas de enseñanza. 
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1. Introduction 

Video monitoring tools are becoming more and more demanded due to an increasing 

interest in video surveillance. This increasing demand combined with an improvement of 

the quality on video recording tools, has lead to an emergent market. Within this context a 

project has been carried out at UCCS (University of Colorado Colorado Springs), at the 

Geometric Vision Group. The Geometric Vision Group is part of the Computer Science 

department, inside the College of Engineering and Applied Sciences. I, Marc Moreno, 

started the project in February 2015. 

 

The main purpose of this project is the creation of a classroom-monitoring tool, which 

uses a camera to automatically measure student engagement. A student is engaged 

when he is looking up at the lecturer instead of looking in a different direction or closing 

his eyes. The level of engagement of a student is measured by a sum of different 

parameters, such as eyes location, head poses or body motion. This tool would be an aid 

for teachers to improve their teaching. The system should perform in different situations: 

Personal computer, group environment and can also be used for online courses. 

After defining the main objective of this project, a set of goals has to be set up. The 

project main goals are: 

1. Create a monitoring tool able to perform in real time. 

2. Study different forms to measure engagement. 

3. Investigate trade offs between performance and accuracy 

4. Evaluate the approach on large dataset. 

As the system has to perform in real time, the time cost is vital. Other parameters to take 

into account are the computational cost and how well the system performs in a low quality 

situation. 

To test all the units that compose the project the Precision and Recall scores will be 

worked out for each test. As only one solution is possible, the Precision/Recall 

parameters are a good and objective measure. In conclusion the system requirements 

are: 

ü Time cost 

ü Provide Precission/Recall 

ü Good performance working with the lowest quality situation (Webcam) 
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The main programming language that has been used is MATLAB. The MATLAB versions 

used are MATLAB 2014b, 64 bits for iOS and Windows 7. The project has been mainly 

executed in: 

• 13-inch MacBook Pro with the following technical specifications: 

Ø 2.6GHz dual-core Intel Core i5 with Turbo Boost up to 3.1GHz 

Ø 8GB 1600MHz memory 

Ø 256GB PCIe-based flash storage 

Ø Intel Iris Graphics 

• Optiplex 780 from the VAST laboratory with the following technical specifications: 

Ø Intel(R) Core(TM) 2 Duo CPU E6550 @ 2.33GHz 

Ø 2 GB memory 

Ø 64-bit operating system 

Even tough I started the project this year, software/algorithms from other authors has 

been used in different parts of the system. The list of software/algorithms used is the 

following: 

- KLT Multi-tracker [12] à Face and landmarks tracking. 

- Chehra [1] à Facial landmark fitting. 

- LBP [2] à Face recognition. 

- multiSVM [13] à Face recognition. 
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2. State of the art and Background 

2.1. Classroom Monitoring 

As stated in the introduction, video engagement tools are an active area of research and 

many analytic tools have been created in order to be able to exploit these systems. 

Recent research based on focus of attention has been done in two main fields: meetings 

and classrooms.  

The work presented in [2] is a good example of how to determine the focus of attention. 

In this paper, a system to estimate the focus of attention of participants in a meeting, 

based on multiple cues. This system uses an omnidirectional camera to capture the 

subjects’ faces. Moreover, they capture the environmental sound, to detect the speaker at 

all time. So, this system works out the focus of attention of each subject based on two 

parameters: head pose and environmental sound. First of all, they predict the focus of 

attention and the gaze target based on the head orientation. Neural networks are used to 

estimate head pan and tilt from facial images. Preprocessed facial images are used as 

input to the neural networks, and the networks are trained so as to estimate the horizontal 

(pan) or vertical (tilt) head orientation of the input images. Secondly, they use sound-

based focus prediction to predict the correct focus of attention. Basically, they try to 

estimate the focus of attention, based on who is speaking. To test their system, they test 

their two engagement parameters separately and then altogether. When they use the 

parameters by their own, the scores aren’t as good as expected. However, when they 

combine the, the performance of the system grows immensely.  

The paper Student Motion and its potential as a classroom performance metric [3] uses 

body motion as an engagement parameter. They study how the position of a person in 

the classroom is affecting his or hers behavior in terms of motion. Their system consists 

of three cameras which track feature points in the video. From all the three synchronized 

cameras, they study inter-personal occlusions, the perspective distortion and finally, 

normalize the amount of movement, so it is comparable between different students. They 

conclude that the body motion of a person is affected by two factors: the teacher and the 

student’s neighbors. However, they don’t show any significant scores or results.  

The third paper is System for Assessing Classroom Attention [4]. Its objective is to give 

an overall picture of the classroom attention during the lecture. They base their findings 

on the fact that even though the teacher is the dominant influence, students are not 

isolated from their surrounding. Their system is based in a five steps procedure: Capture, 

Report, Predict, Act and Refine. To capture, they use three-four cameras and they collect 
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self-reported levels of attention and actions by means of questionnaires. In the report 

phase, they focus on two aspects: quantifying body motion and estimation of gaze 

direction. They set three possible different directions in which the student could be 

looking at. Nevertheless, due to the students’ habits, the data by itself isn’t useful at all. In 

the predict phase, they make the assumption that a classroom with a higher levels of 

attention will have higher synchronization in actions. On the contrary, a classroom with 

low attention would stay passive or react in a sporadic manner. When predicting, 

machine-learning algorithms are used to process the data of individual students. In the 

fourth phase, act, the information on the level of attention in the classroom is presented to 

the lecturer. Then he or she will act in consequence of this information. The final phase, 

refine, the whole process is iterated until further conclusions can be made. Their work 

seems promising but don’t show any scores or results. 

2.2. System  

Once I have done some background research on the classroom-monitoring concept, I dig 

in and proceed to look for state-of-the-art algorithms on face detection and on face 

recognition.  

First of all, concerning face detection, the Viola Jones [5] algorithm is a great and robust 

face detector that has proved its efficiency in a wide variety of situations. Viola Jones is 

capable of processing images extremely rapidly while achieving high detection rates. 

2.2.1. Viola Jones 

Viola Jones is the most used and well-known face detector. The main reason for this 

success is that it is capable of processing images extremely rapidly while achieving high 

detection rates. To achieve these excellent results, Viola Jones has four key features [7], 

which are Haar-like wavelet features, Integral Image, AdaBoost and a Cascade of 

classifiers.  

a) Haar-like wavelet features 

The Viola-Jones algorithm uses Haar-like features, that is, a scalar product 

between the image and some Haar-like templates. 

 

Wavelets: Different representations of a simple function at different scales and 

positions. It allows combining local a global analysis. 
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Haar-like features: To analyze each possible block with a simple pattern at 

different scales and positions. 

 

 

 

 

 

b) Integral Image 

To compute the Haar-like features requires computing the area below the 

rectangles. The integral image allows calculating the features at a very low 

computational cost. Instead of summing up all the pixels inside a rectangular 

window, this technique mirrors the use of accumulative distribution functions.  

 

 
 

 

 

 

 

 

c) AdaBoost 

Even with an efficient method to compute features, 180,000 features per block is 

still prohibitive. This is why only a very small number of features are selected and 

combined to form an effective classifier. Each feature is associated to a ‘weak’ 

(very simple) classifier that applies a threshold on that feature. 

  

 

 

 

- A set of weak classifiers is combined to build a strong classifier. 

- At each step of the training, and among all weak classifiers, one is selected 

such that it  has minimum error rate on the training set. 

Figure 1. Haar-like patterns 

Figure 2. SAT computation 
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- The parameters (rejection/acceptance rates) of this classifier are estimated 

and the global  (strong) classifier is given as a linear combination of the 

selected (weak) classifiers.   

 

 

 

 

 

 

d) Cascade of classifiers 

In theory, Adaboost can produce a classifier that generalizes well. However, to 

achieve that, an enormous negative training set is needed at the outset to gather 

all possible negative patterns. In addition, all the windows inside an image have to 

go through the same lengthy decision process. There has to be another more 

cost-efficient way. 

 

The most efficient technique to generalize lies behind the idea of a multi-layer 

cascade which represents a principle similar to Shannon coding: the algorithm 

should deploy more resources to work on those windows more likely to contain a 

face while spending as little effort as possible on the rest. Each layer in the 

cascade is expected to meet a training target expressed in false positive and false 

negative rates. 

 

To detect the facial landmarks, there are many options available, but my research has led 

me to two alternatives. These two alternatives can be used together or separately, 

depending on the system demands. 

On the one hand, the Chehra algorithm [1], based on the work done in the Face 

Alignment in the Wild paper. The Chehra algorithm builds a person-specific model 

automatically through incremental updating of a generic model. They use a cascade of 

regressors to update the model and create a robust and up-to-date face alignment 

algorithm. 

Figure 3. Composition of a strong classifier 
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2.2.2. Face Alignment in the Wild 

To explain the Chehra algorithm, there is a need to explain first the paper in which it is 

based. In [8], they present an effective model-based method to jointly align facial images 

under both non-rigid deformation and appearance variation. They propose a robust fitting 

algorithm, so that a generic appearance model trained from a variety of faces can be fit 

adaptively and consistently to a new unseen face whose appearance cannot be 

accurately modeled.  

They focus on building a generic AAM (Active Appearance Model) model from a class of 

training samples and register it with each input image independently. This model is 

inaccurate but can be compensated by using join alignment. To perform this 

compensation they make two basic assumptions. First of all, the images of the same face 

aligned to the reference shape should be linear and low-dimensional. Secondly, the 

person-specific space and the generic appearance space should be proximate rather 

than distant. What they obtain is a non-linear problem in terms of the appearance model. 

To deal with it, they make first-order approximations and iteratively solve the increments 

of the appearance model. Then, the valued for the model are updated. To solve the 

remaining equation, they apply the Augmented Lagragian Method (ALM).  

The authors from Chehra take this idea of creating a person-specific model and improve 

it by adding an incremental Parallel Cascade of Linear Regression (iPar-CLR) method. 

Basically, they propose a method that provides the exact incremental solution per level 

and allows the regression functions in a cascade to be updated independently of each 

other. This makes the system to be fully parallelizable and real-time capable. Moreover, 

the cascade of regression functions can be updated in an efficient manner.  

 

On the other hand, another good technique to track faces is to use the Kanade-Lucas-

Tomasi (KLT) [12] algorithm. This procedure is used in the System for Assessing 

Classroom Attention.  

2.2.3. KLT 

KLT is an approach to feature extraction. It is proposed mainly for the purpose of dealing 

with the problem that traditional image registration techniques are generally costly. KLT 

makes use of spatial intensity information to direct the search for the position that yields 

the best match. It is faster than traditional techniques for examining far fewer potential 

matches between the images. KLT is an easy tracking algorithm. In its basic form, it tries 
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to find the shift an interest point might have taken. The framework is based on local 

optimization: usually a squared distance criterion over a local region that you optimize the 

transformation parameters, e.g. displacement in x and y. In order to solve this problem, 

you approximate the feature displacement with a linear term using Taylor series. This 

framework can be also used to solve for more realistic transformations. This algorithm is 

expected to work well for corner-like features that do not suffer from any aperture 

problem. 

 

Finally, in what refers to face recognition, at first I focused my research on the Eigenfaces 

concept (PCA). However, thanks to the suggestion that my co-advisor made to me, to 

extract the image information, I looked for Face Description with Local Binary Patterns [6]. 

This feature extraction system is faster and more updated than Eigenfaces. The LBP 

divides the image into different regions and then extracts the LBP features. From there, 

the extracted features are concatenated, enhanced and used as a face descriptor.  

2.2.4. LBP 
LBP creates a binary code with the relation of each pixel with its local neighborhood. So, 

if the neighbor is greater or equal, then the value will be set to 1. On the contrary, if the 

value in comparison to its neighbor is minor, then the value will be set to 0.  

 

 

 

 

 

 

 

 

Following, the LBP approach is combined with a histogram, to create LBPH (LBP + 

Histogram) 

Figure 4. Local Binary Pattern regulations 
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- If 8-connectivity is considered, 28=256 combinations of binary features are 

possible. 

- Face images are divided in KxP rectangular windows of equal size. 

- Best results obtained with windows of 18x21 pixels. 

- One histogram is computed for each window. 

- Histograms are concatenated to generate a feature vector for each image.  

 
 

 

 

 

 

 

 

 

 

To perform a classification of the faces, two approaches were studied in accordance to 

my co-advisor 

2.2.5. K-Nearest-Neighbor 

K-Nearest-Neighbor (KNN) classification is one of the most fundamental and simple 

classification methods. I chose it since I had no prior knowledge about the distribution of 

the data.  

The k-Nearest-Neighbor classifier is commonly based on the Euclidean distance between 

a test sample and the specified training samples. Let xi be an input sample with p 

features (xi1, xi2, …, xip), n be the total number of input samples (i=1, 2, …, n) and p the 

total number of features (j=1, 2, …, p). The Euclidean distance between sample xi and xl 

(l=1, 2, …, n) is defined as: 

 

 

An object is classified by a majority vote of its neighbors, with the object being assigned 

to the class most common among its k nearest neighbors (k is a positive integer, typically 

Figure 5. LBPH explanation 
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not too big). If k = 1, then the object is simply assigned to the class of that single nearest 

neighbor. 

2.2.6. Multiclass SVM 

Multiclass SVM [13] aims to assign labels to instances by using support vector machines, 

where the labels are drawn from a finite set of several elements. The approach for doing 

so is to reduce the single multiclass problem into multiple binary classification problems. 

This multiclass classifier has the same behavior than the classroom classifier from 3.2. 

Nevertheless, there is a slight modification, so it works with multiple outputs. This 

classifier is created by building binary classifiers, which distinguish between one of the 

labels and the rest (one-versus-all). Classification is done by a winner-takes-all strategy, 

in which the classifier with the highest output function assigns the class (it is important 

that the output functions be normalized, so it produces comparable scores).  
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3. Project development  

In this section, a detailed explanation of all the components of the system will be done. 

The only physical component of the system is a camera, situated at center of the 

classroom, in front of the first row of students. Usually this is the most common place 

where the teacher will do the lecture. 

Due to the complexity of the system, it was divided in 4 different units. Each unit has a 

dependency on the preceding unit. The first three units are the main body of the 

engagement system, while final unit is only for face recognition.  

 
Figure 6. System breakdown 

 

1) Face detection unit, able to detect how many students are in the classroom, by 

detecting their faces. Moreover, in this unit the facial landmarks are worked out. 

2) Engagement parameters unit, where all the engagement parameters are calculated 

and then forwarded to the classifier.  

3) Engagement classifier unit, able to classify if a student is engaged or not, depending 

on the different engagement parameters. 

4) Face recognition unit, able to identify to whom does the detected faces belong. 

 

3.1. Face detection unit 

This unit detects faces using the Viola-Jones algorithm. It also detects corners within 

each face's bounding box, and tracks the corners using the Kanade-Lucas-Tomasi (KLT) 

algorithm. Finally, the facial landmarks are fitted into each face, using the Chehra 

algorithm. 

To detect the facial landmarks, two different approaches were considered. The first 

approach consisted on using external algorithms or inside Matlab functions to detect the 

facial landmarks. After a study was done, I decided to use the KLT algorithm to detect 

and track the eyes gaze, as it is a really good indicator to see if the student is engaged.  

Face 
detection 

Engagement 
parameters 

Engagement 
classifier 

Face 
recognition 
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The KLT algorithm is used to detect corners within each face's bounding box. It tracks a 

set of feature points across the video frames. However, only points that can be reliably 

tracked are used. Reliable points are those that don’t present a lot of motion or several 

lighting changes. As an instance, points from the forehead won’t be tracked. On the other 

hand, all the points belonging to the limits of the face (jaw, ears and chin) will be tracked. 

Nevertheless, even stable points can be lost due to lighting variation, out of plane rotation, 

or articulated motion. This is why the point are reacquired periodically every 10 frames. 

This number of frames has been decided after carrying out a study on the number of 

frame it usually takes for a person to blink. A blink usually lasts around 50ms. The video 

runs at 25 fps. So, from frame to frame, there is a transition of 40ms. This means that a 

blink lasts 1.25 frames. To avoid capturing a person blinking, the number of frames when 

the faces are re-detected has to be around 10 times bigger than the length of the blink. 

Therefore, 10 frames is a good re-detection frame rate.  

The second approach consisted on using the Chehra algorithm, together with the Viola 

Jones detector.  

Finally, the two approaches (2.2.2 and 2.2.3) were fused into one and I used both of them 

to create the classifiers.  

3.2. Engagement parameters unit 

Prior to the construction of this unit, a study on how to know if a student is engaged was 

done. According to [14], a student is engaged if he/she is: 

 

1)  Paying attention (alert, tracking with their eyes) 

2)  Taking notes (particularly Cornell) 

3)  Listening (as opposed to chatting, or sleeping) 

4)  Asking questions (content related, or in a game, like 21 questions or I-Spy) 

5)  Responding to questions (whole group, small group, four corners, Socratic 

Seminar) 

6)  Following requests (participating, Total Physical Response (TPR), storytelling, 

Simon Says) 

7)  Reacting (laughing, crying, shouting, etc.) 

With all these indicators, there was a need to quantify them. Crosschecking all this 

information with the journal papers [2][3][4][9][10][11], four parameters were studied. 
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a) Eyes gaze 

The eyes gaze is a good indicator to determine where is a person looking at. In 

addition, depending on the eyes aperture, the level of engagement of that person 

can be determined. I have used the KLT multitracker to track the eyes and study 

the eyes gaze. 

For this parameter, I have used the eyes detector object inside Matlab. Once the 

eyes are detected, their position is crosschecked with all the detected faces until 

there is a pair of eyes for each face. Then, the KLT multitracker tracks the eyes. 

The tracking points are indicated with green crosses in the figure plot.  

 

 

 

 

 

 

 

 

 

 

 

After a few observations, I noticed that the number of tracking points inside the 

eyes area is largely affected depending on the eyes aperture. When the subject 

has its eyes closed, the number of point inside is lower than when he/she has 

450 500 550 600 650 700 750 800 850 900

200

250

300

350

400

450

500

550

450 500 550 600 650 700 750 800 850 900

200

250

300

350

400

450

500

550

Figure 7. Subject with the eyes closed 

Figure 8. Subject with the eyes opened 
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his/her eyes opened. Due to this variation, this will be one of the parameters used 

to create the classifier.  

b) Head pose 

By estimating the subject’s head pose, the direction he/she is looking towards can 

be guessed. To estimate the head pose, I have used an extension of the Chehra 

algorithm. This extension automatically calculates the head pose by using the 

facial landmarks provided by Chehra. I decided to use this approach for two 

reasons. In the first place, the only paper that used head pose [2] didn’t give many 

details on how they accomplished their head pose estimation. Moreover, their 

system worked with an omni-directional camera. The second reason is because of 

the easy-adaptability of the head pose estimator to the Chehra detector. Since it is 

an extension, it works perfectly and it is fully adapted to the output parameters 

from Chehra. 

The Head Pose Estimator uses three parameters, which are pitch, yaw and roll. 

Each of these parameters expresses a different property of the head.  

 

Pitch: The pitch indicates the relative position in the classroom of the subject’s 

head. 

Yaw: The yaw indicates how far is the yaw from the center of the screen. 

Roll: The roll indicates the orientation of the whole face.  

 

 

 

 

 

 

 

 

 

 

Figure 9. Head Pose estimator demonstration 
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When working with these parameters I noticed that they presented dramatic 

variations, depending on the subject’s position in the classroom. The parameters 

for a student situated on the right wing of the classroom are totally different from 

those of a student on the left wing of the classroom. As an instance, the expected 

roll (to be engaged) will be totally different. On the one hand the student on the left 

wing will have to slightly roll his face to his right to be looking in the lecturer 

direction. On the other hand, the student on the right wing will have to slightly roll 

his face to the left to be looking towards the lecturer. Therefore, I decided to divide 

the screen into four, in order to be able to define some valid and specific merges 

for each region and for each parameter. So, for each student, a new parameter is 

added, which is screen division.  

 

 

 

 

 

 

 

c) Body motion 

Body motion is used in two papers, with two different approaches. In [3], they 

study the Movement of a single person. The subject’s movement is studied during 

all the important events that happen in a classroom: slide changes, periods of 

answering questions or slide animations. The amount of movement allows them to 

tell the difference between changes in pose/major body movement and writing 

activity. They try to follow the body movement by using the Lucas-Kanade method, 

since it is a good combination of speed and robustness. Nevertheless, each 

student has an individual set of habits, motions and postures, a set of attributes 

that condenses the data unusable for a simple statistical processing. So, the data 

can be overwhelming.  

In the second paper [4], they focus more on how the motion of one single subject 

affects its neighbors and has an impact on them. To be able to study different 

classroom environments and geometries, they have a procedure:  

Figure 10. Subject in screen division 4 
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i) Since their main objective is to study how one subject’s motion affects its 

neighbors, it is vital for them that their system is able to clearly differentiate 

between two neighbor students. To avoid inter-personal occlusions, some 

pre-processing is done. The main idea is that by grouping the motion 

vectors into motion tracks, they can assign the whole track to a single 

person with a higher reliability, instead of taking each motion vector as an 

isolated measurement.  

Motion vectors are grouped into tracks that are composed of ”clouds“ of 

motion vectors obtained over several frames. The criterion for grouping is 

based on proximity, direction similarity and intensity of the vectors. Each 

student has a Gaussian distribution centered on the position of his head. 

The entire track is assessed over every center and motion is assigned to 

the student with the highest probability. Fitting the Gaussian distributions 

produced regions in which a motion vector will be assigned to a specific 

person.  

Due to occlusion, they had to discard some severe cases, where the 

studied subject was occluded on more than 80% of his/her tracked area.  

ii) They add a perspective distortion, since their system works with different 

cameras and each of them has a distinctive perspective. Basically, they 

set a constant number of tracking points. Moreover, the intensity of the 

vector is normalized, by considering the diagonal of each student region.  

iii) The most difficult task is normalizing the amount of motion for all the 

students. They base their normalization in two principles. Firstly, each 

student is on average sitting still during the class. They also consider that 

each student has at least moved once during the class.  

Their conclusions are that for someone to be considered a stimulus its neighbors 

have to move within the range of ±4 seconds and he/she has to be the one that 

has moved first. Secondly, this stimulus has a significant influence on the students’ 

attention and performance. Finally, they prove that the dominant signal in a 

classroom is always the teacher and/or the teaching material. 

I decided not to use this parameter due to two main reasons. First of all, due to 

the camera position in the classroom, occlusions between students are something 

really common. This causes many distortions in the system and a deeper study 

should be made on how to avoid this. Secondly, the papers in which body motion 
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is used mention that the results are promising but don’t show any scores. So, I 

presume that the work is still in progress and has to be optimized, so that body 

motion can be used as a reliable parameter. 

d) Environmental sound 

In [2] they use the sounds belonging to the classroom as a parameter to guess 

the level of attention of the students. In their first attempt, what they do is labeling 

the participants as speaking or not speaking. So, they create binary audio-vectors. 

They are able to predict the correct focus of each participant 56.3% of the time. In 

a further attempt to improve the results, they combine the sound with temporal 

speaker information. To do so, they use neural networks, using the audio vectors 

as observations and the different subjects a certain subject can look at as outputs. 

Nevertheless, the maximum accuracy that they obtain is 66.1%.  

Even though their work is promising, I consider that the scores that they obtain by 

using only sound aren’t good enough, so I decided not to use this parameter.   

3.3. Engagement classifier unit 

To create the classifier, five parameters were used: screen division, number of points 

inside the eyes area (num_points), pitch, yaw and roll. 

With these five parameters and after all the observations done to find them, I decided to 

create two different classifiers, which have led into creating two different modalities for 

the system. 

The first modality is an online classroom approach, where there is only one student and 

he/she is working with a webcam. The second modality is a real classroom approach, in 

which there are many students paying attention to a professor and one camera/webcam 

in front of the first row of students.  

For the first modality, which I have named Online, the classifier has a similar behavior to 

the AdaBoost classifier from Viola Jones. The Online classifier is a strong classifier 

composed of four different weak classifiers. Each weak classifier corresponds to each 

one of the engagement parameters, except for the screen division. Every weak classifier 

is composed of simple thresholds. With these simple thresholds, an interval is created. 

The parameter has to be inside this interval so the student can be considered as 

engaged. Since this classifier is based on a similar approach to AdaBoost, a great 

amount of training data was used so that the system had an acceptable performance.  
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These are the thresholds for each parameter and screen division: 

Screen_division Num_points Pitch Yaw Roll 
1 t≥40 -10≤t≤10 -1.5≤t≤15 -4≤t≤4 
2 t≥40 -15≤t≤15 -14≤t≤14 -5≤t≤5 
3 t≥40 -15≤t≤15 -14≤t≤1 -8≤t≤0 
4 t≥40 -16≤t≤16 -19≤t≤1 -14≤t≤1 

 

Table 1. Thresholds for the different parameters 
 

For the second modality, which I have named Classroom, the classifier is based on an 

SVM (Support Vector Machine) [20] approach. I decided to use and SVM since the 

pseudo-AdaBoost approach didn’t perform well when working with a classroom situation. 

The main reasons that led to this failure were two: 

- The KLT multitracker wasn’t able to track all the eyes present in a classroom. 

Moreover, those that were tracked just presented a few number of points. So 

the difference in the number of points between having the eyes closed or 

opened wasn’t as big as in the individual case.  

- The head pose parameters (pitch, yaw and roll) experimented larger variations 

than when working in the individual approach. These huge variations made it 

really hard to define some valid thresholds for each parameter. 

In the end, I tried to build a strong classifier by just using three weak classifiers since I 

had to discard the eyes gaze for this approach. Nevertheless, by just using three weak 

classifiers the scores that I obtained were pretty low. 

The Classroom classifier has the same behavior than any other SVM classifier and is 

based on the same principles: 

- Given a set of training examples, each marked as belonging to one of two 

categories, an SVM training algorithm builds a model that assigns new 

examples into one category or the other, making it a non-

probabilistic binary linear classifier. An SVM model is a representation of the 

examples as points in space, mapped so that the examples of the separate 

categories are divided by a clear gap that is as wide as possible. New 

examples are then mapped into that same space and predicted to belong to a 

category based on which side of the gap they fall on. 
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- In addition to performing linear classification, SVMs can efficiently perform a 

non-linear classification using what is called the kernel trick, implicitly mapping 

their inputs into high-dimensional feature spaces. The algorithm is similar, 

except that every dot product is replaced by a nonlinear kernel function. This 

allows the algorithm to fit the maximum-margin hyper-plane in a transformed 

feature space. The transformation may be nonlinear and the transformed 

space high dimensional; thus though the classifier is a hyper-plane in the high-

dimensional feature space, it may be nonlinear in the original input space. 

So, for the system, the two possible outputs are ‘Engaged’ and ‘Not Engaged’. The 

features for the system are screen division, pitch, yaw and roll. To build the Classroom 

classifier I have used Gaussian Radial Basis Function kernel with a default-scaling factor, 

sigma, of 0.003.  

 

 

 

 

 

 

 

 

 

 

3.4. Face recognition unit 

As, in the end, there should be a record on each student’s activity through the whole 

classroom, there is a need to discriminate to whom does each face belong. This unit 

follows the same pattern as any face recognition system, so there are two main 

components: feature extraction and classification.  

- Gaussian Kernel: rbf 

- Sigma=0.003 

 

Figure 11. Classroom classifier behavior 

Classroom 
Classifier 

Screen 
division Pitch Yaw Roll 

Engaged Not 
engaged 
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3.4.1. Feature extraction 

For the feature extraction part, a Local Binary Pattern, LBP, approach was used, based 

on [6].  

I chose LBP before of other approaches like PCA, Fisher LDA or ANN [21] for the 

following reasons: 

- LBP outperforms PCA and Fisher LDA when enrolling a new subject and 

when working with small databases. 

o In PCA, when there is a new enrollment, the class’ matrix has to be 

recomputed. If I were to use a Bayesian approach, the new set of 

differences has to be recomputed for every new registration.  

o In LDA when a new individual is enrolled, the within-class matrix has to 

be recomputed and, therefore, the global solution changes.  

- In contrast to PCA, LBP doesn’t need correct face alignments and good 

lighting conditions. 

o When working with PCA, it is necessary to accurately detect the facial 

features and to precisely scale the images. 

- LBP is, generally, less affected by the noise than ANN. 

o ANN depends on the noise present in the training images. So the level 

of noise present in the testing images has to be minor or equal to the 

level of noise that the training images have. 

- To train the ANN, the amount of training data needed is bigger than when 

using LBP. 

3.4.2. Classification 

For the classification part, two approaches were tested: K-NN (Nearest Neighbors) and 

multiclass SVM (a SVM machine with multiple outputs instead of just two). 
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4. Results 

The evaluation of the system was done using four different databases. To build the 

databases, I used two different video footages. The first one is a 10 minutes video of me 

simulating an online classroom. The name for this video is my_video_footage. The 

second video consists of 10 minutes of my roommates and me simulating a classroom 

behavior. The name for this video is roommates_footage.  

The parameters that I have used to measure the system’s performance are Precision and 

Recall. They are calculated the following way: 

 

 

 

Where: 

- tp (True Positives): The number of items correctly labeled as belonging to the 

positive class. 

- fp (False Positives): The number of items incorrectly labeled as belonging to 

the positive class. 

- fn (False Negatives): The number of items which were not labeled as 

belonging to the positive class but should have been. 

To test the face detection unit, I created the database using the roommates_fotage. From 

there I extracted 44 frames. In all of these frames there always are four subjects, except 

for the last one where only there are only two.  This means that to test the face detection, 

there were a total of 174 faces. 

- Precision=0.9745 

- Recall=0.8793 

To test the face recognition unit, two different databases were used. The first database is 

the Yale Faces Database [15], where I included myself. There are a total of sixteen 

subjects. For every subject there are a total of seven different photos from different 

angles and with different face expressions. The second database consists of faces 

extracted from the roommates_footage. There are a total of four subjects and for each 

subject there are twenty-one different faces captures. I tested the two different classifiers 

that I studied which are SVM and KNN. 
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Yale faces database 

- SVM 

o 83.33% correctly detected faces 

- KNN 

o 76.67% correctly detected faces 

Roommate database 

- SVM 

o Precision=0.9722 

o Recall=1 

- KNN 

o Precision=0.9555 

o Recall=1 

To test the engagement classifier unit, three different databases were used. The first 

database, which contained the my_video_footage manually labeled every 10 frames, was 

used to test the Online Classifier. The second database, which contained three minutes 

of the roommates_footage manually labeled every 10 frames, was used to test the 

Classroom Classifier. The final database was used to test the Classroom Classifier. It 

consisted of 35 images of people attending to a lecture. The average number of people in 

every image is 20. 

Online database 

- Precision=0.913 

- Recall=0.957 

Classroom database 

- Precision=0.8776 

- Recall=0.9556 

Final database 

- Precision=0.7955 

- Recall=1  
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5. Budget 

In this section, an approximate budget of the cost that this project would require in a real 

professional environment is presented. Concerning development costs, the number of 

hours spent by a  junior engineer developing the system and the hardware and software 

needed have been included in the budget. There are no exploitation costs, as no 

installation is needed 

 

A junior engineer has been working 30 hours/week for 3 months. An average salary of 

8€/hour is considered. This means 1,120€/month (assuming an average of 4 working 

weeks per month). The total salary cost would then be 3,360€ plus the social expenses 

(30% approx.), giving a total of 4,368€ in personnel costs. 

 

Secondly, it should be taken into account that a computer, with specific software has 

been used. With respect to the computer, we could calculate a depreciation time of 24 

months and a purchase cost of 1,200€. Then, the applicable cost is (3/24)*1200€ = 150€. 

Finally, the licenses needed for the software used. Two different computers and versions 

of Matlab have been used. The cost for an individual MATLAB license within an 

Academic use is 50€. So in this case the total amount would be 100€. 

So, the final cost of the project would be 4,618€. 
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6. Conclusions and future development 

The main goal of this project was the creation of a system able to detect the level of 

engagement of the students in a classroom. This system should have the capacity to 

work in different situations. 

The final scores are solid and an encouragement to keep working in the same direction. 

The engagement classifier is quite robust and has been tested in many different 

situations. The results have proven that the system works in many different scenarios and 

generalizes really well. This generalization is a key element, as the situations inside a 

classroom vary depending the country, lighting and number of students. 

It’s really important to highlight that the face detection system is only thought to work with 

frontal faces and not with profile faces. Working with two different detectors was really 

time-consuming and the processing time increased exponentially. This is a limitation for 

now, but can easily be solved in the future. 

Even though the results are good, the online classifier should have been tested with other 

people other than me. This would have given the final scores a bigger depth, as it would 

have proved that the system works independently on the subject. Furthermore, 

something that would have given a richer context to the scores would have been testing 

the SVM classifier in the online classroom situation.  

As for future work, these are the main considerations to be taken into account: 

- Use body motion as a new engaging parameter.  

o This parameter would add robustness and more diversification. It could 

help distinguish a student who is looking at his mobile from one that is 

taking notes. 

- Use the environmental sound captured by the camera as a new engaging 

parameter. 

o The environmental sound is used in different journal papers. This 

parameter would reflect the mood of the classroom at all time. 

- Create a new eye detection system, so it can also be used as a feature in the 

group classifier.  

o This new eye detection system could be based on an eye detector, or on 

the use of the Chehra landmarks. It would improve the system robustness 

and it could also be used when working in a real classroom situation. 

- Work with a real situation database.  
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o The need of a real situation database is key for the future of the project. 

The new database would prove really useful in terms of robustness; it 

would also help with the generalization and also to improve the results of 

the system.  

- Create an automatic labeling unit.  

o The automatic labeling would contribute to two huge advances. First of all, 

it would suppose a huge boost to the system, since this labeling could 

even be personalized for each student in the classroom. Secondly, it 

would reduce the time cost, since there wouldn’t be any need of a manual 

labeling for each new classroom.  

- Train the Face detector or add a profile face detector. 

o An option to obtain a wider range of detected faces (including profile 

faces) would be training the Cascade Classifier with different databases of 

different classrooms, including profile faces. For this purposes there are 

many algorithms for this specific purpose.  

- Use Chehra to detect the eyes aperture 

o By using the facial landmarks detected by Chehra, the eye aperture can 

be estimated. By this, the computational time would be lower, since there 

would be no need to use the KLT multitracker.  
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Appendices 

Project Breakdown 

 

 

 

 

 

 

 

 

 

 

Figure 12. Project Breakdown 

 

 

 

 

Major constituent: Documents WP0 

Short description: Creation of all the documents related to the 

project. 

 

 

Planned start date: 02/03/15 

Planned end date: 05/01/15 

Start event: 02/03/15 

End event: 05/18/15 

Internal task T1: Project Plan 

Internal task T2: System Requirements 

Internal task T3: Critical Design Review 

Internal task T4: Final Report 

Links: - - 
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Major constituent: Database WP1 

Short description: Creation of the databases that the system 

needs.  

 

 

Planned start date: 02/09/15 

Planned end date: 03/29/15 

Start event: 02/09/15 

End event: 03/29/15 

Internal task T1: Classroom Database 

Internal task T2: Face verification Database 

Links: - - 

Major constituent: Face Detection WP2 

Short description: Creation and testing of the face detection unit 

that will allow the system to detect how many students are in the 

classroom. Moreover, in this unit, all the facial features are 

worked out. 

 

Planned start date: 02/09/15 

Planned end date: 02/12/15 

Start event: 02/09/15 

End event: 02/12/15 

Internal task T1: Research on the topic. Choose one approach 

Internal task T2: Adaptation to the database 

Internal task T3: Train and test 

Links: - - 

Major constituent: Engagement Parameters WP3 

Short description: Creation and testing of the engagement 

parameters unit. After detecting the facial landmarks, the chosen 

parameters will have to be studied (e.g. head pose, body pose, 

facial expression). 

Planned start date: 02/16/15 

Planned end date: 03/01/15 

Start event: 02/16/15 

End event: 02/20/15 

Internal task T1: Research on the topic. Choose different 

parameters 

Internal task T2: Test every parameter on its own 

Internal task T3: Join the best parameters 

Internal task T4: Train and test  

Links: WP2 
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Major constituent: Engagement Classifier WP4 

Short description: Creation and testing of the engagement 

classifier. In this step, there will be a decision concerning on the 

student’s engagement, based on his head pose. 

Planned start date: 03/02/15 

Planned end date: 03/15/15 

Start event: 02/23/15 

End event: 02/27/15 

Internal task T1: Output parameters retrieval 

Internal task T2: Study and creation of a classifier 

Internal task T3: Train and test 

Links: WP3 

Major constituent: Face Recognition WP5 

Short description: Creation and testing of the face recognition 
unit. Once the engagement level of the students has been 
calculated, the face recognition unit will tell to whom does each 
face belong.  

Planned start date: 03/16/15 

Planned end date: 04/03/15 

Start event: 03/02/15 

End event: 04/03/15 

Internal task T1: Research on the topic. Choose one approach 

Internal task T2: Adaptation to the database 

Internal task T3: Train and test 

Internal task T4: Join engagement classifier and face verification 

Links: WP1, WP4 
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Major constituent: Final test WP7 

Short description: Once all the system is complete, a final 

demonstration in a real-time situation will be done. 

 

Planned start date: 04/23/15 

Planned end date: 05/01/15 

Start event: 04/20/15 

End event: 05/01/15 

Internal task T1: Test the final system 

Internal task T2: Presentation of final scores 

Links: WP6 

Major constituent: Beta test WP6 

Short description: Once all the system is complete, a final 

demonstration in a real-time situation will be done. Plus, possible 

improvements for the whole system will be added. 

Planned start date: 04/06/15 

Planned end date: 04/22/15 

Start event: 04/06/15 

End event: 04/17/15 

Internal task T1: Test the beta-prototype 

Internal task T2: Presentation of scores 

Internal task T3: Implementation of improvements 

Links: WP5 
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Work Package dates changes 

• WP1: Classroom database postponed; Planned start date modified (02/04/15 → 

02/03/15) 

• WP2: Link with WP1 deleted. 

• WP3: Event ended before time. 

• WP4: Event started before time; Event ended before time. 

• WP5: Event started before time; Planned end date modified (04/16/15 → 

04/03/15) 

• WP6: Name change to WP7; Planned start date modified (04/16/15 → 04/23/15); 

Link with WP5 modified → New link to new WP6. 

• Creation of a new WP: WP6: Beta Test. 

• WP6: Event ended before time 

• WP7: Event started before time 

Timeline Changes 

• Task 1.1 → Week 2 to Week 7-8. 

• Task 3.3 → Week 4 to Week 3. 

• Task 3.4 → Week 4 to Week 3. 

• Task 4.1 → Week 5 to Week 4. 

• Task 4.2 → Week 5 to Week 4. 

• Task 4.3 → Week 6 to Week 4. 

• Task 5.1 → Week 7 to Week 5. 

• Task 5.2 → Week 8 to Week 7. 

• Task 5.3 → Week 9 to Week 8-9. 

• Task 5.4 → Week 10-11 to Week 9. 

• Task 6.1 → New internal task for WP6 created. 

• Task 6.2 → New internal task for WP6 created. 

• Task 6.2 → Week 11 to Week 10. 

• Task 6.3 → New internal task for WP6 created. 

• Task 6.3 → Week 11-12 to Week 10-11. 

• Task 7.1 → Week 11-12 to Week 12-13. 
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Milestones 

 

WP# Task# Short title Date (week) 

0 0.1 Project Plan 1 

0 0.2 System Requirements 1 

0 0.3 Critical Design Review 7 

0 0.4 Final Report 13 

1 1.1 Classroom Database 7-8 

1 1.2 Face recognition Database 7-8 

2 2.1 Approach research and decision 2 

2 2.2 Approach adaptation 2 

2 2.3 Train and Test 2 

3 3.1 Approach research and decision 3 

3 3.2 Parameters Test 3 

3 3.3 Parameters Selection 3 

3 3.4 Train and Test 3 

4 4.1 Parameters Retrieval 4 

4 4.2 Classifier creation 4 

4 4.3 Train and Test 4 

5 5.1 Approach research and decision 5 

5 5.2 Approach adaptation 7 

5 5.3 Train and Test 8-9 

5 5.4 Classifier + Verification 9 

6 6.1 Beta test 10 

6 6.2 Beta scores and results 10 

6 6.3 Improvements 10-11 

7 7.1 Real time test 12 

7 7.2 Final score and results 13 
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Gant Diagram 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 13. Gant Diagram   
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Glossary 

KLT: Kanade-Lucas-Tomasi algorithm 

LBP: Local Binary Pattern 

LBPH: Local Binary Pattern Histogram 

SVM: Support Vector Machines 

VAST: Vision and Security Lab 

WP: Work Package 

 

 

 


