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SUMMARY
We present a robust method for generating high-order nodal tetrahedral curved meshes. The approach
consists of modifying an initial linear mesh by first, introducing high-order nodes, second, displacing the
boundary nodes to ensure that they are on the CAD surface, and third, smoothing and untangling the mesh
obtained after the displacement of the boundary nodes to produce a valid curved high-order mesh. The
smoothing algorithm is based on the optimization of a regularized measure of the mesh distortion relative to
the original linear mesh. This means that whenever possible, the resulting mesh preserves the geometrical
features of the initial linear mesh such as shape, stretching and size. We present several examples to illustrate
the performance of the proposed algorithm. Furthermore, the examples show that the implementation of the
optimization problem is robust and capable of handling situations in which the mesh before optimization
contains a large number of invalid elements. We consider cases with polynomial approximations up to degree
ten, large deformations of the curved boundaries, concave boundaries, and highly stretched boundary layer
elements. The meshes obtained are suitable for high-order finite element analyses. Copyright c 2014 John
Wiley & Sons, Ltd.
KEY WORDS: unstructured high-order methods; mesh generation; CAD; mesh optimization; mesh
quality; curved meshing

1. INTRODUCTION
In the last decade, unstructured high-order methods [1, 2, 3, 4, 5] have attracted considerable
attention from the computational mechanics community. This attention has been prompted by
the ability of these methods to approximate with high-fidelity the solution of partial differential
equations on complex domains. It is well known that for problems with smooth solutions, the
approximation obtained with high-order methods converges exponentially with the order of the
approximating polynomial. More generally, high-order methods have been shown to deliver higher
accuracy with a lower computational cost than low-order methods in many practical applications
[6, 7, 8, 9, 10, 11, 12, 13, 14, 15]. In addition, the accurate approximation of the domain geometry
eliminates the spurious effects in the solution that can arise from a piecewise linear representation
of the curved domain boundaries [16, 17, 18, 19, 20]. An implicit assumption in high-order methods
is that the geometry is represented with sufficient accuracy to enable high convergence rates to be
realized.
Despite the attractive features of high-order methods, their adoption for practical applications has
been hampered by technical challenges such as the development of robust implementations and the
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generation of suitable 3D curved meshes. In this paper, we focus our attention on the generation of
high-order meshes for general geometries that are suitable for high-order finite element analyses.
To that end, the generated meshes must satisfy two requirements. On one hand, each tetrahedral
element must be the image of a valid straight-sided reference element through an element-wise
invertible mapping. On the other hand, the boundary elements must be curved to ensure that the
error introduced in the solution by the inexact approximation of the geometry is smaller than the
solution discretization error.
High-order meshes are usually generated using a posteriori approaches [17, 21, 22, 23, 24, 25]
whereby the final mesh is obtained by modifying an initial linear mesh. Starting from an initial
linear mesh that approximates the domain geometry, the first step consists of adding high-order
nodes, either by enriching the linear tetrahedra uniformly or according to a suitable distribution
aimed at minimizing interpolation errors [4, 26]. Next, the boundary nodes are projected onto exact
curved boundary. Finally, the mesh is smoothed and untangled to remove the invalid (folded) and
low-quality (distorted) elements that might be created during the curving of the mesh boundary.
This last step is indeed the most critical to ensure the quality of the generated meshes. When the
grid deformation dictated by the projection of the boundary nodes onto the boundary of the domain
is small, existing approaches are effective at producing suitable high-order meshes, but they often
fail for more extreme cases where the required deformation is larger.
The main goal of this work is to use an a posteriori approach to generate 3D curved high-order
meshes in which the boundary nodes are on CAD surfaces. To this end, we propose a robust
smoothing and untangling method that converts an initial linear mesh to the desired curved highorder mesh. Specifically, the main contribution of this work is the formulation of a minimization
problem for a regularized measure of the distortion of a non-linear mapping in which the decision
variables are the coordinates of the interior mesh nodes. For each element, we consider the mapping
between the initial linear tetrahedron and the curved element in the final mesh. The mapping
distortion measure is minimum when the element shape (but not necessarily its size) in the final
and initial configurations is preserved. In addition, the mapping distortion measure is regularized so
that it is well defined for both valid (unfolded) elements, where the mapping between the linear and
curved elements is one-to-one, and invalid (folded), elements where the mapping becomes singular
and the determinant of the transformation Jacobian becomes non-positive. For folded elements, the
value of the distortion measure is a large positive value which forces the minimization process to
untangle the mesh. Once all the elements are untangled, the regularization can be switched off.
In that case, the resulting objective function tends to infinity if the Jacobian determinant tends to
zero. This form of the objective function prevents untangled (valid) configurations from becoming
tangled (invalid) during the optimization process.
The proposed formulation has the following advantages: first, it is capable of transforming an
invalid curved high-order mesh to a valid mesh, thanks to the use of the regularized objective
function; second, it ensures that initially valid configurations remain valid after transformation;
third, it can deal with polynomials of any degree; fourth, it can handle curved boundaries; and fifth,
geometrical mesh features features such as element shape, anisotropy are preserved.
We present several examples that demonstrate the advantages of the proposed method.
Specifically, we show that the proposed approach is able to untangle consistently invalid initial
elements for approximations up to degree ten and large deformations of the initial mesh boundaries.
Moreover, we show that some features of the initial mesh such as non-uniform element size,
and anisotropy (boundary layers) are preserved. Finally, we demonstrate our approach with some
examples in which the geometry is defined by a 3D CAD model.
The remainder of the paper is organized as follows. In Section 2, we review previous literature
relevant to this work. In Section 3, we present the proposed optimization formulation. In Section
4, we describe the regularization of the distortion measure to untangle invalid meshes. In Section
5, we describe the steps required to generate a curved high-order mesh using the proposed
optimization method. Finally, in Section 6, we present several examples to illustrate the advantages
and application of the proposed method.
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2. RELATED WORK
A posteriori methods for high-order mesh generation can be divided in three main categories
depending on the technique used to curve the mesh and match the domain boundary. The first
group of methods [21, 22, 23] curve the mesh boundary, identify mesh entities that produce invalid
elements, and eliminate the invalid elements by a combination of local mesh refinements, edge
and face swaps, and node relocations. The second group of methods deform an initial linear mesh
composed of straight-sided elements using a linear [27, 28, 29] or a nonlinear [25] elasticity analogy.
The displacements of the boundary nodes are prescribed to lie on the curved boundary and an
elasticity problem is solved using a high-order continuous Galerkin method. The final group of
methods [30, 31, 32, 33, 34, 35], solve an optimization problem for the node locations according to
an objective function that attempts to guarantee the accurate representation of the domain boundary
and the element quality.
The main challenge of a posteriori mesh deformation methods is to repair the invalid elements
that may arise from displacing the boundary nodes of the initial straight-sided mesh. In some cases,
these elements may be excessively distorted, having an adverse effect on the accuracy of the finite
element solutions, or may even be invalid in which case the mapping between the master element
and the curved deformed element is not invertible. A first requirement to repair invalid elements is
an algorithm to detect them and to quantify the level of distortion. For high-order elements, several
approaches have been proposed to detect the validity of the mapping [36, 17, 21, 22, 23, 24, 37, 38,
39], and to define suitable quality measures [40, 41, 42, 43, 44, 45, 31, 32, 33, 35].
The mesh repairing can be accomplished by means of topological changes and node relocation.
In general, node relocation is necessary, since some interior high-order nodes close to the boundary
may end up outside the domain after the boundary nodes are displaced. The node relocation can
be formulated as a global problem involving the coordinates of all the interior nodes or as a local
problem involving only one or several nodes at a time. The benefit of the global formulation is that
the number of iterations to solve the problem is smaller than with a local formulation. However, local
formulations tend to be easier to implement and require less computer memory. For linear elements,
several local [46, 47, 48] and global [49, 50, 51, 52, 53, 54, 55] approaches have been proposed to
improve the mesh quality. For high-order meshes, similar local [32] and global relocation methods
[31, 33, 34, 35] have also been developed. It is worth noting that global methods can be implemented
locally if a suitable iterative method can be devised. The approach adopted here, borrows from
the strategy presented in [55] for surface mesh generation where the node relocation problem is
formulated as a global problem but solved using a non-linear Gauss-Seidel iteration.
When the starting mesh in the optimization process is valid, a strategy to prevent elements
from becoming invalid is to use an objective function which penalizes the appearance of small
Jacobian determinants. This approach has been used in [48, 55, 56] for linear elements and in
[25, 32, 34, 33, 35] for high-order elements. A more challenging problem occurs when the starting
mesh already contains invalid elements. In such cases, one can either use a log-barrier method
[34, 54] or can define a regularized distortion quality measure which is defined for all element
configurations and has very large values when the element is invalid. One such regularized distortion
measure is presented in [32, 33] for high-order planar and surface elements and used to generate
curved meshes. This technique is based on the extension to high-order elements of the definition of
quality and distortion measure for linear elements presented in [57, 58].
In this work, we extend the approach proposed in [32, 33] to high-order tetrahedral meshes using
the untangling approach proposed in [48, 55]. Further, we propose an expression to evaluate the
untangling parameter introduced in [48, 56], eliminating the need for a user-defined input.

3. FORMULATION OF THE MESH OPTIMIZATION
In this section, we present a new formulation to solve the mesh deformation problem, which is
based on the optimization of a measure of the mesh distortion. To this end, we first review a
distortion measure for linear elements. This measure can be interpreted as a point-wise measure of
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Figure 1. Mappings between the master, initial and physical elements: (a) linear case, and (b) high-order
case.

the distortion of a deformation map between an ideal domain and the physical one. The continuous
version of the curving problem is stated as finding a deformation map that features an ideal pointwise distortion. Then, we write down the discrete version of the problem where the ideal domain is
a straight-sided mesh and the physical domain is a mesh with known curved boundaries. Finally, we
pose a global and non-linear optimization problem to find the curved mesh that provides the ideal
point-wise distortion in the least-squares sense.
3.1. Distortion measures for linear elements
We start by reviewing the distortion measures for linear elements presented in [57, 58]. Consider
a linear tetrahedron in the initial configuration, E I , having the desired shape and size and the
corresponding linear tetrahedron in the physical space, E P . To measure the deviation between these
two elements, we consider the unique affine mapping, φE , from E I to E P , see Figure 1(a). The
mapping φE , can be easily expressed in terms of two additional mapping, φP and φI , between
the master element E M and the initial, E I , and physical element, E P , respectively. Thus, φE is
determined by the composition
φ−1

φ

I
P
φE : E I −→
E M −→
EP .

Since φE is affine, its Jacobian, DφE , is constant. The element shape distortion measure [57] is
given by,
η(DφE )

=

kDφE k2
,
d |σ|2/d

(1)

where d = 3 is the spatial dimension, k · k is the Frobenius norm, and σ = det(DφE ). This
distortion measure quantifies the deviation of the shape of the physical tetrahedron E P with respect
to the shape of the initial tetrahedron, E I . We note that this distortion measure is invariant to
translation and rotations and equals 1 when the two elements only differ by a scale factor, and
tends to ∞ as E P becomes degenerate. When working with linear meshes, it is convenient to work
with the quality measure
1
(2)
q= ,
η
which takes values in the interval [0, 1].
To extend the former distortion (quality) framework to high-order elements, we consider that the
physical element, E P , is a nodal high-order tetrahedron of degree p determined by np nodes with
coordinates xi ∈ R3 , for i = 1, . . . , np . The ideal element, E I , corresponds to a nodal high-order

OPTIMIZATION OF A REGULARIZED DISTORTION MEASURE FOR CURVED MESHING

5

Figure 2. Mapping between the initial and physical domains.

tetrahedron with the desired shape, size and it is characterized by a target node distribution, see
Figure 1(b). Similarly to the linear case, we measure the distortion in terms of a unique mapping
φE , from E I to E P . To this end, the master element, E M , is characterized by a node distribution
ξ i ∈ R3 , for i = 1, . . . , np , that provides a quasi-optimal Lebesgue constant [4]. Again, the mapping
from each ideal element, E I , to the corresponding physical element, E P , can be expressed as
φE = φP ◦ φ−1
I . However, φE is no longer affine, since φI and φP are not, in general, affine
mappings. Therefore, the Jacobian DφE is, in general, also not constant. Note that if we consider
the basis {Ni }i=1,...,np of nodal shape functions (Lagrange interpolation) of degree p for the given
point distribution of the master element, we have that
x = φE (y) =

np
X

xi Ni (φ−1
I (y))

(3)

i=1

and therefore, φE is explicitly expressed in terms of the element nodal coordinates xi , for i =
1, . . . , np .
3.2. Curving: globally defined smooth mapping
Given an initial domain ΩI ⊂ Rd , and a physical domain ΩP ⊂ Rd , we want to characterize ΩP in
terms of ΩI . We assume that the physical domain can be defined as the image of a diffeomorphism
φ ∈ C 1 (ΩI , ΩP ), see Figure 2. To determine the desired diffeomorphism φ, we need a distortion
measure for non-linear mappings. To this end, given a distortion measure for linear elements η , we
define the distortion measure of φ at a point y ∈ ΩI as,
Mφ(y) := η(Dφ(y)).

(4)

We note that the Jacobian Dφ at a given point y is a linear map and therefore, the distortion measure
M is well defined.
Given the initial domain ΩI and the boundary of the physical domain, ∂ΩP , the continuous
problem is that of finding a diffeomorphism φ∗ between ΩI and ΩP such that the distortion measure
M is ideal. That is,
Mφ∗ = 1,
φ∗ = g,

in ΩI ,
on ∂ΩI ,

where g is the mapping between ∂ΩI and ∂ΩP .
3.3. Curving: element-wise defined smooth mapping
We consider that the domain ΩI is approximated by the mesh MI composed by the union of the
elements EeI , for e = 1, · · · , nE . In addition, we consider that the prescribed curved boundary ∂ΩP
is approximated by a surface mesh ∂MP determined by a mapping gh from ∂MI to ∂MP . In this
setting, we seek an optimal mapping φ∗h from MI to MP , see Figure 3, such that for all E I in MI ,
it has an ideal distortion measure. That is,
Mφ∗h = 1,
φ∗h = gh ,

in MI ,
on ∂MI .

(5)
(6)
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Figure 3. Mapping between the initial and physical meshes.

Since we want to obtain a conformal nodal high-order mesh, we seek for the mapping φ∗h , see Figure
3 in the space of vector functions

d

d
U := {u ∈ C 0 (MI ) | u|EI ∈ P p (E I ) , ∀E I ∈ MI },
where P p (E I ) is the space of polynomials of degree p on the element E I .
For a given mesh MI and a boundary configuration gh , a mapping φh such that Equation (5) and
Equation (6) are verified may be, in general, not achievable. To address this issue, we impose the
optimality condition in a least-squares sense. That is, we seek φ∗h in U D such that
φ∗h

argmin kMφh − 1k2MI ,

=

(7)

φh ∈U D

where
U D := {φh ∈ U | (Mφh − 1) ∈ L2 (MI ), and φh = gh on ∂MI }.

In Equation (7) we define the norms
kf kMI
kf kE I

p
hf, f iMI ,
q
hf, f iE I ,
:=

(8)

:=

(9)

and the inner product for scalar functions f and g in MI
hf, giMI

:=

nE
X
hf|EI , g|EI iEeI ,
e

e=1

(10)

e

Z
hf, giE I

f (y) g(y)dy.

:=

(11)

EI

Once φ∗h is found, each element in the physical domain can be obtained as
EeP = φ∗h (EeI ),

and therefore, the desired physical mesh MP is composed by the union of the elements EeP , for
e = 1, · · · , nE .
3.4. Curving: nodal high-order mesh optimization
The minimization problem stated in Equation (7) can be rewritten in terms of elemental
contributions. In particular, according to Equation (10) and Equation (8), we have that
kMφh −

1k2MI

=

nE
X

kMφh|

e=1

where φh|

P
Ee

is the mapping φEe between

EeI

−
P
Ee

1k2EeI

=

nE
X

kMφEe − 1k2EeI ,

e=1

and its physical element EeP . Therefore, we seek φ∗h

in U D such that :
φ∗h = argmin kMφh − 1k2MI = argmin
φh ∈U D

nE
X

φh ∈U D e=1

kMφEe − 1k2EeI .

(12)
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In particular, for nodal high-order elements, and according to Equation (3), φEe depends on the
coordinates of the np element nodes. Thus, the distortion at a point y in EeI in Equation (12) can be
written as:
MφEe (y) = MφEe (y; xe,1 , . . . , xe,np )
where the pairs (e, j) in xe,j denotes the local j -th node of element e. Thus, for nodal high-order
elements, determining φ∗h in Equation (12), is equivalent to determining the coordinates of the nodes
of the high-order mesh. Moreover, the element contribution to the objective function only depends
on the nodes of that element.
We reorder the coordinates of the nodes, xi , in such a manner that i = 1, . . . , nF are the indexes
corresponding to the free (interior) nodes, and i = nF + 1, . . . , nN correspond to the fixed nodes
(nodes on the CAD surfaces). Note that the coordinates of the fixed nodes are determined by the
function gh , and can be obtained using the technique presented in [33, 55]. Defining
f (x1 , . . . , xnF ; xnF +1 , . . . , xnN ) :=

1
kMφh − 1k2MI ,
2

(13)

we can formulate the mesh optimization problem as finding {x∗1 , . . . , x∗nF } ⊂ R3 such that:
{x∗1 , . . . , x∗nF } =

argmin
x1 ,...,xnF ∈R3

f (x1 , . . . , xnF ; xnF +1 , . . . , xnN ),

(14)

where xi = gh (yi ) for i = nF + 1, . . . , nN . In Appendix A, we detail our approach to solve the
global minimization problem stated in Equation (14).

4. MESH UNTANGLING
The minimization problem presented in Equation (14) is based on a Jacobian-based distortion
measure presented in Equation (1). This distortion measure becomes infinity when the high-order
element is degenerated (when σ = det(DφE ) = 0). This feature precludes its use in an untangling
procedure. In order to address this issue, we replace the distortion measure in Equation (1) by a
regularized form.
4.1. Regularization of the distortion measure
To incorporate the untangling capability to the optimization method, we use the regularization
proposed in [48] and replace σ in Equation (1) by
σδ (σ) =


p
1
σ + σ 2 + 4δ 2 ,
2

(15)

where δ is a positive element-wise parameter and its selection is discussed in Section 4.2. The
regularized Jacobian, σδ (σ), is a monotonically increasing function of σ , such that σδ (0) = δ , and
tends to 0 when σ tends to −∞, see Figure 4.
Using the regularized Jacobian, the modified shape distortion measure becomes,
ηδ (DφE )

=

kDφE k2
.
3|σδ |2/3

(16)

The use of the regularized Jacobian removes the vertical asymptote at σ = 0, and therefore, allows
the optimization procedure to recover from the invalid configurations. Moreover, for small values of
δ , the minimum of ηδ is close to the minimum of the original shape distortion measure η . We note
that the element-wise parameter δ is only set to non-zero values when an invalid mesh configuration
is considered. Once all the elements are valid, δ can be set to zero for all the elements. To analyze
the validity of a mesh, we set δ = 0, replacing σδ in Equation (16) by σ0 = (σ + |σ|)/2. In this way,
for invalid meshes, σ becomes negative and, ηδ = ∞ and q = 0.
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Figure 4. Representation of σδ (σ).

4.2. Selection of the regularization parameter
The regularization parameter δ needs to satisfy the following criteria. On the one hand, δ has to be
large enough to ensure that δ 2 is significant compared to σ 2 . On the other hand, it has to be small
enough to ensure that the minimum of the modified mesh distortion function is not too far from the
original minimum.
In order to simplify the computation of the derivatives of the distortion measure we select
a constant value of δ for each element. In particular, we determine δ taking into account the
determinant of the Jacobian of the straight-sided initial element (det φI ) and only use the regularized
distortion measure when the element is invalid (σ ≤ 0).
Let σ ∗ = −det φI be a reference (negative) value of the determinant of that element. Then, we
determine δ by ensuring that σδ (σ ∗ ) is always positive. Since σδ is a strictly increasing function,
then we guarantee that σδ > 0 for σ > σ ∗ . In particular, we impose

1 ∗ p ∗ 2
σ + (σ ) + 4δ 2 = τ > 0,
σδ (σ ∗ ) =
2
where τ is a given tolerance. Hence,
δ(σ ∗ ) =

p
1p
(2 τ + |σ ∗ |)2 − (σ ∗ )2 = τ 2 + τ |σ ∗ |.
2

(17)

The parameter τ should be small compared to σ . We propose to select τ according to
τ = α |σ ∗ |,

(18)

where α = 10−3 has been found to work well in practice and used for all the presented examples.
The final expression for δ becomes,
p
δ(σ ∗ ) = |σ ∗ | α2 + α.
(19)
which implies that (see Figure 4):
σδ(σ∗ ) (0) = δ(σ ∗ ),
σδ(σ∗ ) (σ ∗ ) = τ.

In order to illustrate the behavior of the regularized distortion measure presented in Equation
(15) we consider a triangular element with two fixed nodes, x0 = (0, 0.5) and x1 = (0, −0.5),
and examine the mesh distortion measure as the third node x2 (x) = (x, 0) is moved along the xaxis, see Figure 5. In addition, we select the equilateral triangle as the initial element and δ = 0.05
for the regularized distortion measure. Figure 6(a) shows the shape distortion measure, Equation
(1), when node x2 moves from x = −5 to x = 5. Note that only 0 < x < ∞ correspond to valid
configurations. For x → ±∞ the distortion measure tends to infinity since the triangle
tends to a
√
degenerated configuration. The minimum values (√
η = 1) are achieved at x = ± 3/2 where the
triangle is equilateral (ideal).
√ However, only x = 3/2 corresponds to a valid configuration. At
the local minimum x = − 3/2 the element is inverted and has negative area. Moreover, at x = 0,
when the triangle has null area, the shape distortion measure has a vertical asymptote. Figure 6(b)
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Figure 5. Triangle with x2 moving on a segment.
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Figure 6. Shape distortion and quality measures for the linear triangle test when node x2 moves from
x = −5 to x = 5: (a) distortion, (b) regularized distortion, (c) distortion in logarithmic scale, (d) regularized
distortion in logarithmic scale, (e) quality, and (d) regularized quality. The ideal configuration of the triangle
is plotted with a red dot.

shows the value of the regularized shape distortion measure, Equation (16), when node x2 moves
from x = −5 to x = 5. To show that the asymptote has been removed, we plot in Figure 6(c)
and 6(d) the distortion measure using a logarithmic scale. The regularization removes the vertical
asymptote√at x = 0, and results in a continuous and differentiable function with a single minimum
near x = 3/2 (the ideal configuration). Figure 6(e) and 6(f) plot the shape quality measure and the
regularized shape quality measure, respectively. Note that, according to Equation (2), the quality
measures are computed as the inverse of the corresponding distortion measure. Finally, Figure 7
shows the distortion and quality measures when the free node x2 moves in R2 . Specifically, Figure
7(a) displays the shape distortion measure, Equation (1), and Figure 7(b) displays the regularized
shape distortion measure, Equation (16). When the regularized distortion measure is used, the local
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Figure 7. Shape distortion and quality measures for the linear triangle test when node x2 moves in a
quadrilateral: (a) distortion, (b) regularized distortion, (c) quality, and (d) regularized quality. The ideal
configuration of the triangle is also shown (white).

(a)

(b)

(c)

Figure 8. High-order mesh generation procedure: (a) ideal high-order mesh MI , (b) initial curved mesh
φ0h (MI ), and (c) final optimized high-order mesh φ∗h (MI ). Invalid elements are colored in dark gray.

minimum outside the feasible region is removed and the function is continuous and differentiable.
Figures 7(c) and 7(d) present the corresponding quality measures.

5. CURVED HIGH-ORDER MESH GENERATION PROCESS
The a posteriori high-order mesh generation process is composed by three steps: generating the
ideal mesh; curving the mesh boundary; and curving the mesh volume. Figure 8 illustrates these
three main steps in 2D.
5.1. Generating the ideal mesh
A starting linear mesh can be generated using any established mesh generation procedure that
provides control over the size and shape of the generated elements. Note that these mesh
characteristics will be inherited by the final high-order mesh. That is, in terms of topology and
element size and shape, we assume that the initial linear mesh is optimal. Once the linear mesh is
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generated, we add additional nodes to increase its polynomial degree, see Figure 8(a), to that of the
final mesh. This straight-sided high-order mesh becomes the ideal mesh MI .
5.2. Curving the mesh boundary
The second step of the proposed method is to curve the faces of the high-order straight-sided mesh
that lie on the boundary of the geometry. This will allow generating high-quality elements near the
boundaries. To generate a valid and high-quality high-order surface mesh, gh , we use the technique
presented in [33, 55], which is based on an optimization method to generate high-order meshes
with the nodes on the CAD surfaces. Generating a valid surface mesh is of the major importance
for ensuring the robustness of the proposed procedure. Next, we curve the boundary faces of the
straight-sided to match the surface mesh determined by gh and set the resulting high-order mesh
to be the initial configuration, φ0h (MI ), for our optimization procedure. It is important to point out
that this initial configuration may contain invalid (tangled) elements on the boundary, the dark gray
element in Figure 8(b) illustrates this situation in 2D. In Section 6.3, we show several configurations
where invalid tetrahedra appear close to the curved features of the geometry.
5.3. Curving the mesh volume
Finally, we smooth and untangle the curved and high-order mesh using the optimization procedure
proposed in Section 3.3. Specifically, we solve the minimization problem stated in Equation (7)
starting from the initial curved mesh φ0h (MI ). Figure 8(c) shows the optimized mesh, φ∗h (MI ), in
the 2D case. Note that in this example the regularized mesh distortion measure of Equation (16) was
used to explicitly penalize those elements that have negative values of the Jacobian determinant.

6. RESULTS
In this section, we present several examples to illustrate the main features of the proposed approach.
In all figures, the meshes are colored according to the point-wise quality, i.e. the inverse of the
distortion, see Equation (2) and Equation (4). It is also convenient to quantify the distortion and
quality of an element. We follow [32, 35], and define the element distortion as,
ηE :=

kMφE kE I
,
k1kE I

which results in an element quality given by qE := 1/ηE . For each example, we present a table
summarizing the element quality statistics. Specifically, we show the minimum quality, and the
number of tangled elements (#inv) before the smoothing and untangling process is initiated. We
highlight that in all cases, the optimized mesh increases the minimum and it does not include any
inverted element. Since the element distortion (quality) measure is defined as a normalized average,
we have that the maximum (minimum) value of the point-wise distortion (quality) measure on that
element is bigger (smaller) than the value of the element distortion (quality) measure. Accordingly,
the figures present information on the quality with more resolution and restrictiveness than the
quality statistics tables. Nevertheless, an invalid element is always detected in the tables since it has
a null (divergent) value of the element quality (distortion).
All the results have been obtained on a MacBook Pro with one dual-core Intel Core i7 CPU,
with a clock frequency of 3.0 GHz, and a total memory of 16 GBytes. As a proof of concept, a
mesh optimizer has been fully developed in MATLAB without using any additional toolbox. The
MATLAB prototyping code is sequential (one execution thread), corresponds to the implementation
of the method presented in this work, and uses the non-linear Gauss Seidel procedure detailed in
Appendix A. Although the code is not optimized, is not parallel, and is not compiled, we provide
an indication of its performance to illustrate the cost of the mesh optimization. To this end, we
consider a unit-length 3D box as the initial geometry and three fully tangled meshes of interpolation
degree four composed by 100 (1289), 1051 (12431), and 10067 (112615) elements (nodes). To
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 9. Initial and smoothed curved high-order meshes on a cube with a spherical cavity. Polynomial
degrees: (a,d) 2, (b,e) 5 and (c,f) 10.

fully untangle and smooth the four meshes, the interpreted optimizer has needed 1.55, 4.3, and 22.4
minutes, respectively. It is important to point out that for bigger meshes the code seems to perform
more efficiently. The explanation is that the function call overhead arising from the MATLAB
interpreted code is more relevant for smaller meshes than for bigger meshes. Specifically, the code
runs in chunks of nodes the same optimization operations (vectorization) to remove the overhead of
interpreted loops. Smaller meshes benefit less from this vectorization since the amount of work is
smaller in the resulting chunks of nodes and therefore, the function call overhead is relatively more
significant.
6.1. Robustness for high polynomial degrees
To illustrate the ability of our approach to untangle meshes which may contain a large number of
inverted elements, we consider a cube of side length 5 with an spheric cavity of diameter 1 placed at
the center of the cube. The initial isotropic linear mesh consists of 1441 elements. Next, we increase
the polynomial degree of the elements to degrees 2, 5 and 10. We then curve the boundary faces to
match the geometry. In order to test our approach, we randomly perturb the interior nodes obtaining
meshes that have 373, 1333 and 1439 inverted elements, respectively (see Table I). Finally, we apply
our optimization procedure to obtain valid meshes for all cases. Figure 9 shows the initial meshes
containing invalid elements and the final high-quality meshes for the different polynomial degrees.
In Table I we summarize the element quality statistics for the initial and final meshes.
In the next example, we illustrate the robustness of our approach to deal with large boundary
deformations and non-convex geometries. We consider the valid curved mesh of polynomial degree
five of the previous example and displace the sphere 1.5 units towards the right boundary. The
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Table I. Quality statistics for the meshes shown in Figure 9. The meshes are composed by 1441 elements,
and 2327, 32382 and 249387 nodes, for polynomial degrees 2,5, and 10, respectively.

Mesh
Initial
Smoothed
Initial
Smoothed
Initial
Smoothed

(a)

Figure
9(a)
9(d)
9(b)
9(e)
9(c)
9(f)

Min
0.00
0.96
0.00
0.97
0.00
0.96

#inv
373
0
1333
0
1439
0

(b)

(c)

Figure 10. Meshes of polynomial degree 5 on a cube with a spherical cavity. (a) Initial curved mesh. (b)
Mesh optimized with our objective function. (c) Mesh optimized with an objective function with constant
Hessian.
Table II. Quality statistics for the meshes of polynomial degree 5 shown in Figure 10. The meshes are
composed of 1441 elements and 32382 nodes .

Formulation
Initial curved mesh
Non-linear
Linear (starting from 10(a))
Linear (starting from 10(b))

Figure
10(a)
10(b)
10(c)

Min
0.00
0.15
0.00
0.00

#inv
134
0
110
15

resulting mesh contains 134 invalid elements, see Figure 10(a). Using the proposed method, we are
able to untangle this inverted configuration obtaining a valid mesh, see Figure 10(b). We compare
our approach with a linear method obtained by imposing, for each element, that the Jacobian of the
physical configuration is equal to the Jacobian of the initial configuration in a least-squares sense.
Hence, the objective function in that case is:
f (x1 , . . . , xnF ; xnF +1 , . . . , xnN ) = kDφh − Idk2 .

(20)

This simpler formulation fails to generate a valid mesh when it starts from the tangled configuration
presented in Figure 10(a). The fact that the linear approach is unable to handle inverted elements is
further illustrated by the fact that starting from the valid mesh obtained by our non-linear method,
see Figure 10(b), the linear method generates a invalid mesh that contains 15 inverted elements,
see Figure 10(c). The mesh quality statistics for this example considering the different objective
functions in the optimization process are summarized in Table II. We note that our proposed
nonlinear least-squares approach combined with the ability to handle inverted elements is the only
approach capable of consistently producing valid meshes.
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(a)

(b)

(c)

(d)

Figure 11. Tetrahedral meshes of polynomial degree 2 with boundary layer around a SD7003 airfoil. Initial
curved high-order mesh (a) overview and (c) zoom. Final smoothed high-order mesh: (b) overview and (d)
zoom. In these two figures we highlight with white edges the inverted high-order elements that appear in the
initial curved high-order mesh.
Table III. Quality statistics of a mesh of polynomial degree 2 for a SD7003 airfoil. The mesh is composed
by 177208 elements and 244346 nodes.

Mesh
Initial
Smoothed

Figure
11(a)
11(b)

Min
0.00
0.29

#inv
1096
0

The objective of the comparison of our non-linear method with a standard linear least-squares
method is to highlight that it is required to account for the Jacobian of the iso-parametric mapping
in a non-linear manner. Thus, it is possible to penalize the inversion of previously valid elements. On
the contrary, in the linear case, the optimal position can correspond to a configuration composed by
invalid elements even when the initial approximation is valid. This is a well-known issue of standard
smoothers, such as Laplacian based methods. In practice, invalid elements usually appear next to
non-convex geometries and where large deformations are imposed, as in the presented example.
Notice that Laplacian smoothing can be interpreted as an iterative method that minimizes an energy
functional that has a constant Hessian, such as the linear method presented in this example.
6.2. Preservation of the features of the initial mesh including boundary layers
In this example, we illustrate how our approach preserves the features of the linear mesh such as a
stretched boundary layer mesh, see [59]. We consider a linear boundary layer mesh for a SD7003
airfoil. We increase the order of the polynomial degree to 2. Next, we curve the boundary faces to
match the geometry, see Figure 11(a). In Table III we observe that this initial mesh contains 1096
tangled elements, all of them adjacent to the airfoil. Figure 11(c) shows a zoom of the inverted
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(a)

(b)

15

(c)

(d)

(e)

Figure 12. Tetrahedral meshes of polynomial degree 4 around a simplified Falcon aircraft. Detail of the:
(a) ideal straight-sided mesh, (b) initial curved mesh, and (c) smoothed mesh. (d,e) General views of the
smoothed mesh. In figures (a,b,c) two inverted high-order elements that appear when the mesh is curved are
shown with the edges in white.
Table IV. Quality statistics of a mesh of polynomial degree 4 for a simplified Falcon aircraft. The mesh is
composed by 27511 elements and 317854 nodes.

Mesh
Straigh-sided
Initial
Smoothed

Figure
12(a)
12(b)
12(c)

Min
1.00
0.00
0.31

#inv
0
12
0

elements in the lower surface close to the leading edge. Figure 11(b) presents the final highorder mesh obtained by using the straight-sided high-order mesh as the initial configuration in our
optimization process. All the inverted elements have been untangled and the final mesh presents a
minimum quality of 0.29, see Table III. Figure 11(d) shows that the inverted elements in the leading
edge have been untangled.
6.3. Generation of curved high-order tetrahedral meshes from CAD models
We consider the CAD definition of a simplified Falcon aircraft and a mesh of degree 4 with valid
and high-quality elements on the exterior domain. The straight-sided high-order mesh is shown in
Figure 12(a). We choose this mesh as the ideal mesh, since we want to preserve the mesh features
(shape, size, anisotropy...) of the linear mesh. We curve the boundary faces by relocating the nodes
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 13. Tetrahedral meshes of polynomial degree 4 around a simplified Falcon aircraft. Detail of the
mesh where inverted elements can be observed: (a,d) straight-sided mesh, (b,e) initial curved mesh, and (c,f)
smoothed mesh. Some inverted high-order elements that appear when the mesh is curved (b,d) are shown
with white edges.
Table V. Quality statistics of the mesh of polynomial degree 4 for a simplified Falcon aircraft used in the
numerical simulation. The mesh is composed by 64992 elements and 96258 nodes.

Mesh
Initial
Smoothed

Figure
14

Min
0.00
0.85

#inv
11
0

on the CAD surface [33, 55]. This process leads to 12 invalid elements. Figure 12(b) presents a detail
of the initial curved mesh near the nose and Figure 12(c) shows a detail of the optimized mesh near
the nose including the two inverted elements highlighted in Figure 12(b). We highlight that the final
mesh is composed by valid and high-quality elements. Additional details of the different meshes are
shown in Figure 13.
6.4. Inviscid flow solution on a curved and high-order tetrahedral mesh
We perform a flow simulation using a high-order mesh for the simplified Falcon geometry of the
previous example. We consider an inviscid flow with a free stream Mach number of 0.6 (M∞ ) and
an angle of attack of 0◦ (α). The mesh quality statistics of the initial and optimized meshes are
shown in Table V. Then, we use this mesh to obtain an approximation of the steady state solution
of the Euler equations. This approximation is obtained with a 3D and parallel solver [60] using the
hybridized discontinuous Galerkin (HDG) method [61, 62, 63, 64]. Both the steady state solution
and the mesh are represented by element-wise polynomials of degree 4. The mesh is composed
by 64992 elements and 129984 faces. Each element (face) of polynomial degree four contains 35
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(c)
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Figure 14. Curved mesh and inviscid flow around a simplified Falcon aircraft for polynomial degree four,
α = 0◦ , and M∞ = 0.6. Distribution of the magnitude of the velocity on different cut planes: (a,b,c) general
view, and (d) detailed view.

(21) points. Furthermore, the solution of the compressible Euler equations has 5 components per
point that correspond to the conserved quantities, namely: the density, the momentum, and the
energy. This results in an HDG solution having a total of 14103264 degrees of freedom (DOFs)
where: 11373600 DOFs are on the elements, and 2729664 DOFs are on the faces. To reduce the
computation time, the mesh is partitioned in 128 sub-domains and accordingly, the HDG solver is
run on 128 cores. In Figure 14, we present the magnitude of the velocity of the steady state of the
inviscid flow, and a detail of the curved and high-order mesh on the aircraft surface. We point out
that the curved elements are required to obtain a steady state solution of the Euler equations. Note
that if the initial linear mesh is converted to a high-order mesh of degree four, but composed by
straight-sided tetrahedra, the HDG solver does not converge to a steady state solution. This is in full
agreement with the results reported in [16], where they show that piece-wise linear approximations
of the curved surfaces lead to artificially polluted solutions of the Euler equations. On the contrary,
the meshes generated with the proposed method allow the convergence of the HDG solver.

7. CONCLUDING REMARKS
We have presented an a posteriori method for generating curved, high-order conformal tetrahedral
meshes from CAD models. The main driver for the proposed method is to obtain valid meshes
for high-order finite element analyses. We remark that for the proposed smoothing and untangling
method to work it is necessary that the initial tetrahedral mesh (determining the ideal mesh), and
the curved and high-order surface mesh (determining the boundary mapping) are valid meshes.
The untangling procedure requires that one scalar parameter be specified to control the amount of
regularization in case of inverted elements. To this end, we have proposed a practical approach to
chose this scalar parameter.
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The robustness of the smoothing and untangling method emerges from the properties of the
proposed optimization, namely: to repair invalid curved meshes (untangling), to transform valid
configurations to valid configurations (consistency), to deal with any polynomial degree (highorder), and to preserve the geometrical features of the initial mesh (shape, stretching and size). To
test the robustness of the untangling capability, we have considered several examples. Specifically,
we have shown that the method untangles meshes which contain large number of invalid initial
elements for: approximations up to degree 10, large deformations of the curved boundaries, concave
boundaries, and highly stretched boundary layer elements. Finally, we have shown one example that
demonstrates that the generated meshes are valid and therefore, allow obtaining converged solutions
with an unstructured, high-order HDG inviscid flow solver.
Several aspects of the proposed method have to be investigated and improved in the near future.
First, we have planned to implement the method in parallel to deal with larger meshes. In addition,
we will perform a study on the cost of the optimization. This study will analyze the number of
iterations required to converge, the scalability of the solver in terms of the number of elements,
and the speed-up obtained with the parallel implementation. Second, note that the proposed mesh
curving method tries to minimize the distortion and therefore, to maximize a measure of the mesh
quality. In this sense, it could be interesting to perform a study on the influence of the quality
of the curved meshes on different aspects of the HDG solver: non-linear solver robustness, mesh
convergence rate, and accuracy of several outputs of interest. Finally, in this work we did not perform
any viscous flow simulation using the boundary layer capability developed. To address this issue, in
future works we will perform viscous flow simulations of practical interest on meshes that feature
properly curved boundary layers obtained with the proposed method.
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A. NUMERICAL OPTIMIZATION
To solve the optimization problem in Equation (14), we can choose a global or a local approach.
For small problems solving the global system resulting from assembling the contributions of all the
elements works well. If the problem is too large and we want to reduce the memory requirements, we
choose a non-linear iterative method that: exploits the locality of the problem, avoids solving large
linear systems, and is well suited for parallelization (by coloring the mesh nodes). Specifically, we
use a non-linear iterative Gauss-Seidel method determined by the iteration
xk+1
= xki − αik [∇2ii f (wik )]−1 ∇i f (wik )
i

i = 1, . . . , nF ,

(21)

where αik is the step length, and
k
k
k
0
0
wik = (xk+1
, . . . , xk+1
1
i−1 , xi , xi+1 , . . . , xnF ; xnF +1 , . . . , xnN )

is the vector of updated node locations for the i − 1 first nodes. Note that ∇i and ∇2ii denote the
gradient and the Hessian with respect to the coordinates xi of node i.
To implement this iterative non-linear solver, we have to compute the gradient ∇i f , the Hessian
∇2ii f , and the step length, αik . According to Equation (13) and taking into account Equation (8), the
computation of the gradient
∇i f (x1 , . . . , xnF ; xnF +1 , . . . , xnN ) =

Z
nE
nE
X
∂
∂ X
kMφEe − 1k2EeI =
(MφEe (y) − 1)2 dy,
∂xi e=1
∂x
I
i
E
e
e=1
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Algorithm 1 Backtracking Line Search
1:
2:
3:
4:
5:
6:
7:
8:
9:

function BACK L INE S EARCH(Vector wik , Vector pki )
Set α > 0, ρ ∈ (0, 1), c ∈ (0, 1);
α
wi ← wik + (0, . . . , 0, αpki , 0, . . . , 0);
α
while f (wi ) > f (wik ) + cα[∇i f (wik )]T pki do
α ← ρα;
α
wi ← wik + (0, . . . , 0, αpki , 0, . . . , 0);
end while
return α ;
end function

R
can be simplified. That is, E I (η(DφEe (y) − 1)2 dy only depends on the coordinates of the nodes
e
of the element EeP . Therefore, we have that
Z
Z

2
∂
∂
2
(MφEe (y) − 1) dy =
η DφEe (y) − 1 dy = 0
∂xi EeI
∂xi EeI

for all the elements that do not contain the node i. Thus, the gradient can be evaluated as
X ∂ Z
(MφEe (y) − 1)2 dy,
∇i f (x1 , . . . , xnF ; xnF +1 , . . . , xnN ) =
∂x
I
i
E
e
e∼i
where e ∼ i denotes that the summation is performed only for the elements that contain the node i.
Therefore, if we define
X
XZ
ˆ
(22)
kMφEe − 1k2EeI ,
f (xi ) :=
(MφEe (y) − 1)2 dy =
e∼i

EeI

e∼i

we have that
∇i f (x1 , . . . , xnF ; xnF +1 , . . . , xnN ) = ∇i fˆ(xi ) .

(23)

Moreover, the Hessian can be computed as
∇2ii f (x1 , . . . , xnF ; xnF +1 , . . . , xnN ) = ∇2ii fˆ(xi ) .

(24)

Finally, we have to compute the step length αik . To this end, we use the Backtracking Line Search
algorithm [65] detailed in Algorithm 1, where we set: α = 1, ρ = 0.5 and c = 10−4 . Note that in this
algorithm, we have to evaluate the global objective function f and its gradient to check the sufficient
decrease condition in Line 4. From Equation (23), the sufficient decrease condition is equivalent to
α

f (wi ) > f (wik ) + cα[∇i fˆ(xki )]T pki ,

where wiα is defined in Line 3 of Algorithm 1. Moreover, we have that
α
α
f (wi ) − f (wik ) = fˆ(xi ) − fˆ(xki ),

since the contributions of the elements that do not depend on the free node are mutually cancelled,
k
k
being xα
i = xi + αpi . Therefore, the sufficient decrease condition is equivalent to
α
fˆ(xi ) > fˆ(xki ) + cα[∇i fˆ(xki )]T pki .

(25)

Taking into account Equation (23), (24), and (25), we observe that we only need to compute the
gradients, the Hessian, and the value of the local function fˆ introduced in Equation (22).
In our implementation, we exploit the computational reduction associated with the evaluation of
the function fˆ. To this end, we denote by Mx the elements that contain a free node x . The set of
elements Mx is referred as the submesh associated with node x .
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Remark 1
Let xki be the coordinates of node i at step k , and let Mxki be the corresponding associated submesh
composed by mi elements. We say that
mi Z
X
XZ
X
(MφEe (y) − 1)2 dy
(MφEe (y) − 1)2 dy =
fˆ(xi ) =
kMφEe − 1k2EeI =
e∼i

e∼i

EeI

e=1

EeI

is a local merit function that measures the deviation respect an ideal configuration of the submesh
distortion associated with xi . According to this merit function, and to Equations (23), (24), and
(25), we can implement the iteration k + 1 for node i of the proposed non-linear method, Equation
(21), as
xk+1
= xki − αik [∇2ii fˆ(xki )]−1 ∇i fˆ(xki )
i = 1, . . . , nF .
i
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