Recommendation system for supermarket online shopping

Master Thesis
submitted to the Faculty of the
Escola Tècnica d’Enginyeria de Telecomunicació de Barcelona
Universitat Politècnica de Catalunya
by
Cai Badal i Regàs

In partial fulfillment
of the requirements for the master in
Master’s degree in Advanced Telecommunication Technologies Engineering

Host university advisor: Stephen Ho
Home university advisor: Montse Pardàs
Barcelona, 1st Sept. 2022
Contents

List of Figures 3

1 Introduction 6
   1.1 Gantt Diagram .......................... 7

2 State of the art of Recommendation Systems 9
   2.1 Content-based Recommendation Systems .................. 9
   2.2 Collaborative filtering Recommendation Systems ............. 10
      2.2.1 Heuristic-based collaborative filtering ................. 11
      2.2.2 Model-based collaborative filtering .................. 11
   2.3 Knowledge-based Recommendation Systems .................. 12
   2.4 Hybrid-based Recommendation Systems .................. 12

3 Methodology 13
   3.1 Dataset .................................. 13
   3.2 Applied approaches .......................... 15
      3.2.1 Histogram-based approach ......................... 15
      3.2.2 Graph-based approach ......................... 18
      3.2.3 Embeddings approach .......................... 21
      3.2.4 Support-vector machine approach .................. 24
      3.2.5 Other attempted approaches .................. 25
      3.2.6 Decision tree approach .................. 26

4 Results 28
   4.1 Evaluation of recommendations .................. 28
   4.2 Approach performances .......................... 30
      4.2.1 Objective evaluation .................. 30
      4.2.2 Subjective evaluation .................. 31

5 Conclusions and future development: 34

References 37

Appendices 40
List of Figures

1. E-commerce evolution ................................................. 6
2. Project’s Gantt diagram ............................................. 7
3. Content-based and CF Recommendation Systems .................. 10
4. Dataset sample ....................................................... 13
5. Histogram of top items ............................................... 14
6. Histogram of the length of the receipts ............................... 15
7. Histograms for mango an spatula set ................................ 16
8. Graphs types sample .................................................. 18
9. Graphs matrices ....................................................... 19
10. Example of an Encoder-Decoder system [29] ....................... 22
11. Transformers structure.[30] ........................................... 25
12. Recommendations rating example .................................... 29
13. Objective results for the applied approaches ......................... 30
14. Results for the applied approaches .................................. 31
15. Start of the chatbot flow diagram ................................... 40
16. Initial list or words (left) and post-processed list (right) ........... 41
17. FastAPI structure ..................................................... 41
Revision history and approval record

<table>
<thead>
<tr>
<th>Revision</th>
<th>Date</th>
<th>Purpose</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>01/06/2022</td>
<td>Document creation</td>
</tr>
<tr>
<td>1</td>
<td>01/07/2022</td>
<td>Document revision by host supervisor</td>
</tr>
<tr>
<td>1</td>
<td>03/07/2022</td>
<td>Document revision by home supervisor</td>
</tr>
<tr>
<td>2</td>
<td>05/08/2022</td>
<td>Document revision by host supervisor</td>
</tr>
</tbody>
</table>

DOCUMENT DISTRIBUTION LIST

<table>
<thead>
<tr>
<th>Name</th>
<th>e-mail</th>
</tr>
</thead>
<tbody>
<tr>
<td>Cai Badal</td>
<td><a href="mailto:cai.badal@estudiantat.upc.edu">cai.badal@estudiantat.upc.edu</a></td>
</tr>
<tr>
<td>Montse Pardas</td>
<td><a href="mailto:montse.pardas@upc.edu">montse.pardas@upc.edu</a></td>
</tr>
<tr>
<td>Stephen Ho</td>
<td><a href="mailto:ssh1@mit.edu">ssh1@mit.edu</a></td>
</tr>
</tbody>
</table>

Written by: 01/09/2022  Reviewed and approved by: 01/09/2022

<table>
<thead>
<tr>
<th>Written by:</th>
<th>Reviewed and approved by:</th>
</tr>
</thead>
<tbody>
<tr>
<td>Date</td>
<td>Date</td>
</tr>
<tr>
<td>01/09/2022</td>
<td>01/09/2022</td>
</tr>
<tr>
<td>Name</td>
<td>Name</td>
</tr>
<tr>
<td>Cai Badal</td>
<td>Stephen Ho</td>
</tr>
<tr>
<td>Position</td>
<td>Position</td>
</tr>
<tr>
<td>Project Author</td>
<td>Project Supervisor</td>
</tr>
</tbody>
</table>
Abstract

With the recent rise of online purchasing, many companies have focused on developing recommendation systems, where customers are suggested different options for complementing their purchases. This thesis will introduce and test four different approaches for a recommendation system for online shopping at supermarkets, based on the historical of previous customers. The four proposed algorithms are based on successful recommendation systems, which include a histogram-based approach, a graph theory-based approach, an embedding-based approach and finally a support-vector machine-based approach.
1 Introduction

Recent years have shown a significant growth of the buying and selling of manifold possibilities of goods and services over electronic networks, mainly Internet, all around the world. These online processes are known as E-commerce [1]. This trend is continuing to grow with the development of new technologies and is predicted to keep increasing in the following years [2]. The following figure shows this shifting of conventional purchases into e-commerce, with an outstanding growth of worldwide online purchasing.

![E-commerce sales worldwide from 2014 to 2025](image)

Figure 1: E-commerce sales worldwide from 2014 to 2025.[2]

With this technological expansion, many retailers have chosen to offer their customers online service, giving them the option to purchase different goods via internet. According to a survey performed to 1000 UK customers, 91% of the customers find either Important or Very important the user experience while online shopping [3]. Nonetheless, one of the main downsides of E-commerce is the lack of a face-to-face expert or employee to help with decisions on purchases.

Both the enormous growth of variety on data on the e-commerce sector and the lack of this human support might lead the customers into ill-advised shopping decisions, and many businesses find critical to offer shoppers some guidance and relevant information to assure customers can make appropriate choices. Companies have opted to develop systems which can help customers to take decisions based on individual information of the clients, systems which are known as Recommendation Systems (RSs).

*Lidl* is a German international retailer chain, with over 10 thousand stores operating in 27 different European countries. In 2017 they expanded to the United States, with more than 150 active stores [4]. This project will focus on developing a Recommendation System for the online purchases for *Lidl*, based on the historical buys in some of their stores. These recommendations will be purely based on what is contained in the customer shopping
list, suggesting a new item available in Lidl stores as an addition to what is going to be purchased. The dataset used is a history of previous purchases in Lidl supermarkets from which recommendations will be obtained.

The thesis will be divided into four sections. Following this introduction, some state of the art approaches for recommendations will be introduced, followed by the explanation of four different tested approaches for this use case. After that, the results of the experiments will be introduced. Finally, the thesis insights will be summarized in the conclusion, including some future steps.

### 1.1 Gantt Diagram

The previous figure shows the distribution of the work during the development of the thesis. After some planning, and setting up the environment at the MIT Auto-ID Lab, the first phase of the project started with an analysis of the available data and the exploration of existing recommendation systems that would fit into this use case. The following weeks were focused on each of the proposed approaches that will be described in the succeeding sections. The process of this thesis ended with the evaluation of each of the approaches and the writing of the final document.

As it can be seen, a very important part of the project was the Chatbot development. In order to offer the Lidl users a better experience for the online shopping, a baseline chatbot was built. With this chat, users could interact directly with a computer program that
was able to guide them through the buying process, and give them suggestions depending on what was contained on the shopping list.

The development of this initial chat-bot was done jointly with another student at the lab. During the initial phases of this bot, the conversation was completely rule-based, and did not involve extensive research or investigation. Therefore, the work that has been done regarding the chat-bot will be presented briefly in the appendices section.
2 State of the art of Recommendation Systems

Recommendation Systems (RSs) are all the set of techniques that can use meaningful information from the customer to provide some suggestions as guidance. This project focuses on suggestions to complete the shopping list in a supermarket, with a complementary item or product. Furthermore, these recommendations can be found in any type of purchase or service, including what book you should read, what song should you listen or what movie should you watch.

According to a report presented by Grand View Research [5], the recommendation systems market had a value of around 1.7 billion dollars in 2020, and it is forecast to expand up to a 33% annually until 2028. The COVID-19 pandemic has lead many businesses to modify their way of operating their sales, but also has tailored many buying habits of customers into more online based purchases, leading to a need of thriving RSs. To put some light into the importance of Recommendation Systems, Adobe Research in 2021 showed that approximately a 34% of customers will shop more when receiving valuable recommendations based on previous acquires.[5]

In this section, several frequently applied methods for recommendations will be introduced and discussed. These approaches will be divided in content-based methods, collaborative filtering-based methods and hybrid methods. It is important to notice that all these recommendation approaches are applicable to multiple different tasks, and might not be the most suitable for the use case that is being tackled in this thesis. The chosen approaches will be explained in the following section.

2.1 Content-based Recommendation Systems

This kind of recommendation system is mainly based on the historical preferences of the users. These algorithms try to detect the most significant attributes of the users favorite items and are stored in the users profile. These attributes (content) of an already purchased or liked item by users are then matched to similar content items in order to generate a recommendation to the user [6].

One of the main advantages of Content-based Recommendation Systems is that they capture some specific interest of users, which can lead to recommendations of rare and unique items that might be of little interest to the majority of users. This approach can also be useful because they do not require much ratings or historical data, as well as co-occurrences of the items and users, also known as scarcity [7]. On the other hand, these approaches are based on known interests of users, so it can lead to bad recommendations for new users or might be limited in the ability to expand to new interests.[8]

This kind of approach has been used in a wide variety of applications of topics. Some examples of them are:
- Book recommendations with an embedding learned from Wikipedia content [9].
- Job recommendations from the M Recommender Systems Challenge Workshop 2017. The problem with new users known as Cold Start was tackled in this work [10].
- Group recommender systems, which are recommendations of items that are consumed socially by groups of people, instead of the more typical individual recommendations.

### 2.2 Collaborative filtering Recommendation Systems

The first recommendation systems techniques that were developed were called collaborative filtering (CF), introduced in 1992 [11]. These systems worked under the premise of making comparisons between the active user and other past user with similar product qualifications, assuming users who agreed in the past will see eye to eye in the future. These types of algorithms build systems from the existing data (e.g. ratings of products, user clicks, time on a web-page) which find similar preferences from past customers to the active ones.

Collaborative filtering techniques can be split into two groups, depending on whether they are user-based or item-based. In the first case, the evaluation of the interest of users to an item is measured with the interest of similar users for that item. In the latter case, item-based approaches use the customer’s past ratings of items to find similar ones as recommendations. Another classification on CF algorithms can be seen determined by the type of usage given to the data, depending on whether the data is used directly to make predictions (heuristic-based) or if the data is used to obtain knowledge to develop a predictive model (model-based).
2.2.1 Heuristic-based collaborative filtering

The first type of approaches are known as Heuristic-based CF, or neighborhood approaches, where the past interaction between users and items are stored in memory and are directly used for recommendations. These neighborhood approaches are defined as simple to implement, also leading to being comprehensible methods.

These methods don’t require significant training routines, and are easily adaptable to new data or the addition of new items or users, both characteristics are helpful for many recommendation applications. However, the performance with this approach decays when the data is sparse, making these models not scalable.

Some of the algorithms that use heuristic-based collaborative filtering are:

- KNN (k-nearest neighbours) algorithm for news articles recommendations. [12]
- Prediction of rating of different items using Graph-theory approaches. [13]
- Internet shopping mall recommendation system with a Decision tree algorithm. [14]

2.2.2 Model-based collaborative filtering

These approaches are based on the use of some Machine Learning (ML) architectures in order to improve the results of the recommendations. The success of these approaches has tremendously risen over recent years and many collaborative filtering have adopted ML techniques for the enhancement of results. The idea behind these models is to capture the user-item hidden information and exploit it for better recommendations. This method can deal better with big amounts of data and usually outperform the heuristic-based approaches.

Nonetheless, these models might be hard to start from scratch, since they require large amounts of data, especially for ratings, which are usually hard to get in representative quantities. Subject to the data amounts or the desired model type, these approaches might require a lot of computational power, leading to costly solutions for recommendations.

In this section, some of the most popular ML algorithms applied as RSs will be introduced, including some work where they have been used:

- **Multi-Layer Perceptron (MLP)**: these networks are fully-connected feed-forward networks, with a number of hidden layers between the input and the output. These networks are the basics to many other more complex models, but they can also be used in many recommendation problems with successful results. [16]
• **Autoencoders**: AE are unsupervised networks that try to replicate the input at the output. These networks, usually convolutional or fully connected, have a bottleneck layer in the middle that can be used as a feature representation of the data. These architectures can be successfully applied to recommendation systems. [17]

• **Convolutional Neural Networks (CNNs)**: These networks are feed-forward networks connected by convolutions, allowing to capture location and neighborhood information. CNNs are designed for image treatment, but can also be used in plenty of areas including recommendations. [18]

• **Transformers**: These architectures are state of art models for natural language processing (NLP) problems, combining different types of attention, positional encoding and a encoder-decoder structure for excellent results, even in recommendation systems. [19]

### 2.3 Knowledge-based Recommendation Systems

For different problems on recommendations with scare user ratings or purchase history, like cars or apartments purchase, another type of RSs can be developed. In this case, these algorithms try to give users recommendation based directly on knowledge of users, items or relationships between them. The lack of need of a big dataset or purchase history makes this approach suitable for complex domain problems. However, the necessity of a domain knowledge required for the recommendation can be a limitation for different use cases. [8]

### 2.4 Hybrid-based Recommendation Systems

Some researchers have opted to combine both types of approaches in order to provide better recommendations by trying to overcome the drawbacks of each approach with the integration of them. For example, in 1999 an approach was presented that linearly combined the results of both approaches for better recommendations [20]. Another approach focused on integrating collaborative features (navigation or rating data) with content features under the maximum entropy principle for recommendations [21].
3  Methodology

In this section two main components will be described. Initially, the dataset will be introduced, including a brief analysis of the available data. The second part will illustrate the different applied methods for the recommendations, including a definition of the implementation and the main advantages and disadvantages of each.

In order to perform all the computing, data analysis and model training among others, Lidl facilitated two virtual machines (VMs) from the STACKIT portal, an IT organization within the Schwarz Group, the largest retail company that includes Lidl and Kaufland [22]. These VMs are of 16 CPUs, with a 128GB RAM, without GPU access. This will be an important factor getting into some of the approaches, and will be touched also in the conclusions section.

3.1  Dataset

As mentioned in the previous sections, many recommendation systems are based on customer ratings on products or on features based on opinions of users (comments, clicks on web page or time spent on a web page). In this thesis the recommendations will be obtained from historical data of purchases, not ratings.

The used dataset is going to be a sizeable history of single items purchased in 15 different Lidl stores across Germany from January 2019 until August 2021. The following figure shows the format of some of the columns of this dataset.

![Figure 4: Format for the Lidl Store Ticket dataset.](image)

As it can be seen, the dataset is in German, a factor that slowed down some of the processes of the thesis as will be explained in the results section where a human subjective evaluation was involved. There are some columns that can be of great interest. The AF (article family), UWG (under merchandise group) and WGI (main Lidl group) columns refer to categories of product, ordered from more specific to more generic. The column item_desc is the one used as identifier of every different item, containing a total of 8128 individual products. However, for many of the approaches a reduced dataset was used,
using only those products who appear at least 400 times in the dataset. That reduced the number of different products in half, which reduces the sparsity of the data. This reduced version of the dataset will be used in the approaches which require a training of a model, that will highly benefit from reducing the number of classes by half.

The dataset is composed of a total of 68.7 millions of purchases of individual products. Grouping the dataset by the store where they were purchased, the timestamp of the purchase and the supermarket line identifier that stored the transaction, the items that were purchased together can be obtained. With that operation, around 13M different shopping receipts are obtained, resulting into a mean length of slightly above 5 items per purchase.

![Figure 5: Histogram of top 50 purchased items from Lidl tickets dataset.](image-url)

The previous histogram shows the top 50 most purchased items in the dataset. As it can be seen, there is a big unbalance between the top purchased product, starting with bananas (Bananen) that appear over 2M times, compared to it’s next most purchased item, cooking cream (H-Sahne) with 0.8M appearances. The occurrences of all the products are disparate as already seen, since for instance only the top 15 purchased products cover up to a 10% of all the buys.

The following figure shows the histogram of the length of the receipts. As it can be seen, the majority of the purchases are smaller than 5 items, which makes them very suitable for the developed recommendation systems. However, a small number of the purchases have a large number of products, with a maximum of 188 different products in a unique purchase.
As previously mentioned, this dataset is not developed to perform recommendations. Items that can be found together in a shopping list are not necessarily good recommendations for each other, which is a problem that will be explained more in depth in the results section. The dataset is also very large, which might lead to some memory problems for some of the possible approaches. In this case, some reduced or chunked versions of the dataset will be used.

One of the handicaps of the dataset is that all these receipts are from on-site purchases, not online. Therefore, there is no track of the sequential information of the purchases, that might be important for some of the approaches. Another obstacle found is that due to data protection issues, Lidl was unable to provide user information on shopping tickets. Even with a few customers registered, the dataset could have shown information of shopping habits of different buyers to create profiles of users. However, with the lack of this data, all the receipts were treated as from different individuals.

3.2 Applied approaches

In this section, different chosen approaches will be explained one by one, including some extra approaches that were not successful and were discarded. For each approach some of the obstacles and advantages will be explained without commenting on the results, that will be analysed in the next section.

3.2.1 Histogram-based approach

This first approach was based on histograms, which are graphical representations of groups of data in between some specified ranges. For this case, the histograms are developed from groups of items found together. For instance, the following figure shows the histogram of items that has been found with the items Mango Stück (mango unit) and Spachtelset (spatula set).
It is interesting to see that, apart from bananas being a constant throughout the dataset, each of the items is commonly found with items of similar categories, for example the spatula set is found with: Japanese saw, a set of foil covers, hinges, glue, work socks and red paprika, which most of them are of similar categories or carpentry related items. On the other hand, the mango is found with broccoli, strawberries, pineapple, kiwis and paprika, all fruits or vegetables. As it can be seen, sometimes the most commonly purchased together items are from similar categories and would be valid for recommendations to each other. Nonetheless, there is a noticeable deficiency with the apparition of red paprika with the rest of carpentry items.

This approach was used as baseline to get introduced to recommendations. The main intention was to have a starting point from where to build the already mentioned chat bot, and get real examples obtained from the dataset, not just random selections. This technique was developed only for pair-wised items, so every time a user decided to purchase an item, a suggestion would be given to complement it instead of trying to supplement their complete shopping cart.

The reason why this approach is called histogram-based is that it is based on the number of occurrences of pairs of items. The probability of finding together two items will be estimated with the co-occurrences of them, that can be represented with histograms.

The way this approach proceeds is by computing a rating for every possible pair of items. For each existing product pair, we will compute a score obtained from two different terms. Let’s suppose we have a product A, and we want to find the score of it being paired to product B. The first term will be computed with the times A and B have been found in the same purchase. This value will be divided by the times A have been purchased, as a
normalization term. This term represents the probability of finding the product A if we have B.

The second term has the same numerator but it is instead normalized by the times B has been purchased, so it represents the probability of finding the product B if we have A. The reason behind this second term is that very common B items will get higher scores than less frequent items, due to the fact that it is normalized by the occurrences of A. With the addition of this second term, items B that are not found many times, but when they are purchased can be found typically with A, will get higher scores for the recommendations. The sum between this two terms is weighted by a parameter $\alpha$. This parameter can be tuned in order to get more common items as recommendations (higher $\alpha$) or to benefit less typically found items. The algorithm can be defined with the following equation:

$$
\text{Score} = \alpha \frac{\text{occurrences of A and B}}{\text{occurrences of A}} + (1 - \alpha) \frac{\text{occurrences of A and B}}{\text{occurrences of B}}
$$

(1)

In order to perform a recommendation for this method, when the user adds to the cart an item, the top rated items for the product selected by the user are chosen. The recommended item will be a weighted random choice from this top items, where the weights are obtained from the explained score. This randomness allows users to get different recommendations for the same items, in order to both test the recommendations and give some variability to the results. This approach allows users to get recommendations of pairs of items: for every purchased item, a recommendation for that item can be given.

This approach can be extended in order to cover any number of items in the shopping cart, not only pair-wised recommendations. The decided way to expand this approach is by using the mean of the score regardless the number of items selected. For instance, if we want a recommendation (item C) for items A and B, the mean between the C and A, and the C and B scores will be computed. The item C that has a higher mean score with all the other items in the cart will be selected as the better recommendation.

The main advantage of this approach is that these scores are not very computationally expensive to obtain. Thanks to the addition of the second term of the score, not very common items or products which are recently added to the dataset are easy to incorporate and are not a problem for this approach. The histograms can be easily updated regularly without the need of many resources, which makes this method very adaptable.

On the other hand, due to the inborn pair-wised naturality of this approach, it does not work very well for group recommendations. This factor will be better commented in the results section, but using the mean of the scores does not compensate along all the products. The recommendations observed with this approach are usually logical for one of the items in the cart, but not for the whole.
3.2.2 Graph-based approach

Graphs are mathematical representation of data designed to represent relationships between objects. It is believed that graph theory was initially introduced in 1736 by the solution of the Seven Bridges of Königsberg by Leonhard Euler [23].

These mathematical structures are composed by a set of nodes (also known as vertices or points) that characterize the objects that want to be represented. The relationship between two nodes is represented by a set of edges (also called links or lines). These edges represent the strength or the existence of the connection between the nodes.

![Figure 8: (a) Undirected graph (b) Directed graph (c) Undirected weighted graph.](image)

Depending on the type of connections between the nodes, graphs can be split into directed graphs (or digraphs) or undirected graphs. In the first type, edges can have either one or two directions, which means that the fact that node A is connected to node B does not explicitly mean that node B will be connected to A. In opposition, edges in undirected graph do not require a direction, making the relation between nodes bidirectional. Edges can also have a weight, representing the strength of connections between nodes. These graphs are known as weighted graphs. The previous figure shows the difference between these types of graphs.

Graphs have been used for many years in a wide variety of implementations. Many publications have covered some of the state-of-art graph approaches for different applications, some remarkable are:

- Traffic forecasting: introduction to some graph approaches for traffic forecasting that have outperformed different Machine Learning approaches, including convolution neural networks and recurrent neural networks. [24]
Brain networks: this paper reviews some graph-based popular neuroscience techniques, with salience to detection of network communities or modules, and the identification of central network elements. [25]

River topology: Many successful simulation of rivers topology are performed with graphs. [26] reviews some of this simulations.

Social networks: A very popular application for graphs is social networks analysis (SNA). This representations can show information circulation, business or interests networks and influence on users among many others. [27]

In this case, graphs are going to be used to perform recommendations. Many different approaches could have been made, depending on the type of structure desired, with different definitions of nodes or types of edges. In this section some different algorithms purposed will be presented depending on the type of connections between nodes, however, only the most successful one will be explained.

The used approaches took every different item as a node. The data protection issue caused to have over 13M different users, which made the option of having a node for every user unfeasible. The difference between the algorithms came on how the edges between the different items were set up. On the initial phases, the decision taken was to create an undirected and unweighted graph based on the mentioned score of the histogram-based approach. In this case, every node would have a fixed number of edges with the top nodes depending on the score.

The way these graphs were created was through the Adjacency Matrix, which is a square matrix that represents the connections of a graph. For example, the edge between nodes i and j is represented with the $a_{ij}$ position of the matrix. The previous figure with 3 different graph would have the Adjacency Matrix that can be seen in the following equation. As it can be seen, only weighted graphs have non-binary Adjacency Matrix, and for the undirected graph, the matrix is symmetric.

\[
\begin{bmatrix}
0 & 1 & 0 & 0 & 0 \\
1 & 0 & 1 & 1 & 0 \\
0 & 1 & 0 & 1 & 1 \\
0 & 1 & 1 & 0 & 1 \\
0 & 0 & 1 & 1 & 0 \\
\end{bmatrix} \quad \begin{bmatrix}
0 & 1 & 0 & 0 & 0 \\
0 & 0 & 1 & 1 & 0 \\
0 & 0 & 0 & 1 & 0 \\
0 & 0 & 1 & 0 & 0 \\
0 & 0 & 0 & 1 & 0 \\
\end{bmatrix} \quad \begin{bmatrix}
0 & 1 & 0 & 0 & 0 \\
1 & 0 & 4 & 2 & 0 \\
0 & 4 & 0 & 1 & 1 \\
0 & 2 & 1 & 0 & 2 \\
0 & 0 & 1 & 2 & 0 \\
\end{bmatrix}
\]

Figure 9: from left to right: undirected graph, directed graph and undirected weighted graph adjacency matrices.
In that initial case, recommendations would be computed from the number of steps that takes to go from the nodes of items that are being purchased to the recommended ones. The number of steps to get from any node to another can be computed with the adjacency matrix. There are $a_{ij}$ possible paths of length $k$ from $i$ to $j$ with the power of the adjacency matrix $A^k$. The intuition was to recommend the node that takes the least steps from all the purchased item nodes. For instance, if we had a shopping cart with 3 items, the number of minimum steps from every other possible node to this 3 items would be computed, getting a mean of the three lengths of the paths. The node that had the smallest mean distance would be selected as a recommendation.

Still and all, some mentioned premises where not desirable for the recommendations that have been corrected with the final approach. One of the modifications was to not take a fix number of edges for every node. The reason behind it is that it is totally acceptable that some of the items are never recommended, specially with the type of dataset available. Some of the articles are purchased a few too many times to provide relevant information to get from them. Furthermore, with that initial approach, the graph ended up centered on only *Bananen*, which, as mentioned, is by far the most purchased item. The big majority of paths were through this item, and with that approach big part of the recommendations where *Bananen*. Another limitation of this approach is that the developed graph was not fully connected, making some of the nodes inaccessible. One solution to this limitation would be to establish a penalization for unconnected nodes, granting this distances a bigger value than any possible path between nodes in the graph. This solution did not fix the centralization problem of the graph, and the final graph’s connections were computed differently.

This final graph was decided to be an undirected and unweighted graph as well. However, the connection between nodes are only obtained from the probability of finding both together, instead of the score, using a threshold instead of a fix number of edges per node. Since the connections are already bidirectional, it is not that useful to add the second term of the score equation. After some parameter tuning, it was decided to create an edge between node A and B if both of them appeared on the dataset at least 200 times (6000 different products where selected) and at least 0.05% of the times A is purchased it has to be with B.

The reason behind this parameters is the number of links created with them. After comparing some results, a reasonable number of edges was around a mean of 10 per node. With an slight decrease of this threshold to only 0.04%, the mean of nodes decreases from 9 edges per node to more than 15. In the other direction, if the percentage threshold was increased to 0.1%, the mean number of edges would fall to less than 3 per node. Therefore, a percentage of 0.05% of occurrences was selected as a the threshold for the creation of edges between nodes.

With the graph created, it was decided how the product suggestions would be performed. The way the recommendations will be evaluated will be explained more in depth in the
next section, but in general terms, one of the focuses on how to consider a good recommendation is to be able to complement a couple of products in the cart.

Therefore, the way recommendations have been obtained in this approach is by looking for triangles of connected nodes in the graph. This triangles or 3-cliques have been of high importance in many applications of graphs, used to detect strong communities and its cohesiveness. They are also used to determine the graphs stability, and also for the computation of network indices like clustering coefficients. [28]

When two items that are part of a triangle are found in a shopping cart, the third node of that triangle will be the selected recommendation. In the case we have more than two products and multiple triangles can be obtained from the active shopping cart, if there is a more repeated node across all triangles, it will be selected, and if there is not, a random selection will be made.

As it will be seen in the results, this approach gives promising results and creates communities of items that are captured in the graph. Since the creation of the graph and the triangles is not very computationally expensive, the graph can be easily updated with new items or information obtained.

On the other hand, this approach requires at least having two already desired items before any recommendation can be given. It also has the limitation that all the selected items might not create a triangle with any nodes, which would also lead to no available recommendations. Since only having a mean of 9 edges per node might lead to few possible recommendations, a second auxiliary graph was created, using a lower threshold that leads to more connections. In case no triangle was found in the first graph, this second one would be used to provide an alternative recommendation.

3.2.3 Embeddings approach

The purpose of a word embedding is to represent words as vectors that can capture word semantics and syntactics so it can be used by a computer. It can be seen as a map of words into vectors, with the ability to capture interesting information. A trivial way (that it is not even considered an embedding) to create a vector representation for a word is to perform a what is known as one-hot encoding of words: for every known word, a vector of the length of every existing word is created full of zeros, with a 1 on the active encoded word. This approach gives no information on relationship between words, and neural networks can help on the creation of a significant embedding. By training a network with existing text, we can get significant mapping of the words into vectors.

The way the training of these networks is performed consists of trying to predict the next word of a sentence from the previous or the surrounding words (context). Therefore, the entry of the encoder is the already mentioned one-hot encoding of the context word, and the output of the decoder (and target of the prediction) is the one-hot encoding of
the desired word. This word embedding can be trained in many other different ways, for example setting up the same input as output for the target for the network. With this approach, the network is able to learn a representation of the data in a reduced dimensionality (also known as latent space).

In the following figure an example of this kind of structure is shown. The vectors that represent the words are the values that the encoder outputs in the middle layer. The dimension of this vectors can be tuned depending on the desired solution, and determines the size of the embedded vector.

![Figure 10: Example of an Encoder-Decoder system [29].](image)

These vectors are able to capture many semantics and syntactics of the words. One of the most important features is that words that have similar semantics have smaller Euclidean distance representations that words that do not. The corresponding points of similar semantic words are expected to fall into closer points in the latent space than the representation of semantically different words.

These semantics are captured in the positioning of the words representations, for example, for successful embeddings, the vector difference between words like *man* and *woman* is very similar to the difference vector between *king* and *queen*, both in distance and direction. In a similar way, syntax can also be captured, and can be shown with very small distance vectors between word pairs that share syntactic meaning, like the subtraction of the vector representation of the words *walking-walked* should be very similar to the subtraction of *swimming-swam*.

This Encoder-Decoder system can be adapted to this recommendation use case. In this case, the entry is not going to be a one-hot encoding of a word but a representation of a
receipt. As vocabulary, all the existing products could be used. For this approach, only items that appear 400 times were used, which resulted in about 4000 different products. The training consisted of trying to replicate the input to the network at the output, with a bottleneck of neurons in the central layer in order to get the latent space representation. For every receipt, a one-hot encoded training vector was created, having the same input to the network as expected output (label). The length of the input and output vectors is the number of different products find in the store, in this case around 4000, filled with ones for the present items and zeros for the missing ones for every receipt.

The training of this approach was also tested in a more classification oriented way, where only one of the items in the receipt is the target of the prediction. After trying this approach, it was discovered that the target vector was too sparse, since it contained 4000 zeros and only a single one. This was attempted to be fixed with the usage of other available information on the dataset, like the families of the products.

A developed approach was to instead of giving 0 to the items that were not the target, give a small reward if at least the category was correct. The AF (subcategory), UWG (category) and WGI (family) where incorporated, and for instance, if the target was Heidelbeeren (blueberries), some score at the target would be given to all the products in the subcategory Beeren (berries), some to the ones in the category Obst (fruit) and some to the ones belonging to the family Obst & Gemüse (fruit and vegetable). This score will be inversely proportional to the size of each of the groups.

This second approach with the families information was unsuccessful due to the lack of memory of the used machine. The dataset without this information can be stored in boolean variables (true or false) since it is binary data. However, the information of families requires float types of variables, that are typically used with 32 bits (can provide 7 decimal digits). This big addition to the memory requirement, meant a very impactful reduction of the dataset, which ended up causing worse results than the simple binary approach.

The selected approach consisted of an autoencoder structure, trained trying to replicate the input at the output with one-hot encoding of the receipts. Both the encoder and decoder had 2 hidden layers, of 2000 and 500 neurons, with a latent space of 12 dimensions, performing batch normalization after each of the layers. All the layer used a ReLU activation, except for a softmax for the last layer.

One of the main advantages of this embeddings method compared to the other approaches is that it is way more flexible with the input and output. In this case, we can get a recommendation for any number of ingredients, and it is not limited like the other methods. The return of the network is also a ranking of all the products as a recommendation to that entry, thanks to the activation function selected at the last layer, which allows flexibility in order to give recommendations, like recommending with a weighted average for the top items or simply selecting the top product.
With the bottleneck of the encoder-decoder we can also get a representation in a latent space in order to see how similar products are when they have smaller euclidean distances in order to find communities or groups of ingredients.

The way recommendations will be performed is by using the representation of the actual shopping cart in the latent space. The closest item, with euclidean distance, to that point will be the one selected as the best recommendation. A ranking of every single item can be obtained by computing the euclidean distance to the embedding representation of the cast.

Nonetheless, these models are hard and computationally expensive to train, which makes them not very suitable for the addition of new items to the approach. New ingredients would also require a redesign of the neural networks, and might lead to bad results if they are not retrained from scratch every time.

3.2.4 Support-vector machine approach

A support-vector machine (SVM) is a machine learning approach introduced in 1993 by Corinna Cortes and Vladimir Vapnik. The implementation idea is to train a model able to create a decision surface (known as support-vector) that splits into two regions the inputs of a classification problem. The data points are represented into a high dimension feature space, under the premise to split them into classification regions minimizing a loss function. [36]

At their origin, SVM were designed for binary classification, however it can be also used in multiclass classification. The main solution to generalize to multiclass classification is to transform the approach into multiple binary classifications, usually with a one-versus-one method [37]. This approach consists of training a binary model between every possible pair of classes. The final prediction is the most voted class among all the binary problems.

As it has been seen, SVM are models typically used on classification problems. In our case, we can transform the recommendations into classifications as seen in the embedding-based approach. The training of the model is going to be performed by predicting one random item of every receipt (target) with the other items on the receipt as input.

Even though this approach has been used in other recommendation systems [15], the results were not successful for this use case. These models are not the most efficient for classification with large numbers of classes, which lead to poor results. One of the main issues found was that the big majority of the trainings resulted into the model mostly classifying every entry to the top class, bananas. The one-versus-one approach favored the most common class, making it the final prediction for a the big majority of the test examples. This outcome didn’t provide bad metric results, however it was not a desired solution.
Nonetheless, the approach will be considered in the results in order to show the big importance of the class *Bananen* in this dataset. The model learns that recommending almost always that item, gives a good objective result to the recommendation. In the results section, the performance of recommending *Bananas* predominantly will be analyzed.

### 3.2.5 Other attempted approaches

In this section two attempted approaches will be presented. Due to different barriers that will be introduced, these models won’t be presented in the results, but can achieve state of art results for recommendations in other use cases.

#### 3.2.5.1 Transformers

In 2017 a Google team proposed a new and revolutionary architecture called transformer [30], that are based on attention and convolutional and artificial neural networks. This architecture is a Sequence-to-Sequence (or Seq2Seq) model, which means that transforms a sequence of words into another sequence. This architectures achieved state of art results in plenty of NLP Seq2Seq tasks, such as machine translation, document summarizing or text generation. [30]

![Transformers structure](image)

Figure 11: Transformers structure.[30]

As it can be seen in the figure, transformers are also based in a encoder-decoder system. As an addition, this models have a positional encoding, which is the information of the relative position of each word in the sequence. This is required since there is no recurrent neural networks that can remember the order in which the sequence is introduced to the model. This information is added to the embedding representation of each word.
These transformers have stepped up as the most successful models for NLP with the appearance of some pretrained systems, like BERT (Bidirectional Encoder Representations from Transformers) or GPT (Generative Pre-trained Transformer)[31]. Thanks to the parallelization of transformers, these two models were pretrained on large datasets and can be used for plenty of tasks with just a small fine-tuning.

As it was already mentioned, these models are trained with a positional encoding, since they are very good at dealing with large sequences of words. However, the used dataset has the limitation of not knowing the sequence in which the items are purchased. Instead all the products are found together in the same shopping list. Transformers can be really good for recommendations because they are used in for example book reading or films recommendation. Clearly in this cases there is some temporal dependence of the users, that can not be exploited in this use case.

Another obstacle found when using transformers is the Multi-Head attention layers, where the words have to be embedded into a significant mask. The models usually use pretrained embeddings or tokenizers in order to use the dataset for the actual approach. The names of the products of the dataset could be used as the word to tokenize. However, these names were not valuable since a lot of information was about the units or content of the products (Orangennektar 50% 1,5l), or where brand names which are not part of many tokenizers.

For these two main reasons transformers were not successfully trained for this use case and were discarded as a viable approach for the Lidl recommendation system.

### 3.2.6 Decision tree approach

Another tested classification method for this problem was decision trees, which are predictive models used in a wide variety of applications, including for example medicine [32], economics [33] or computer vision [34] among many others.

These models work under a set of successive conditions based on the database in order to classify samples into the different classes depending on several input variables. The models begin with an initial node (root), where one of the input variables is compared to the root attribute. Depending on the result of the comparison, one of the branches is followed to the next node, repeating this process until a leave is reached. Each leaf is associated to a class, which is chosen for the sample when the leaf is reached.

One of the main advantages of decision trees as classification models is its simplicity and interpretability [35]. The results provided by a decision tree are easy to follow and understand, simply by following the decision taken at each of the nodes. On the other hand, the training of this trees can be unstable, understood as the fact that a small change on the training data can result in to a major change to the decision tree structure.
Similarly to the SVM based approach, this classification method can be used as recommendations for this project. The model has been trained with the same approach, where one item is predicted from the other items on the receipt.

The results obtained from this classifier are also very similar to the ones obtained by the SVM approach. These models are unable to predict the missing product of the receipt, and fall into the triviality of always recommending *Bananen*. Even this results is the one achieved for a better loss function for this approach, it is not a desirable solution, and since SVM have a very similar performance it was a discarded approach.
4 Results

In this section the results of the recommendation systems will be presented and discussed. Before jumping into the analysis of the results, the way of evaluating the recommendations will be explained.

4.1 Evaluation of recommendations

One of the main question marks around the presented problem is: What is a good recommendation? For this use case, there is no direct answer to that question, which has been a strong barrier for this thesis. Usually, datasets used for the creation of recommendation systems contain direct opinions on the products, like ratings on books, users watching or not a recommended film among many others. This information is usually related to some users that consume the services or products periodically.

In this case, the data was directly history of purchases, which has no direct connection to what is a good or bad recommendation or any user data. The data was also very unbalanced to one main item, bananas. According to the data, this is a good item to recommend in a lot of purchases, since it can be found in many different shopping carts that seem to not have any correlation with bananas. For example, there are multiple cases of purchases of non-food items (e.g. cleaning soaps) with bananas, however, from a recommendation point of view, it is not very reasonable.

In order to provide results, two tests will be performed. The first one is going to be an objective evaluation for the different approaches. A number of receipts will be chosen, randomly removing one of the items and selecting it as target. The algorithms will provide a recommendation with the other part of the receipt, and only if it matches the removed item it will be a successful recommendation.

A second test is going to be performed to the approaches, where subjective judging is going to be made on the recommendations in order to give them validity or not. The recommendations will be classified into three different categories: good, regular or bad, humanly judging if it exists a correlation or a motive to recommend the item purely based on the original items.

In order to facilitate the tagging of the recommendations, it was decided to take always two different items as input to get one recommendation. Only using pair-wise recommendations was too simple and would not help demonstrating good knowledge of the approaches. Nonetheless, if there is a clear relationship between the two items and the item recommended by the approaches it can be considered as a successful recommendation. If more than two items were used, the recommendations might be too vague and would highly increase the difficulty of tagging the results.
The previous figure shows some examples of how the recommendations are going to be rated. If there is a clear correlation between the items and what is recommended, like in the case of tea bags and milk with sugar, the recommendation will be accepted. If the two items have nothing to do with the recommended item, like recommending candy to someone buying a surf board and broccoli, the recommendation will considered as bad.

A better recommendation for that case could be for example an energetic drink or some healthy products. In some cases the relation will be fair but not good, like recommending an alcoholic drink for ice cream and cake. Some other dessert products might be a better recommendation, even though the alcohol might be a great recommendation if the user is planning a party or social event. These cases will be tagged as regular recommendations.

Since this is a very costly and time consuming way of evaluating the results, the test sets will not be very large. For every approach around 100 recommendations will be evaluated, as it is considered a significant enough size for comparing the results and performances of the algorithms.

As a baseline to compare to, the original dataset was passed through the same test all the approaches will do. A random selection of about 100 tickets of only 3 items where picked up, setting two items as original items and the third one as recommendation for the others. It was seen that only 44% of the recommendations were considered as good, with a 20% as regular and a 36% as bad. As it can be seen, the dataset that should contain the ground-truth for the recommendations, fails to provide good results. Therefore, this problem can be considered more as a noise cleaning of the dataset more than a standard classification or recommendation problem.
4.2 Approach performances

The performances will be divided into the two previously introduced sections. The first one is going to be an objective evaluation of the recommendations, followed by a subjective analysis of the performance of the results.

4.2.1 Objective evaluation

In order to objectively test the results, a total of 200 thousand tickets were randomly selected. For each of them, one random item has been selected as target, and the algorithm are tested to predict it with the other items on the receipt. The selected size of the test is representative enough to show the performance of the approaches and small enough to be performed with the mentioned time and memory limitations.

The receipts were a random selection, without any preprocessing, only with the limitation of requiring a minimum length of two items, one as target and one as input. This resulted into some approaches not being able to provide recommendations for some of them. For instance, some examples only had items that are very few times, which were eliminated in some of the approaches. For the receipts with only 2 items, the graph approach was not able to provide recommendations, since no triangles could be found.

As it can be seen, the SVM approach outperforms all the other approaches, getting the right recommendation in almost 3% of the tested receipts. However, this percentage is very similar to the 3.5% of times that *Bananen* appears on the dataset compared to the total of receipts (2.4M times out of 68.7M products).

The embeddings is the next better performing approach with an accuracy of 0.4%. It is important to notice that the embedding works with around 4000 classes, and a random selection of a target would provide around 0.2% accuracy. The other two approaches perform even worse than a random selection of a product.

As it can be seen, the objective evaluation is not a reliable method for the analysis of the performance of this use case. Only choosing Bananen on all the test samples provides a good metric score, but it is not a well founded recommendation system. The other
approaches have very poor performances for this evaluation and do not provide valuable information.

4.2.2 Subjective evaluation

In this section the subjective performance of the different approaches will be compared. All of the techniques will get a similar test already mentioned, where a recommendation will be asked for two different items about a 100 times. The main goal of all approaches is to be able to outperform the baseline dataset performance.

The following image shows the performance of the mentioned test of all the developed approaches compared to the results for the original dataset.

![Figure 14: Results for the applied approaches.](image)

As it can be seen, all the proposed approaches are able to clean the noise from the dataset by outperforming the original dataset results. The approach with better performance in this test is the graph approach, with a remarkable only 21% of bad recommendations, followed by the embeddings and finally by the histograms.

It has to be said, that the graph approach obtains the better results, but at the same time, is the only one that can not provide results for every different shopping cart. For around a third of the tested pairs for the original dataset results, the graph approach was not able to provide a recommendation, due to the lack of existence of triangles.

A simple combination of two approaches could be made in order to get the more realistic results for the graph approach, using for example embeddings when there is no recommendations for graphs. This would slightly drop the accuracy of graphs, but would still leave it as the better performing approach.

The only method that performs very similarly to the original dataset is the SVM approach. This algorithm recommends the majority of the time the item *Bananen*, which by being the most dominant (by far) item on the dataset might be a good recommendation for lots of receipts. However, using this subjective evaluation, this recommendation is not
considered valuable in almost 60% of the times, failing to provide good recommendations.

One factor that is not completely visible in the results is the quality of the recommendations. Even they are classified into 3 groups, the suggestions of products can be outstanding sometimes, or on the contrary, a complete nonsense. These two types of recommendations are not visible from these percentages but are present in the results. Using more divisions than the basic 3 mentioned would make the tagging of the results too challenging and even more subjective, so leaving the classification into good, regular or bad was considered the most optimal.

During the evaluation of the results, some of the outstanding recommendations were marked when classifying, being the graph approach the one that got more of them by far. For instance, this approach was able to capture branding items together, and when two items from the same brand were purchased, a third one would typically appear as a recommendation (e.g. Bebivita baby products or Barilla pasta products). For about the 30% of good recommendations for that approach, it was marked as surprisingly good, and it only happened sporadically in other approaches. Nevertheless, this is due to the naturality of the approach, tested by taking existing triangles for the evaluation.

This precision of finding 3 very commonly found items together was only correctly captured by the graph approach. Some individual test examples were taken, in order to compare the results of the approaches for the same receipts. These, were always of length 3, and with the input of 2 to the approaches, a recommendation was going to be compared to the original third item of the receipt.

An example is a receipt that contained sugar and bananas. The predictions of each approach were a chocolate bar (histograms), red onion (embeddings), strawberries (graph) and bananas (SVM). This last one was not considered a possible recommendation, as the item was already part of the receipt. The real third item of the receipt was a pack of cigarettes, which clearly would be considered as a bad recommendation for the other two items. In this case, the graph approach outperforms the other methods with a very good recommendation, having a noticeable relationship with the two products. The chocolate bar was considered a regular recommendation, as it was a sports bar, more healthy-related than sugar. Finally, the onion was categorized as a bad recommendation, due to the lack of consistency with the other items.

Another factor to comment is that the training of embeddings can be improved with hyperparameter tuning. Due to the lack of big computing power, the training of the models took very long times (around 10 to 15 hours depending on the parameters), which lead to a lack of time to deeply explore the networks. The other approaches have a close ceiling, since histograms and graphs can be improved but won’t modify much the performance. Instead, the training of the embedding can be upgraded by finding a more optimal skeleton of the autoencoder or by having different trainings routines. Therefore,
it is considered that with deeper study of the embeddings, this approach might be able to outperform the other methods.

These results are way more significant than the ones found in the objective evaluation. One of the main inconvenience of the dataset was the lack of a better objective and fast way to judge the performance of the approaches. Evaluating the recommendation was a time consuming task, and might be biased by a lack of large testing sets, which does not guarantee that the graphs are really the best general approach for recommendations with this dataset.
5 Conclusions and future development:

To summarize, different approaches for recommendations have been built from a dataset that clearly was not designed for that task. With different approaches, the valuable information buried in the history of shopping tickets, has been successfully obtained, ending up with an approach with around 60% considered good recommendations.

The proposed graph approach is able to outperform in the explained test all the other approaches, reaching reasonable recommendations for the existing dataset. This approach is able to capture relationship between products covered in the dataset that enhance the recommendations. With a simple algorithm development, this approach is adaptable to recommendations for large shopping carts, with also flexibility for the integration of new items. The creation and development of the graph is not very computationally expensive, which makes it a great solution to the use case.

The usage of a CPU (instead of GPU) based computer and the lack of high memory or computing power, limited the performance of some of the approaches. With a better infrastructure, the training of the models could have been faster and better exploit, and might have lead to, at least, improved results.

The model based approaches highly benefits over the others with big amounts of data availability. Some convenient information like seasonal information, or even some offers are simple to incorporate to these approaches. However, due to the lack of computing power, models had to be kept simple and were surpassed by an heuristic approach.

The main barrier that was found in this thesis was the lack of an objective, fast and valuable way of evaluating the problem. The proposed objective evaluation did not show the real performance of the recommendation systems of the different approaches. Even though the subjective evaluation was an effective solution, results might vary if the evaluation was performed by another individual, and the size of the test might not have been extensive enough to guarantee which of all the approaches had the best performance.

One of the future developments proposed is to set up a production environment, where real users can be presented with the proposed recommendations. If Lidl applies this system integrated in a chat bot, users can interact with the recommendations and determine if they like or not the suggestions by purchasing or discarding the items. After some time of collecting this data, a new model could be trained with the interactions of users with the suggestions, which would lead to a dataset where users decide to purchase or not a recommended item.

Other possible upgrades to the project could be to test new approaches that were not successful in this thesis, like the transformers or the decision tree based approach. As it has been seen, all the proposed approaches are based on collaborative filtering, however,
the names of each of the items could be processed with some natural language techniques in order to create a hybrid approach for better results.

As a conclusion, four different recommendations systems have been built from a supermarket receipts dataset, with implementation details, advantages and disadvantages of each of them. The best performing approach is the graph-based approach, with very promising results on recommendations. The approach is very flexible and is chosen as the most viable technique for the Lidl supermarket use case.
Acknowledgements

I would first like to thank Prof. Brian Subirana for giving me the opportunity to do this thesis abroad, where I found one of the best experiences of my life. I would like to extend this gratitude to Mirko Saul and Valentin Häußer, who opened me the doors to the development of this project. I wanted to thank everyone in the MIT Auto-ID Laboratory for making my stay so comfortable and make me feel like home, specially to Niklas Thum, who helped me through the struggles of the thesis. Furthermore, I wanted to give a special thank to Prof. Sanjay Sarma who stepped in the project to solve the doubts when it did not have a clear path and also made my stay at the lab much easier and enjoyable. Finally, I want to express my very profound gratitude to the two supervisors of this thesis, Dr. Stephen Ho and Dr. Montse Pardàs, for being my big help and guidance during the whole development of the project. Without their advice, support and willingness to help I wouldn’t have been able to complete the thesis.
References


[22] Schwarz IT KG. We are stackit!


[28] Luca Becchetti, Paolo Boldi, Carlos Castillo, and Aristides Gionis. Efficient semi-streaming algorithms for local triangle counting in massive graphs. In Proceedings of
the 14th ACM SIGKDD international conference on Knowledge discovery and data mining, pages 16–24, 2008.


Appendices

In this section, the developed chatbot will be introduced. This chatbot was a baseline of work in order to get an idea of what a real Lidl customer would have when getting recommendations. This algorithm will get further developed as a Master Thesis of another partner at the lab, and only the initial state, developed by the author of the thesis, will be introduced.

The dialog flow was developed with the Cognigy AI software, a company that provides techniques to automate customer and employee communications. This tool allows users to create rule-based conversation flows with box-diagrams as seen in the following figure.

![Figure 15: Start of the chatbot flow diagram.](image)

Initially, the user is asked to introduce the name of a product to add to the shopping cart. The problem is that it is hard for users to exactly know the name of an existing product of the Lidl database. In order to solve it, a list of words was developed. This list consists of every possible known word found in all the possible names of products in the dataset.

As it can be seen in the following image, the list of known words was very noisy and not practical. As mentioned before, a lot of the names of the product did not provide reliable information on what the customer was looking for, like including the weight or the volume of the different products. In order to clean it, some regular expressions were applied, trying to preserve the valuable information and deleting all the unnecessary words.

For each of these known words, all the items that contained that word in their name were added to candidates when that word was typed by a user. The post-processed list of words was also amplified with the information of the families, categories and subcategories available from the dataset. For example, for the word Beere (berry), all the items belonging to that category were added to that word.
When the user was asked to type what item they were looking for, every word in the input was searched in the post-processed list of known words. The candidate that had most words in common with the input is going to be the one added to the cart. In case there is a tie between different products, the user will get a list of the possible items in order to choose one of them, suggesting always the most commonly purchased first.

Every time a new item is added to the cart, the user will be given a recommendation of an extra product to be added as well, using the most successful recommendation method, in this case the graph approach. If the graph can not provide a recommendation for any of the reasons previously presented, the user will get a recommendation only dependent on the last addition to the cart with the histogram approach, which has proven to be a successful recommendation system for pair-wised items.

As mentioned, the models are running on a VM at the STACKIT portal. On this machine, there is a docker image that is able to build a FastAPI. The structure of this API can be seen in the following image.

![FastAPI structure](image)

This API is able to respond to the mentioned petitions from the chatbot. As it can be seen, there is both a Spanish and a German version. This Spanish version was an initial
test, since an initial, very reduced, Spanish version of the dataset was given in order to start developing the chatbot.

The way the Cognigy AI chatbot is able to communicate with the API is by HTTP requests. Depending on the type of petition (recommendation or list of products) performed by the user, the server is able to respond with a dictionary with the desired information.