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Abstract—Ad hoc On Demand Distance Vector Routing
(AODV) protocol is a reactive MANET routing protocol fre-
quently used as reference for either developing new ad hoc
routing protocols or performance assessment purposes. Although
it is present in several general-purpose network simulators (e.g.
ns2, omnetpp, etc.), there are few implementations that can be
used under real conditions for on-field research or performance
evaluation. This paper presents a user space implementation
of the last version of this protocol, the AODVv2, that can
be deployed in any device able to run the Linux O.S. The
goal is developing a fresh, open source and easy-to-maintain
implementation of the AODVv2 protocol that can be used by the
research community for testing purposes. The paper provides a
description of the main design and encoding decisions taken in
order to implement the protocol, and explains the main testing
actions carried out to prove its correctness.

Index Terms—AODVv2, MANET, ad hoc, routing protocol,
implementation, Linux, user space.

I. INTRODUCTION

Mobile Ad Hoc Network (MANET) is an infrastructure-less
wireless network where mobile nodes communicate among
each other in a decentralized way. Mobile nodes usually play
two roles in a MANET, as they can be rather the source or
sink of a specific traffic flow, or they can be used as relays
in the traffic flow of others source/sink nodes. The decision
of which nodes are in charge of relaying a given flow (i.e.,
forwarding frames to the next hop in the path to the sink) is
taken according to the goals set by the routing protocol in use.

MANET routing protocols have been historically classified
according to the way they react when a route needs to be
built: reactive, proactive and hybrid protocols [1]. However,
another way to classify such protocols is according to the use
of the location of the nodes for routing purposes [1]. This
information allows routing protocols scale properly [2].

Ad hoc On Demand Distance Vector Routing (AODV) [3] is
a reactive MANET routing protocol that discovers and main-
tains routes by means of Route Request (RREQ) and Route
Reply (RREP) messages. When a route needs to be discovered,
the source node floods neighbour nodes with RREQ messages
that are in turn flooded again by every receiving node, until
the RREQ eventually reaches the destination node. Then it
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responds to the received RREQ with a RREP, which reverses
the path followed by the received route request.

The AODV version 2 (AODVv2) protocol [4] introduces
some enhancements to AODV, although the route discovery
mechanism is basically the same. Some of the most rele-
vant improvements introduced by AODVv2 are: an optimized
RREQ flooding that reduces the overhead in the route dis-
covery process; an extension of the amount of metrics being
supported; the use of the Type-Length-Value (TLV) structure
for encoding information fields, which adds flexibility on the
information carried as defined in the Generalized MANET
Packet/Message Format [5] RFC; sequencing RREQ and
RREP messages; preventing intermediate nodes to respond to
RREQ messages when they have a route to the demanded
destination; and the addition of Route Error (RERR) messages
to advertise broken links and Route Reply Acknowledgment
(RREP ACK) messages to test a bidirectional link.

AODVv2 is frequently taken as a reference in perfor-
mance assessment of new developed routing protocols, and
researchers often take it as a starting point for developing their
own [6]. Several implementations of AODVv2 are currently
available in the literature; however, most of them are either
addressed to simulation only purposes [7] [8], outdated [9]
[10] or limited to certain gold-fashion software setups. In [11],
the authors present an implementation of AODV in Python,
and in [12] AODV is implemented using Exata Emulator
and Mat Lab. With regards to implementations of AODVv2,
the authors in [8] detail the implementation for Omnet++
simulation tool inside the INET Framework; however, as the
AODVv2 protocol has evolved since 2008, an update is clearly
needed if one wants to take realistic insights. More recently,
the authors in [13] presented an adaptation of the AODV-
UU implementation [9] to newest kernel versions. We have
borrowed the approach followed in [13], which uses a protocol
implementation in the user space to gain independence from
the kernel, to develop a fresh, open source and easy-to-
maintain implementation of the AODVv2 protocol, addressed
to all the researchers working on MANET routing protocols.

The goal of this paper is to provide a comprehensive de-
scription of this new implementation of the AODVv2 protocol.
This paper is organized as follows. In Section II AODVv2 pro-
tocol messages and operation are outlined. Section III presents
the design decisions of an AODVv2 Linux implementation
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within the user space. Section IV provides a discussion of
the use-case tests conducted to validate the implementation
correctness. Finally, Section V draws the main conclusions
and outlines future actions to improve the implementation.

II. AODVV2 PROTOCOL OVERVIEW

The AODVv2 protocol enables the dynamic maintenance of
an ad hoc wireless network ensuring, if physically possible, the
availability of network routes between the devices connected
to the ad hoc network. It is the successor of AODV and
includes some improvements, such as an increased wireless
link reliability testing, sending and processing of responses
to route requests, and increased route search range. As its
predecessor, AODVv2 is a distance-vector routing protocol,
i.e. route data includes the next hop to which a packet must
be forwarded and the cost (metric) of using that route. By
default, the metric is the hop count, so, if there are multiple
routes to the destination, the route chosen will be the one with
the least number of hops.

Fig. 1 and Fig. 2 show the basic protocol operation. Fig. 1
illustrates a scenario where node S, the source node, wants
to send a message to node D, the destination node, which
is not directly reachable from S. In this figure, dashed lines
represent broadcast transmissions. AODVv2 is a reactive pro-
tocol, i.e., whenever a sending node does not have a route
to the destination, it broadcasts a RREQ message in order to
discover it. This RREQ message will be eventually received,
processed and forwarded by intermediate nodes (called relay
nodes) along the path from source to destination. In Fig. 1 the
RREQ message broadcasted by node S is received by node A
and E. As these nodes are not the destination of the RREQ,
they will broadcast the RREQ to their neighbour nodes. If a
given node receives the same RREQ more than once, it will
forward the first received RREQ only, discarding the following
ones. The sequence number included in the RREQ aims at
identifying duplicated messages. In Fig. 1, node A will discard
the RREQ forwarded by node E, as it will be detected as
duplicated by means of the sequence number. Whenever a
node receives a RREQ that is not discarded, the node stores
the reverse route, i.e. back to the source of the RREQ. In
Fig. 1, node A will learn that node S is one of its neighbors
(in case that A is not yet aware) and that node S is reachable in
one hop; the same applies to node B, which learns a way back
to find out a route to S through node A; and to node C, which
finds out a path back to S through node B. Finally, the RREQ
arrives to the destination node D, which learns that node S
is reachable through node C. Nodes store all this knowledge
locally, in their routing table.

Fig. 2 shows the RREP message sent from destination to
source in order to complete the route discovery process. Upon
receiving the RREQ message generated by node S, node D
sends back a RREP message. Unlike the RREQ, RREP mes-
sages are not broadcasted, but sent it as unicast (represented
in the figure with continuous line). This is because nodes have
learnt the way back to the source node as the RREQ message
followed its path to the destination node D. Therefore, node D

Fig. 1. RREQ flooding example.

will send the RREP message to node C only, which, in turn,
will send the message to node B and so on until the RREP
message reaches the node that generated the RREQ message,
i.e. node S. Then, upon node S receives the RREP message, the
route can be considered as established and hence packets held
in the queue can be released and properly sent. Furthermore,
AODVv2 allows a node to back-test over an unreliable link by
requiring the recipient of a RREP to send an acknowledgment
back (RREP ACK). When sending or forwarding a RREP,
the node also must send a RREP ACK to the next hop, which
in turn must reply it with another RREP ACK to the issuer.
This behaviour should be avoided when the message control
rate limit on the link is reached. This mechanism is shown in
Fig. 2 in the link between D and C, and it is obviated in the
remaining path.

Fig. 2. RREP example.

AODVv2 also defines a RERR message to report broken
links. There are three events that trigger a RERR message.
First, when a node receives a forwarded packet and it has
no valid route to the destination address. In this case, the
node sends a unicast RERR message to the source address
of the packet. Second, when a node receives a RREP message
without a valid route to the node that generated the RREQ
message. Then, the node sends a unicast RERR message to the
node that generated the RREP message. It must be noted that
both, the packet and the RREP message, are discarded by the
node that generates the RERR message. The third event that
triggers a RERR is a node detecting a broken link that might
make multiple routes invalid. In this case, the node multicasts
a RERR message to all its one-hop reachable neighbors.

III. IMPLENTATION OF THE AODVV2 PROTOCOL

The protocol implementation has been conceived to be run
in Linux. Two approaches can be taken then according to
the memory space where the code is going to be placed and
hence run: user space and kernel space. The former refers to
all the code in an operating system that lives outside of the



kernel, while the latter involves the code running the operating
system kernel and hence requiring superuser privileges and
facing several coding constraints. The user space approach
is chosen for the implementation, as it simplifies the design,
development, testing, deployment and portability of the source
code [14]. Although appealing, the user space approach still
requires accessing data that are only available in the kernel
space. The proposed design takes advantage of the Netfilter
framework [15] to overcome such restriction. Netfilter pro-
vides a set of hooks inside the Linux kernel that allows kernel
modules to register callback functions within the network
stack. There are five hook points that will trigger the kernel
modules that have registered within: PREROUTING, triggered
by any packet that enters the Linux network stack; INPUT,
triggered by any packet addressed to any local IP address;
FORWARD, triggered by the packets that must be forwarded
to another host; OUTPUT, triggered by the packets generated
locally, as soon as they enter in the network stack; and finally,
POSTROUTING, triggered by every outgoing or forwarded
packet. Netfilter can be configured by using well-known user-
space tools, such as iptables or the newer nftables.

Packet processing in Netfilter is done by means of rules.
A rule includes a matching condition, which defines which
packets will be taken into account according to some parame-
ters, and a target, which defines an action to be applied to any
packet matching the condition. Most of the actions (i.e. targets)
can be reduced to two: proceed with the packet processing or
just discard it. When a packet matches a rule, the target is
applied, and in the case of these basic actions, no further rules
are evaluated for the packet.

In addition to these two basic actions, there is a third target
called NFQUEUE, which delegates the decision on a packet
to a user-space callback. This feature of the Netfilter fits
perfectly the user-space design taken in the implementation
of the AODVv2 proposed in this work. Therefore, whenever
a packet reaches an NFQUEUE target, it is stored in a linked-
list queue that is accessible from the user space code. The
communication between the kernel and the user space is done
by means of a message based protocol called netlink [16].
Thus, upon the packet is queued, the kernel notifies the user
space software by using a message that contains the packet
data and some assistance information. When the user space
software processes the packet and issues a verdict, it sends a
message containing the index number of the packet back to
the kernel, which acts according to the decision taken at the
user space callback.

The AODVv2 implementation proposed in this work mod-
ifies both the Forwarding Information Base (FIB) and the
Routing Information Base (RIB). As any other routing pro-
tocol, the AODVv2 defines its own RIB structure, placed in
the control plane and aimed at selecting the best route for a
given destination and further injecting it in the FIB, so it can
be selected for forwarding a packet. In the AODVv2 RFC [4],
there is some confusion with the FIB and RIB terms. The
Local Route Set term stands for the RIB, whereas it uses
the term RIB to actually refer to the FIB. This paper keeps

the usual nomenclature used in the networking field, i.e RIB
for the control plane, and FIB for the forwarding plane.

Fig. 3 shows the procedure followed by a Linux application
that sends data to a MANET node for which a route discovery
is required. First, the application opens a socket to send data.
Then, the routing decision has to be made. The configuration
of a network IP address in a network interface ensures the
existence of a route to all the nodes of the network, which are
presumed to be directly reachable. However, in the case of
MANET networks this may not be always true. Nevertheless,
this route will ensure that the IP packet enters the Netfilter
system to be processed (i.e., the FIB has a route and the
IP packet eventually traverses the Netfilter OUTPUT hooks),
otherwise the packet is discarded.

A rule is then injected in the Netfilter OUTPUT so that the
packets with IP destination address belonging to the MANET
network are queued. A new queue is required whenever there
is no queue for the target node the packet is addressed to.
Then, a thread running in the user space will check if a
route to the destination address exists in the AODVv2 RIB
(i.e. the Local Route Set in the RFC [4]). If so, the
POSTROUTING Netfilter hooks are traversed and the packet
is finally transmitted. Otherwise, a new route discovery process
will be started.

Fig. 3. Capturing and processing of an IP packet in the user space

It must be noted that the routes stored in the RIB involve
just one single destination address, i.e. routes come with a
prefix of the same length as the target IP address: 32 bits in
the case of IPv4 addresses, and 128 bits in the case of IPv6
addresses. AODVv2 also defines a Router Client Set in each
router, i.e. a set of nodes that use the router as a relay. The goal
of this set is to allow AODVv2 routers to discover routes for
the applications running in the nodes of the Router Client Set,
in addition to the routes discovered for their own applications.
At this point, note that a route to the exact destination address
in the FIB is not needed because the forwarding decision will
be taken using the routes in the AODVv2 RIB. In this case,
the RIB belongs to both planes, control and forwarding.

In the rest of the paper, the term node refers to any
participant in the AODVv2 network, and the term router refers
to the nodes that participate in the data packets forwarding.



A. Data Structures

As previously mentioned, an AODVv2 router can discover
routes for both its local applications and those running in the
clients at sight. These data are stored in the Router Client
Set. Currently, the implementation only has been tested for
local applications and thus there is no way to define other
router customers beyond itself. The implementation of the
Router Client Set facilities is scheduled for the near future
and it doesn’t impact the basic performance of the AODVv2
protocol.

The Neighbor Set is a data structure that allows AODVv2
routers to gather information about their neighboring AODVv2
routers. Links to an AODVv2 neighbor router are classified ac-
cording to their state: CONFIRMED, HEARD, and BLACK-
LISTED. When an AODVv2 router notices the presence of a
neighbor, it initializes its state to HEARD and check whether
the link supports a bidirectional communication. If so, the
router updates its state to CONFIRMED. Otherwise, the state
of the router changes to BLACKLISTED. This is important,
since only neighbors with CONFIRMED state can be chosen
as next hop for a target prefix. Routes to neighbors are also
installed in the Kernel FIB.

All the routes discovered by the protocol by means of
routing messages are stored in the Local Route Set structure.
All the routes have a state property with four possible values:
UNCONFIRMED, IDLE, ACTIVE and INVALID. Only active
routes can be used to forward a data packet. An UNCON-
FIRMED route is not considered active because the link has
not been confirmed yet as bidirectional. An INVALID route
is a route that has expired or the link has been detected as
broken, and it is not a valid route. IDLE and ACTIVE states
are for active routes that can be used to forward data packets.
The former is for routes that have not been used during a
configurable active interval time. If an IDLE route is used to
forward a data packet, its state becomes ACTIVE.

Three more data structures are also required to implement
the AODVv2 protocol properly. The Multicast Message Set
is used to avoid unnecessary processing and forwarding of
control messages. A RREQ is stored in the Multicast Message
Set and has an expiration timeout (RREQ WAIT TIME),
whose default value is 2 seconds. A new RREQ will be
generated only if this timeout has not expired yet.

The Route Error Set stores data related to unreachable
addresses. Finally, the Interface Set stores the details of all
the network interfaces configured for sending or receiving
AODVv2 messages.

The implementation runs as a systemd daemon, whose
performance can be tuned through a configuration file. This
file includes the value of several AODVv2 parameters, which
are grouped in three categories: timers, protocol constants, and
administrative and control parameters. These parameters are
set to the default values defined in [4].

B. Protocol Messages

Four message types are defined in AODVv2: RREQ, RREP,
RERR, and RREP ACK. The first one is used in a route

discovery process to request a route to a certain target address.
A RREP message is the response sent by an AODVv2 router
whenever it receives a RREQ message addressed to any target
stored in its Router Client Set. As already mentioned, currently
the Router Client Set only contains an entry, which corre-
sponds to the IP address of the network interface. RREP ACK
messages are used to test the reverse link with a neighbor (i.e.,
bidirectionality), so the route can become active. On forward-
ing a RREP, the AODVv2 router sends a RREP ACK message
to the intended next hop. RERR messages are generated to
notify those routes that are no longer available.

C. Protocol Operation

Fig. 4 shows the flow diagram of our AODVv2 implementa-
tion design. The thread decisor_thread is responsible of
intercepting the data packets traversing the Netfilter OUTPUT
hook. This is done by creating an iptables rule that forwards
to a NFQUEUE queue all the packets matching destination
addresses that belong to the MANET network. Then, in the
user space, the thread uses the libnetfilter_queue
library to connect to the queue which is identified by a 16-
bit identifier (by default, the queue identifier is 0) and get
the messages from the kernel as soon as a packet is queued.
This is done by means of a callback function defined by
the decisor_thread that is called whenever a packet is
queued by the kernel. The callback function checks if a valid
route exists in the Local Route Set. If so, the verdict will
be to accept the packet and it will be re-injected into Netfilter
workflow by moving the packet to Netfilter POSTROUNTING
hook. Otherwise, the implementation uses a multimap keyed
by target address to get a queue where all the packets to that
target address will wait until the route is discovered. When
the first packet to a destination address with no route available
is queued, the thread will send a RREQ message. Once the
route for the target address becomes available, all the packets
queued and waiting for such route will be accepted and re-
injected into the Netfilter workflow. In the case no route is
found within a certain timeout, all the packets waiting in the
queue will be discarded and the queue destroyed.

Another thread, called msg_thread is the responsible
for the AODVv2 message processing. It has a socket bound
to the local-link multicast address 224.0.0.109 at port 269,
which is the standard multicast address and port assigned to
MANET protocols [17]. This socket is used to listen to in-
coming AODVv2 messages and process them according to the
protocol specification. Thus, the msg_thread is responsible
of the AODVv2 message processing and decisor_thread
is responsible of starting the route discovery process in the
case that the router has no route to the target prefix. Ac-
cordingly, when msg_thread discovers a valid route, i.e.
receives the RREP which corresponds to the target prefix,
installs it in the Local Route Set as UNCONFIRMED and
sends a RREP ACK. Upon reception of the corresponding
RREP ACK from the next hop, the route is marked as VALID
and the msg_thread signals this event through a message



Fig. 4. Flow diagram of AODVv2 implementation design. LRS stands for Local Route Set.

queue to the decisor_thread that will re-inject the packet
in the Netfilter packet processing workflow.

Both reception and processing of AODVv2 messages take
place in the msg_thread. These operations include moni-
toring the availability of next hops, updating the Neighbor Set,
the transmission of protocol messages upon the reception of
control messages from other routers, and updating the Local
Route Set.

IV. VALIDATION AND TEST OF THE AODVV2
IMPLEMENTATION

As a final step, the implementation needs to be validated
and tested. First of all, a complete test suite has been devel-
oped to verify that the AODVv2 protocol implementation we
have proposed satisfies the behaviour defined in the protocol
specifications [4]. Finally, the implementation has been run in
a simple real network testbed in order to assess its behaviour
in real devices.

The aim of the test suite is validating the implementation
according to the protocol specifications. That is, we need to
verify that, for each AODVv2 control message its generation,
reception and forwarding accomplishes the actions stated in
the specification. For each possible use case (e.g., RREQ
generation, RREQ forwarding, RREP reception, etc.), we run
both the implementation and the test suite that forces the use
case we want to verify.

Consider, for example, the RREQ generation use case
shown in the flow diagram of Fig. 5. A RREQ is generated
only when the control message rate is not achieved and one
of the following applies: a) the Multicast Message Set does
not contain a compatible RREQ, or b) the Multicast Message
Set contains a compatible RREQ and the related timeout has
not expired. When we test the implementation, the testing tool
prepares a state for each of the possible branches in the flow
diagram. In case we want to test whether an IP data packet
is, in fact, sent only once a valid route exists in the Local
Route Set (as already explained in Section III, see Fig. 3),
the testing tool installs such route before attempting to send
a packet. Once it has been installed, the testing tool sends an

Fig. 5. RREQ generation flow diagram.

ICMP Request through the Linux system and, with the aid of
a networking monitoring tool, verifies that it is sent. Similarly,
in case we want to test whether an IP data packet is sent to the
queue when a compatible RREQ is already sent (see Fig. 4),
the testing tool adds this RREQ in the Multicast Message Set
with a valid timeout and traces the packet queue to verify that
the data packet is enqueued. The trigger for this checkpoint
is, again, the attempt to send an ICMP Request. The testing
tool also waits until the timeout expires and then sends a new
ICMP Request, which is expected to trigger a new RREQ.
As a summary, for each use case the testing tool generates
a message that meets the requirements and, with the help of
logs and capturing the possible response message generated
by the AODVv2 router, its correct implementation is verified.

Once the implementation has been locally verified with sin-
gle control units, we proceed to test the implementation under
more realistic conditions. Hence, we build a network using
laptops running Intel x86 architecture and running Ubuntu
with the standard kernel 4.4; moreover, to prove portability,
we also tested on Raspberry Pi low cost devices under an
ARM architecture running a Raspbian distribution with the



kernel 4.15. In this scenario, a simple network communication
is tested, where one of the devices acts as a sender, generating
ICMP traffic to another device at the opposite edge of the
network. This scenario aims at testing a simple multi-hop route
between the sender and the receiver, allowing for a proof of
concept. All the devices includes one IEEE 802.11 Wireless
Network Interface Card (WNIC), working at 2.4GHz band.
Due to the small size of the laboratory where the test is
conducted (around 30 meters long) and the large coverage of
the radio technology used, we manage to reduce the coverage
of the WNIC by applying these two actions. First, we tune the
WNIC so that it transmits at the minimum power available.
Second, we include an iptables rule in the PREROUTING
chain of every device (see Listing 1) in order to force dropping
all the packets with source mac address equal to the other
endpoint.

Listing 1. Rule used to drop packets according to MAC source address
iptables \

-A PREROUTING \
-m mac --mac-source [MAC_ADDRESS] \
-j DROP

Fig. 6. RREQ Testing scenario example.

Fig. 6 shows a sample testing scenario with four devices
(i.e. either a laptop or a Raspberry Pi) labelled as A, B, C,
and D. Double arrows represent that the nodes they connect
are reachable. For instance, device A configures two iptables
routes, according to what is shown in Listing 1: one to drop the
packets with source MAC address equal to the MAC address
of the interface of device C, and another one for the MAC
address of device D. In turn, devices C and D configure their
own iptables rules with the MAC address of the device A, so
that, eventually, packets received from this node are dropped.

It must be noted that the implementation has been tested in
devices running the Intel x86 and ARM architecture, which
cover most of the existing network devices. Anyway, the im-
plementation can be virtually moved to any other architecture
in which Linux runs.

V. CONCLUSIONS AND FUTURE WORK

This paper presents an implementation of the AODVv2
routing protocol, developed in the user space of the Linux
OS, which strengths the independence from the kernel and

allows easy portability in different devices. Despite other
implementations of the algorithm are available in the literature,
most of them are either addressed to simulation only purposes,
outdated or limited to certain gold-fashion software setups.
The implementation proposed here is open source, easy-to-
maintain, and addressed to be freely available in a near future,
to all the researchers working on MANET routing protocols.

The correctness of the implementation has been assessed
by setting up a simple testbed with live data and routing
traffic. However, the current implementation is in an early
stage, and should be tested in larger and more complex
scenarios to be properly profiled and hence optimized. It also
contains development logs that would be removed when the
code is considered ready for production purposes. Also, the
Router Client Set functionality has not been implemented, yet.
Furthermore, we plan to extend the configuration in order to
allow having multiple WLAN interfaces per device.
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