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1 Introduction

1.1 Context

This is a Bachelor Thesis of the Computer Engineering Degree, specialization in Soft-

ware Engineering, done in the Facultat d’Informàtica de Barcelona of the Universitat

Politècnica de Catalunya by the author of this document, Eduard Cidraque Sala, and

directed by Besim Bilalli and Petar Jovanovic.

1.2 Motivation

Universitat Politècnica de Catalunya (UPC), in particular the DTIM research group

at UPC, and the World Health Organization (WHO) are in a long term collaboration

with the department of Neglected Tropical Diseases (NTD), under the WHO Informa-

tion System to Control and Eliminate NTDs (WISCENTD) umbrella project. WIS-

CENTD has three subsystems: WHO Integrated Data Platform (WIDP), WHO Inte-

grated Medical Supply System (WIMEDS) and WISCENTD Consolidated Database

(WICD).

Neglected tropical diseases (NTDs1) are a diverse group of tropical infections which

largely affects low-income, politically marginalized people living in rural and peri-

urban areas with low visibility and little political voice and with limited access to

health care. NTDs are mainly focal and present in remote areas and in developing

regions of Africa, Asia, and the Americas where populations living in poverty, with-

out adequate sanitation and in close contact with infectious vectors and domestic

animals and livestock are those worst affected. NTDs disfigure and disable, leading

to stegmatization and social discrimination. Severe complications, immense human

suffering and death can result if treatment is not provided early and adequately. They

pose a devastating obstacle to health and remain a serious impediment to poverty

reduction and socioeconomic development.

These diseases affect more than one billion people in 149 countries and despite that

are still very often neglected by national health information systems or by surveillance

systems that are too weak to ensure good-quality data collection, flow, validation, use,

and dissemination. Official data reported by health ministries are, therefore, often

incomplete.

There is thus an important need to integrate data on NTDs more efficiently and to

build resilient health information systems in endemic countries with capacities for

1https://www.who.int/neglected_diseases/about/en/
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data processing, analysis and sharing. There is also a strong need to have a WHO

consolidated data platform in order to build a more complete and comprehensive

epidemiological picture of NTDs.

At this point is where the system mentioned before, WISCENTD2, and the sub-

systems also mentioned at the beginning of this section come into play. The main

objective of WISCENTD is to provide a unified view of NTD-related data to epidemi-

ologists, researchers, Ministries of Health, and other interested parties, in order to

evaluate the current status of diseases throughout the world and predict future trends.

Concretely, this project aims to solve a lack of well-structured communication and

data synchronization between some of the WISCENTD subsystems (between WIMEDS

and WICD). There is a need to design and implement data pipelines that would allow

for the data to flow and be transformed from one subsystem to another as well as

having them synchronized.

On the other hand, this project will also focus on helping to provide, to the end users

of the WISCENTD system, a unified view of NTD-related data. For that, there is a

need to implement support for allowing data exploitation from WICD.

Previously we said that severe complications and death can result if treatment is not

provided early and adequately. Effective and efficient medicine distribution relies on

good system design and good management. Connecting WIMEDS with WICD and

enabling analysis and visualization of its data is especially important for that purpose

and is where this thesis focuses.

Specifically, we are enabling analysis and providing visualization of medical distri-

bution data which can help to optimize the medicine distribution and guarantee the

quantities needed to treat the affected population.

The subsequent sections of this document analyse more specifically the thesis objec-

tives as well as other documentation and key concepts needed to understand, plan,

design, and execute the work properly.

2https://www.who.int/neglected_diseases/disease_management/wiscentds/en/
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1.3 Background

In the following we describe a background presenting the ideas and concepts that are

central to the main points of this project: WISCENTD ecosystem, WICD data lake,

The importance of master data, Data and metadata, and Data exploitation

1.3.1 WISCENTD ecosystem

The WISCENTD ecosystem, shown in Figure 1, consists of three main layers:

- Data sources from where the NTD-related data are collected.

- Consolidated database (WICD) implemented in a form of a data lake with the aim

of storing all NTD-related data for further use.

- Data exploitation tools that can be plugged to WISCENTD to further use the col-

lected data for analysis, visualization, and other exploitation actions.

Data sources that feed WISCENTD can be divided into internal and external. Ex-

ternal data sources (depicted in green in Figure 1) that contain valuable data on

NTDs include: ProMed (program for monitoring emerging diseases based on health

care providers reports, laboratory reports, social media posts, news articles, and in-

formation submited directly by their users), and PubMed (free digital repository that

archives open access full-text scholarly articles that have been published in biomed-

ical and life sciences journals, it can be seen as a searchable database of biomedical

citations and abstracts), among others.

Internal data sources are the ones that are in control (e.g., developed by) of the NTD

Department at WHO, and they are: WIDP and WIMEDS (both depicted on the top

left corner of Figure 1). In this project we put the focus on them.

● WIDP is a graphical web-based health management information system used at

WHO for regular data reporting, as well as for empowering countries for local routine

surveillance and monitoring. It supports data collection as well as data analysis and

visualization.

● WIMEDS is a web-based and Business Process Management (BPM) system crucial

to distribute NTD medicines and diagnosis kits with their correspondent pharmaceu-

tical and logistic documents (distribution is centralized at WHO and if any country

or institution needs this kind of medicines they need to request them from WHO); to

plan, monitor and facilitate the forecast, transport, storage and access to medicines

and diagnosis kits; to gather the related epidemiological information about NTD

3



cases, transmission routes, health facilities.

The main users that interact with these two subsystems are: health ministers, NGO’s,

researchers, WHO officers, and medical supplies manufactuers and distributers.

Finally, all this external and internal data is stored in a consolidated database that

is referred as WICD (see Figure 1):

● WICD is a subsystem that has a role of consolidating NTD-related data coming

from different data sources into a centralized database, and making it ready for fur-

ther exploitation by different external tools.

Figure 1: WISCENTD and its subsystems. Obtained from [5].

WISCENTD is crucial for WHO on its objective to facilitate the control and elimina-

tion of NTDs in different regions. In this project we focus on WIMEDS and WICD

systems, that are, in some aspects, under development. Next, WICD is explained in

more detail since the contributions of this project are mainly there.

4



In this project, WIDP is not directly studied but we have to take it into account since

some of the already implemented WIDP functionalities will serve us as reference in

order to develop WIMEDS-WICD analogous functionalities (e.g., loading WIMEDS

data into the WICD data lake).

1.3.2 WICD data lake

WICD follows a data lake architecture. A data lake is a centralized repository that

allows you to store all your structured and unstructured data coming from multiple

data sources for then integrating this data and running different types of analytics

over it.

The data lake follows the ”Load First, Model Later” approach, where data are stored

in the data lake as they are, and then they are modeled to fit their purpose. Such

an approach allows for repurposing the same data for different kinds of exploitation

tasks. In the case of our project, we do descriptive analysis, but the way we work

with the data stored in the data lake does not prevent anyone from later using the

same data for doing other kinds of analysis (e.g., predictive modeling).

WICD is implemented as a zoned data lake which brings us the ability to repurpose

data for different use cases. The well delimited zones are destined for different pur-

poses, and they include: landing zone, formatted zone, and transformed zone.

Figure 2 shows the data lake architecture delimited per zones. Arrows indicate the

data flow through the data lake.

● Landing zone: It is basically where all the data coming from other systems is

first stored, it does the data ingestion work and stores it in a non-relational database

(e.g., key-value store). It is important to note that here we will not do any kind of

data processing, we will just need to extract the data and store it.

We can store all data coming from different data sources without the need to know

what questions you might need answers for in the future. Despite that, a good or-

ganization in this zone is needed in order to avoid future problems in understanding

the stored data for its further use.

● Formatted zone: This zone comes just immediately after the landing zone. It

contains the data of the landing zone but in a structured format (i.e., in relational

database tables). In other words, it is a translation from one format to another but

without doing any kind of transformation over the data model or anything else. It

5



basically has the goal to provide us the data with a unified format such that data is

transparent and transportable so we can later use it for different kinds of transfor-

mations.

● Transformed zone: This is the zone where the data is prepared for its final ex-

ploitation. In the case of this project we transform the data for loading it into an

OLAP tool in order to perform descriptive analysis and visualization.

Figure 2: WISCENTD data lake zones.

It is important to note that without clear and delimited data lake zones, a once clean

data lake can quickly become a disorganized data swamp. That is why is important

to follow, to the extent possible, such a data lake structure.

As can be seen in the Figure 2, there are data pipelines that make the data flow

from one data lake zone to another. In our case, data pipelines may be a simple

process of data extraction and loading, or, it may be designed to handle format and

transformation operations. These data pipelines, as well as the data lake architecture

are the main points of the whole system and will be key to answer some of the

important questions and objectives of this project.

1.3.3 The importance of master data

Since in the bigger project that encapsulates the work of this thesis, data from dif-

ferent systems need to be integrated and analyzed together, these systems need to

6



have some common (backbone) information that binds them together. That binding

is enabled through the use of master data.

Master data is typically used to synchronize the critical pieces of data in a system.

We can see this data as a single source of basic business data used across multi-

ple systems, applications and processes. Curating and managing it is key to ensure

its quality and thus fitness for purpose. All aspects of an organisation, operational

and analytical, are greatly dependent on the quality of an organization’s master data.

For instance, if we want to integrate data coming from WIMEDS with data already in

WICD (e.g., data from WIDP) and we are not using master data for synchronization,

discrepancies between these different kinds of data could appear.

It could happen that we want to integrate some data storing the number of the Cha-

gas disease cases (i.e., people infected with the Chagas disease) per a specific region,

with WIMEDS data storing the number of Chagas disease medicine requests for that

region. The common characteristic of this two kinds of data would be the geograph-

ical region. If Chagas cases data would be using a more specific level of geographical

region (e.g., Barcelona) than the one used in the WIMEDS system, where the more

specific level of geographical region is in a higher level (e.g., Catalunya), it would be

difficult to integrate these two kinds of data because there would be a lack of common

information.

Hence, we need to make use of master data and have a proper synchronization between

the different subsystems to avoid these kind of situations and be able to integrate data

from different data sources.

We considered geographical location data as master data. The goal was to synchronize

the data with respect to geographical locations (WHO Regions, countries, regions,

cities, health facilities) between the master repository (WICD) and the WIMEDS

system.

1.3.4 Data and metadata

Ideally, when the data lake is ingesting information from the data source (in the case

of this project will be WIMEDS) it will ingest application data but also metadata.

Metadata is data about data and it has an informative role inside a database. In our

case, metadata could be the name of the attributes, definition of the columns, their

types, last modified time, integrity information, storage information, and since the

WIMEDS application data is generated through a business process metadata could

7



also include various information about the process itself (e.g., task id, task completion

time, task actor). Hence, we need to know which metadata we have, how to extract

it and how this metadata corresponds to the extracted data.

This metadata would be important for other people working with this data in the

future so they can better understand and interpret the data.

That is why, in fact and as previously stated, the landing zone is in WICD. You never

know how you will use this data in the future. Maybe we have some use cases now

in mind, but later, other people, or even ourselves, could have others. Hence, it is

better to have as much metadata as possible and store whatever metadata the source

provides so that later we could interpret better the extracted data and automate the

pipelines. That said, there is a need to extract metadata alongside data from any of

the systems that the data lake has as data sources, and store it in an organized way

in the landing zone.

1.3.5 Data exploitation

Having data in the formatted zone enables us to repurpose data for different kinds of

exploitation, depending on the needs.

See Figure 2 where there are some “rectangles” inside the transformed zone. Each

rectangle symbolizes a different way of modeling and transforming data for its ex-

ploitation. The light blue arrows below, symbolize also this idea of repurposing the

formatted data.

In this project, On-Line Analytical Processing (OLAP) is used for the final exploita-

tion of the selected data, in our case Tableau3 has been the selected OLAP tool. This

OLAP tool is fed with the modeled and transformed data inside the transformed zone

and brings us the ability to make descriptive analysis and visualization over the pre-

pared data. Hence, every database that is connected to the OLAP tool, has a data

model. We can see a data model as a diagram that tells Tableau how it should query

data in the connected database tables (in our case, tables inside the transformed

zone).

While modeling and preparing data within the transformed zone, we must keep in

mind which data visualization tool we will use because sometimes they may have

some restrictions in terms of the input database table organization. We are using

Tableau which is very flexible and accepts a wide range of data models to work with.

3https://www.tableau.com/
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For the part of data exploitation two models have been considered in this project:

multidimensional data model (star-schema4) and the use of a flat table. Both multi-

dimensional model and the flat table are shown in Figure 2.

Both of them are suitable for the project use case but one had to be selected. As will

be explained in more detail in section 4.3.3, the option of making use of a flat table

has been chosen.

We opted for the second approach because it was less time consuming to design (com-

pared with a star schema) and it perfectly suited the needs we had. Generating a

flat table from the tables inside the formatted zone is simpler than generating other

kinds of data models. This option can be seen as the minimum model over the data

that can be done to optimize the OLAP tool access to the data. Tableau only needs

to access one single table to generate data visualizations.

In this project, the data modeling and transformations done over data stored in the

formatted zone help us to generate, making use of Tableau, dashboards and visual-

izations for enabling descriptive analysis over the medicine requests data. In section

4.3.3 there is an explanation on how these data transformations and modeling activ-

ities have been designed and developed. In section 4.4 there is the explanation on

how Tableau is used for generating useful data visualizations from data stored in the

transformed zone.

4https://www.ibm.com/docs/en/ida/9.1.2?topic=schemas-star
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1.4 Formulation of the problem

In this section we pose the main issues that we want to address within the WIS-

CENTD project. We highlight them in the context of the whole system in order to

have a more accurate perspective of them, and finally, we also introduce and describe

the ideas that will help us to address them in the development part of this project.

The main issues to be addressed are:

●Communication and synchronization between WIMEDS and WICD.

●Data transformations inside WICD data lake.

●WISCENTD data visualization.

Figure 3 is the same as Figure 1 with the only difference that the parts that we

developed and will be explained next are marked in red. An external visualization

tool is added in the diagram since it was developed for the data visualization. The

red numbers are referring to the objectives this project has. See Objectives 1.5.1

section.

Figure 4 zooms-in on the specific parts this project focuses on.

Figure 3: WISCENTD parts to be studied.
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Figure 4: WISCENTD parts studied within this project.

1.4.1 Communication and synchronization

●Master data synchronization.

There is a lack of proper synchronization between the WICD landing zone and the

WIMEDS database.

We will need to make use of master data and implement data pipelines to provide

this synchronization. Our master data will be geographical locations among WICD,

WIMEDS and WIDP, and will help us to integrate data from different data sources

on the common geographical location. In our case, it will help us to integrate data

from WICD and WIMEDS, since we will be synchronizing these two WISCENTD

subsystems.

We will extract master data from the landing zone and export them into the WIMEDS

database. WICD uses HBase as a landing zone database, and we will use its REST

API in order to export data to WIMEDS. WIMEDS uses a relational database called

PostgreSQL to store its application data.

Hence, master data will go from a non-relational database to the WIMEDS relational

database and this implemented data pipeline will need to parse, and structure the

data in order to have it ready for its destination database.

These activities can be located, inside the whole WISCENTD, at point number 1 in

Figure 4.

11



Figure 5: Master data synchronization between WICD and WIMEDS.

●Loading WIMEDS application data to WICD landing zone.

In order for data from different systems to be analyzed in an integrated manner they

first need to be loaded in a common repository, i.e., WICD data lake. Hence, there

is the need to implement data pipelines for loading WIMEDS application data to the

WICD landing zone.

WIMEDS web application is based on a Business Process Management System called

Bonitasoft5. REST API calls to this application are being done in order to make

application data extraction.

Obviously, we would not export all WIMEDS application data into WICD. In this

project we will specifically put the focus on data related to medicine requests, in

section 4.2.2 there is a explanation of them. Over this data we want, at the final part

of the project, to do a descriptive analysis and bring it to end users.

It is important to note that here we will not do any kind of data processing over this

WIMEDS application data, we will just need to extract the data and store it. This is

important in order to have the WICD landing zone working as expected, as explained

in section 1.3.2.

We should also think about extracting metadata alongside data from WIMEDS and

loading it into the data lake in an organized way. The importance of metadata is

commented in section 1.3.4.

We will need to study which metadata about the extracted data we have in WIMEDS,

how to extract it and how this metadata corresponds to the data. To make these

5https://es.bonitasoft.com/
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steps a good knowledge of the processes running in WIMEDS will be needed.

These activities can be located, inside the whole WISCENTD, at point number 2 in

Figure 4.

Figure 6: WIMEDS application data extraction.

1.4.2 Data transformations inside WICD

Once we have the WIMEDS medicine requests data in the landing zone of the data

lake, some formatting, pre-processing and transformations over the data are needed

in order to make easier the use of an OLAP tool and perform a specific kind of anal-

ysis over them. Here, the data lake architecture is a central point of discussion. See

Section 1.3.2 for better understanding of the data lake. The activities done inside the

WICD data lake can be divided into two steps:

Format data: from landing zone to formatted zone.

It is the first stage of manipulation of the ingested data. Here we structure data

providing some increased value over the pure raw data inside the landing zone. We

are formatting data from one format to another, that is, bringing data from a non-

relational database to a relational database.

Our data stored in the landing zone are coming from WIMEDS database which is a

structured source and this formatting gives us the additional benefit of having the

data available in typed columns and not merely as strings (data is stored as JSON

strings inside the landing zone database). We also format data from a master data

table inside the landing zone containing geographical locations data.

Hence, we will format the data inside the landing zone to structured tables. This

formatting should be done as a one to one mapping between the JSONs inside the

landing zone and a tuple inside the formatted zone tables. With only having these

13



data formatted in base tables we enable these data in the formatted zone to be reused

in different ways.

These operations are represented as a yellow arrow in Figure 7. A more detailed expla-

nation of this concept and how it has been implemented can be found in section 4.3.1.

Transform data: from formatted zone to transformed zone. After the previ-

ous step, we will need to model and transform the data in order to have them ready

for their final exploitation. See section 1.3.5 for better understanding.

Data stored in the formatted zone database will be modeled, transformed and stored

into a different database, which has the transformed zone database role. In this step

we generate materialized views6 (which can be seen as flat tables) from the base ta-

bles inside the formatted zone. These materialized views are implemented in order

to optimize the access on the data from the Tableau side.

This step also enables us to integrate data from a variety of data sources. In our case

we mainly use data coming from WIMEDS (medicine requests data) but we integrate

them with geographical locations data which are not. We talk about using specific

data when generating our flat tables because these are designed to have only the

relevant data that will be consumed for our OLAP tool and will be useful to generate

the wanted descriptive analysis over the data, for our specific use case. This is a main

difference between this zone and the two previous ones (landing and formatted) which

must contain all data ingested from various sources inside the data lake. Hence, when

doing this data modeling and transformation we need to already have in mind which

kinds of analysis we want to run.

These operations are represented as a red arrow in Figure 7. A more detailed expla-

nation of this concept and how it has been implemented can be found in section 4.3.3.

These data formatting and transformation will be implemented using data pipelines

which also help us to transport the data from one data lake zone to another

The explained activities can be located, inside the whole WISCENTD, at point num-

ber 3 in Figure 3.

6https://www.postgresql.org/docs/10/rules-materializedviews.html
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Figure 7: Simplified data lake diagram for this project use case.

1.4.3 WISCENTD data visualization

WIMEDS still has no tool for its data visualization. This issue will be solved using

an OLAP tool over the WIMEDS data stored in the data lake transformed zone, so

we will be visualizing data on WICD.

We want to visualize WIMEDS data over the WICD data lake and not over the ap-

plication itself because we benefit from it, some reasons are:

Although we mainly use WIMEDS data for our data visualizations, having them in-

side the data lake enables us to cross these data with other data (from other data

sources) within the data lake. In fact, as will be seen in further sections, we integrate

WIMEDS data with data already stored in the data lake coming from another data

source (geographical locations master data).

Another reason is that enables us to report historical data. The application data

is typically a snapshot of the data in the current time and it would deprive us of

generating such reports.

Finally, we are not overloading the application database.

Once the data is in the right format and in the right place thanks to the implemented

data pipelines and synchronization, the next step is to start solving the end users

need of having a tool that would allow for descriptive data analysis on top of the

transformed data.

There is a strong need for WISCENTD end users to make use of a this kind of tool
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that brings them descriptive analysis of NTDs which helps them to make better de-

cisions based on an accurate picture of what is happening at the moment and also

having a better understanding of integrated data related to NTDs.

The term OLAP tool has been appearing repeatedly in this document since it is a

crucial aspect of this project in order to provide end users some kind of data visual-

ization.

Tableau7 has been chosen as the most appropriate OLAP tool for our project and use

case. Tableau is the appropriate tool for many reasons:

One reason is that it provides a free student license and people from DTIM working

on the WISCENTD project were already starting to use it.

Another one is that Tableau is one of the most recommended tools based on ease of

use. It is a user-friendly tool which is a combination of data exploration and data

visualization approaches. This intuitive user experience helped the student (who had

no experience with it) to quickly get used for his project’s needs.

Also, features such as multi-threading, multi-process enabled, highly secure platform,

catering to needs of a variety of users, high versatility and scalability makes Tableau

remarkably efficient.

And finally, healthcare sectors (our case) usually prefer Tableau over other tools op-

tions. It was ranked by KLAS8 as the best analytics platform in responding to the

COVID-19 crisis. While using it, you see how helpful it can be with respect to the

growth the WISCENTD data visualizations may have. Once the source data is or-

ganized in the input database, it provides simplicity in scaling the data visualizations.

OLAP tools enable users to analyse data interactively from multiple perspectives.

Tableau is fed with data from the flat table in the transformed zone so we need to

have in mind which WIMEDS application data will enable us to do the analysis and

how we need to organize them.

At this point, using the OLAP tool, we will need to generate some dashboards pro-

viding us with the wanted data visualization and descriptive analysis over the data.

This is something usually done together with the end user and depends on their ana-

lytical needs but since we are only doing it for some case example, medicine requests,

7https://www.tableau.com/
8https://klasresearch.com/report/vendor-performance-in-response-to-the-covid-19-crisis/

1948
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it will be enough to come up with useful dashboards and visualizations containing

meaningful information for our end users (thinking on what needs they could have).

These activities can be located, inside the whole WISCENTD, at point number 4 in

Figure 4.
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1.5 Scope

All the mentioned above has shown a more detailed picture of WIDP, WIMEDS and

WICD (specially these last two) and also has shown some technical features that these

subsystems lack. This project will focus on developing what the system is lacking in

order to reach the project main goal: building dashboards over WICD NTD-related

data that would enable descriptive analysis for this data. Concretely, we will provide

this analysis for medicine requests data.

Thus, in order to achieve this final goal, we will need to first solve those problems

related to data synchronization, data transformation and data loading. For this

reason all these tasks are also added in the objectives of this project.

1.5.1 Objectives

The project has been divided into four objectives:

● Objective 1 : Synchronize the data with respect to Geographical Units (WHO Re-

gions, countries, regions, cities, health facilities) between the master repository

and the WIMEDS system.

● Objective 2 : Extract and load the WIMEDS application data to a data lake.

● Objective 3 : Model and transform the data such that a descriptive analysis and

various types of reporting can be performed on the selected WIMEDS applica-

tion data.

● Objective 4 : Select the appropriate tool and develope the necessary artifacts (e.g.,

dashboards, charts, reports) for the users to extract knowledge from the data.

See Figure 3 and Figure 4 for making a visual approach of where each objective will

be focused on the whole WISCENTD system.

The first three objectives are the ones related to data synchronization, data trans-

formation and data loading issues mentioned in previous sections. Objective 4 is the

main reason why this thesis is being done and is the most important objective to

accomplish (but impossible to achieve without the others).

See Figure 8 where there is a diagram showing objective/task flow. Thesis objec-

tives/tasks are in green boxes while other context work already done are on yellow
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ones. Yellow tasks can give us baselines and guidance to develop some of the green

ones and hence can play some role inside the project. This project could be seen as

an end-to-end system since it will study all the basic parts of a data lake architecture,

from data sources to analysis over the data lake.

Figure 8: Objective/task flow.
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1.5.2 Stakeholders

There are many involved parties which have a vested interest in the resulting work of

this project. These stakeholders can be divided into two different groups depending

on the interaction and benefits they have with the project itself.

Stakeholders that have direct interaction with the project are:

The author of this thesis, Eduard Cidraque Sala, is responsible for planning, devel-

oping and documenting the project as well as experimenting, analyzing and drawing

conclusions. Both project tutors, Besim Bilalli and Petar Jovanovic, are also included

here. As members of the DTIM research group at UPC, they are working on the same

project which this thesis belongs to, so they are also interested in the thesis devel-

opment and results. Thus, they will lead, guide, and supervise the student for the

correct development of his work.

Stakeholders that do not interact directly with the project but receive benefits:

WHO, and more precisely its NTD department, will take profit from thesis results

in the interest of offering a better and a more complete functional system to epidemi-

ologists, researchers and other interested parties. WHO NTD department have been

an important agent on the creation of some WISCENTD subsystems (WIMEDS and

WIDP) and are highly interested and with active collaboration with the development

activities being carried out at UPC.

WISCENTD end users which will end up interacting with the system (through

the OLAP tool over the system database) must be taken into account too. They

will use the system in order to have a unified view and a better understanding of

NTDs medicine requests data which will help them to evaluate the current status

of diseases throughout the world. Thus, people working on WHO HQ, Minitries of

Health and other interested parties working on NTDs medicine requests process have

to be included on the beneficiaries.

Finally, one must not lose sight and perspective of what the real target audience of

this project is. Thanks to the better monitoring and descriptive analysis over NTDs

medicine requests data brought WISCENTD end users (e.g, people working on WHO

HQ), more than a billion of people affected and exposed to this kind of diseases are

the end beneficiaries of this work.
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1.5.3 Potential obstacles and risks

There can be some risks that prevent the correct functioning of the project . Besides,

there can appear some obstacles during the execution of the project.

Bugs in programs. Some code used or developed could have bugs in some

functions, which would make the code incorrect. Probably most of the errors can be

easily identified and fixed in a matter of hours or less.Two main situations can arise.

The first situation would happen when a bug is detected during the development

phase and can be fixed, without dedicating too much time. In this case, the bug will

be fixed, as it will not affect the global project planning, due to the fact that the

planning already considers time spent on fixing errors. On the other hand, if the bug

needs more attention or even blocks the normal development of the project, other

actions will be needed and adding a new task to the backlog along with an issue on

the code repository would be a good idea. This risk is going to be minimised trying

to test the code in order to detect bugs at the earliest.

Changes in the requirements. During the project development new unex-

pected requirements and refactoring activities can appear. The methodology used on

this project probably will mitigate this kind of problem.

Quality. The quality of the different programs developed is very important be-

cause the data quality and consistency of the system will depend, on part, on the

development of these programs. Many subsystems databases will be working with

the code and as the number of data sources increases, the question of internal data

consistency becomes significant, regardless of fitness for use for any particular exter-

nal purpose (e.g: dashboard over WIMEDS application data).

Deadline of the project. There is a deadline for the delivery of the project

that has to be accomplished. Hence, there will have to be a good plan and meet the

specified deadlines to be able to finish the project as planned.

Inexperience in the programming environment. The author of this thesis

will have to spend time getting used to using new technologies or even never used

programming languages on some of the project stages.

Tools licenses. Tools licenses will be needed in order to use some of the appli-

cations needed to develop the project (e.g: OLAP tool). If there is no license other
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options will be studied.

Impossibility of meeting with the tutors in person. This task can be ham-

pered due to COVID-19 that can make person meetings not recommendable. In such

case, meetings between tutors and the student would not be in person and would be

done using Google Meets. In any case, each side is already aware of the situation and

with any hesitation on doing online meetings if required.

Hardware problems. This risk considers the situation that could happen in

case that the laptop used for developing this project breaks or gets stolen. Thanks to

the fact that all documents and code is stored on the cloud, the losses will be almost

undetectable.

1.6 Methodology and tools

1.6.1 Agile methodology and tools used

Thesis characteristics have been analyzed to choose the most appropriate working

methodology. This project requires constant revisions, supervision and monitoring

in order to accomplish its objective. Therefore, an agile methodology and tools to

monitor and validate the work done have been chosen.

The agile methodology has been chosen because of the need to tolerate changes in

the requirements and to keep track of the process. Agile methodologies are faster

and provides better communication, continuous feedback, transparency and flexibility

compared to traditional software development methodologies.

The communication with the directors is constant through weekly meetings (in person

or online) and email exchanges. In person meetings have been done at FIB. Google

Meet has been mainly used in the case of online meetings (nearly all the meetings

have been online). Regarding the sprints or iterations, there have been four in total,

one for each objective. The content of every iteration is conditioned by the progress

done on the previous ones and also by the progress in the main processes that the

project will implement and the modifications needed to be done to achieve progress

in the implementation. The weekly meetings served us as sprint plannings, reviews

and retrospective meetings.

Regarding time and task organization Redmine9 have been used in order to have a

9https://www.redmine.org/
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good coordination between projects and its members and to monitor the evolution of

the project. Trello10 has been also used.

GitHub repository has been used as a tool for version control, which allows us to

facilitate the code availability and the recovery from previous versions in case of crit-

ical failures. Different branches on the same repository have been used in order to

have a well structured organization of what is done or under development for example.

Since it is an agile methodology, activities such as code testing and detection and

treatment of bugs are done in order to have a better control on the implemented code

and to be classify a task as done.

Finally, this documentation has been written using LATEX11.

1.6.2 Requirements

Functional requirements.

Installation and execution. The difficulty level of installing and executing the devel-

oped applications.

Descriptive analysis. Whether the system provides tools for performing descriptive

analysis over the system data.

Data synchronization. Whether the systems allow data synchronization between the

different subsystems of WISCENTD.

Extracting and loading data. Whether the systems allow to extract and load data

from one system to another.

Data integration. Whether the system allows combining data residing in different

sources and providing users with a unified view of them.

Non-functional requirements.

Open source. Whether the implementation of the system is provided as open source.

Documentation. Whether there is a comprehensive documentation available.

Learning curve and usability. How difficult for the end users to get used to data

visualization on the tool provided. The level of technical background provided.

Look and feel. The system will try to be attractive and easy to use and aesthetically

10https://trello.com/
11https://www.latex-project.org/
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pleasing to any user.

Understandability and Politeness. Each functionality must be clear, concise and not

let ambiguities appear.

Scalability or Extensibility. The system developed should be prepared for future mod-

ifications and extensions.

Privacy Requirements. Comply with the data protection laws. This includes usually

the right to get details on which data is stored, for what purpose and to request the

deletion in case the purpose is not given anymore.

Integrity Requirements. The maintenance of, and the assurance of, the accuracy and

consistency of data over its entire life-cycle, and is a critical aspect to the design,

implementation and usage of any system which stores, processes, or retrieves data

like the one developed in this thesis.
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2 Project planning

This project lasted approximately 450 hours (each credit means 25 hours of work)

distributed in approximately 140 days starting from the first week of October 2020

until the finals of April 2021, when it is planned to expose the work to a jury. The

mean of time in hours per day devoted to the project is 3,5 hours approximately.

However, depending on the stage we are, the amount of hours per day oscillated and

also external factors affected this time periodically making it change.

2.1 Task description

Following, it is presented the block of tasks that have been carried out along the

project. Descriptions, duration and dependencies of these tasks will be mentioned.

The outcome of this thesis is part of a bigger project and hence, the tasks and the

scope of the work are quite fixed. Given that the project follows the agile methodol-

ogy, the implementation tasks are divided into sprints. The first official meeting was

on 21st of September and weekly meetings have been done since then. In this chapter

these phases are explained in a chronological order.

Inception and planification phase. The first days/weeks of the project are being

spent, mainly, on learning and studying the tools that will be used during the project

and doing the set-up of everything needed in order to carry out the first objectives

this project has but also doing GEP course tasks in order to have a well structured

project. Hence, the contents of this block of tasks are the ones considered on the

GEP course and the estimation of time devoted to these tasks is about 60 hours.

Development phase. Hereupon, and once all work related to inception and plan-

ning has been done, the development phase started. This phase, since we used an

agile methodology, is divided into sprints.

The project is implemented by a single person so there are no dependencies between

members of the team. The design of these sprints is usually a just one-time event,

though it can be tweaked moving forward to improve the process. Here is also de-

termined each sprint velocity. That is, how much work should be done within each

sprint. These decisions are based upon students’ abilities and the available time.

The key to actually achieve the goals and objectives settled is to break them down

into actionable tasks, and that is what has been done. The tasks have been done, in

general, sequentially and we have a sprint for each objective (see objectives on section

1.5.1):
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● Sprint 1 : This sprint is related to Objective 1. In order to achieve the objective

of having a proper data synchronization between the master repository and

WIMEDS, the sprint is divided into the following tasks:

i Study and explore the master data that needs to be extracted from WICD.

ii Develop a connector for reading data from WICD (HBase) and exporting

to WIMEDS (PostgreSQL).

iii Develop an algorithm/logic for updating the data that conflicts with the

master data.

iv Test the solution.

● Sprint 2 : This sprint is related to Objective 2. In order to achieve the objective of

loading application data to a data lake, the sprint is divided into the following

tasks:

i Study and understand the WIMEDS REST API.

ii Use the WIMEDS REST API to develop a connector for exporting medicine

requests data from WIMEDS (PostgreSQL) to WICD (HBase).

iii Test the solution.

● Sprint 3 : This sprint is related to Objective 3. The focus is on data pre-processing

and transformation of the data lake data. The sprint is divided into the following

tasks:

i Develop the data formatting steps for loading the data from the WICD

landing zone (HBase) to the WICD formatted zone (PostgreSQL).

ii Model the schema of the WICD transformed zone for easy OLAP analysis

over WIMEDS application data.

iii Develop the data modeling and transformations steps for loading the data

from the WICD formatted zone to the WICD transformed zone.

iv Execute and test the implemented data pipeline.

● Sprint 4 : This sprint is related to Objective 4. The focus is on bringing descrip-

tive analysis over WIMEDS data to end users. The sprint is divided into the

following tasks:

i Do a study of the selected OLAP tool (Tableau).

ii Do a study of what the end users data visualizations needs may be.
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iii Design and develop dashboards using the OLAP tool, enabling descriptive

analysis over medicine requests data.

Sprint 4 has dependencies on the first three sprints and the work of these sprints need

to be done before starting the fourth sprint.

Once the time to start each sprint arrived, some sub-tasks have been generated and

a zoom-in on them is done in the development part of the project.

This phase took approximately 390 hours since each day devoted to the project is

approximately 3,5 or 4 hours of work.

The amount of time that have been scheduled for sprints number 1, 2 and 3 are more

or less the same, with a mean of 24 days per sprint. These three first sprints are

the ones that we are more familiar with, moreover, there is some work done on sim-

ilar stages of the bigger project that can be used as a baseline for the work to be done.

The scenario in sprint 4 is different from the previous ones. At this point it was not

very clear which visualizations we had to create, hence, some more study and effort

was required. Due to this facts, more time has been spent on this sprint. A total of

36 days has been scheduled to carry out this part of the project. About 30 per cent

of the time given to the development phase is spent on this last sprint.

The tasks related to test the final solution of each sprint as well as the ones related to

studying activities are those which have less dedication time. The development tasks

are the ones with more time scheduled. It is well known that ideally the distribution

of time in a software engineering project like the one we have at hand, would be

devoting more time to testing and design activities rather than the coding ones but

here, in those tasks, a part from the time spent on the coding task itself, it has been

taken into account the time that may be spent in learning and getting used to some

of the tools and languages used.

Final phase. The final project report has been written at the end of the fourth

sprint when all the development work has been completed. During the development

phase we documented each step in detail for having already a draft of what should be

in the final report. The documentation has to be delivered, at least, one week before

the oral defence, that is, on April 23rd.

After that the thesis defense has to be prepared.

The table illustrating the schedule of the project and its respective Gantt chart are

shown in Figure 9. Inception and Planning tasks are in pink, development ones in
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purple and final phase ones in green.

Figure 9: Project schedule.

2.2 Resources

The resources needed to be able to organize the project properly and carry out its

correct development are divided in 4 different groups: human , hardware, software

and material resources.

Human resources. In this project we find three human resources. Firstly, the stu-

dent is the responsible for the development of the project. He will have to plan,

develop and document the project. On the other hand, the tutors of the project are

responsible for leading and guiding the student for the correct development of the

project. Finally, the GEP tutor is in charge of helping the student to do the project

management correctly during the first month of the project.

Hardware resources. One of the essential resources needed is a computer. In this

project the student will use a personal computer of his own:

HP laptop computer: 8GB RAM, Intel(R) Core(TM) i7-8565U CPU @ 1.80GHz.

Software resources. We need multiple software resources. Each one helped us in a

specific part of the project. Meetings have been done using Google Meet. All the in-

formation for the project is saved in a Github repository. The Gantt chart is created

using Ganttproject. Different tools to implement the project itself: HBase, Post-

greSQL tools, Tableau, Bonitasoft, Eclipse IDE, among others. Finally Texmaker

and Overleaf will be used as text editors.

Material resources. In this thesis there has been the need to get knowledge from

previous work done and the area in question. In order to obtain this knowledge we

had to read and study documentation about it.

28



2.3 Risk management and mitigation actions

Since the project followed an agile methodology, the project planning already an-

ticipates some unexpected issues overestimating the devoted time per task. Despite

that, other factors beyond the methodology affected the estimated times. The main

ones are presented below:

Bad planning. One of the main risks of project planning is to have made a bad deci-

sion while scheduling it. This project suffered a deviation caused by a bad estimation

of the hours needed per sprint. We solved this issue by doing a second planning in

an intermediate point of the project. We also increased the number of working hours

per day.

Inexperience on the used tools. Some of the tools used to develop the tasks have never

been used by the author of the project and additional time was needed, specially for

getting used to Tableau in sprint 4 and Bonitasoft (WIMEDS) in sprint 2.

Therefore, project deviations appeared. These issues may happen quite usually, espe-

cially on this project that has some innovative elements, so any changes and variances

have been captured and regulated. Project deviations are a normal situation but we

have to take them into account. It is important to detect this anomalies at the earliest

since human and resource costs will appear from them. In Budget section these costs

are explained.
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3 Budget and Sustainability

3.1 Budget

Once the project planning was done we had to calculate the expenses that the project

would generate. The costs related to travel were not considered here due to the fact

that we still are in COVID-19 pandemic phase and most of the work has been done

at home as telework.

3.1.1 Identification of costs

Here we describe the main elements to consider when doing the budget estimation.

The costs are divided into human costs, hardware costs, software costs, generic costs

and other costs. This tell us if the project is viable (on economic soundness of the

project).

Human costs. The project was implemented mainly by a single person that played

the role of the programmer. The student, author of this project, did not participate

in any scholarship, hence, the human costs can be neglected in this case.

Hardware costs. The hardware resources considered, shown in Figure 10, will be

the needed tools to implement the project. Their costs depend on the lifetime of the

project, which is set to be approximately 6 months.

Figure 10: Hardware cost.

Software costs. All software resources used are totally free or their respective free

versions (student license) are used. In the case of Tableau, the cost in production

would be the cost needed to deploy on the Tableau Server (On-Premises or Public

cloud) and it requires a Tableau Creator 12 license which costs around 70 dollars per

user/month.

In the case of proprietary software, such as the operating system, its price is included

inside the price of the laptop computer.

12https://www.tableau.com/pricing/teams-orgs
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That is why the total cost is 0¿.

Generic costs. Since we are in COVID-19 pandemic and most of the work has

been done at home as telework, the costs related to electricity, internet connection

and water are calculated from the contracted services and the total amount of time

worked each month.

Electric costs. The actual cost of the kWh is 0,1199 with the contracted service.

Only the expenses when the hardware is turned on are counted. The only hardware

that is taken into account is the laptop used. It has been used all the hours spent

working on the project and if we have that the consumption is 65W then the total

consumption will be around 29,25 kWh generating an electricity cost of 3,50¿.

Internet costs. The internet rate costs 110¿ per month. Taking into account that

the projects lasts 6 months and that the working hours per day are 3,5 the internet

cost is 6 months * 110¿ * (3,5/24) = 96,25¿.

Water costs. The water cost in my zone area costs around 30¿ per person. Doing

the same equation of the internet cost, the water cost will be around 6 months * 30¿

* (3,5/24) = 26,25¿.

Total cost.

Figure 11: Total costs.

3.1.2 Control management

In the previous section it has been seen that the time and budget estimations will not

be 100 percent correct. Consequently, a model for controlling the potential budget

deviations is defined. Some of the formulas have been already applied in the previous

section in order to calculate additional costs. We can see these formulas, for some of

the incidences, defined below.
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Generic costs deviation. It is caused when less or more hours have been devoted

to working into the project. Electricity, internet and water costs may be affected:

Generic cost deviation =

∑
i∈hr

(EstimatedHoursi −RealHoursi) × priceHouri

3.2 Sustainability

3.2.1 Self-assessment

In order to analyze the self-assessment of the current domain of sustainability compe-

tition, a survey was provided during the GEP course. A summary of the conclusions

from the self-evaluation survey is given below.

The survey remembered us to always analyze and take into account the three di-

mensions (economic, environmental and social) when developing any kind of project.

Doing projects that do not suppose a threat to sustainability is of vital importance.

Other courses and activities done during the Computer Engineering Degree at FIB

also helped to understand what sustainability is and which is our role, as software

engineers, when talking about these aspects.

3.2.2 Economic dimension

Regarding Useful Life: How are currently solved economic issues (costs...)

related to the problem that you want to address (state of the art)? It can

be seen that there will be an improvement in the economical sense. Enabling descrip-

tive analysis for data related to NTDs will save a lot of time for people interested in

such data since the system will provide them with exactly what they need so they

can avoid time-wasting tasks searching this information and obtaining it. Also, this

project will help system users to make better decisions based on the developed data

visualizations and this means reductions on important factors such as time and deci-

sion errors. The digitization will then offer an easy and centralized access to all the

required data and it will be a common point for the members of all the countries. In

addition, another aspect where the system can contribute in terms of cost reduction

is the area of pharmaceutical waste. Medicine requests needed in any place/country

will be some of the information related to the descriptive analysis the system devel-

oped will show to the end users.
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How will your solution improve economic issues (costs ...) with respect

other existing solutions? As explained in other sections, there is still no way

to have a descriptive analysis over integrated data related to NTDs of the different

WISCENTD subsystems, so doing this project will create a feature that still no exists

in the system. The economic issues improved are explained on previous questions.

3.2.3 Environmental dimension

Regarding PPP: Did you plan to minimize its impact, for example, by

reusing resources? The only resource that can be reused is the programmed code

developed by other researchers that worked or are still working on the same project.

In addition to that, no new hardware has been acquired in order to do the project.

Regarding Useful Life: How is currently solved the problem that you want

to address (state of the art)? Since there is no tool to do such descriptive analysis

over this kind of data the end users nowadays have a lack on this aspect.

How will your solution improve the environment with respect other ex-

isting solutions? This question can be answered like the one asking the same but

on the economic dimension. End users will have a better data quality and a better

view over it using the system developed on this thesis. These benefits will also bene-

fit energy consumption of many kinds (electricity, energy consumed due to medicine

production and transportation, etc.).

3.2.4 Social dimension

Regarding PPP: What do you think you will achieve -in terms of personal

growth- from doing this project? The author of this project learnt and improved

his skills and knowledge related to project management, English speaking and writ-

ing, programming, data engineering/software engineering, project sustainability and

finally gained knowledge about NTDs.

How will your solution improve the quality of life (social dimension) with

respect to other existing solutions? Thanks to integrated data related to NTDs

and its descriptive analysis brought to NTDs WHO department, more than a billion

of people affected and exposed to this kind of disease could benefit.

Regarding Useful Life: Is there a real need for the project? There is a real

need for the project. We developed some functionalities and features WISCENTD
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system needs in order to offer to WHO better technologies to continue eradicating

and preventing NTDs in a more efficient and effective way.
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4 Development

In the following, the development part of the project is described. The section is

divided into 4 sub-sections (corresponding to project objectives from section 1.5.1).

For each of them, we first make a study of what needs to be done, and after that,

there is a detailed explanation of how the development itself has been carried out.

All the developed code, as well as the work done on Tableau, can be found in the

Github repository,

https: // github. com/ WISCENTD-UPC/ enablingDescrAnalysis-WIMEDSdata

Information on how to execute the developed applications can be also found there.

4.1 Master data synchronization betweenWICD andWIMEDS

In order to solve the problem of master data synchronization mentioned in section

1.4.1, there is the need to build data pipelines providing the wanted communication

and synchronization between the master repository and WIMEDS, with respect to

the Geographical locations (which play the role of master data).

A connector for reading data from WICD and exporting to WIMEDS is built to meet

our needs. In addition, an algorithm/logic for updating the WIMEDS data that

conflicts with the master data, is also developed.

This will enable us to integrate data from these two WISCENTD subsystems on the

common geographical location.

4.1.1 Geographical locations master data

First, a study is done examining how this master data is, where and how it is stored,

and how we can retrieve and export them from one system to another.

●Geographical locations data in WICD.

WICD uses Apache HBase for storing all data in its landing zone. HBase is the data

storage component on top of Hadoop using HDFS as the storage. HBase is a non-

relational (NoSQL), distributed in nature, and column family oriented database.

Specifically, master data related to geographical locations are stored in a HTable

called ‘WHO-DEV-OrgUnits’. Inside this table there is a row for each geographical
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location (also known as organisation units), and the row keys are hierarchically or-

ganized (Global, Continent, Country, Region and so on). Hence, our master data

follows a tree data structure.

All the data from a specific organisation unit is stored under the same column family

and column qualifier inside a cell. Here, all the parts of the data model converge into

a key-value pair. A key-value pair can look like this in Hbase:

RowKey:(Column Family:Column Qualifier) �Value

The values stored inside these cells are every time treated as Bytes and follow a JSON

format. In addition to each value, the timestamp is written next to the column iden-

tifier and reflects the time when the data value is written on the Region Server. This

timestamp will be very useful in this synchronization task we are dealing with.

See Figure 12 giving a simplified example of how organisation units are stored in the

WHO-DEV-OrgUnits HBase table.

Figure 12: Master data HTable simplified organization.

Finally, we need to know how to retrieve data from the data lake landing zone. We

need to find out how to connect to the HBase instance. Two options were taken into

consideration:

- HBase Java API 13

- HBase REST API 14

13https://hbase.apache.org/2.3/devapidocs/overview-summary.html
14https://docs.cloudera.com/documentation/enterprise/latest/topics/admin_hbase_rest_

api.html
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The first option that was thought was to make use of the HBase Java API. We are

developing our work in Java, and Java API is the fastest way to communicate with

HBase. This is the way, for example, the scripts that connect WICD to WIDP use.

HBase is written in Java, so it provides Java API to communicate with HBase.

Despite that, we ruled out this option immediately since this way has some limita-

tions in terms of where the script that is accessing the HBase instance is located and

where the HBase instance itself is running. The scripts using the HBase java API

would only work in the case the scripts and the HBase instance would be in the same

machine, which is not our case since all the work is done remotely.

In order to establish a remote communication with the HBase instance another option

was needed. The alternative to the HBase Java API found was the HBase REST API.

We will use this REST API to interact with HBase tables using HTTP endpoints.

●Geographical locations data in WIMEDS.

Once we have talked about how the master data is stored in the master repository

we should know how the data is being stored in WIMEDS.

WIMEDS uses PostgreSQL as a database. Inside this database there is a table called

AdministrationUnit where the geographical locations data (our master data) is stored.

WIMEDS uses this data for different purposes on the different application processes

it has.

Each row of the AdministrationUnit table in WIMEDS does not have all the infor-

mation that a row from the HBase table has. In WIMEDS we only have a portion of

these data, the one needed for WIMEDS processes. We have information about the

id, parent id, name, short name, date last updated, if it’s a leaf or not in the tree

data structure, depth inside the tree, address, and url. This is the information that

we will send, for each geographical location, from WICD to WIMEDS.

The tree data structure will be also present in WIMEDS. See Figure 13 showing

a portion of the organisation unit tree data structure (OrgUnitTREE) inside the

WIMEDS database.
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Figure 13: OrgUnitTREE from one leaf to the root, PostgreSQL.

Knowing that we will be sending data from a system using a non-relational database

to another one using Postgres, we will need to develop a script that would allow for

the data to flow but also be transformed from one format to another.

Finally, in order to send our data to WIMEDS we will use Drivers JDBC that will

allow us to connect to the PostgreSQL database.

This is done because WIMEDS has two separated databases: Business data database

and Configuration database that contains data about the process itself. Therefore,

there are two different API’s to communicate with them, bdm API and bpm API.

The bpm API provides access to all Bonita BPM objects (like processes, tasks, users,

connectors etc.), to execute operations on them (create, retrieve, update, delete), but

this is not our use case right now.

The focus of this part of the project is on the bdm API which does not provide

functionalities to create, update and delete, but it only retrieval functionalities (i.e.,

GET). If someone wants to perform create, update, and delete operations over the

business data objects, an API extension should be implemented. This way has not

been explored yet hence we directly update the WIMEDS database. However ideally,

we should make use of the WIMEDS REST API15, since in the future we may not

have direct access to its database. Moreover, the WIMEDS REST API is used when

developing the second objective of this project, retrieving data from WIMEDS.

15https://documentation.bonitasoft.com/bonita/2021.1/rest-api-overview
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4.1.2 Connector for master data synchronization

Now that we are aware of how master data is stored in one system and another, we

start working on implementing the Java code for developing the needed connector for

reading the master data from WICD (HBase) and exporting it to WIMEDS (Post-

greSQL).

●Data Extraction.

Once the way to interact with HBase was decided (HBase REST API), two ways to

access data stored in the table were identified:

- Defining the row key and with the row key then get the data.

- Defining and making use of a scanner object.

The first option allows retrieving the data, but it requires the row key in every re-

trieval, implying that we know all the possible row keys for data we want to fetch.

This is not a viable approach, since we may want to retrieve data even without know-

ing their row keys. For this reason we chose the second approach.

The second option that HBase REST API provides is used to perform Scan opera-

tions. The scanner operations that HBase REST API provides are the same as the

scan operations one would use through the HBase shell or HBase Java API.

The scanner mechanism has all the functionalities searched in order to let us traverse

the data as we want and that is what we are looking for.

First of all, a Scanner object is needed. In order to get a Scanner object using the

HBase REST API a PUT operation has to be done with which the scanner is created

and defined. It does not change any data itself, it just defines the scanner which can

be later used (identified through the scanner id that we get from the response) and

it is required for all other Scan operations.

Inside the body of the PUT request we had to adjust the batch parameter to the

number of rows the scan should return in a batch. After some testing, a batch of

10000 rows was defined as default since this value was suitable considering the script

execution time. See Figure 14 where a scanner is defined.

The way to proceed then, is to make as many calls (with HTTP GET method) as

needed, getting the next batch from the scanner each time. If the scanner is ex-

hausted, HTTP status 204 is returned and means all data that the defined scanner
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Figure 14: HBase REST API call to define a Scanner.

wanted to give us from the HBase Table has been already extracted. When this hap-

pens the scanner object is deleted.

Furthermore, each time a data extraction is done the extraction timestamp (time

when the extraction is done) is saved. This value will help us to know when the last

extraction was done and therefore, when the WIMEDS AdministrationUnit table was

last updated.

Hence, the steps implemented to extract data from HBase are:

- Define Scanner object

- Make as many calls as needed to get all data with the defined Scanner

- Delete Scanner

- Save extraction timestamp

Activities related to define the scanner and save the extraction timestamp are closely

related. What is of most concern to us is that we want to be able to update WIMEDS

data with the master data stored in WICD. This is important because the way the

scanner is defined relies on this idea.

We have to consider two scenarios:

1) What would happen if a new geographical location is registered in the system(e.g.,

a new health facility) and this is stored in the WICD WHO-DEV-OrgUnits table.

2) What happens when an existing Organisation Unit is updated inside the HBase

table.

In these cases, whether it is a new or an updated row, we should define a mechanism

for moving these changes into the WIMEDS database to continue having a proper

master data synchronization.

Doing a full scan over the HBase table would not be necessary and would be time

consuming in terms of script execution time. In order to check which organisation

units rows from the HBase table have been updated or are simply new, two options
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were discussed:

- Looking at a time+date attribute inside the Cell value storing the last modifi-

cation timestamp of the row and comparing it with the last extraction timestamp.

- Using scanner time range functionality.

The first option was discarded in an early stage of the discussion since having to get

the date+time attribute from inside the Cell value is far more time consuming than

the second option. We want the update functionality to be as fast as possible, so we

explored using scanner time range functionality.

HBase REST API provides operations to supply filters to the Scanner object or con-

figure the Scanner in any other way we want. One of the provided configurations is

the time range configuration. This scanner with this time range configuration will

look at the timestamp of each of the rows in the HBase table and if it is within the

defined time range it will return it in the REST API call response.

Now, instead of going inside the JSON itself, as the first option propose, we go with

the timestamp mechanism offered by HBase. The timestamp used in HBase stores

the time and date when a row was last updated or created (any modification). The

important thing here is that this timestamp is part of the row key so it would be

much more efficient to do the update check comparison this way.

By now, in the geographical units HBase table does not keep history, we only keep the

last value. In the case we implement it, versions are implemented using timestamps

by default and are sorted in decreasing order so that you automatically get the most

recent value if you don’t specify a version. Then the way the script would work would

not be so different from how it is being done without versions.

See Figure 15 defining the scanner with a time range. We use startTime the times-

tamp saved when the last data extraction was made, and endTime is the timestamp

corresponding to the moment executing the program.

If no time range specification is done, a full scan over the HBase table would be done.

Figure 15: Scanner with time range.
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●Data Formatting.

In order to export geographical locations data to PostgreSQL, first we need to gen-

erate, from the data in JSON format that the scanner returned, the necessary SQL

queries to insert the data in a relational database, PostgreSQL.

Therefore, the way to proceed is, for each of the rows, that is, for each Organisation

Unit, the required attributes are extracted from the JSON object (each JSON object

is a Organisation Unit). Then, we generate SQL queries like the one in Figure 16 to

be able to update WIMEDS AdministrationUnit table with the new data.

Figure 16: Example of an update query.

A bottleneck in terms of execution time was detected when running the Java appli-

cation. The bottleneck appears when generating the SQL queries from the extracted

data (decoding, getting the values wanted, and generating the query itself). To speed

up the application, Java multi-threading features have been used in this specific part

(tasks can be executed in parallel).

●Data Exportation.

Once we have the query that updates all the Organisation Units rows in WIMEDS

that need an update, we proceed to implement the connection to the WIMEDS

database in order to send the data.
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This functionality is implemented in a function where, as parameters, we have the

generated SQL query, the database url (With JDBC, a database is represented by a

URL), and the credentials to access it. The URL and the credentials used are stored

in the properties file.

Before connecting to a database, you need to load the driver. Then establish the

connection with the parameters mentioned before.

Once the connection has been established, we create a SQL server statement object

for sending SQL statements to the database. And using this statement the SQL is

executed with executeUpdate() function which runs the given SQL statement. It can

be an INSERT, UPDATE, DELETE, or MERGE statement or it can also be an SQL

DDL statement.

See Figure 17 showing the steps followed to establish connection with the destination

database.

Figure 17: Database connection steps.

In this part, the implementation of the data pipeline that provides us extraction, for-

matting, and loading of master data from one system to another has been explained.

A visual summary of things implemented and used can be seen in Figure 18.

Figure 18: Master data synchronization between WICD and WIMEDS.
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4.2 WIMEDS application data to WICD data lake

In this section we explain how we solved the need to extract and load the WIMEDS

application data to the data lake landing zone. That is, the same path implemented

in the previous section but with origin and destination switched. This step enables

us to integrate data from different subsystems in WICD.

Before starting to implement the code itself, a study of the whole environment in

which this part of the project is developed was made.

See Section 1.3.4 and 1.4.1 to better understand what was wanted to be done, and

the context.

4.2.1 WIMEDS REST API

To load WIMEDS data to WICD, a data extraction from the first is needed.

WIMEDS is a web-based system based on a Business Process Management System,

Bonitasoft and in order to retrieve data from there we need to make use of the previ-

ously mentioned WIMEDS REST API (i.e., Bonita REST API). This API provides

access to all Bonita BPM objects and to execute operations on them.

The Bonita Engine is the runtime processor at the core of Bonita. It executes pro-

cesses, handling actions related to tasks, such as database access, and housekeeping

actions such as logging. The Engine is composed of a number of services and APIs.

See Figure 19 showing the REST API overview.

Figure 19: WIMEDS/Bonitasoft REST API overview. Source: Bonitasoft documentation.

For the usage of the Bonita Web REST API we need to use all of the three phases of

every connection operation through this API: authentication, execution, and logout.

Authentication:
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Calls to the Web REST API require you to first log in as a user registered in the

Engine database. See Figure 20 showing the request structure.

Figure 20: Log in request. Source: Bonitasoft documentation.

Once the call is done, two important cookies in the response can be found. These

cookies are JSESSIONID and the X-Bonita-API-Token which both of them define

our session and are needed for each future REST API call.

Execution:

After we are logged in we are now in the execution phase and we can start calling API

methods. Bonita provides us with multiple APIs depending on which kind of data we

are interested in. In the case of this project the focus is on the bdm API and bpm API.

bdm API: It allows to retrieve the business data. In our project, the retrieved data

is related to the request medicines process. We will specifically extract data related

to requests, diseases, manufacturers, medical supplies and shipments.

Once the data pipelines for the requests data are done, if there is a need to export

data related to other processes, the script will be easily adapted to these new needs.

Depending on the object attribute loading policy, the API returns either the full ob-

ject in JSON representation or the HATEOAS links to the object attributes. Always

load policy has been used because, despite generating data redundancy, gives us some

advantages for the further use of this data in the data lake.

We can see it, for example, when retrieving data of a Request object, which has

an Administration Unit object as an attribute (countryAdminUnit). If we use load

when needed policy (HATEOAS links to the object attributes) we will not be able to

directly know the identifier (id) of the country that made the request, another call

to the REST API would be needed. Instead, using the Always load policy we will

directly be able to know which country made the request (its id) and that is why we

normally use this load policy.

See Figures 21a and 21b to see a simplified version of the REST API success response
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depending on which loading policy is used.

(a) Always load policy response. (b) Load when needed policy response.

No modification should be made over the REST API response. We will just encode

the JSON to correctly store it in the data lake landing zone (HBase). This activity

is described in Section 4.2.2.

bpm API: This API is used to retrieve information about activities and tasks, ac-

tors, connectors, processes, and cases (processes instances) that are defined in the

WIMEDS system. All this information can be used as metadata for the extracted

data.

Due to time limitations, since deeper understanding of the logic under the running

WIMEDS processes is needed, and also a better knowledge of which useful metadata

can be extracted through this API, the activity related to metadata extraction has

been postponed.

Despite that, an algorithm to know if the request medicines process definition has

changed has been developed. A change in process definition could mean also a change

in the metadata describing request medicines process data. This information can be

retrieved using the bpm API.

This functionality will be important in the future since if the process definition

changes we would need to extract the new metadata. Apart from the process def-
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inition, we could need more metadata, in fact, we should extract as much useful

metadata as possible. The importance of the implemented algorithm is more on its

future utility and the easy adaptation to future needs than the utility it has now.

In the next sections, we see, in more detail, the utility of this algorithm inside the

landing zone and how it has been implemented.

Log out:

After all the execution and processing is complete, we must log out. See Figure 22

showing request structure:

Figure 22: Log out request. Source: Bonitasoft documentation.

4.2.2 Application data in the landing zone

After making the REST API calls, we already have all the data, in JSON format,

ready to be exported to WICD. Just as it was done during the WICD extraction

phase, HBase REST API has been used in order to load WIMEDS data into the data

lake landing zone.

In Figure 23 we can observe the organization and structure of the WIMEDS appli-

cation data we are interested in, and which we are bringing to the WICD landing

zone. Request table has foreign keys (FK) to other tables such as disease, medical

supply, country, and request status. See Figure 52 in Appendix A for a zoom-in on

the Request and ShipmentR tables. We are not interested in the geographical lo-

cations data inside the WIMEDS (AdministrationUnit table) since we already have

these data inside the master data table in the landing zone. Hence, we are not ex-

porting these geographical locations but we put them in the schema to have a better

contextualization of the data stored in WIMEDS business database.

In this schema we can observe that there is no manufacturer id inside the Request

which references the Manufacturer table. As will be explained in further sections,

this is will be a limitation for some project tasks.

Furthermore, the Manufacturer table has no connection to any other tables but in
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the WIMEDS application database it is connected to the MedicalSupply table (many

to many relationship) using a link table (medicalsupply-manufacturers). We did not

bring this table into our landing zone and this made us do this join (low cost join)

between these two tables manually in order to be able to have some meaningful data

about manufacturers. This can be seen when designing the transformed zone schema

(section 4.3.3).

Figure 23: Simplified WIMEDS application data schema.

Despite all of the redundant data inside the WIMEDS REST API response one should

not clean this data before importing it to HBase. In fact, there should not be any

kind of data processing at this stage, we just need to extract the data as it is and

store it. This is important in order to have WICD HBase working as the data lake

landing zone it is.

A new HBase table is created for storing the data coming from WIMEDS system.

This table has a well defined structure.

Each WIMEDS kind of data (e.g., Request, ShipmentR) is stored under a different

column. The column family is always the same, Data, but the column identifier de-

scribes which kind of data is stored there. See Figure 25 where requests data and

shipments data are stored in different columns.

Row key structure must be defined too. That key has to be descriptive of what kind

of data is inside the Cell and its format will follow a similar pattern as the one used

for the row keys inside WIDP tables in HBase. The row key structure can be seen in
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Figure 24 :

Figure 24: Row key structure.

where,

Subsystem refers to the source the data comes from, that is, WIMEDS. Individual

data, the other option would be aggregated data.

ProcessName refers to the WIMEDS process name, that is, RequestMedicines in our

case.

Some data stored under this row key is also used by other WIMEDS processes. Hence,

we could think of storing them in a different table in HBase, like we do with geo-

graphical locations and use more master data in WIMEDS.

This could be done for the more static data we are dealing with: manufacturers,

diseases and medical supplies. After thinking about it, the decision has been that,

despite these data is being used by multiple WIMEDS processes and we will have

some duplicate data inside the landing zone, it is not necessary to store it into a

different HBase table since data related to medical supplies, manufacturers, and dis-

eases, does not have the complexity of others that are already being treated as master

data and stored in separate tables (geographical locations, hierarchically organized).

After that, metadaVersion comes. It is a number telling us which metadata version

describes the data stored inside this row. It must be updated each time a new meta-

data extraction is done.

In this project, we are not loading WIMEDS metadata inside the data lake, but in

the case we did it, a new table should be created for that.

The row keys should be structured in a way we can easily pair data stored in the

HBase WIMEDS data table and its metadata stored in the HBase WIMEDS metadata

table. Hence, having the metadata version number in the row key of the WIMEDS

data table is crucial for that purpose.

After the metadata version, there is the extractionDateTime describing when the

data extraction has been made.
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Figure 25: WIMEDS-Table-Data structure.

And finally, there is the numBlock. There is a data size limitation when sending data

to the landing zone through the HBase REST API. For this reason what has been

done, is to make blocks, at most, of 10 MB. The numBlock in the row key describes

which block number of 10 MB is under that row. Some data may need more blocks

than other ones, see Figure 25 where shipments data only need a block while requests

data need two in order to store all data retrieved from WIMEDS.
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4.2.3 Connector for exporting relevant data from WIMEDS to WICD

Once the method to extract and load data from one system to another has been

defined, the development part started.

The code can be divided into two different parts, data extraction and data exporta-

tion.

1) Data extraction.

Data extraction activity is divided into the following steps for better understanding:

1.a) authentication

1.b) update metadata version if needed

1.c) extract data

1.d) log out

1.a) We first make use of the HBase REST API to authenticate us as a user registered

in the Bonita Engine database. We just need to provide the url and pass as PUT

requests parameters, the username and the password we want to use. This call will

provide us with the JSESSIONID which is one of the two session identifiers needed

for REST API calls. Once we have the JSESSIONID another call to retrieve the

X-Bonita-API-Token is needed. That call is like the one in Figure 26, and all we

need to do is to get the X-Bonita-API-Token cookie value from the response.

Figure 26: REST API call to get X-Bonita-API-Token.

1.b) Before extracting the data itself, we check if there is a new metadata version

available. This metadata is related to the request medicines process definition. In

order to know that, the REST API call in Figure 27 is made.

We are interested in the last update date from the response. This value tells us

when the last update on the request medicines process definition was made. Then,

if this value is greater than the one we have in the properties file (storing the last

metadata date extraction), means that the process definition has changed since the

last extraction, hence, a new metadata extraction would be needed. On the contrary,
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if no metadata update is needed, we do nothing.

Figure 27: REST API call to get request medicines process definition.

As previously mentioned, no metadata extraction is done, but we update the meta-

data version in order to have, in HBase, a proper row key design.

If in the future we want to extract metadata, the code will be easily adapted.

1.c) We will make different bdm API calls to get WIMEDS data about: Request,

Disease, Manufacturer, MedicalSupply, RequestStatus, and ShipmentR.

Each call looks like the one in Figure 28, where WIMEDS-Table-Name refers to one

of the above-mentioned.

Figure 28: REST API call to get data from WIMEDS.

The request structure has a structure as the one shown in Figure 29. We use the

business data query REST API resource. This resource is used to call a default or

custom business data query. In our case, since we want to get all the data (rows)

from each of the mentioned tables there is already a default query (find) providing

this functionality. Despite that, and if for some reason this query is not defined or we

need another functionality, we could define a new custom query through the Bonita

Studio (e.g., if we want to just get the updated rows, since the last extraction, from

a specific table).

Finally, the response is saved, and has a JSON array containing all the retrieved data.

1.d) After the REST API call retrieving data from WIMEDS has been done, we must
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Figure 29: REST API call structure to retrieve data. Bonitasoft documentation.

log out.

2)Data exportation.

Data exportation activity is divided into steps:

2.a) create WIMEDS-Table-Data

2.b) generate row key

2.c) divide retrieved data into blocks

2.d) encode data to be send to landing zone

2.e) HBase REST API call, PUT operation

2.f) update WIMEDS extraction timestamps

2.a) In the data lake a new table is created for storing the data coming from the

WIMEDS application. Following the same nomenclature as the one used for WIDP,

the table name is WIMEDS-Table-Data. This table is also created through the HBase

REST API, with the POST method.

2.b) The generated row key has the structure from Figure 24. At this moment we

will have all the elements needed to generate the row key but the numBlock. The

block identifier is added later when dividing the extracted data into blocks. We al-

ready have metadataVersion from step 1.b). The extractionDateTime is the current

execution time.
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2.c) The number of 10 MB blocks needed to send data to the landing zone, is first

calculated. This is done by having the size in bytes of the retrieved data and knowing

each block is, at most, of 10 MB.

See Figure 30 showing this portion of the code.

Figure 30: Blocks needed.

Having the number of blocks, the data is divided into partial JSON arrays from the

original one returned in the REST API response. The start and end positions for

each partial array inside the original array are calculated as shown in Figure 31.

Figure 31: Generating partial arrays.

Once we have divided the data into blocks, we can go to the next step.

2.d) Data inside HBase is byte[] encoded. Hence, the row key, column qualifier, and

value (our partial array) must each be Base-64 encoded. A String with the structure

in Figure 32 is generated, and will be the body of the REST API call made in the

next step. We can insert multiple rows by adding them to the CellSet element, but

by now, only one row per call is inserted. This could be used to speed up the process

since we would need less REST API calls.
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Figure 32: Data encoding.

2.e) Once the request body has been correctly created and encoded, the REST API

call is done. In Figure 33 can be seen how this call is done. The payload is inside the

body, so the /WIMEDS-Table-Data/fakerow value is a placeholder.

Figure 33: HBase REST API PUT request.

2.f) Finally, the extraction timestamp is saved in our properties file. This will be

useful to know when the last WIMEDS data extraction has been made. This values

is only updated if all the mentioned steps have been correctly executed.

In this part, the implementation of the data pipeline providing data extraction from

WIMEDS and its exportation to WICD landing zone, has been explained. A visual

summary of things implemented and used can be seen in Figure 34.

Figure 34: Loading WIMEDS data to WICD landing zone.
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4.3 Data transformations inside WICD data lake

In this section, we focus on the multiple operations over the data that have to be

carried out before having them ready for Tableau.

As introduced in section 1.4.2, we first need to format the landing zone data into

structured tables. Formatted data is inside the formatted zone database and a con-

nector for exporting and formatting data from landing zone (HBase) to the formatted

zone database (PostgreSQL) has been implemented for that purpose. After that, and

making use of materialized views, data modeling and data transformations opera-

tions over the data stored in the formatted zone will be done. This transformed data

will be inside the transformed zone database and another connector is implemented

for having formatted zone data available and accessible from the transformed zone

database (another PostgreSQL database).

As mentioned in section 1.3.2, WICD consists of the three mentioned and well delim-

ited data lake zones: Landing Zone, Formatted Zone, and Transformed Zone. In this

part of the project is where this data lake architecture has to be followed and this

is why the implemented data pipeline first loads landing zone data in the formatted

zone to then export them to the transformed zone for a specific use case. Figure 7

depicts this process.

The following subsections explain in detail the work done.

4.3.1 Landing Zone to Formatted Zone

Before starting exporting and formatting data, we should first know which data we

are interested in.

In the case of this project, we want to bring descriptive analysis over data related to

medicine requests. Hence, data stored previously inside the landing zone WIMEDS-

Table-Data table will be used. Apart from that, we also want data related to ge-

ographical locations to integrate medicine requests data with them. Geographical

locations (Organisation Units in landing zone) can be found in the HBase master

data table used also in section 4.1. We will need to extract data from these two

landing zone tables.

With this data, valuable knowledge and information related to medicine requests can

be extracted. For instance, we could answer questions like: How many medicine re-
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quests a country has made in a period of time, or, how many pending shipments of

a specific medical supply a health facility has. These types of questions are not that

important in this phase of the project, they have more importance when modeling

and transforming the data but, since we are not formatting all the data inside the

landing zone we need to already have in mind over which data we want to make the

analysis on (over medicine requests data).

Knowing the data we are interested in, and that these data is already in the landing

zone, we can start to extract, format, and export them.

●Data extraction. As done in section 4.1, HBase REST API is used to extract the

selected data from the landing zone tables. When extracting data, we have to know

how these data are structured inside each table. Data related to geographical loca-

tions is structured as can be seen in Figure 12 while data related to medicine requests

is structured as shown in Figure 25. A HBase Scanner object is used to retrieve all

the needed rows from the two landing zone tables (medicine requests data table and

geographical locations table).

The scanner will not do full scans over the tables since it is defined using its time

range functionality. This functionality is also used when implementing the master

data synchronization between WICD and WIMEDS.

●Data transformation. The scanner returns the data in JSON format and Base-

64 encoded. Hence, we will need to decode and then format the data before having

them ready to be exported to the transformed zone relational database (PostgreSQL).

First, we decode each of the Cell values (the unit of storage in HBase) returned by

the Scanner in the HBase REST API response. Once we have the decoded value we

can start getting the information we need and formatting them to be inserted into

the PostgreSQL database. That is, for each JSON object inside the response, get the

wanted attributes, format them to their specific data type, and finally generate the

SQL queries in order to insert these data in the transformed zone database.

●Data exportation. Having done all the needed data formatting we can send HBase

data to the formatted zone database, which will populate the structured tables. In

order to send our data to the WICD formatted zone we will use JDBC Drivers that

will allow us to connect to the PostgreSQL database.

All the mentioned steps needed to export the selected data from the landing zone to

the formatted zone tables can be summarized in Figure 35.
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Figure 35: Loading landing zone data to formatted zone.

4.3.2 Connector for exporting data from WICD landing zone to WICD

formatted zone

After studying which data from the landing zone tables are needed and how we

should extract, format, and export them to the formatted zone, the development

part started. The code is organized in:

1) Creation of the formatted zone tables

2) Extracting data from landing zone

2.a) Extracting requests medicines data

2.b) Extracting geographical locations

3) Data transformation

4) Export data to formatted zone

1) Creation of the formatted zone tables

What we need to have in the formatted zone is a one to one mapping between each

JSON object inside each of the landing zone tables to one tuple inside a formatted

zone table. In the formatted zone we need tuples, not documents.

A table has been created for each of the original WIMEDS tables stored inside the

WIMEDS-Table-Data HBase table as columns. See Figure 25.

Hence, we end up having the tables that can be seen in the schema in Figure 36:

Requests, ShipmentsR, Disease, MedicalSupply, Manufacturer, RequestStatus, and

AdministrationUnits (not from WIMEDS-Table-Data). We have created them with

the same names as the ones used in the landing zone. The last one, Administratio-
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nUnits, is generated because we also want to store data from the landing zone master

data table containing the geographical locations.

Figure 36: Formatted zone tables schema.

It is a simple schema since we are filtering out some attributes and nearly just using

the strictly necessary ones for the project’s use case. See the attributes from the

Request table in Figure 36 and compare them with the ones in Figure 52 in the Ap-

pendix A.

If we observe the table’s schema we can see some peculiarities:

The first is the one that can be observed at the Manufacturer table. As can be seen

there is no connection or reference to this table. This is because the WIMEDS process

which manages medicine requests has still not an option for selecting the manufac-

turer that will produce the requested medicine. This is a limitation in the data level

but we will still be able to generate some useful information from manufacturers data.

Another peculiarity that can be seen is having an array as an attribute inside a re-

lational database table. It can be seen in medicalSupply and Disease tables. This is

because we are directly formatting JSON data and having arrays is common there.

A common solution to that would be to create a link table between the table con-
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taining the array attribute and the table which is referenced by the elements inside

the array. We did not do it because here in the formatted zone we want a literal

translation of what we have in the landing zone. This kind of operation would be

done in further stages of the data lake, if needed.

That said, each table has its own primary key, and some of them (Requests and

ShipmentR) have foreign keys referencing other tables.

The SQL statements to create the tables are generated as a string. See an example

in Figure 37.

Figure 37: SQL String Query.

Once we have all the queries generated, we add them in a one single String and

is sent, using the JDBC Driver, to the PostgreSQL database. See point 4) of this

explanation which describes better how the connection with the transformed zone

database is done. This process is also documented in section 4.1.2 when describing

the data exportation process for WIMEDS.

Having the tables already in our formatted zone the code starts extracting the wanted

data from the HBase tables.

2)Extracting data from the landing zone.

Data from different HBase tables are extracted. First we focus on extracting medicine

requests data from the WIMEDS-Table-Data inside the landing zone. After that, we

will extract geographical locations data from the HBase master data table containing

these data.

Data will be extracted using a Scanner Object. Scanners are the most efficient way

to retrieve multiple rows and columns from HBase. The general steps followed when

using a scanner to retrieve data from an HBase table are:

- Create the Scanner Object.
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- Retrieve HBase table data using the defined scanner.

- Delete the Scanner object. If it returns a 204 status code, means that the scan-

ner has finished and no more data is available.

2.a)Extracting requests medicines data.

The scanner used to retrieve data is defined with the options startTime and endTime

which indicate that the scanner must retrieve all rows having a timestamp greater or

equal to the start timestamp and smaller than end timestamp. In our case, start time

is the timestamp saved when the last WIMEDS data exportation to the landing zone

has been made. This is done because requests medicines data is inside WIMEDS-

Table-Data, which is populated each time an execution of the code implemented in

section 4.2.3 is done. The end time corresponds to the timestamp when executing

the program.

This scanner returns data in JSON format which is studied in order to get the specific

data we want. From the scanner responses, data related to Requests, ShipmentsR,

Manufacturer, Disease, MedicalSupply, and RequestStatus are extracted.

2.b)Extracting geographical locations data.

The code for this data extraction is the same as the one implemented in section 4.1

when geographical locations from WICD landing zone were exported to the WIMEDS

database.

Hence, we are using the HBase REST API and a Scanner using the time range func-

tionality. The difference is in the startTime timestamp inside the Scanner object

definition. The start timestamp corresponds to the last extraction time an extraction

of this data was made (and loaded into the formatted zone).

All the mentioned timestamps are saved inside a properties file in order to get them

easily when needed, for any reason. Hence, when extracting data from this table, the

timestamp corresponding to when the code is executed is stored in order to be used

in further extractions. These timestamps provide us the ability to do incremental

updates in our databases and tables.

A part from extracting data itself, if metadata would have been stored inside an

HBase table this would be the moment to extract it, if needed. We would know

which metadata to get from the WIMEDS-Table-Metadata because when extracting

data from the WIMEDS-Table-Data, the metadata version that corresponds to the

extracted data can be obtained from its row keys. The WIMEDS process name (Re-

quest Medicines) from which the data is related to, would be also needed. The row
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key design takes importance when these kind of actions are needed.

3)Formatting data.

The scanner returned data in JSON format. We need to format these data for having

it ready to be loaded in the formatted zone.

The objective is to implement the necessary steps to generate SQL queries from the

extracted data for inserting them into PostgreSQL.

● geographical locations data.

Here, we do the same steps followed in section 4.1 to get the wanted data from inside

the JSON response the scanner returned. The geographical locations HBase table

only has one column (organisationUnits column) but the data tree structure needs

to be taken into account for being able to correctly extract the data from inside the

scanner response.

● medicine requests data.

In order to get the wanted data from inside the JSON response, the data table schema

explained in section 4.2.2 and depicted in Figure 25 must be taken into account.

WIMEDS-Table-Data schema adds complexity to the process of getting the wanted

data, compared with the geographical locations where there is only one column.

Here, some rows may have more columns than others and each columns contains

different kind of data. In fact, as can be seen in the schemas, data from each of the

transformed zone tables are stored in different columns. Hence, we should know in

which column the data is, in order to be able to get the data correctly.

Each of the returned rows in the scanner response is traversed. For each row we will

look at all its Cells (the unit of storage in HBase). The green arrows in Figure 38

shows how the code traverses the returned rows, imagining it is traversing the table

itself and not the retrned JSON.

We are interested in what data each cell contains and to know it, we take advantage

of the identifiers it has. This identifiers can be found at the end of each JSON object

representing a Cell. As can be seen in Figure 39, column and timestamps values can

be found there. Column identifier is the one we are now interested in. Column is byte

encoded and we need to decode it first to know which data we have inside the Cell.

Once we know which kind of data it contains we can start getting the information to

be put inside the transformed zone tables.
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Figure 38: Traversing WIMEDS-Table-Data data.

Figure 39: column and timestamp as Cell identifiers.

The way to proceed from now on is the same followed for the geographical locations

table. SQL queries are generated by getting the wanted attributes from each of the

JSON Objects inside each Cell value.

The SQL queries insert a new row or update an existing one. This feature is popu-

larly known as ”UPSERT” and we implement them by making use of primary key

constraints. In Figure 40 a simple query for manufacturers can be seen.

Figure 40: ”UPSERT” SQL query for Manufacturers table.

SQL queries could have been implemented in another way instead of writing SQL

String statements. New ways to write them should be studied in order to have them

more parametrized and automated.
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Finally, java multithreading is also used here for generating the SQL queries. Each

query generation is independent form one another and parallelism can be applied

in this process. This functionality is just implemented for geographical locations,

requests and shipments data. Requests and shipments are interesting since in the

future these tables may have many rows and will be frequently updated. In the other

hand, to apply this technique with small tables containing more static data, such as

diseases, would be not that useful.

4)Export data to formatted zone.

The data lake formatted zone is implemented, in our case, in a PostgreSQL database.

The PostgreSQL JDBC Driver is used since it allows Java programs to connect to

a PostgreSQL database using standard, database independent Java code. It is an

open source JDBC driver written in Pure Java (one of the JDBC Driver types)

which communicates directly with the database. See Figure 41 showing the followed

structure.

The driver is extremely flexible, you don’t need to install special software on the

client or server. Further, these drivers can be downloaded dynamically and is spe-

cially indicated when accesing just one type of database (our case).

To use it we follow the steps also followed when loading data in the WIMEDS

database, Figure 17 in section 4.1 shows the portion of the code:

- import java.sql package

- load the driver

- make connection with the database

- create the SQL statement and execute it

- close the connection

Figure 41: Formatted zone database connection using JDBC Driver.
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4.3.3 Formatted Zone to Transformed Zone

In this section, we focus on modeling and transforming the data from the formatted

zone such that a descriptive analysis and various types of reporting can be performed

on the selected data.

See section 1.3.5 for better understanding of what is going to be discussed.

We need to implement processes for being able to have, in the transformed zone, data

modeled and prepared for the exploitation tool, Tableau.

� Choosing a data model schema.

Before choosing a data model schema for making easier the task of exploiting data,

we had to know which data model schemas are supported by the chosen OLAP tool.

The following types of models are supported in Tableau data sources (our data

source is the transformed zone database): Single-table, Star and snowflake, Star

and snowflake with measures in more than one table, and Multi-fact analysis. A

part from the supported data models, Tableau also gives us a list of the unsupported

ones. We will not enter on how all these models are since it is not the purpose of this

project, but we can say that we had the focus on the single-table and star schema

models.

As mentioned in the Background section of this document, in this project we opted

for generating flat tables as materialized views in order to have the data modeled

and prepared to be exploited for Tableau. This approach takes less time to have it

designed (compared with other approaches) and it perfectly suited the needs of this

project.

One of the simplest ways to improve query performance in PostgreSQL databases is

to use a materialized view. A materialized view is a snapshot of a query saved into a

table for later use. Because the data is pre-computed, querying a materialized view

is faster than executing a query against the base table we have inside the formatted

zone and this performance difference can be significant when a query is run frequently

or is sufficiently complex. As a result, materialized views can speed up expensive ag-

gregation, projection, and selection operations, especially those that run frequently

and that run on large data sets.

In our case, Tableau is plugged into the transformed zone materialized views to gener-

ate the wanted data visualizations and each time an end-user interacts with a specific

dashboard it will be querying those materialized views inside the transformed zone
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database.

In this project we are not intending to generate real-time data visualizations in the

sense that the data that will be displayed in the Tableau dashboards would not need

to be always fresh and updated to the last data changes. Materialized views are excel-

lent for our use cases since they would be queried many times by end-users (making

use of the data visualizations) but they will not be refreshed constantly which is

where the real cost is (refresh means running again the query over the base tables in

the formatted zone which is what we want to avoid). Despite that, PostgreSQL offers

a wide range to eagerly update the materialized views whenever a change occurs on

its base tables from the formatted zone (e.g., making use of triggers).

Using the flat table approach, we have attributes which are metrics (measures) and

others that are descriptors inside the same table. Measures refers to the measurable

data (e.g., number of requests) and descriptors are the attributes that will allow us

to filter and aggregate data based on them (e.g., geographical locations, disease).

Hence, apart from being a simple approach, it provides us with the wanted solution.

This design is widely used in the field of data science, where it is common to work

with CSV files, which actually represents a flat table.

That said, this approach has some disadvantages compared to a star-schema (e.g.,

more data redundancy, more used storage, limits scalability and flexibility of the data

model) and we could say that ideally, in our future work, this should be converted to

a multidimensional data model.

Despite these disadvantages, when generating these flat tables we are already improv-

ing and optimizing access to data (joining tables and precomputing some values) for

Tableau to work faster. It also helps us to avoid some factors that limit the benefits

of using related tables in Tableau (like we do in a star-schema) like having tables with

a lot of unmatched values across relationships. We also need to keep in mind that

these data modeling and transformation phases have as base tables the ones inside

the formatted zone, and that we will only get the needed information for the wanted

visualizations.

� Designing the materialized views.

The implemented materialized views need to be designed with our data exploitation

use case in mind. We want to enable descriptive analysis over medicine requests data

for the end users of the WISCENTD system. The main users that are related to

the WIMEDS (and by extension WISCENTD) request medicine process are: WHO
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Technical Officer, WHO HQ Programme Manager, Requester(Health Facility), Mail-

ing Office, and Manufacturer. These different kinds of users can be seen as different

roles. In section 4.4 we enter in more detail on which data can be needed and visu-

alized for each of the mentioned roles.

However, in order to generate the materialized views inside the transformed zone we

do not need to have a detailed idea of what these needs may be, we will enter in more

detail when generating the dashboards.

Here we pose the main valuable information that can be extracted from the medicine

requests data stored in the formatted zone:

- Quantitative and qualitative data related to the requests (e.g., number of re-

quests per geographical area, disease, medical supply, requests frequencies).

- Medicine requests process duration times.

- Shipments information (e.g., pending arrivals, delivery issues, couriers reliability)

Knowing what kind of information we can provide to end-users, and that not all

dashboards need the same amount of information nor the same type of information,

we decided to create a total of 4 materialized views in order to also optimize the

Tableau access to the data:

Materialized View 1. Broad requests overview. This table will be used for generating

dashboards describing the big picture perspective of the medicine requests. Valuable

information can be extracted from this table, like the seasonality/frequency of the

requests for a specific disease (and by extension, for a medical supply) or which are

the countries worst affected by a disease. The dashboards generated from this mate-

rialized view will be mainly addressed to the Programme Manager.

Materialized View 2. Described requests overview. This table will be used for generat-

ing dashboards describing a more detailed view of medicine requests data. From this

table we can extract valuable information for our end users suchs as the medicine

requests process duration times, the requests status, or the pending arrivals for a

specific health facility.

In Figure 42 the difference in the number of columns used in each of the tables can

be observed. We will benefit from this since Tableau will just query the Materialized

View 2 when generating the dashboards that strictly need data from there. Query

time is greater for Materialized View 2, although in our use case this is not that

critical.
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Figure 42: Materialized View 2 columns (left) and Materialized View 1 columns (right).

Materialized View 3. Mailing Office information. This table contains information

that may be needed for generating useful dashboards for the Mailing Office person-

nel. Hence, we can extract information about the couriers doing the shipments and

shipment process times. This information could be also interesting for the Technical

Officer and Programme Manager.

Materialized View 4. Medical supplies manufacturers. It is a link table between the

Medical Supplies and Manufacturer table. Since we are limited in a data level (i.e., we

do not know which manufacturer produces the requested medical supply) to generate

valuable information for manufacturers we decided to, at least, bring some useful in-

formation about which manufacturers are available to produce each medical supply.

This information can be useful for example for WHO Technical Officer, the one who

should choose the manufacturer to which the request order is entrusted.

� Data filtering.

The end users will have access to a limited view from the medicine requests data de-

pending on their role. The generated materialized views will join, and even in some

cases precompute some values, but no data filtering will be done. By data filtering

we mean the process of choosing a smaller part of the data inside the materialized

view and using that subset for viewing and analyzing the medicine requests data for

a specific role. We do this work using Tableau.
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From the point of view of the project use case it makes more sense to filter data in

Tableau. What Tableau will do is to generate multiple dashboards (depending on the

role) based on the same materialized view but adding a filter (filtering by one data

descriptor such as disease, or geographical location) to make it suitable for each role.

We use the same materialized views for multiple dashboards and we filter data in

Tableau in order to optimize the space inside the transformed zone, and for its sim-

plicity, because with this approach we are not creating too many materialized views

that would be difficult to maintain. A clear example of this idea can be if we decide to

have one materialized view to generate the dashboards for each of the health facilities

present in our database. We could end up having thousands of materialized views

just for that purpose, for this reason we have the need to have just one materialized

view containing the wanted data for the health facilities and then filter these data

depending on the health facility that wants to visualize them.

Apart from filtering and occasionally creating some calculated fields, Tableau, as the

OLAP tool it is, gives us two important analytical operations: roll up and drill down.

Roll-up allows us to look at coarser, “big picture” data, while drill-down operation is

intended to provide us with a more detailed data view.

These concepts play with star-schema concepts such as dimensions and its hierar-

chies. We are not using a star-schema in this project but even making use of a flat

table, Tableau will treat as dimensions our data descriptors and allows us to generate

custom hierarchies on them.

One clear example can be the request date descriptor which will be treated as a di-

mension, and Tableau automatically handles the possible levels (hierarchy) it has:

year, month, day and so on. On the other hand, some of the implemented materi-

alized views have precomputed values simulating the different geographical locations

levels. It is done taking into account that our geographical locations units follow a

data tree structure enabling us to manually roll up and drill down. With that we are

already able to, for example, aggregate medicine requests per country and then do a

drill-down operation to look at requests in a finer way, for instance, per actual health

facility that receives the medicines.

This kind of hierarchy could be automatically done if we had a star schema.

All these aspects will be explained in more detail in section 4.4 but to mention them

here was needed in order to understand the design and implementation of the ma-

terialized views inside the transformed zone and which will enable Tableau access to

the data.
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These transformations are being done for our specific use case but another use case

may need others. Data transformations depend on which data exploitation use case

we are dealing with. The data lake zoned structure allows us to make these kinds

of decisions and repuropose our data. In addition, having an implemented formatted

zone makes the whole process easier and more efficient since we are transforming and

modeling our data having as data source the relational database inside the formatted

zone, and not the HBase tables inside the landing zone.

� Transformed zone database.

In this project, the transformed zone consists on the previously mentioned materi-

alized views. The data lake transformed zone is also implemented as a PostgreSQL

database.

At the physical level, the transformed zone may (or may not) be inside the same

database as the formatted zone depending on the project’s needs and resource avail-

ability. In our case, the decision has been to implement the transformed zone in a

separated database from the formatted one.

The postgres database that has the role of the formatted zone, in fact, will be storing

much more information that is actually needed for exploitation and can be as well

accessed by other exploitation services. Hence, the transformed zone has been imple-

mented separately from the formatted zone for clarity and because the new postgres

instance is purely serving the exploitation purposes and connection to Tableau.

4.3.4 Connector for exporting and transforming medicine requests data

Once the materialized views and the way to exploit the medicine requests data has

been defined, we make use of connectors providing access to the formatted zone tables

from the transformed zone database.

This process can be divided into the next simple steps:

a) Establish connection with the Formatted zone database

b) Import the data schema from the Formatted zone

c) Create the materialized views inside transformed zone

a) Establish connection with the Formatted zone database.

PostgreSQL databases cannot ”see” each other by default (even being in the same

server) and in order to establish connection with another database we make use of

Foreign Data Wrappers (FDW).
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There are a variety of foreign data wrappers available which enable PostgreSQL

Server to different remote data stores, ranging from other SQL databases through

to flat file. Concretely, PostgreSQL provides us with a useful extension for our use

case: postgresfdw. This foreign data wrapper extension is essentially a PostgreSQL-

to-PostgreSQL connector, which may be the same or different hosts. In order to make

use of it, we must follow some steps:

a.1) Add the extension. This is done by running CREATE EXTENSION postgresfdw

in our transformed zone database.

a.2) Create the foreign server and server connection. Here we need to run the CRE-

ATE SERVER command as admin user to set up the connection to the foreign

database (our formatted zone database) and provide the host, database name and

port information even if the database where we installed the foreign data wrapper is

on the same host as the database we are connecting to (our case since we are devel-

oping this in a local environment). We will just enable transformed zone database

users to make reads over the data in the formatted zone in order to protect them from

unwanted modifications, this is done by setting the updatable parameter to false.

In Figure 43 the SQL statement establishing this connection can be seen.

Figure 43: Server connection SQL statement.

a.3) User mapping. Accessing remote data may require authenticating to the exter-

nal data source (our formatted zone database). This information can be provided by

a user mapping. A user mapping typically encapsulates connection information that

a foreign-data wrapper uses together with the information encapsulated by a foreign

server to access an external data source.

Hence, we now define a mapping of a user to a foreign server. In order to be able to

do this we must be the owners of the foreign server.

Figure 44 shows the result we should have in our transformed zone after doing the

mentioned steps.
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Figure 44: Foreign data wrappers inside transformed zone.

b) Import the data schema from the Formatted zone.

Before importing the data schema from the formatted zone we have created a schema

inside the transformed zone for this purpose. It is strongly recommended to put

the foreign tables in their own schema for tidiness (since postgres does cross-schema

queries , we will have no problem there), with that we will have the foreign tables in

their own area so people do not get confused when looking at them. Hence, we create

this schema running CREATE SCHEMA FZ-foreign-tables.

With the server connection set up and also having created the schema for our foreign

tables, the next step is to import the formatted zone data schema to our transformed

zone database. We can import the schema containing all the tables and views, or

limit to just a few specified (tables of interest for the analysis task). In our case we

need to have access to all the tables from inside the formatted zone schema since, by

now, we only have data related to our use case.

Hence, we are importing a foreign schema from the foreign database (formatted zone),

and importing into our destination schema just created. The SQL statement done

can be seen in Figure 45.

Figure 45: SQL statement importing formatted zone data schema.

The imported data schema (imported inside FZ-foreign-tables transformed zone schema)

defines the structure of the remote data. A foreign table (FZ-foreign-tables schema

contains one or more foreign tables) can be used in queries just like a normal table,

but the important aspect for us is that a foreign table has no storage in the Post-

greSQL server. Whenever it is used, PostgreSQL asks the foreign data wrapper to

fetch data from the formatted zone, and this is exactly what happens when we use

the materialized views.

72



Once that is done we already have available and have access to the formatted zone

tables from our transformed zone database.

c) Create the materialized views inside transformed zone.

In this step we create the four designed materialized views.

The query is executed and used to populate the view at the time the command is

issued. At this time we have the materialized views already containing data from the

formatted zone database tables.

In Figure 46 the SQL query creating the Materialized View 1 (broad requests overview)

can be observed.

Figure 46: SQL string statement creating Materialized View 1.

The materialized views will be refreshed when needed by using the postgres RE-

FRESH clause.

Now, our materialized views are ready to be used for Tableau.

All these functionalities have been written as SQL queries and as done in previous

sections, we make use of the JDBC Driver to execute the wanted statements in our

destination database. The different parameters used to establish the connection with

the formatted zone (database user, password, ports, database names and urls, etc.)

are inside a configuration file in order to make the java application easy to configure.

The work done in this section can be summarized in Figure 47. These activities can

be also linked to the red arrows in Figure 2 showing the data lake architecture.
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Figure 47: Formatted to Transformed zone.
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4.4 On-Line Analytical Processing using Tableau

Once come to this point, we started working on the project’s final objective: bring

descriptive analysis over medicine requests data to WISCENTD end users.

This point is the last step in the journey that our data has made through the data

lake. These data has been ingested from WIMEDS (Bonitasoft) to the landing zone,

we formatted them in structured tables in the formatted zone enabling these data

to be reused in different ways, and finally we created materialized views inside the

transformed zone for the data to be exploited by Tableau.

In this section we explain how, making use of Tableau, we generate meaningful data

visualizations based on the data stored in the transformed zone database.

Hence, we first need to connect Tableau to our WICD transformed zone database

and then, design and generate dashboards containing useful information for each of

the end users roles.

Apart from showing the generated dashboards and which information can be ex-

tracted from them, in this section we also explain some design techniques to be

taken into account when generating these kinds of data visualizations as well as some

Tableau features that helped us to generate them.

Here, in contrast with the previous sections, we are not implementing any Java code

since everything will be done through Tableau.

4.4.1 Access to transformed zone with Tableau

This is a simple step but it has conceptual importance. We prepared, modeled and

transformed our medicine requests data to be exploited by Tableau. We modeled our

data as one of the data schema models Tableau accepts (flat table) and now is time

to connect the OLAP tool to these modeled data inside the WICD data lake.

It is a simple step because all we need to do is to make use of the Tableau interface

to create a connection to our PostgreSQL transformed zone database.

We need to create a “new data source”, select PostgreSQL as the wanted database

server option, and fill the asked connection parameters that can be seen in Figure 48.

Once we have the connection established we will have available the 4 implemented

materialized views within Tableau. This materialized views will be, from now on,

queried by Tableau. Each time a user will visualize a specific dashboard, the results

and data displayed there will be the result of queries over the materialized views

75



Figure 48: Connect Tableau to transformed zone database.

inside the transformed zone. This is why, in previous sections, some discussions have

been done about the importance to optimize the access to the data from the Tableau

side.

The steps implemented in this section are depicted in Figure 49 and can be located

inside the whole project picture in point 4 in Figure 4.

Figure 49: Bringing data visualizations to end users.
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4.4.2 Data visualizations

In this subsection we first do a study of which main tools Tableau offers in order to

generate dashboards. After that, we study which are the best practices for building

effective dashboards.

Once this has been done we explain the informational needs or end users may have

(related to medicine requests data), and finally we show and explain the generated

dashboards for them.

� Understanding how Tableau treats our data.

Here we explain basic concepts on how Tableau treats our data in order to understand

how the data visualizations have been created. We also mention some important us-

ages of our data inside Tableau which enables us to generate the visualizations we

are looking for.

When we connect Tableau to a new data source, like we are doing with the trans-

formed database, Tableau assigns each field in the data source (i.e., each attribute

from the materialized view being used) as a dimension or measure in the Data pane,

depending on the data type the field contains. The Data pane is just the space from

the Tableau interface where we have our materialized views attributes, which will be

used to build views of our data. Hence, data fields are made from the materialized

views columns, and each field is automatically assigned a data type (such as integer,

string, date) which corresponds, in our case, to the same type being used in our

transformed zone database. Apart from that, Tableau also gives, to each column, a

role. These roles are related to the mentioned concepts of dimensions and measures,

and combining them with the continuous and discrete mathematical concepts.

Dimensions. We refer to dimensions to the data fields containing qualitative values

(such as geographical locations). This naming comes from the fact that Tableau is

prepared to specially work with data sources having multidimensional data models.

In our case, what Tableau does, is to name dimensions to our materialized views

columns having the role of data descriptors, which is perfectly understandable.

Measures. These data fields contain numeric, quantitative values that we can mea-

sure. Measures can be aggregated, we repeatedly use this feature in order to generate

our data visualizations (e.g., aggregate requests per disease, aggregate requests per

geographical locations). We can use different ways to aggregate data such as Sum,

Average, Median, Count and Count(Distinct).
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Each generated chart needs a minimum of dimensions and measures to be gener-

ated. For instance, a pie chart requires a minimum of one dimension and one or two

measures to be generated. Depending on which kind of chart we want to generate,

tableau even gives us the ability to change our data from being discrete to continuous

and the other way around (despite these changes cannot always be done and depends

on the data type). We will normally use our data either as continuous measures or

discrete dimensions.

Tableau represents data differently on its user interface depending on whether the

field is discrete (blue), or continuous (green). In Figure 50 we can see our request

date (Year in this case) field being used as a discrete dimension while the count of

requests is treated as a continuous measure. We can also see in the “Marks” pane

the country field which is also being treated as a discrete dimension.

Figure 50: Example of a generated view.

That said, and already knowing how Tableau treats our data, we focus on one essen-

tial part of our data analysis activity: Filtering.

In previous sections of this document we explained why we filter our data inside

Tableau instead of doing it making use of the materialized views.

Tableau provides us with many ways to filter data from our view. It also gives us

the ability to display interactive filters in the view. We can use filters to include or

exclude values in our views.

We focus on one way to filter our data, dragging our dimensions, measures, and date

fields to the Filters shelf. This shelf can be seen in Figure 50, where some WHO-

region, country, year of request, and disease are being used as filters in our data view.
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In our case, and as can be seen in the example, we will mostly put data descriptors

(dimensions in Tableau) there such as geographical locations, disease, and dates. This

Tableau feature is important to us because it brings us the ability to filter the data

visualization depending on who will be the destinatary. For instance, we can have

the same build dashboard for all health facilities, but we will need to add a filter

for each of them in order to limit their view. This is far less time consuming than

generating a dashboard for each health facility since we would only need to duplicate

the dashboard and change its filtering. The materialized view design also enables this.

Many other Tableau functionalities have been used while generating our dashboards

but here we posed only the main important aspects we dealt with.

� Followed design techniques when designing data visualizations.

First of all, we need to have a clear idea of what is the purpose of each data visualiza-

tion, and its final audience. Knowing this, we need to generate dashboards containing

information quickly understandable for our end users. Some design techniques have

been followed:

Leverage the most-viewed spot. Most viewers scan web content starting at the top left

of a web page. We use this in order to put the most important data visualizations

there. In the dashboard that can be seen in Figure 51 we decided that the map holds

the key message.

Limit the number of views. Dashboards are generated from views. To limit the num-

ber of views inside a dashboard to two or three is recommended. In Figure 51 we are

using two (the map and the table). It is important to not add many views since if

we do it, visual clarity and the big picture idea we want to transmit can get lost in

details. Apart from that, too many views can also interfere with the performance of

our dashboard (making it slow when loading the data).

Show how data is being filtered. Filters help users specify which data is shown in the

dashboard. It is a way to make our dashboard more understandable and readable. In

Figure 51 we can see filters on the top right part and the dashboard title also shows

that the displayed data is being filtered by disease, in this case for the Leishmaniasis

disease.

From general to detailed. We should have the more charts showing more general data

on the top, while keeping the ones showing a more detailed view of the data below
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them. This can be also observed in the dashboard of Figure 51.

Use colors. We should use colors to emphasize a point, not to overwhelm users. In

our dashboards colors are being used in many different ways. In the case shown in

Figure 51 we try to emphasize which countries have done more medicine requests.

This technique is known as a heat map. We use it both in the map and in the table.

Figure 51: Example of a generated dashboard.

� Dashboard audience.

We want to enable descriptive analysis over the medicine requests data for the end

users of the WISCENTD system which has some role in the WIMEDS medicine re-

quests process. We finally generated dashboards for the roles: WHO HQ Programme

Manager, WHO Technical Officer, Requester(Health Facility) and Mailing Office.

Here we pose the main information that each role would be interested in and can be

extracted from the generated data visualizations.

WHO HQ Programme Manager. Is the head of one NTD. The data visualizations

generated for this actor will be limited to the disease he is head of. The Programme

Manager also can be seen as the foreman of the Technical Officer.

We create dashboards for visualizing information about: medicine requests overview,
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requests per country, requests frequencies/seasonality, and technical officer supervi-

sion information.

WHO Technical Officer. As well as the Programme Manager, this role works at WHO

HQ. Technical Officer is below Program Manager in the sense he is supervised for

him. The Technical Officer data visualizations are not limited to any disease nor any

geographical location.

This actor deals more with the practical activities related to the medicine requests

(e.g., handles request creation activities, checks if everything is fine with them, and

locates the shipments). We create dashboards for visualizing information about: re-

quests frequencies/seasonality, request process duration, next arrivals to a country,

couriers reliability, and manufacturers available to produce the requested medical

supply.

Requester(Health Facility). The health facility is the actor who requests the medicines

supplies. We create dashboards for visualizing information about: requests frequen-

cies/seasonality, requests history, pending arrivals, and delivery issues.

Mailing Office. The personnel inside the Mailing Office are the actors responsible to

initiate the shipment process. They do not physically transfer or move the shipment,

they only call the courier to do this. We can bring some useful information to them,

despite only a few.

We create a dashboard for visualizing information about the courier reliability in a

specific country (how many shipments done per courier, shipments process times,

delivery issues).
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� Generating data visualizations per role.

Having defined the information we need to visualize for each of the end users roles,

we have generated the dashboards that can be seen in Appendix A.2.

We used stories in order to better organize them. In Tableau a story is a sequence of

visualizations that work together to convey information.

Each role has one story, and each story is made out of different dashboards providing

different kinds of information. First we show general views of our data and then, in

the subsequent views, drill down on them for more detail.
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5 Conclusions

Neglected Tropical Diseases pose a serious health threat for all the individuals suf-

fering them. Severe complications, immense human suffering, and death can result if

treatment is not provided early and adequately. That is why having an effective and

efficient medicine distribution system is fundamental to facilitate their elimination.

This thesis aimed to address the WISCENTD end users’ need of having a unified

view of NTD-related data. Specifically, we helped to provide visualization of medical

distribution data which can help to optimize the medicine distribution and guarantee

the quantities needed to treat the affected population. In this project, an OLAP tool

(Tableau) has been used for the final exploitation of these data.

In order to be able to achieve this, we needed to first implement data pipelines to solve

a lack of well-structured communication and data synchronization between WIMEDS

and the WICD data lake. These implemented data pipelines allow the data to flow

from one subsystem to another as well as having them synchronized. They also

helped us to transport the WIMEDS application data to the data lake transformed

zone where we have them modeled and prepared for the data exploitation tasks, and

is from where the OLAP tool have access to the data.

The WICD zoned data lake architecture has played a central role in the development

of the project and has been studied in detail. We implemented the WIMEDS applica-

tion data ingestion, we formatted the data, and finally, we prepared and transformed

them to have them ready for the final exploitation.

All of this helped us to generate, making use of Tableau, dashboards and data visu-

alization for enabling descriptive analysis over the medicine requests data.

In conclusion, the objectives planned for the thesis (detailed in section 1.5.1) had

been accomplished and all the work done is prepared for future modifications and

extensions for people working on this part of the WISCENTD.

Finally, the technical competences required for completing the project are detailed in

Appendix B.
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A Documentation

A.1 Additional Figures

Figure 52: Complete view of the Request and Shipment data inside WIMEDS database and

WICD landing zone.
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A.2 Dashboards

A.2.1 WHO HQ Programme Manager dashboards.

Figure 53: Role: Leishmaniasis Programme Manager. Chart: Medicine Requests Map.
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Figure 54: Role: Leishmaniasis Programme Manager. Chart: Requests per country.

Figure 55: Role: Leishmaniasis Programme Manager. Chart: Requests seasonality.
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Figure 56: Role: Leishmaniasis Programme Manager. Chart: Technical Officer supervision.
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A.2.2 WHO HQ Technical Officer dashboards.

Figure 57: Role: Technical Officer. Chart: Number of requested medicines.
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Figure 58: Role: Technical Officer. Chart: Requests process duration.

Figure 59: Role: Technical Officer. Chart: Next arrivals.
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Figure 60: Role: Technical Officer. Chart: Couriers reliability.

Figure 61: Role: Technical Officer. Chart: Manufacturers available.
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A.2.3 Health Facility dashboards.

Figure 62: Role: Requester (Hospital Bellvitge). Chart: Number of requests.
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Figure 63: Role: Requester (Hospital Bellvitge). Chart: Requests history.

Figure 64: Role: Requester (Hospital Bellvitge). Chart: Pending Arrivals.
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Figure 65: Role: Requester (Hospital Bellvitge). Chart: Delivery issues.
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A.2.4 Mailing Office dashboards.

Figure 66: Role: Mailing Office. Chart: Courier reliability.
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B Software Engineering Technical Competences.

CES1.1: To develop, maintain and evaluate complex and/or critical software sys-

tems and services.[Quite]

This competence matches the objectives this project has: develop different parts of

the WISCENTD system.

CES1.2: To solve integration problems in function of the strategies, standards and

available technologies.[Quite]

In this project we apply a OLAP tool (i.e., Tableau) to achieve the objectives of this

project. We also worked with two different WISCENTD subsystems, WIMEDS and

WICD.

CES1.4: To develop, mantain and evaluate distributed services and applications with

network support.[Quite]

The different implemented data pipelines establish communication between WIS-

CENTD subsystems. That is why there are interactions with APIs.

CES1.5: To specify, design, implement and evaluate databases.[Deeply]

This project is mainly focused on the WICD data lake. Our medicine request data

goes from one database to another and we needed to study, design and implement its

different databases.

CES1.6: To administrate databases.[Quite]

As mentioned in the previous competence, we are in charge of the WICD different

databases so this entails administering those databases.

CES1.7:To control the quality and design tests in the software production.[Quite]

The developed data pipelines and data visualizations have to provide quality and

work as expected. This is why all the functionalities have been tested in order to

guarantee their effectiveness.

CES2.1:To define and manage the requirements of a software system.[Quite]

During the first phase of the project and also during the development phase, the

requirements were studied and were taken into account in order to find the most

adequate way to implement them.

CES2.2: To design adequate solutions in one or more application domains, using
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software engineering methods which integrate ethical, social, legal and economical as-

pects.[Quite]

The project contributes to providing a tool that will help WHO to achieve its objec-

tive of having an effective and efficient medicine distribution system.

CES3.2: To design and manage a data warehouse.[Deeply]

We studied, designed and implemented some parts of the WICD data lake.
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