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Abstract

Community networks are becoming increasingly popular due to the growing demand for network connectivity in both rural and
urban areas. Community networks are owned and managed at the edge by volunteers. Their irregular topology, the heterogeneity
of resources and their unreliable behavior claim for advanced optimization methods to place services in the network. In particular,
an efficient service placement method is key for the performance of these systems. This work presents the Multi-Criteria Optimal
Placement method, a novel and fast two-stage multi-objective method to place services in decentralized community network edge
micro-clouds. A comprehensive set of computational experiments is carried out using real traces of Gui f i.net, which is the largest
production community network worldwide. According to the results, the proposed method outperforms both the random placement
method used currently in Gui f i.net and the Bandwidth-aware Service Placement method, which provides the best known solutions
in the literature, by a mean gap in bandwidth gain of about 53% and 10%, respectively, while it also reduces the number of resources
used.

Keywords: Service Placement, Distributed Systems, Community Networks, Micro-Clouds, Multi-objective Optimization
Algorithms

1. Introduction

Community networks (CNs) [1] are networks built and man-
aged in a selflessly way by citizens and non-profit organiza-
tions. Public participants combine their efforts to share their
resources in order to instantiate network infrastructures. These
kinds of networks began to arise in the early 2000s and gained
attention quickly due to the need of connectivity in rural areas.
Today, CNs are widely extended around the world. One of them
is Guifi.net [2] located in Spain, which is currently the largest
and fast growing CN worldwide, with more than 35.000 opera-
tional nodes. Fig. 1 depicts the nodes and links of Guifi.net CN
in Spain.

The consolidation of today’s cloud technologies offer CNs
the possibility to collectively build CN micro-clouds [3], build-
ing upon user-provided networks and extending towards an ecosys-
tem of cloud services. In CN micro-clouds, services are hosted
at edge nodes with communication, computation, and storage
capabilities. The micro-clouds can include micro-servers, routers,
IoT gateways, mobile devices, etc., and they are connected to
the wireless mesh network (WMN) and provide low-latency
service to users that are within a suitable communication dis-
tance. Examples for services in micro-clouds are distributed
storage, monitoring service, live-video streaming or other IoT
services.

The provisioning of performing services in micro-clouds
is not a simple problem for several reasons. One important
difficulty is the dynamics in the network: Given the fact that
volunteers in CNs are free to connect and disconnect their re-
sources whenever they want, CNs may suffer from a lack of
reliability, which can cause significant delays or a loss of data.
Further, given the characteristics of a communication over a
wireless channel, unreliable network and user devices at non-
optimal locations, the physical topology of the CN where the
micro-clouds are deployed is in a constant state of flux. An-
other difficulty is the lack of centralized design. Specifically,
the service deployment in Gui f i.net micro-clouds is not cen-
trally planned, but initiated individually by the CN members.
As a consequence, public, user and community-oriented ser-
vices are placed randomly on super-nodes and users’ premises,
respectively. Intuitively a network- and service-aware place-
ment by the service providers could help to the exploit specific
characteristics of the topology to improve service performance.

The question arises whether the performance of services in
micro-clouds within CNs can be improved by carefully choos-
ing the micro-cloud nodes that are going to host a particular
service. A second question is how to identify the set of nodes
which allow providing better characteristics for a service to be
deployed. Key factors to take into account when answering
these questions are the bandwidth (i.e., maximize the overall
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(a) Gui f i.net nodes in Spain (b) Gui f i.net nodes in Barcelona city

Figure 1: The map of Gui f i.net nodes in Spain (left) and Barcelona city (right).

available bandwidth between nodes), availability of the nodes,
resource usage (e.g., CPU, memory), etc. Specific challenges
are the heterogeneity of links and nodes, computational con-
straints in the micro-clouds, and the dynamics of the network
and resources. Since cloud services have started moving to the
edge of the network, optimization approaches for these environ-
ments will become relevant for important use cases. Many of
the current research works, however, have focused on the more
homogeneous data center clouds infrastructures.

In this context, as a first contribution we propose a two-
stage multi-objective optimization method, named Multi-Criteria
Optimal Placement (MCOP), which is a novel and fast method
to place services in large-scale CNs. The MCOP method aims
to maximize the overall bandwidth among the service instances.
At the same time, it carries out an awareness use of the re-
sources, minimizing the number of replicas to place. The first
stage of the method relies on a Lexicographic Ordering (LO)
multicriteria optimization strategy [4]. This stage consists of
a hierarchical method in which the intrinsic properties of both
the nodes and the network (e.g., bandwidth, number of hops,
and node quality) are categorized according to different prior-
ity levels. Then, a sequence of decisions is made following the
previously established priority order. This procedure aims to ef-
ficiently select a set of nodes (candidate nodes) where a service
has to be replicated to maximize the overall Quality of Service
(QoS) – in terms of available bandwidth – of the system, which
reverts in a higher Quality of Experience (QoE) for the users of
the network. Once the candidate nodes have been selected, the
second phase is applied. In this phase a multi-objective heuris-
tic, named S ort&Merge, is executed to reduce the number of
replicas used to place the service, while considering a minimum
loss of QoS. By doing this, the resources’ load is alleviated. The
MCOP method provides high-quality solutions in a very fast
way, since it does not require costly computations in run-time,
ensuring a minimum QoS to the users. Moreover, due to its
flexibility to prioritize the properties of the system (nodes and
network), this method may be also useful in other kinds of net-
works, such as in data centers (DCs) to place virtual machines
(VM) or fog computing environments.

In order to diversify the search of high-quality service place-

ment solutions a second contribution is proposed. The Biased-
Randomized Multi-Criteria Optimal Placement (BR-MCOP) method
is an extension of the MCOP method integrating biased ran-
domization techniques [5]. It refers to the use of skewed prob-
ability distributions to induce an oriented (biased) random be-
haviour of the MCOP method, transforming the deterministic
method into a probabilistic one, preserving the logic behind
the multi-objective method. This way, the available bandwidth
among services is increased at the expense of investing more
computational time.

An experimental validation of the proposed service place-
ment algorithms is carried out with real traces of Gui f i.net CN
[6]. According to the results, the proposed methods outper-
form both the random placement, which is used by default at
Gui f i.net, and the Bandwidth-aware Service Placement algo-
rithm (BASP) placement method [3], which provides the best
known solutions of the literature, obtaining an average gap for
all the scenarios tested of about 53% and 10%, respectively
in the MCOP method, and 58% and 20% in the BR-MCOP
method.

The remaining of the paper is structured as follows. Section
2 presents the current state of service deployment in community
networks through a study of Gui f i.net as well as related re-
search on service placement in data centers, distributed clouds
and in wireless environment. Section 3 introduces a formal de-
scription of the service placement problem. In Section 4 the
proposed optimization methodologies (MCOP and BR-MCOP)
are explained. The data used, the computational experiments,
and the results are described in Section 5. Finally, Section 6
draws the most relevant conclusions of this work and identifies
lines of future research.

2. Background and Related Work

2.1. Community networks background

CNs [7] refer to decentralized, open, neutral, and self-organized
communication networks built and operated by citizens for cit-
izens. They are based on the principle of reciprocal sharing of
network bandwidth. Their purpose is to both satisfy commu-
nity’s demand for Internet access and provide services of local
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Figure 2: Overview of Gui f i.net topology.

interest [8]. The main characteristics of CNs are that partici-
pants contribute with their resources to help establish the net-
work, which is managed as a common resource [9]. Because
resources are contributed in a voluntary manner, the nodes that
compose the CN (i.e., routers, laptops, computer machines, etc.)
vary widely in terms of capacity, function and capability. Nowa-
days, with the advent of the telecommunications technology,
most CNs are based on Wi-Fi technology, such as ad-hoc net-
works and IEEE 802.11a/b/g/n access points.

Guifi.net: A real example of a CN is Guifi.net, which is
described as open, free and neutral. It started in 2004 in Cat-
alonia (Spain) and today it has more than 35, 000 operational
nodes, which makes it the largest CN worldwide. This net-
work offers a wide range of services, provided by individuals,
social groups, small nonprofit or commercial service providers
[8]. Guifi.net consists of a set of nodes interconnected through
mostly wireless equipment that participants voluntary install
and maintain, as well as its links. Since Guifi.net relies on do-
nated resources, its infrastructure is heterogeneous and highly
unreliable, compared to DCs, where they tend to be very ho-
mogeneous. This strong heterogeneity is due to the diverse ca-
pacity of nodes and links, as well as to the asymmetric quality
of wireless links. Moreover, diverse technologies are employed
in the network, ranging from very low-cost, off-the-shelf wire-
less (Wi-Fi) routers, home gateways, and laptops, to expensive
optical fiber equipment.

Topology: The network topology of a wireless CN such as
Guifi.net is different with respect to conventional Internet Ser-
vice Provider (ISP) networks [10]. Indeed, as shown in Fig. 2,
Guifi.net is composed of numerous distributed CNs and they
represent different types of network topologies. Unlike in a
DC environment, its overall topology is constantly changing
(mostly mesh topology in urban areas and star topology in rural
areas). To connect different CNs among them, all the CNs have
a node called Super Node (SN) with multiple wireless links,
which connect with the SNs of the other CNs to form the back-
bone of Guifi.net. A node can be a SN only if it meets a set
of premises imposed by the board committee. This is done

with the goal of maintaining stable and permanent connectiv-
ity among CNs.

Non-uniform resource distribution: Another feature adding
complexity to this network is that its resources are not uni-
formly distributed. Indeed, the distribution is affected by ge-
ographic singularities. The set of nodes and links are orga-
nized under a set of mutually exclusive and abstract structures
called administrative zones, which represent the geographic ar-
eas where nodes are deployed. A zone can represent nodes from
a neighborhood or a city. Each zone can be further divided into
child zones that cover smaller geographical areas where nodes
are close to each other.

All these intrinsic network properties result in a highly com-
plex and dynamic system. As a consequence, a service place-
ment method that works well in a certain network might have
a poor performance in another one. Or even worse, a service
placement method working well in a given instance of time,
may not fit properly in a different instance of time. For these
reasons, it is important to propose placement methods able to
consider the network variations and adapt to them.

2.1.1. Motivating use case: Placement of storage servers
The recently developed distributed monitoring system for

Guifi.net consists of storage servers and monitoring clients [11].
The storage servers are replicated in order to dispose of moni-
toring data in case of network partitions or server failures.

For the deployment of the storage servers (i.e., instances of
the distributed database), computing nodes available in Guifi.net
need to be chosen. This service placement challenge can be
stated as: given a large set of available computing nodes to be-
come storage servers, on which subset of the nodes the storage
servers should be placed?

If nodes with low-capacity connectivity or hosting already
many applications are chosen for the storage server placement,
then the data storage at these nodes might suffer from failures
and link saturation. In addition, end user experience will be de-
creased by consuming too much of the nodes’ remaining com-
putational resources and link’s bandwidth. To avoid this, the
service placement algorithm should select nodes with sufficient
link bandwidth and remaining computing capacity to host the
storage servers of the distributed monitoring system.

2.1.2. Baseline: Bandwidth-aware Service Placement algorithm
Our baseline for the storage server placement is the BASP

algorithm [3], which is an algorithm used for placing services
in CNs. It allocates services taking into account the bandwidth
of the network and the node availability. The BASP is exe-
cuted every single time a (new) service deployment is about
to be made. In every run, the partitions the network topol-
ogy into k (maximum allowed number of service replicas) and
removes the nodes that are under the pre-defined availability
threshold (phase 1); estimates and computes the bandwidth of
the nodes (phase 2); and finally re-assigns nodes to selected
clusters (phase 3). Fig. 3 demonstrates the phases of the BASP.
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Figure 3: Phases of the BASP algorithm.

Figure 4: Average bandwidth to the cluster heads.

2.1.3. Bandwidth-aware Service Placement algorithm: Results
Figure 4 depicts the performance of BASP when comparing

with other placement strategies (random and K-Means) used in
CN micro-clouds. Fig. 4 reveals that for the considered num-
ber of services k, BASP outperforms both Naive K-Means and
Random placement. For k = 2, the average bandwidth to the
cluster heads has increased from 18.3 Mbps (Naive K-Means)
to 27.7 Mbps (BASP), which represents a 50% improvement.
The highest increase of 67% is achieved when k = 7. On av-
erage, when having up to 7 services in the network, the gain of
BASP over Naive K-Means is of 45%. As shown in Fig. 4, the
gap between the two algorithms grows as k increases. It can
be concluded that k will increase as the network grows. And
hence, BASP will presumably render better results for larger
networks than the rest of strategies.

2.2. Related Work

The increasing importance of making an efficient use of
resources in large-scale networks composed of heterogeneous
devices has boosted the number of works focusing on service
placement. This section reviews the main related works classi-
fied by application: placement in data centers, placement in dis-

tributed clouds, and placement in wireless environment. After
describing the works, each subsection discusses the differences
between these works and ours.

2.2.1. Placement in data centers
Previous publications (e.g., [12, 13]) claim that the data cen-

ter network is a limiting factor in the performance of many ap-
plications. In data centers hosted in cloud computing infras-
tructures, service placement plays an important role in the ef-
ficient use of the network. LaCurts et al. [14] present Choreo,
a measurement-based method for placing applications in cloud
infrastructures, which minimizes the application execution time.
Choreo makes fast measurements in the cloud network employ-
ing packet trains and applies machine learning methods to pro-
file the application network demands. Then, this information
is sent to a greedy heuristic that places the applications. Simi-
larly, Duan et al. [15] present four different placement schemes
to place virtual networks in fat-tree data center networks, at-
tempting to map virtual networks to a physical infrastructure in
an efficient way. The authors put forward a model of multicast-
capable virtual networks (MVNs) to meet the requirements of
instant parallel data transfer between multiple computing units.

Other works have focused on placement decisions based
on the evolution of the systems. Agarwal et al. [16] present
Volley, an automated data placement tool for geo-distributed
data centers of Microsoft. Volley analyzes the system logs by
means of an iterative optimization algorithm based on data ac-
cess patterns and client locations. The objective is to send mi-
gration recommendations back to the cloud service. Ghanbari
et al. [17] develop a simple and fast optimization algorithm for
optimal service placement of a set of N-tier software systems
subject to changes in the workload, service level agreements
(SLA), and administrators preferences.

Due to the high concern regarding environmental issues in
data centers, green computing is becoming increasingly popu-
lar. In this context, Wu et al. [18] present two placement al-
gorithms based on multi-objective optimization [4] and the en-
hanced Tabu Search [19] to address the trade-off between brown
energy (coal, oil, natural gas, etc.) consumption and cost in
cloud networks. The goal is to jointly minimize the data center
cost and brown energy consumption in a VM migration-enabled
cloud network.

All these approaches assume in their placement models that
both the nodes and the links of the network are reliable re-
sources (i.e., they are always available). Thus, their only con-
cern is to maximize the overall performance of the system. Dif-
ferent from these works, the methods proposed in this work
consider in the service placement the unreliability of the re-
sources in the network, i.e., of nodes and links, to ensure a min-
imum QoS to the users.

2.2.2. Placement in decentralized clouds
Efficient resource placements are also key in distributed cloud

systems, which are geographically distributed over a large num-
ber of locations.

MAPLE [20] is a Machine Learning approach for Efficient
Placement and Adjustment of Virtual Network Functions (VNFs).
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MAPLE partitions the substrate network into a set of on-demand
clusters managed by a set of cluster-heads. The k-medoids clus-
tering technique is employed which is praised for its robustness
to noise and outliers. Based on the authors, MAPLE provides
an original data-driven methodology to reduce the complexity
of NP-hard optimization problems using machine learning and
it scales well in large data centres. MAPLE however addressed
a large topology of 500 nodes and 5260 links with bandwidth
from 100 Mbps to 2000 Mbps, which is different in magnitude
to that of Gui f i.net where there are around 70 nodes, bandwidth
ranges from 5 Mbps to 100 Mbps, and the nodes are resource
constraint low-power devices.

The authors of [21] propose a trust-aware scheduling so-
lution called BigTrustScheduling. The proposed approach de-
rives a trust value for each VM based on its underlying perfor-
mance and then intelligently maps the tasks to the appropriate
VMs (i.e., task placement) in such a way that the makespan
and the cost of tasks processing is minimized. The authors
claim that their solution significantly reduces the run time com-
pared to the studied solutions. Another work [22] proposes the
Deep learning Smart Scheduling (DSS), an automated big data
task scheduling approach for cloud computing environments.
DSS combines Deep Reinforcement Learning (DRL) and Long
Short-Term Memory (LSTM) to automatically predict the Vir-
tual Machines (VMs) to which each incoming big data task
should be scheduled.

Pasteris et al. [23] propose an approximation algorithm for
solving the service placement problem in systems with hetero-
geneous service/node sizes and rewards. Their algorithm has a
constant approximation ratio. Similarly, Farhadi et al. [24] pro-
pose a two-time-scale solution for joint service placement and
request scheduling in edge clouds under communication, com-
putation, and storage constraints. They prove the NP-hardness
of the service placement problem in the general case and char-
acterize its complexity in all special cases. Steiner et al. [25]
develop efficient service placement algorithms to maximize the
performance of distributed cloud systems. These algorithms re-
quire as inputs the status of the network, and the compute and
data resources, which are matched to application requirements.
Zhang et al. [26] present two algorithms for the distributed
cloud selection and VM partition problems. These algorithms
are based on a novel clustering method, which minimizes the
maximum inter-distance between clouds considering the dis-
tance between clouds and network graph information such as
topology and density. Alicherry et al. [27] put forward an ef-
ficient 2-approximation algorithm for the optimal selection of
data centers in distributed clouds. Considering as input the re-
sources needed for the computational task, the algorithm selects
the data centers by minimizing the distance or latency between
them. Then, it selects within each data center the most suitable
racks and servers where the requested VM for the task will be
located.

Due to the huge popularity of social networks, there are sev-
eral works on the assignment of resources in online social net-
works (OSN) that run over large-scale distributed clouds. Jiao
et al. [28] study the problem of optimizing the monetary cost
spent on cloud resources when deploying an OSN service over

multiple geo-distributed clouds. They propose Cosplay, an al-
gorithm that minimizes the total cost while ensuring the QoS
and data availability. Similarly, Xia et al. [29] analyze the prob-
lem of user data placements of OSN in a distributed cloud min-
imizing the operational cost of a cloud service provider. This
work proposes a fast yet scalable algorithm that builds on the
use of the community concept by grouping users of a social net-
work into different communities and placing the master replicas
of user data in the same community into a data center. In addi-
tion, the algorithm replicates the slave replicas of the user data
in nearby data centers. Khalajzadeh et al. [30] present a novel
genetic algorithm-based approach to optimize social media data
placement and replication in distributed clouds. The algorithm
attempts to find a near-optimal number of replicas for every
user’s data and a near-optimal placement of replicas to mini-
mize monetary cost while satisfying latency requirements for
all users.

The methods proposed in these works focus on the selec-
tion of DCs or VMs in distributed clouds to place services or
computing applications, both to maximize the benefits of the
system and reduce the cost for the users. These methods need
to know previously the requirements about the application or
the users. The methods proposed in this work differ from the
reviewed ones because they are agnostic. Each node of the net-
work could be a potential candidate to host services and the
selection is performed without any kind of information about
users and application requirements.

2.2.3. Placement in wireless environment
Wireless networks have been gaining popularity during the

last few decades, which has been accompanied by an incre-
ment of the number of works on this field. Selimi et al. [3] put
forward a service placement algorithm called BASP, to place
micro-cloud services in CNs. The algorithm uses K-Means for
clustering and a lightweight bandwidth computation/estimation
heuristic. The authors evaluate its performance over the CN
Guifi.net. Another study about placement in CN is proposed
in Vega et al. [31], which optimizes the communication cost in
CN by minimizing the service overlay diameter and the coor-
dination cost along the network. Coimbra et al. [32] propose a
novel service placement approach based on community finding
using a scalable graph label propagation technique and decen-
tralized election procedure. The authors are using traces from
the Guifi.net CN.

Al Arnaut et al. [33] propose a content replication scheme
for wireless mesh networks. This scheme is divided into two
phases including the selection of replica nodes (network setup
phase) and content placement, where content is cached in the
replicas based on popularity.

There are some works that consider a different type of wire-
less networks. For example, Herrmann et al. [34] propose a
fully decentralized, dynamic, and adaptive service placement
algorithm for ambient intelligence (AmI) [35] environments like
the ad-hoc service grid (ASG) infrastructures [36]. This algo-
rithm achieves a coordinated global placement pattern that min-
imizes the communication costs without any central controller.
It does not even require additional communication among the
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replicas. Tärneberg et al. [37] present an algorithm that holis-
tically returns the globally optimal placement of static and mo-
bile applications in mobile clouds networks (MCN) [38]. The
goal of the algorithm is to minimize the global system cost as
a means to manage the compute and network resources in a
MCN.

Our work differs from these others because the proposed
methods enable the prioritization, in an easy and fast way, of the
most important parameters of both the network and the nodes to
place services, providing flexible and agile methods. Moreover,
this flexibility makes it possible to apply them to a wide range
of large-scale distributed systems, not just CNs.

3. Service Placement in Decentralized Edge Micro-Clouds

A CN needs to use the available bandwidth resources to
reach its full potential. Based on this idea, the objective of
our problem is to find a deployment that maximizes the over-
all available bandwidth. A CN may be modeled as an incom-
plete directed graph G = (N, E), where N is the set of nodes
that compose the CN and E is the set of links (wireless or optic-
fiber) that connect pairs of nodes. Nodes in N without links
to other nodes (i.e., isolate nodes) are discarded. The links are
characterized by a given bandwidth Bij, ∀(i, j) ∈ E, and latency
Lij, ∀(i, j) ∈ E, while each node has a particular QoS i, ∀i ∈ N,
derived from the real measurements in the CN. Given a micro-
cloud to be deployed, at most Rmax replicas can be placed. A
micro-cloud can be deployed in a node only if this node has a
QoS greater than a minimum threshold (QoSmin). Similarly, a
given link will be used only if its bandwidth is higher or equal
to a given threshold (Be). Each node not deploying any micro-
cloud has to be assigned to at least one node deploying one.

The path from node i to node j is defined as the path with
minimum length among all the possible paths. If two paths have
the same length, the path with maximum bandwidth is selected.
The bandwidth of a given path is described as the minimum
bandwidth among its links (see Fig. 5). The bandwidth of a
given micro-cloud is the mean bandwidth of the paths associ-
ated. The objective function maximizes the mean value of the
micro-clouds’ bandwidth.

A solution is described by three types of binary variables:
(i) xi identifies the nodes where the replicas are placed; (ii) yi j

Table 1: Notation of the optimization problem

Sets Description
G Graph
N Set of nodes
E Set of links
Parameters Description
Rmax Maximum number of replicas
Bi j Bandwidth requirement associated

with link (i, j)
Be Minimum bandwidth
Li j Latency associated with link (i, j)
Pi j Minimum number of hops from j to

i
QoS i Quality of node i
QoS min Minimum quality
Variables Description
xi Micro-cloud deployed in node i
yi j Node i is assigned to node j
zi jkl Link (k, l) is part of the path from

micro-cloud j to i

reveals whether node i is assigned to node j (note that if yi j is
equal to 1, then x j has to be equal to 1); and (iii) zi jkl shows
the path from the nodes where i is assigned to itself, thus zi jkl

is equal to 1 if arc (k, l) is traversed when serving node i from
micro-cloud j. All the notation required is gathered in Table 1.

4. Two-stage Multi-criteria Optimization

4.1. Model for Estimating Nodes’ Quality

An important parameter to place services in a CN is the
QoS of a node. Basically, a node with a high QoS is expected
to be a good candidate to place a service. In this section, a
model to estimate the quality of a node is estimated. It relies on
three variables: probability of being connected during a given
amount of time (ti), bandwidth of its links (bi), and CPU load
(ci). This model will be used in the MCOP method to select the
most suitable nodes to place micro-clouds.

The parameter ti – described in the next subsection– de-
pends on the period in which the node was connected in an
uninterrupted way in the past, while bi is the minimum band-
width of its links. ci is also considered in the model in order to
avoid placing micro-clouds in overloaded nodes, which would
increase the time of response. In particular, the QoS of node i
is computed as:

QoS i =
1
3

(ti + bi − ci), (1)

The three inputs and the QoS are normalized to 0-1 ranges.
Each variable has the same weight considering that they have
the same relevance. Since the network is highly dynamic, the
nodes’ QoS need to be recalculated regularly.
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4.2. Estimating a node’s probability of being active

Being able to correctly predict whether a node will be con-
nected in the next future is both challenging and essential. If
this information is not available or is not accurate, the optimiza-
tion method will lack important information and may provide
solutions with a poor performance.

There are several machine learning techniques in the litera-
ture [39] that are widely used to predict behaviors of real expert
systems. Among them, the logistic regression is a probabilistic
technique, highly accurate, simple, and fast. The model pro-
posed is defined as:

zi = β0 + β1 · nodei + β2 ·weeki + β3 · dayi + β4 · timeS loti, (2)

where:

• nodei, weeki, and dayi, identify node id, week, and day
of the month for the observation i;

• timeS loti refers to a time slot and may take the values 1
(from 12 noon to 8 am), 2 (from 8 am to 4 pm), and 3 (4
pm to 12 noon);

• β0, β1, β2, β3, and β4, are parameters to estimate; and

• zi represents a linear function of the explanatory variables
(i.e., nodei, weeki, dayi and timeS loti).

Then, the logistic function can be written as:

ti =
1

1 + e−zi
, (3)

where:

• e denotes the exponential function; and

• ti is interpreted as the probability of nodei being con-
nected during weeki, dayi and timeS loti.

This model is designed considering data covering a few
weeks or months. If we gathered data for years, the variable
yeari could be added to explore whether there is a significant
trend.

The historical data is split in two: the observations of the
first 3 weeks constitute the training set (i.e., observations used
to build the model), and the remaining observations represent
the test set (i.e., observations employed to assess the model by
computing performance measures). If the data is not grouped
by the time slots defined, then a transformation is required. For
instance, if an observation refers to an hour, then 8 observations
constitute a time slot: only if in 6 or more observations the
node has being connected, we will say that the node has being
connected during that time slot.

The model estimated can be used to compute ti for new ob-
servations. If ti > 0.5, then the model predicts that nodei will
be activated during timeS loti of dayi and weeki. Otherwise, the
model will predict there will be no activity.

The classical performance measures considered are:

precision =
true positives

true positives + false positives
(4)

recall =
true positives

true positives + false negatives
(5)

F1 = 2 ·
precision · recall
precision + recall

(6)

where:

• true positives is the number of observations where the
node is activated and the model predicts ‘activated’ too;

• false positives is the number of observations where the
node isn’t activated but the model predicts ‘activated’;
and

• false negatives is the number of observations where the
node is activated but the model predicts ‘not activated’.

Finally, it is important to consider a classical problem in
prediction problems that can be encountered: unbalanced classes.
It happens when the training set does not have the same number
of observations per category. In our case, it could happen that
most observations indicated ‘activated’ or ‘not activated’. It is a
problem because a category is miss-represented and the result-
ing model may have a poor performance when trying to identify
new observations belonging to that category. A simple option
is to sample the observations in the training set so that there
is the same number of observations of both categories. Thus,
if there are n0 observations of the category ‘not activated’ and
n1 ‘activated’ and n0 < n1, then the options are: (1) randomly
select only n0 observations where the node is activated; or (2)
randomly select n1 observations where the node is not activated
(thus, having repeated observations).

4.3. Optimization Methodology

This section describes the fundamentals of the MCOP method,
which is an efficient and fast two-stage multi-objective opti-
mization method to select the most suitable nodes to place ser-
vices in large-scale CNs. The main goal of the MCOP method is
to maximize the overall available bandwidth among the micro-
cloud nodes, at the same time it attempts to minimize the num-
ber of replicas of a micro-cloud node instance to avoid ineffi-
cient resource usage.

In order to improve the performance of the MCOP method,
we also introduce the BR-MCOP method, which is an extension
integrating biased randomization techniques [5]. These tech-
niques refer to the use of skewed probability distributions to
induce an oriented (biased) random behaviour of the MCOP
method. In other words, the deterministic method is trans-
formed into a probabilistic one, while preserving the logic be-
hind it.

Before introducing the proposed methods, the Lexicographic
Ordering (LO) approach [4] is briefly introduced. It is highly
used in multi-objective combinatorial optimization and key in
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the proposed methodology. After that, the two stages of the
MCOP are explained. Finally, the extension proposed is de-
scribed.

4.4. Lexicographic Ordering approach

The LO approach avoids having to add up quantitative pa-
rameters using weight factors, which may have some disad-
vantages due to: (a) the numerical quantities are typically not
based on a uniform scale; (b) the number of parameters can be
large; and (c) the consequences of a given trade-off cannot be
quantitatively known prior to the optimization. Instead of using
weight factors, in the LO approach the priorities of the individ-
ual planning criteria (i.e., the objective functions) are explicitly
incorporated in the optimization process. In particular, the ob-
jective functions are ranked in terms of importance being mini-
mized (or maximized) sequentially.

This multi-objective approach can be represented as an ob-
jective function F(x) = [ f1(x), f2(x), ..., fN(x)], which gathers a
collection of N individualized functions ( fi(x)) ordered by im-
portance, being f1(x) the most important and fN(x) the least.
The value found for each objective is transformed into a con-
straint for subsequent optimizations. By doing this, the optimal
value of the most important objectives is preserved. Mathemat-
ically, this method can be modeled as an ordered sequence of
real objective functions with a set of constraints as follows:

Min/Max fi(x) (7)

subject to:

f j(x) ≤ f ∗j if j is minimized
f j(x) ≥ f ∗j if j is maximized (8)

where i = {1, 2, ...,N} and j = {1, 2, ..., i − 1}.

As the method progresses down from level 1 to level N, the
preceding objective functions are converted to new constraints
with boundary values f ∗j . Accordingly, the number of con-
straints increases with each level, reducing the feasible search
space gradually.

4.5. First stage of the Multi-Criteria Optimal Placement method:
initial solution

The first stage of the method (Fig. 6) relies on a hierarchical
placement method to generate an initial solution. The inputs are
the complete list of active nodes, a set of criteria parameters,
which are ranked by importance, and a list of constraints. The
set of criteria parameters are represented as a vector of tuples:

C = [{1, threshold1,%elite1, type1}, ...,
{N, thresholdN ,%eliteN , typeN}]

(9)

Each criterion (represented by a tuple) has associated four
parameters: (a) its importance (from 1 to N, being 1 the most
important); (b) a threshold value (i.e., the minimum or maxi-
mum value that can be accepted to meet the requirement); (c)
the maximum percentage of nodes to be selected to obtain the

next list of high quality nodes or ‘elite nodes’; and (d) whether
the corresponding function has to be maximized or minimized.

Initially, the list of active nodes is filtered by the criteria
parameters. Thus, the nodes that do not meet the minimum
requirements imposed by the thresholds are removed. It makes
the sorting procedure more efficient, since those nodes without
possibility of being selected are discarded at the beginning.

The filtering returns a non-sorted list of viable nodes. Af-
terwards, an iterative procedure that takes into account the pri-
ority of the criteria is applied. First, as shown in Fig. 6, the
list is sorted by the first criterion (the most important one): in
an ascendant order if the corresponding value has to be max-
imized or in descendent order otherwise. Then, a percentage
%elitei of nodes is selected. After the first iteration, a list of
elite nodes taking into account the first criterion is obtained.
Then, this procedure continues reducing the size of the list by
considering a different criterion at each iteration. By default,
we set %elitei, ∀i ∈ {1, ...,N}, to 10%. The loop stops when
all the criteria have been considered. From the returned sub-
list of best ranked nodes, the final subset of candidate nodes is
selected taking into account a final list of restrictions.

With the objective of applying the MCOP method for CNs,
the following system parameters are employed (in decreasing
order of importance):

• Node quality: is predicted by the model described in sec-
tion 4.1 and has to be maximized.

• Connections: indicates the number of adjacent nodes for
a given node and has to be maximized.

• Latency: indicates the largest latency among all the links
starting at a given node and is expressed in Mbps and has
to be minimized.

Moreover, two constraints are considered: (1) the number
of replicas cannot exceed a user parameter, and (2) there is a
minimum number of hops between candidate nodes (which is
an input parameter). The second restriction aims to select can-
didate nodes distributed along the network, thus minimizing the
distance between the candidate nodes and their assigned nodes.

Having selected the nodes in which services will be placed
(so called candidate nodes), the other nodes have to be assigned
so that they have access to a service deployed. This assignation
relies on the Breadth First Search (BFS) algorithm [40], which
is a well-known algorithm for traversing graphs used in graph
theory. It starts with a root node and explores all the neigh-
bour nodes at the current depth before moving to the nodes at
the next depth level. Sub-graphs are generated which contain
a candidate node as a root node and the nodes with a depth
lower or equal to the maximum number of hops allowed. No-
tice that, since the BFS algorithm relies only on distance, a node
can be served by more than one candidate node. The average
bandwidth of each sub-graph is computed to obtain the system’s
bandwidth. It is important to highlight that more than one path
could be found between a candidate and a final node. To deal
with this issue, the methodology relies on the Floyd Warshall
algorithm [41], which returns the minimum path between each
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Figure 6: Procedure to generate an initial solution.

pair of nodes. This algorithm is run once at the beginning to
create a distance matrix with the number of hops. In the case
our algorithm finds more than one path with a minimum dis-
tance, it selects the one maximizing the bandwidth.

4.6. Second stage of the Multi-Criteria Optimal Placement method:
Reducing the number of replicas

The second stage is a novel and fast multi-objective heuris-
tic named S ort&Merge which, given a solution, reduces the
number of replicas used while considering a minimum loss of
QoS. Thus, this stage aims to reduce the replication of redun-
dant services in the network, helping to alleviate the resources’
load.

The main idea behind this heuristic is to merge sub-graphs
with a low number of nodes, generating larger sub-graphs and
thus avoiding the use of resources to serve few nodes. The
heuristic tries to merge sub-graphs with shared nodes (i.e., nodes
served by more than one candidate node). Fig. 7(a) shows a so-
lution returned by the first stage. In this example the solution
has 3 sub-graphs, and all of them share the node 8. An iter-
ated procedure is applied to merge the sub-graphs, subject to
an acceptance criterion. The result is a new sub-graph with the
shared node as a candidate node. According to Fig. 7(b), the
sub-graph 2 – the smallest– is merged with the sub-graph 1.
Then, in a new iteration, the heuristic tries to merge this new
sub-graph with the sub-graph 3. The details of the heuristic are
shown in Algorithm 1 and described below.

The inputs are the set of candidate nodes, the graph, and
an initial solution. First, all the shared nodes are identified
and stored in the list sharedNodes (line 2). Then, the heuris-
tic starts an iterative procedure (lines 3-31), where each itera-
tion considers a shared node. Initially, the heuristic searches
all the sub-graphs containing that node and stores them in the
list subGraphList (line 4). Afterwards, another iterative proce-
dure (lines 6-30) starts. The first step is sorting the sub-graphs
from that with the smallest number of nodes to the one with
the biggest number of them. Then, it considers merging the
sub-graph with the lowest number of nodes (baseSubGraph)
with each of the other sub-graphs, establishing the shared node

as candidate node for the resulting new sub-graph (newSub-
Graph). For each potential merging, the heuristic checks if the
resulting sub-graph is promising (line 19). In particular, a sub-
graph is labeled as promising if its bandwidth is at most a 1%
lower than the average bandwidth of the two sub-graphs con-
sidered. If a merge is promising, the heuristic assesses whether
the bandwidth of newSubGraph improves the bandwidth of the
previous merges (line 20). Once all the potential merges have
been analyzed, the heuristic merges baseSubGraph with the
sub-graph with the highest bandwidth. After performing the
merge, the original sub-graphs are deleted from subGraphList
while the new sub-graph is added. The current solution (currentS ol)
is accordingly updated. Finally, once all the nodes in sharedNodes
have been considered, the total bandwidth of currentS ol is com-
puted and the solution is returned.

The parameter to choose whether a merge is accepted has
been set to 1%, but this parameter can be configurable by the
user depending on the level of granularity needed. If he/she
prioritizes minimizing the number of replicas for a service, this
parameter should be increased at the expense of reducing the
overall QoS.

This method builds on the idea of making sub-graphs that
can be seen as clusters. However, while many clustering meth-
ods require as a parameter the number of clusters (replicas) to
be used, the MCOP method is able to adjust that number on the
fly.

4.7. Extending the Multi-Criteria Optimal Placement with bi-
ased randomization

The MCOP method is a constructive approach that employs
an iterative procedure to generate a solution in an efficient way.
At each iteration, the most promising nodes are selected from
a list of potential candidates that have been sorted according
to a specific criterion. As a result, a reasonably good quality
solution is generated. Notice, that this is a somewhat myopic
behavior, since the method selects the next movement without
considering how the current selection will affect subsequent de-
cisions and may fall in local minima. Even worse, this property

9



3
4

9

1

8

7

65
2

Subgraph1

Subgraph2

Subgraph3

13

12
14

11

10

Candidate Node

(a) Initial solution

3
4

9

1

8

7

65
2

Subgraph12

Subgraph3

13

12
14

11

10

Candidate Node

(b) Final solution

Figure 7: Illustration of the S ort&Merge heuristic.

Algorithm 1 S ort&Merge heuristic
1: procedure Sort&Merge (candidateNodes, graph, currentS ol)
2: sharedNodes ← selectSharedNodes(candidateNodes,

graph)
3: for each (node in sharedNodes) do
4: subGraphList ← selectSubGraphs(node)
5: isMerged ← True
6: while (isMerged is True) do
7: isMerged ← False
8: subGraphList ←

sortDecreasingOrder(subGraphList)
9: bestBandwidth← 0

10: baseS ubGraph← getSubGraph(subGraphList, 1)
11: for (i from 2 to size(subGraphList)) do
12: newS ubGraph← initializeEmpty()
13: newS ubGraph← setCandidateNote(node)
14: newS ubGraph← addNodes(baseS ubGraph)
15: subGraph← getSubGraph(subGraphList,i)
16: newS ubGraph← addNodes(subGraph)
17: newPartialBW ← calBW(newS ubGraph)
18: currentPartialBW ←

(calBW(baseS ubGraph)+calBW(subGraph))/2
19: if (acceptMerge(newPartialBW,

currentPartialBW)) then
20: if (newPartialBandwidth > bestBandwidth)

then
21: isMerged ← True
22: bestBandwidth← newPartialBW
23: subGraphToAdd ← newS ubGraph
24: subGraphToDelete← subGraph
25: if (isMerged is True) then
26: subGraphList← delete(baseS ubGraph)
27: subGraphList← delete(subGraphToDelete)
28: subGraphList← add(subGraphToAdd)
29: currentS ol← delete(baseS ubGraph)
30: currentS ol← delete(subGraphToDelete)
31: currentS ol← add(subGraphToAdd)
32: calBw(currentS ol)
33: return currentS ol

results in a deterministic procedure (i.e., if the method is exe-
cuted several times, the same solution is obtained).

In order to avoid falling in local minima and improve the
quality solution of the MCOP method, the search has to be di-
versified. To do this, the BR-MCOP method is proposed, which
is an extension of the MCOP method integrating biased ran-
domization techniques. These techniques enable transforming
the deterministic behavior of the MCOP method into a prob-
abilistic one. In particular, they introduce a certain degree of
randomness, while still preserving the main logic behind the
method. Thus, the first stage of the MCOP method is extended
by using biased randomization and encapsulating the whole method
inside a multi-start algorithm [42]. Algorithm 2 describes the
extended MCOP.

The procedure starts generating an initial solution (initS ol)
using the (deterministic) MCOP method. It is stored as the best
solution found so far (bestS ol). Then, the multi-start process
relying on the biased randomized MCOP is initiated. At each
iteration, it builds a new solution (newS ol) selecting the elite
nodes by applying a biased-randomized process. This means
that the nodes on the top positions of the list will be selected,
but not necessarily the best nodes, which diversifies the node
selection. A geometric probability distribution, which has a
single parameter β(0 < β < 1), is used to induce this skewed
behavior. Thus, different best elite nodes may be selected at
each iteration of the multi-start process, while still preserving
the behavior of the original heuristic. Once newS ol has been
generated, it replaces bestS ol if its average bandwidth is higher.
This iterative process is repeated until the maximum computa-
tional time is reached. Although this method provides higher
performance – bandwidth – than the MCOP method, due to this
iterative process more computational time is needed to carry out
the deployment. Thus, the network administrator should decide
which method to use depending on the deployment needs.
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Algorithm 2 Multi-Start biased randomization MCOP (Ex-
tended MCOP)

1: procedure Extended MCOP (graph, maxNReplicas,
maxCompTime, β)

2: initS ol←MCOP(graph, maxNReplicas)
3: bestS ol← initS ol
4: compTime← 0
5: while (compTime < maxCompTime) do
6: newS ol←MCOP(graph, maxNReplicas, β)
7: if (calBW(newS ol) > calBW(bestS ol)) then
8: bestS ol← newS ol
9: updateTime(compTime)

10: return bestS ol

5. Empirical Studies

5.1. Data description
To carry out the experiments based on a real-life CN, data of

GuifiSants, which is a subset of Guifi.net, have been used. This
CN is composed of around 80 nodes (with more than 300 active
users) and there are two gateways (i.e., proxies) that connect the
network to the rest of Guifi.net and the Internet [43]. Typically,
the users of GuifiSants have an outdoor router (OR) with a Wi-
Fi interface on the roof, which is connected through Ethernet to
an indoor access point (AP).

Measurements were obtained by connecting via SSH to each
GuifiSants OR and running basic system commands available in
the QMP distribution. This method has the advantage that no
additional software needs to be installed on the nodes. In or-
der to obtain real-traces of this CN, measurements over a one-
month period were captured. The live monitoring page and data
is publicly available in the Internet1.
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Figure 9: Mean bandwidth (in Mbps) for each hour of the day.

We have logs for 31 successive days (1 month) and 74 nodes.
The monitoring system provides information for each hour of
the day. There are only 6 non-consecutive hours where the pro-
cess failed and there is no information. Fig. 8 displays several
time series that describe the data. The first plot shows the num-
ber of nodes activated, which is relatively stable, ranging from

1http://dsg.ac.upc.edu/qmpsu/

50
55

60
65

Day

N
um

be
r 

of
 n

od
es

01 03 05 07 09 11 13 15 17 19 21 23 25 27 29 31

24
0

28
0

32
0

36
0

Day

N
um

be
r 

of
 e

dg
es

01 03 05 07 09 11 13 15 17 19 21 23 25 27 29 31

0
50

10
0

15
0

Day

B
an

dw
id

th

01 03 05 07 09 11 13 15 17 19 21 23 25 27 29 31

Maximum
Mean
Minimum

Figure 8: Time series of number of nodes (up), number of edges (middle), and
maximum, mean, and minimum bandwidth in Mbps (down).

60 to 65 but with a dramatic drop in day 19th. The second
plot shows the behavior of the number of edges, which varies
between 320 and 360. There is also a drop in day 19th. A
strong positive correlation between both measures is expected.
Finally, the third plot displays the minimum, mean and maxi-
mum bandwidth (in Mbps) for each hour. It can be concluded
that the maximum bandwidth is highly variable, ranging from
10 to 200 Mbps, approximately. The line of means is much
closer to the line of minimums. This reveals that there were
edges with extremely high levels of bandwidth. Fig. 9 averages
the bandwidths for each hour of the day. It ranges from 10 to
20 Mbps, and there is a maximum at 10pm and a minimum at
3am.

5.2. Logistic regression

After transforming the data to have slots of time of 8 hours,
the resulting dataset has 6,815 observations (each observation
is a combination node-week-day-slot). 6,662 of these observa-
tions refer to nodes activated during the slot considered. Three
first weeks are used to train the predictive model and the last one
to test it. Among the 74 nodes, 66 are activated the three weeks,
thus, they present no variability. Since they cannot provide in-
formation about changing states, these nodes are not considered
for building the model. The predictions for these nodes will be
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‘activated’ (probability = 1). The model built for the remain-
ing 8 nodes is represented in Table 2. The first column displays
the parameters in the model while the second column shows the
estimated value for the coefficients (which can be positive and
negative). Then, the third column shows the p-value obtained
from testing the hypothesis “coefficient equals 0”. Finally, the
fourth column relates p-value to significance: if p-value < 0.001
(represented by ‘***’), one can state that the associated variable
is statistically significant; if p-value is between 0.001 and 0.01
(represented by ‘**’), then the significance is lower than the
previous case; and so on. Thus, the slot is statistically signifi-
cant. In addition, there are significant differences among nodes.
The performance measures are: precision = 0.878, recall = 1,
and F1 = 0.93. We attempted to transform the training set to
create balanced classes, but no improvements in terms of F1
were obtained. Thus, the original training set is used. The per-
formance measures for the ‘naive’ model (all the predictions
equal to 1) are: precision = 0.77, recall = 1, and F1 = 0.87.

Table 2: Logistic model to predict whether a node will be activated.

Coefficients Estimate Pr(> |z|) Significance
Intercept 2.02 0.00 ***
TimeS lot 0.21 0.08 .
Day 0.05 0.29
Week -0.53 0.13 **
Node68 0.00 1
Node69 0.00 1
Node70 0.00 1
Node71 -1.14 0.00 **
Node72 -0.31 0.47
Node73 -1.19 0.00 **
Node74 -3.42 0.00 ***
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

5.3. Computational experiments

This section describes the computational experiments car-
ried out to assess our methods. They were implemented in Java
8 and the experimentation was executed in a standard personal
computer. In particular, an Intel QuadCore i7 CPU at 2.2 GHz
with 8 GB RAM and Ubuntu 18.04 as Operating System was
employed to execute all the tests. The configuration parameters
used are shown in Table 3. The maximum run time for the BR-
MCOP method has been set to 100 seconds, which represents a
good trade-off between the quality of the solution and execution
time. The parameter of the geometric distribution is modeled as
a uniform distribution ranging from 0.3 to 0.4. This range has
been tuned based on some sensitivity analysis. The maximum
number of replicas (Rmax) has been set to 10. This value has
been selected based on the total number of nodes of the net-
work in order to not overload the network. Finally, the min-
imum bandwidth (Be) and the minimum QoS are set to 5MB
and 20MB, respectively. 3 weeks (21 days) were used to train
the model to predict the quality of the nodes, and the last days
of the month were used to validate the approaches. A day is
composed of 24 traces (one trace per hour). To compute the

Table 3: List of parameters and values.

Algorithm’s parame-
ters

Value or distribution

maxTime (sec.) 100
β U(0.3,0.4)
User’s parameters Value
Rmax 10
Be 5 Mbps
QoS min 20 Mbps

results of a day, each trace is executed and the average of the
bandwidth, time and number of replicas are calculated.

5.4. Results

The results obtained with the proposed approaches are sum-
marized in Table 4. The first column 1 indicates the tested
day. Columns 2-4 show the average bandwidth of the system
(in megabits per second), the computational time (in seconds)
for the solution found with the MCOP method, and the num-
ber of replicas used. Columns 5-7 detail the same information
for the BR-MCOP method. Notice that, although the algorithm
is executed during 100 seconds, column 6 reveals the seconds
required to find the best solution. Columns 8-10 describe the
results obtained using a random approach, which is the current
method applied by Guifi.net to place services. In order to reach
QoS min using this method, a node is randomly selected as can-
didate node to place a replica of a micro-cloud and then calcu-
late the average bandwidth. If QoS min was not reached, then a
new candidate node was randomly selected and added, recalcu-
lating the average bandwidth of the system. These steps were
repeated until reaching either QoS min or the maximum number
of replicas allowed. Columns 11-13 show the results obtained
using a K-means approach, which is based on the locality of
the nodes in the network to find the centroids (replicas) of the
clusters. To define the best number of centroids, different ex-
periments have been carried out varying the number of clusters,
and the the best results were obtained using 2 centroids. Fi-
nally, columns 14-16 show the solutions provided by Selimi et
al. [3], which constitute the best known solutions (BKS) in the
literature. A row is added at the end of the table to display the
average value for each column.

According to the results, the MCOP method provides, on
average, a bandwidth of about 47.45 MB using three replicas,
investing a computational time of 3.36 seconds. MCOP outper-
forms in terms of bandwidth and computational cost the previ-
ously known BASP placement method. Regarding to the ran-
dom placement, it has the least computational cost, but it achieves
a poor bandwidth between nodes, which impedes the usability
of micro-clouds for higher demanding services. Finally, the K-
means method achieves a similar bandwidth and computational
cost than the random method with the half number of replicas.

Figures 10a and 10b compare the different methods in terms
of bandwidth. They reveal that the MCOP method improves
both the current method used in Guifi.net (i.e., random method)
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Table 4: Results for the MCOP, BR-MCOP, random, K-Means and BASP meth-
ods.
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Figure 10: Comparison between the methods in terms of average bandwidth.

and the BKS (obtained with the BASP method). In particu-
lar, the MCOP method outperforms the current method used in
Guifi.net obtaining a gain of about 115%, while saving 40% of
the resources (nodes). Hence, it can be stated that the current
placement method used in Guifi.net leads to an inefficient use
of resources and, consequently, to a sub-optimal performance.
With respect to the BASP method, the MCOP method improves
the quality of the solutions, obtaining a gain of about 13%,
while saves 25% of the resources. The obtained results con-
firms that the MCOP method is suitable to be used in this kind
of networks, providing good solutions in real time.

In order to help the designer in the selection of the most ap-
propriate method for a specific service placement problem, Fig.
11 compares the five methods from different perspectives: aver-
age bandwidth, number of replicas (R), efficiency, and compu-
tational time. The efficiency is measured as the average band-
width divided by the number of replicas. It provides insights
into how efficiently the methods are using the resources of the
system. The BR-MCOP method outperforms the other methods
in terms of bandwidth, reaching an average of 52.98 Mbps, at
the expense of requiring more computational time. The optimal
placement for a specific day and and the case of three repli-
cas is computed by exploring all possible solutions. With this
brute force approach the best placement obtained an average
bandwidth of 62.7 Mbps and in comparison with this optimum
the BR-MCOP method is around 15% lower. On average, the
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Figure 11: Comparison of the different approaches from different perspectives:
bandwidth, number of resources, time, and efficiency

MCOP method needs 3.60 seconds to find the best solution,
while the BR-MCOP method needs about 37 seconds. Con-
cerning the number of resources used (replicas), the BR-MCOP
method maintains the number or resources with respect to the
MCOP method, being the random method (which has no in-
telligent behaviour) the approach that used a higher number of
replicas. Regarding to the K-Means method, it can be observed
that it achieves a similar behavior to the random method, both
in average bandwidth and computational time, saving a 60% of
resources.

Comparing the efficiency of the two proposed methods, the
BR-MCOP method offers the highest efficiency. Finally, the
Wilcoxon signed-rank test has been applied. It is a non-parametric
statistical hypothesis test used to assess if the population mean
ranks of two related samples, matched samples, or repeated
measurements differ. The population mean ranks of the effi-
ciency values of the BR-MCOP and MCOP methods are not
significantly different (p > 0.2). In contrast, the population
mean ranks of the efficiency values of the BR-MCOP and BASP
methods are indeed significantly different (p < 0.001).

In conclusion, the proposed methods provide good quality
solutions in terms of bandwidth and replicas used in a reason-
able time in comparison with both the current method used in
Guifi.net (i.e., random) and the BASP method. Although the
MCOP method returns good quality solutions in a few seconds,
in scenarios where the micro-cloud is a key service and the per-
formance is a critical point, the BR-MCOP method should be
used instead, since in these scenarios is justified to invest more
computational time to place services.

5.5. Experiments in the GuifiSants Network
5.5.1. Testbed

In order to conduct the performance evaluation of the MCOP
and BR-MCOP methods in a real production mesh network,

several x86 mini-PCs and Raspberry Pi boards have been in-
stalled in a wireless mesh network part of Gui f i.net (at users’
homes) to form a testbed. The wireless mesh network is GuifiSants
located in the city of Barcelona, Spain. Nodes and network
topology can be found at 2.

Fig. 12 illustrates the deployed testbed and provides some
information about the network topology. Ten red nodes corre-
spond to Raspberry Pi (RPi) 3B+ devices (Quad Core 1.2GHz
Broadcom BCM2837 64bit CPU 1GB RAM) running Raspian
OS. Most of the RPi devices are geographically far from each
other with a few hops of wireless links between them. They are
located at users home.
Node Selection: The location of three RPi devices highlighted
with red circle in Figure 12 is chosen based on the output of
the MCOP and BR-MCOP methods. This corresponds to the
top-ranked nodes (i.e., cluster heads) selected from the MCOP
and BR-MCOP; with higher bandwidth, availability and CPU
resources. The other RPi nodes are used for comparison pur-
poses (Nodes selected from random and K-Means heuristic).
The MCOP and BR-MCOP are compared with the BASP, the
K-Means and the random heuristic (i.e., the existing in-place
and naturally fast strategy in the Gui f iS ants network).
Network performance: MCOP vs. Random Placement

Before running real user services (e.g., Web Server) in the
candidate nodes selected by MCOP and Random method, their
network performance (wireless links) are characterized by study-
ing their RTT (round-trip-time) and bandwidth. Fig. 13a and
Fig. 13b show the average RTT distribution of the nodes se-
lected with the random and MCOP methods. Fig. 13b depicts
that the gain brought by the MCOP method is 70% higher com-
pared to the random method in terms of round trip time distribu-
tion. The average RTT of the node selected with MCOP is 9.3
ms compared to random with 31.8 ms. This improvement can
be critical for delay-sensitive application in the network (e.g.,
live video streaming, VoIP, games etc).

Fig. 14a and Fig. 14b depict the average bandwidth distri-
bution of the nodes selected with the MCOP and random meth-
ods, respectively. Fig. 14a reveals that the average bandwidth
of the node selected by the random method is 9.3 Mbps and for
the node selected with the MCOP method is 104 Mbps (91%
gain). This is due to the fact that MCOP aims to maximize the
overall bandwidth among the service instances. This is criti-
cal when placing bandwidth-intensive services (e.g., distributed
storage, video-on-demand etc).

5.6. Evaluation of End-User Services

The service used to quantify the gain of the MCOP and BR-
MCOP methods is the Web 2.0 service which mimics a social
networking application (e.g., Facebook). The content of the
Web 2.0 website is dynamically generated from the actions of
multiple users. For the evaluation, the dockerized version of
the CloudSuite3 Web Serving benchmark is employed. Cloud-
suite benchmark has four tiers: the web server, the database

2http://dsg.ac.upc.edu/qmpsu/index.php
3https://www.cloudsuite.ch/
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Figure 12: The testbed is deployed in the Gui f iS ants wireless mesh network in Barcelona, Spain.

server, the memcached server, and the clients. Each tier has
its own Docker image. The web server runs Elgg4 social net-
working engine and it connects to the memcached server and
the database server. The clients (implemented using the Faban
workload generator) send requests to login to the social network
and perform different operations. In this type of service, the
placement of the web server (together with the database server)
is decisive for the user QoS. To quantify this, on the client side,
we measure the response time when different number of clients
are performing some operations such as login, live feed update
(updating Facebook wall) etc. The web server is placed on a
random node (Random method), on K-Means cluster head (K-
Means) and on the node that MCOP method suggests.

Fig. 15 depicts the response time observed when up to 80
clients are performing update operations in the Elgg applica-
tion. The average response time that clients perceive when web
server is placed with K-Means is 3.7 seconds and with the ran-
dom method is 4.1 seconds. Further, Fig. 15 reveals that, the
client response times for higher workloads decreases an order
of magnitude when using our MCOP method compared to Ran-
dom and K-Means approach (average response time for MCOP
is 0.35 seconds). It can be noticed that the gain brought by
the MCOP method is higher for more intensive workloads (i.e.,
higher number of clients).

5.7. Discussion
Although the state-of-the-art methods discussed in this pa-

per (e.g., BASP, K-Means, Random) provide good quality solu-
tions, a key point to obtain good performance in terms of band-
width is to select an optimal value for the k input parameter. It is

4https://elgg.org/

important to notice that a higher value of k could lead to an in-
efficient use of the resources. Hence, more than one execution
could be needed to assess the trade-off between performance
and resources used.

Figure 16 depicts the intra-cluster bandwidth obtained with
different service placement heuristics. It can be seen that the
gap between some heuristics (BR-MCOP) slightly grows as k
increases, and for others it does not change at all. Thus, we can
conclude that the increase of k does not represent a growth in
the performance for all heuristics.

The methods proposed in this paper (MCOP and BR-MCOP)
attempt to overcome this issue, selecting the best value for k
automatically, aiming to reduce the number of resources used,
considering a minimum loss of performance. Notice that the
MCOP method, which is the baseline of the BR-MCOP method,
provides a good quality solutions, both in terms of efficiency
and average bandwidth, in about three seconds, outperforming
the state-of-the-art methods. Therefore, it can be an applied as
an effective method in real life networks. As a counterpart, the
proposed methods use a prediction quality model, which uses
historical data to compute the quality of a node. Hence, when a
new node is added to the network, the proposed methods might
not take into account the node, and be discarded as a candidate
node to place services, until it gathers enough data to provide
a reliable quality prediction of the node. The state-of-the-art
methods overcome this limitation allowing to place services as
soon as a new node is included in the network. For instance, the
BASP [3] method, which provides the best known solution in
the literature for Gui f i.net network, is able to use all the nodes
as soon as a new node is included in the network, since it is
based on the physical distance of the nodes. Although this is a
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(a) RTT (Round-trip-time) link distribution of the node placed with the RANDOM
heuristic

(b) RTT (Round-trip-time) link distribution of the node placed with the MCOP - BR-MCOP
heuristic

Figure 13: RTT comparison when nodes placed with RANDOM and MCOP -
BR-MCOP.

(a) Bandwidth link distribution of the node placed with the RANDOM heuristic

(b) Bandiwdth link distribution of the node placed with the MCOP - BR-MCOP heuristic

Figure 14: Bandwidth distribution comparison when nodes placed with RAN-
DOM and MCOP - BR-MCOP.
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Figure 15: Response Time of Update activity: Random vs. K-Means Vs.
MCOP.

Figure 16: Comparison with the state-of-the-art methods.

limitation of our methods, it is not necessarily a problem, since
as long as a new node does not reach the minimum requirements
to place services, it should never be used. In this sense, the pro-
posed methods are conservative with regards to new nodes and
wait until a decision can be taken whether they should be used
for the placement of services.

6. Conclusions and future research

This paper has motivated the need for advanced optimiza-
tion methods to place services in community networks (CNs).
In particular, a fast and efficient methodology, aware of the ir-
regular topology, the heterogeneity of resources and their un-
reliable behaviour is required for suitable placement. Here we
have presented the Multi-Criteria Optimal Placement (MCOP)
method, which is able to deal with large-scale CNs. This method
has been extended by means of biased randomization techniques
to diversify the search and improve its performance, giving as
a result the BR-MCOP method. A comprehensive set of com-

putational experiments have been carried out under several sce-
narios using real traces of Guifi.net.

Several lines of future research stem from this work. For
instance, it would be interesting to analyze the effect of stochas-
tic variables (such as stochastic bandwidths or latencies) on
the CNs’ performance. This analysis would allow us to im-
prove the reliability of the deployments. Another line worth
exploring is to focus on the resilience of CNs and design pro-
cedures to guarantee critical services and divide the remaining
resources among users when the CN is affected, for instance,
by extremely bad weather conditions. Finally, due to the in-
creasing number of IoT devices, it would be also purposeful to
assess our placement methods in Fog computing environments.
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