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Abstract
In recent years, neural networks have grown in popularity, mostly thanks to the
advances in the field of high performance computing. Nevertheless, some factors
are still limiting the usage of neural networks. In particular, two limiting factors
are storage requirements and computational cost. The aim of this project is
to radically improve storage demand and provide direction for accelerating the
execution of neural networks.
In the scope of this thesis two compression algorithms have been developed.
These algorithms share a common basis, both exploit error-tolerance is a property,
because of this property the weight matrix can be divided into blocks simplifying
the problem while merely impacting the accuracy.
The first algorithm, groups the weights inside every block using different
clustering techniques: Arithmetic mean and K-Means. To decide which clustering
method to apply to which block standard deviation is employed among others.
The user can specify a trade-off between accuracy and compression. This method
has underperformed, obtaining a compression rate of 10,57 for AlexNet, which is
not nearly state-of-the-art. The main issue is that meaningless weights are being
merged with significant ones, causing a significant drop in the accuracy.
The second algorithm, takes on the problem of accuracy loss by pruning all
the unimportant weights. After pruning, quantization is applied. For both steps,
pruning and quantization, two options have been explored which are effective for
different kinds of neural networks. Of the possible combinations between pruning
and quantization, one is selected by trial-and-error. The first pruning technique
focuses on removing as many weights as possible, while the second pruning
method considers blocks to a greater extend. The two types of quantization allow
three values per block and five values per block respectively. This algorithm
performed very well, obtaining a compression rate of 57,15 for AlexNet with
minimal accuracy loss.
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Chapter 1
Introduction
This chapter aims to give a general overview of the topic that is addressed during
this master’s thesis. It contains a bit of history regarding neural networks and
how they developed to the point where they are right now and the problems that
are currently faced by them.
From one of this problems is where the motivation of this research is arises, thus
it is important to explain them properly and justify the need of implementing the
methods proposed.
It is also important to explore the state-of-the-art of this particular topic
in order to understand, adapt, extract some ideas and try to outperform the
methods proposed until now.

1.1

Context

Artificial intelligence, also known as AI, consists in the creation and development
of algorithms and methodologies that can help a given machine to make choices
with some degree of intelligence, trying to mimic how a human mind would
approach the same problem. Furthermore, it is a multidisciplinary field which
includes mathematicians, statistician, neurologists, computer architectures,
computer scientists among many others.
There are different branches that arise from artificial intelligence: machine
learning, natural language processing, computer vision, robotics, etc. However,
the most used techniques probably come from machine learning since some of the
other subsets use them as well. Despite its recent popularity, machine learning
has been a wide studied field for the past 50 years, back in 1959 Arthur Samuel
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proposed an informal definition, as a “field of study that gives computers the
ability to learn without being explicitly programmed" [1]. Tom Mitchell readapt
it using a more formal and accepted definition in 1997, defining it as “A computer
program is said to learn from experience E with respect to some class of tasks T
and performance measure P, if its performance at tasks in T, as measured by P,
improves with experience E." [2].
As for this project, it is strictly focused on deep learning (DL) which is
mainly based on artificial neural networks (ANN). Those systems try to emulate
how the biological neural networks work in living beings, using a trial and error
learning system. Nevertheless, ANN do not follow a trial and error learning, it
can be more accurately defined as an error correction system. Neural networks
can accomplish outstanding results for a wide variety of problems like computer
vision, speech recognition, approximating differential equations, etc. Nevertheless,
always focused on an specific part of this problem.
Nowadays, neural networks are actively being introduced into people’s daily
life in numerous applications which are expected to increase even further in a
near future, producing a great impact in our current society [3]. Some of this
applications include: self-driving cars [4], speech recognition [5], natural language
processing [6], robotics [7] or even helping quantify the effect of quarantine control
in SARS-CoV-2 pandemic [8]. Despite its recent popularity, neural networks were
not invented this recent years, actually its first appearance dates from few decades
ago.
The first perceptron, which mainly worked as a linear classifier, was introduced
in the 1950s [9] and, although promising, it did not work as effective as it was
intended, not even being able to learn a simple XOR function [10]. The creation
of multilayer perceptrons solved this issue in addition to others, as it was also
suggested on Marvin et. al. (1969) [10].
Nevertheless, other problems arose, their computational power was huge in
comparison to a single perceptron, and kept increasing as layers were being
stacked to the network. It was not until recent years, thanks to the the
improvement in the field of high performance computing, that this once thought
as theoretical problems could finally be demonstrated. For instance, the suggestion
of using the graphical processing unit (GPU) for to speed up ANN’s computation
[11] as GPU is known to perform really well on matrix multiplications, another
most recent and well-known improvement is the creation of Google’s tensor
processing unit (TPU) [12], a custom ASIC architecture specially thought for the

Neural network compression

10

Introduction

Motivation

execution of neural networks.
There is still room for improvement, precisely in the field of compressing
ANN’s weight matrix for storage reduction, this is currently a hot-topic for AI
researchers. Next section explains this problem in depth and justifies the need to
reduce the storage.

1.2

Motivation

As it has been explained previously, artificial neural networks are increasing
rapidly, nevertheless, they are limited by the computational power and capacity
from the hardware where they are being executed. This is one of the main
constraints and bottlenecks which need to be solved before they can expand even
further, that is precisely why this research is considered a hot-topic.
This topic is focused specifically in reducing the storage of weight matrix
for fully-connected layers, despite it could also be extended to other types of
layers. It was decided to test it firstly on fully-connected layers because, according
to Jouppi et. al. 2017) [12], an article published by no less than google engineers,
61% of the networks that are running on their servers are multiperceptrons with
only fully-connected layers. Besides, once it is working on densly-connected
layers, extending it to other types of layers is not going to be as challenging than
implementing and testing for all layers at the same time.
There is an straight question that can arise from what has been previously
said, why do DL community care about compressing neural networks? Is this
really that important? The answer is a redundant yes. By significantly reducing
the size of the network, these can be fitted into microchips. This means that
devices would no longer have to rely on the cloud to compute the network, since
thanks to its downsize it can be stored and executed locally in the specific mobile
or embedded system that is being used.
It is important to clarify that only inference would execute locally, the training
phase and prior compression should still be performed on a data center. As a
matter of fact, though, it is not that important for the training and compression
to be held on a supercomputing center, as this process is only performed once
while inference is executed constantly.
Let us explore deeper in this issue, when doing inference on a neural network
there are two main possibilities where this can happen. Either locally on the chip
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itself or the computation is performed on the cloud, probably in a supercomputing
center, and sent to the chip.
Currently, inference is performed on the cloud as the space required for
storing ANN is quite significant. Nonetheless, there are several disadvantages
about computing neural networks on the cloud. The most notorious ones are
listed below.
• Response time would not only be limited by the algorithm itself but would
also be subjected to possible network delays which could end up being critical.
For instance, in the case of a self-driven car a few seconds of delay could be
the cause of the car crashing.
• In some cases private data could be sent to the cloud, hence there could
exist some potential privacy violations if it is not handled properly. Many
new regulations have been introduced in recent years to protect the privacy
of users, specially in the European Union with the implementation of EU
General Data Protection Regulation [13] on 2018.
• There is another concern to take into consideration, renting servers is not
particularly cheap. If some company relies on neural networks to implement
their technology, they could save a lot of money by being able to allocate and
execute their ANN locally, instead of having to buy or rent servers.
The ultimate goal that would finalize the research of this compression would
be the creation of a hardware designed specifically for this type of compression.
This hypothetical hardware could decompress the network on the fly or not
even decompress it at all and being able to do inference with the weight matrix
compressed, thus enhancing the speed and saving a significant amount of power,
since the number of operations would be decreased.
Furthermore, when neural networks carry out inference usually do not stack all
the data inputs into a batch and then run it through the net. Usually a single layer
of data traverses the matrix, therefore for fully-connected layers the computation
is no longer a matrix multiplication but rather a vector matrix multiplication.
This is clearly a bottleneck where the weight matrix is slowing the computation
of the single batch of data, the creation of this specific hardware along with
the compression could solve this issue and transform it into a vector multiplication.
In any case, it is important that this compression affects the accuracy of
the network as little as possible, otherwise it would not make much sense.
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State of the art

State of the art

As it has been explained before, this is currently a hot-topic amongst artificial
intelligence researchers, meaning there are numerous papers approaching the same
but with different points of view. It is always interesting to comprehend what
others are accomplishing since it could be beneficial for the research, maybe even
adapt it so both techniques added together perform even better.
Most of the papers that approach this topic do so by assuming that neural
networks are in fact error-tolerant [14]. By assuming ANN have this property
it, weights can be forced to fluctuate in a way that their storage is significantly
reduced.
There are numerous articles that try to reduce the floating-point arithmetic
of the neural network, 32 bits by default. Ortiz et. al. (2018) [15] provides an
interesting perspective, it analyzes different types of arithmetic to be used instead
of 32 bits floating-point. Ultimately being able reduce the arithmetic up to 7 bits
constraining the weights and gradients of the network to power of two values, all
of it without losing any accuracy. Despite this research is not entirely tied to the
one proposed in this project, both of them could be merged in order to achieve
even better compression rates.
There is a whole branch of research trying to figure out a way of pruning
neural networks. Blalock et. al. (2020) [16] is an interesting summary of all the
most notorious pruning techniques that have been tried out, abstracting up to 81
papers. The concept of pruning a neural network means removing the weights
which are considered to be unnecessary after the training phase, those values only
represent noise for the neural network. From the previous summarized papers
that addressed pruning, the most interesting for this master’s thesis is Han et. al.
(2015 ) [17] since one of the pruning techniques is based on the similar idea, they
were able to remove AlexNet’s parameters from 61 million to 6.7 million, nine
times less without any difference in accuracy.
Some researchers have proposed the idea of using efficient data structures
in order to compress ANN. Chen et. al. (2015) [18] suggests the idea of
“HashNets”. Those are basically ANN that use low-cost hash functions in order to
group weights, thus representing them with the same value. This is an interesting
approach as weight sharing is somewhat similar to the quantization that is
suggested in this project, but the method is different as here clustering algorithms
are suggested instead of hash functions.
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Luo et. al. (2017) [19] suggests “ThiNet”, a deep learning framework primarily
focused on compressing and accelerating convolutional neural networks (CNN). It
does so by using filter level pruning, therefore discarding convolutional filters when
those are not significant. The compression ratios are not exactly astonishing,
16,53 for VGG-16, however, the fact that it also speeds-up CNN makes it
more appealing, it reduces FLOPs 3.31 times less for VGG16. The idea of this
compression is not to reduce the amount of FLOPs when doing inference, but is
definetely something to be considered for the person in charge of developing the
hardware prototype that executed this compression algorithm.
The article that is definitely more interesting for this master’s thesis is
deep compression [20]. This idea arises from a paper, that has been mentioned
before [17], published by the same author in the same year. It consists in
three stages: Pruning, then weight sharing and, finally, Huffman encoding [21].
Firstly it applies the pruning techniques from the previous cited article [17].
Afterwards it forces the weights to share the same values, representing the whole
fully-connected layer with only 32 different values and the convolutional layer
with 256 different values. Finally, it applied Huffman encoding to the selected
values so the ones that are most used are represented with less bits. Results
are impressive, accomplishing a compression rate of 35 for AlexNet and 49 for
VGG-16, obviously without affecting the accuracy at all.
Deep compression is considered to be a model and the state of the art in
neural network compression with over 4.5k citations. The idea behind this
compression is similar as what it is proposed in this project, but this is no
coincidence since this was one of the main inspirations.
Nevertheless, there are still some unique traits for this particular research.
For instance the idea of block and subblock when applying quantization has not
been explored in any other article that the authors have knowledge of.

1.4

Scope

This project is a continuation from the bachelor’s thesis of the same author [22].
Accordingly, the clustering methodologies suggested at the beginning of chapter
five and the first quantization technique, static percentiles, are not new. Those
are reexplained in order to make the project self-contained and not force the
reader to check both project to fully-understand everything.
After finishing the bachelor’s project, the research continued pursuing an
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idea of fine-tune the neural networks so that the final user could decide the
amount of accuracy that is willing to lose in exchange of better compression
rates. There were several suggestions but ultimately two of them were the
ones with better performance: Dynamic percentiles and Progressive base. The
main problem was that neither of this algorithms could accomplish significant
compression rates, and after investigating the problem thoroughly it was found
out. This issue could not be solved only using those techniques, therefore it was
decided to discard this methodology and search for another one.
In the bachelor’s research, like in this projects, there is a section explaining
possible extensions from the research. It was decided to pursue the suggestion
that was more interesting, that was block pruning. After discovering that 90%
of the weights on average from the layers used in this project could be removed,
this method looked promising. It was a challenge to find an optimal binary
representation to take advantage of disperse weight matrices, but after several
considerations and introducing some new concepts to the basis of the project, like
the idea of subblocks, the outcome gave astonishing results, outperforming the
previous methodology by far.
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Chapter 2
Neural networks in a nutshell
The goal of this chapter is to explain the minimum knowledge required to
understand the project. It covers from the basics of a neural network to the
different types of neural networks that are used in the master thesis as well as the
explanation on how ANN are trained.
As explained on the previous chapter, the idea behind neural networks is
to try to mimic the way the brain of humans learn and introduce this concept into
machines, giving those computers the ability to reason without a programmer
having to code it manually.

2.1

Artificial Neuron

An artificial neural network is composed by a collection of artificial neurons,
also known as nodes, interconnected with each other forming layers, which are
discussed later on this chapter.
For now let us stick with how an artificial neuron is calculated. Below
there can be found the equation (2.1) that shows how the output of a neuron is
calculated. There are a set of inputs, which might come from either the calculation
of another neuron from a previous layer or from the data set that is being used
for the neural net.
Each of this inputs has an associated weights, integer values that go from
-1 to 1. They are initialized randomly and tuned over time with the idea to
enhance the net, therefore improving the accuracy obtained. Weight represents
the importance of the neurons where it comes from, they can be positive or
negative, the former means the previous neurons are relevant for the output
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network whereas the later means the opposite, weights closer to zero have a null
impact in the outcome of the neural network. It is critical to know that weights
follow a normal distribution where the average (µ) is really close to zero, thus
most of the values are closer to zero, not having any impact in the net, this is
used on the Block pruning chapter and referenced several times.
It is important to highlight the error-tolerance [14] property of the neural
networks as the whole project is based on that idea, it basically means that
weight can be restricted to have certain values and the final accuracy might not
get affected by it.
The bias paramter always has an input value of one and its own associated
weight, which is always the same for all the elements of the weight matrix. It is
used as an extra value in the calculation of the neuron and it makes sure that,
despite the rest of the inputs might be zero, there is always at least a constant
value for the training.
X
Y =
(weight · input) + bias
(2.1)

After obtaining the result from the previous formula (2.1), an non-lineal
activation function is applied to it. The purpose of this function is to introduce
nonlinearity to the output of the neuron since most of the data used is also not
linear and neural networks have to be able to deal with it.
Figure 2.2 give a glimpse idea of the inputs received from a neuron and
the calculation that has been explained together with some activation function.
There exist numerous different activation functions, amongst the most used in
deep learning there are: Sigmoid, ReLU and TanH, each of them is exemplified
with an image from figure 2.1.

Figure 2.1: Examples of actiavtion function
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Figure 2.2: Output from some artificial neuron

2.2

Layers

As introduced in the previous section, neurons are organized following layers,
moreover those layers are usually connected between them. The three most general
and common types of layers which all neural networks have are the following ones:
• The input layer is, generally, the first layer from a neural net. They are in
charge of introducing the input data inside the net to be processed.
• The most important one, the hidden layer, are the set of layers between
the input and the output of the net. Those emulate the processes that occur
on the human brain in order to mimic the way persons learn. There can be
from zero to an unlimited number of hidden layers, nevertheless, it has to be
considered that the more layers are stacked, the most time it takes to compute
the network.
• The output layer is the least layer from the net. It produces the outcome
of the neural network, for instance a net that decides whether an image is
from a cat or a dog, the output layer would be the one to classify, using
all the calculations used from the previous layers. Furthermore, it evaluates
the accuracy and error obtained. There must be at least one output layer
per neural net to work. In the project this layers are not considered for
compression.
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Figure 2.3: Example of an input, output and hidden layer for an ANN
There exist a great deal of connections between layers of a neural network. This
wide range of combinations makes it possible to approximate functions which,
otherwise, would be really difficult or even impossible to code, such as image
recognition. For instance, in the image above, besides being hidden layers, they
also are what is commonly known as fully-connected layer.
Next subsections introduces more specific types of layers that are going to
be used for this master’s thesis. However, it should be noted that there exist
other layers that are not explained since for the sake of simplicity, only the ones
that are used have been explained.

2.2.1

Fully-connected

In this particular layers, also known as densely connected, each neuron is directly
connected with all of the neurons from the next layer, after computing their
activation function. The previous figure 2.3 is an example of these, as it can be
observed from every circle, which intends to represent a neuron, is connected with
all circles from the next layer.
As seen on the previous defined formula (2.1), the fully-connected layer can
be understood as the matrix product between the input and the weights from
the layer. The figure below gives an idea of how this computation works, the
blue square stands for the input values, the green for the weight matrix from the
actual layer and the red square is the output matrix that will be used as input for
the computation of the upcoming layer.
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Figure 2.4: Example from the computation of a fully-connected layer
The i from figure 2.4 stands for the amount of input that traverse the neural
network simultaneously, on deep learning jargon it is commonly known as batch.
The k is the number of neurons that are on the fully-connected layer. As explained
in the motivation section, when batch is 1, thus i = 1, the computation is no
longer a matrix multiplication but a vector and matrix multiplication where the
bottleneck is clearly the weight matrix j x k, which is generally considerably big.
By compressing the weight matrix and developing a specific hardware for its
computation this limitation can be handled.
Throughout the explanation of the different compression methodologies explored
for this master’s thesis there is a common matrix referenced as the weight matrix.
This is the previously explained green square from figure 2.4.

2.2.2

Convolutional Layer

This particular type of layer is related to convolutional neural networks, also
shorten as CNN. Those particular nets have widely used and studied for image
recognition tasks since AlexNet [23] revolutionized the field back on 2012.
The main difference between convolutional and fully-connected layer is that
the neurons from the former are only connected to a region of the next layer,
giving as out what is known as feature map.
Despite this layer being able to perform other tasks, it is only interesting
regarding the project because of its image recognition task, hence they are only
explained for this particular usage.
Equation (2.2) shows the computation of the convolutional layer. The net
receives an image of size nw x nh x d, where nw is the width and nh the height
of the image and d its depth. It also contains K kernels of size mw x mh x d2,
where mw and mh are the width and height of the kernel respectively and d2 its
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depth. It is important to respect the following constraints: mw ≤ nw , mh ≤ nh
and d2 ≤ d.
mh
mw X
X
Kij · Ix+i−1,y+j−1
(2.2)
(I · K)xy =
i=0 j=0

The next attached image shows the graphical convolutional calculation between
an image I, some kernel K and the output convolution I · K. As detailed on the
previous equation (2.2), this convolutional operation is repeated for all the kernel
size that can be extracted from image I, which is 25 for this example since those
are the number of elements of the comvolutionated image I · K.

Figure 2.5: Convolutional operation
Despite it could be a possibility, convolutional layers are not compressed for this
project. It is left as an extension of the master’s thesis.

2.2.3

Pooling layer

Pooling layers are often found between convolutional layers, their purpose is
to gradually decrease the size of convolution, therefore reducing the amount of
parameters in the net. This way the computation is faster and the overload is
prevented.
There are different ways of approaching this pooling operation, being max-pool
the most common one and the only one used for the neural networks suggested in
this project. The pooling operation sets a filter size and stride and then divides
the matrix accordingly, afterwards, in the case of the max-pooling, it computes
a max operation for all the numbers inside each of the filters. The image below
gives a graphical idea of how max-pooling is calculated.
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Figure 2.6: Pooling operation
Pooling operations do not have any kind of weight matrix associated, hence it is not
possible to apply the compression defined for this project. However, just as Luo
et. al. (2017) suggested for Thinet [19], only the significant pooling calculations
can be maintained as an idea of compressing this layer.

2.3

Types of neural networks

This section explains different types of neural networks, all of them related with
the project at some level. It starts by explaining the elder and most basic to the
more complex ones.
It is important to highlight, that there exist more neural networks than
specified on this section, but for the sake of simplicity only the important ones
for this master’s thesis are discussed.
All of the artificial neural networks discussed are a subset of feed-forward
neural network (FNN), which mainly consist on nets that do not form any kind
of loop or cycle.

2.3.1

Perceptron

Perceptrons are the simplest and oldest types of neural networks, first introduced
by Frank Rosenblatt in 1958 [9]. A perceptron is composed uniquely by a single
neuron.
It goes without saying that results obtained by solely using a perceptron
are not great, therefore it was thought to stack them into layers forming the shape
of a network. Perceptrons can be connected in the form of a net throughout what
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is commonly known as single-layer perceptrons or multi-layer perceptron. Both of
them are explained in further detail on the following subsections.
2.3.1.1

Single-layer perceptron

The single-layer perceptron is composed only by only an input and output layer,
fully-connected amongst them, note that it does not have any hidden layer. It
mainly works as a linear classifier and it has a very simple functionality. Thanks
to it, the computational cost is very small, which was mandatory back on the day
since, otherwise it was impossible to compute it.
It has a very poor performance, only being capable to learn linearity separable
patterns, that are not usually found on real world scenarios. In 1969 it was showed
that single-layer perceptrons were not able to learn a simple XOR function [10],
nevertheless, it was also suggested that more hidden layers should be stacked in
order to enhance its performance.

Figure 2.7: Single-Layer Perceptron (SLP)
2.3.1.2

Multi-layer perceptron

Multi-layer perceptrons (MLP) were first suggested to solve the poor performance
issue from single-layer perceptrons. The idea behind them is to stack from one
to an unlimited number fully-connected hidden layers along with the input and
output layer.
MLPs, contrary to single-layer perceptrons, are able to learn any kind of
logistic function, such as XOR. Furthermore, it is also capable of learning to
solver non-linearity separable patterns. The image below shows how a multi-layer
perceptron with a single hidden layer looks like.
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Figure 2.8: Multi-Layer Perceptron (MLP)

2.3.2

Deep convolutional network

Deep convolutional networks (DCN) are currently the most popular feed-forward
networks amongst deep learning researchers, a good proof of this is that the wide
majority of public ANN are of this type. Because of it, the project used some
networks of this type, despite not being the most optimal ones as most of the
layers are not fully-connected.
DCN are mostly used as computer vision algorithms, ever since deep learning
researches realized that convolutional layers were very appropriate for these tasks.
Its architecture is represented in the attached image below. It first has
several convolutional layers, coloured in pink, with the possibility of having some
pooling layers in between. It finishes with few fully-connected layers, coloured in
green, to help classify the image to the corresponding class.

Figure 2.9: Deep Convolutional neural network (DCN)
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Prior to introducing the training phase of a neural network it is important to have
a clear understanding of the vocabulary used, otherwise it might be difficult to
follow through:
• Sample: The data used in neural networks is first transformed into samples.
A training set is composed by several samples.
• Batch: It represents the amount of samples that are traversed throughout
the network before updating the internal weights. The training set is splitted
between one or more batchs.
• Epoch: The number of epoch’s defines the amount of times the whole training
set, splitted by the batchs, is traversed throughout the neural network. It is
frequently used as a temporal parameter to test the accuracy obtained during
the training.
Once those concepts are clear, the training stage can be explained. It is divided
between two stages: forward propagation and backward propagation. The
next diagram is intended to give a clear idea of how the training algorithm works.

Figure 2.10: ANN training diagram
In the forward propagation the network receives a batch of samples from the
training data set which traverse the network. For every neuron the formula (2.1)
is computed with the corresponding activation function being applied afterwards.
The ANN generates an output for every batch, those are going to be used for the
backward propagation to compute the error between the desired and obtained
output.

Neural network compression

25

Neural networks in a nutshell

Training phase

As explained, in the backward propagation it is received the output generated by
the network as well as the desired output that was expected for these particular
batch. The combination of both outputs result in what is commonly known as
loss function, which basically works as an indicator to check how well the ANN is
performing.
The main idea is to minimize the loss function as much as possible, since
the lower it is the less difference there is between the real output and the desired
one, thus the precision from the net is better. There exist different techniques to
achieve it, being stochastic gradient descent [24] one of the most popular ones.
The gradient descent works by calculating the slope of the loss function for
a determined set of weights. The idea is to approximate the direction where the
minimal value from the previously mentioned formula can be found using the
gradient.
The steps towards the minimal value of the function are calculated using
the learning rate, this is why these hyperparameter has to be chosen very carefully
since if it is too big or small, the minimum of the function is never reached.
It is generally advisable to have a big learning rate at the beginning of the
training phase and decrease it over time. This is because, at the start, the weights
are most likely to be far away from the minimum loss function, thus bigger steps
can obtain a faster and better solution. Contrary, after a few epochs the weights
are likely to be closer to the minimum from the function having a gradient closer
to zero, thus a big step would most likely lead the ANN to a worst performance.
The following attached image gives a graphical idea of how gradient descent
works. It can be observed how the initial weights are clearly quite distant from the
minimum, represented as Jmin (w), since the step from the function is significantly
different from zero. The arrows from the initial weights to the global minimum
showcase the different steps taken by the algorithm, note that arrows are bigger
at the beginning and smaller at the end, being consistent with what has been
explained so far.
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Figure 2.11: Gradient descent technique
Once the backward-propagation algorithm ends the weights are adjusted
accordingly and the process is repeated again for another set of batchs, starting
with the forward propagation stage.
For a clear understanding of the topic, note that all the steps explained on
this section can be found on a more clear way in the diagram from figure 2.10.
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Chapter 3
Work environment
This chapter explains all the different materials used for the development of this
master thesis, which include: software, hardware and all the data sets together
with the neural networks suggested for them.

3.1

Software

Nowadays, there exist several deep learning frameworks that can be considered
for the implementation of this master thesis. Some of the most popular ones are:
PyTorch [25], TensorFlow [26], Caffe [27], etc.
The criteria that has been followed to decide what framework to use is
selecting the one that can simplify the process as much as possible. Following
this principal, the simplest framework to modify internally and the one were the
developer has more background with has been chosen. Considering all this facts
the elected one is Caffe [27].
Caffe, acronym of Convolutional Architecture for Fast Feature Embedding,
is an open source deep learning framework first released in 2013 and developed
in the University of California, Berkeley. It was created by Yangqing Jia during
his PhD thesis [28], hosted in his Github nowadays has numerous worldwide
collaborators.
It is internally written in C++ and CUDA (for GPU acceleration) with an
enabled Python interface. For this master thesis, the original source code had to
be adapted to integrate the different compression methods.
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Hardware

The artificial neural networks used in this project should be considerably big,
since the purpose is to experiment different types of compression for their weight
matrix and if it happened otherwise, the results obtained would lose validity.
Considering this fact, the hardware where the networks run has to have
enough computational power that it can execute them in reasonable time.
Otherwise, a simple execution could take up to weeks or even months to finish
and it is not reasonable to wait for this amount of time.
Considering this facts, it was obvious that the networks could not run on a
regular computer, thus other ways had to be explored. The co-director of this
master’s thesis, Eduard Ayguadé Parra, is working at Barcelona Supercomputing
Center (BSC), [29] hence he was able to provide access to a GPU cluster to be
used in collaboration.
Caffe framework uses GPU acceleration to enhance the training phase, taking it
into consideration the chosen cluster among the possible ones is CTE-Power [30].
Each node alone has, among other settings, 4 NVIDIA V100 [31] currently one of
the most powerful GPUs in the market.
Despite running on such powerful cluster, AlexNet’s training took approximately
almost 48 hours only using a single GPU and about 12 hours using all four.

3.3

Datasets

Datasets in machine learning have a big importance, if the dataset is not chosen
wisely it does not matter how good the neural network is, it simply won’t
work. The idea is to use this collection of data to train the model providing the
experience it needs to perform the assigned task.
Every dataset in machine learning must always be splitted into at least
two different subsets: training and testing. The former is made of data known
to the model that is used to improve the performance during the training phase,
while the latter is composed of data unknown to the algorithm which that is
used to explore how the model is behaving as well as preventing overfitting
and underfitting conditions. Both subsets must be independent of each other,
otherwise the results obtained with the test set cannot be considered.
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For this master’s thesis three different and well-known datasets have been
used, MNIST, CIFAR-10 and ImageNet. Each dataset is detailed in the following
subsections.

3.3.1

MNIST

MNIST [32], stands for Modified National Institute of Standards and Technology.
First created on 1998 is a database of handwritten numbers created by Yann
Lecunn, Corina Cortes and Christopher J.C. Burges. All images are part of a
subset from a bigger dataset called NIST [33]
This dataset has been widely in numerous papers to tryout different image
recognition algorithms, such as neural networks. Using a popular dataset it
is important since it can allow us to compare the outcome with the rest, thus
validating the results.
It consists in 60.000 different images, 50.000 used as training set and 10.000 as
validation set, all images are 28x28 pixels in size. The image below shows an
example of the data that can be found in MNIST, as it can be seen numbers go
from 0 to 9, therefore they can be labeled into ten different categories, meaning
the neural network used for this classification must have at least 10 neurons for
the output layer.

Figure 3.1: Example images from MNIST dataset
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CIFAR-10

CIFAR [34] is a well-known dataset which stands for Canadian Institute For
Advanced Research who is also its owner. Created by Alex Krizhevsky, Vinod
Nair, and Geoffrey Hinton in 2009, it consists of 60.000 tiny images (32x32 pixels)
used for pattern recognition and computer vision algorithms.
The number 10 at the end of the name represents the number of classes
contained in the dataset, each of them having 6.000 images. Those classes are
composed by animals and vehicles: airplanes, cars, birds, cats, deer, dogs, frogs,
horses, ships, and trucks.
From the 60.000 images in CIFAR-10, 50.000 are used for training and
10.000 for test. Naturally, keeping an equal partition for the images in each class.

Figure 3.2: Examples from CIFAR-10 dataset

3.3.3

ImageNet

ImageNet [35] is a project for designing a large visual database with the aim to
provide researchers around the world an easily accessible image database in order
to test its visual object recognition algorithms. It currently has over 14 million
different images and 20.000 categories.
Since 2010, the ImageNet project runs an annual contest called the ImageNet
Large Scale Visual Recognition Challenge (ILSVRC). On this contest a subset of
the ImageNet is proposed so that different researchers compete to obtain the best
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results when classifying and detecting different objects on images.
For this project, the complete ImageNet dataset has not been used, but
only the subset provided on the ILSVRC hosted back in 2012 edition. This
subgroup is composed by approximately 1.3 million images: 1.2 million used for
training and 50.000 for validation.
It contains 1.000 different categories divided between animals an objects,
the following url contains information regarding all the distinct categories:
http://image-net.org/challenges/LSVRC/2012/browse-synsets.
ImageNet ILSVRC2012 is the biggest dataset that is used in this project.
To achieve good results neural networks need to be quite dense, being this a good
opportunity to test the compression method.

3.4

Neural networks

This part explains the different neural networks that have been used to test the
methods proposed on this master’s thesis.
It was considered important to select well-known neural networks so the
obtained results could be compared with the state-of-the-art. Furthermore, it
was imperative that the neural networks selected were big enough so that the
compression made sense. This compression only works with fully-connected
layers, thus it was also essential that the networks had sufficient from this type of
layers.
Since most of the current deep learning research leans towards computer vision,
the most famous networks are being used to solve these issues. Accordingly, it
was decided that the nets used in the project should also follow the trend.
Caffe uses Google Protobuf technology [36] for initializing neural networks.
All of the code used for their initialization has been attached to the additional
material of this delivery.
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LeNet-5

LeCun et. al. (1998) [37] is the first paper where this artificial neural network is
presented. Thenceforth, it became really popular because of its good results and
simplicity. It also helped that famous frameworks, such as Caffe, have a version
of this neural network in the default installation. Nowadays is considered as one
of the most popular nets with over 32000 citations.
This neural net is the smallest used in this project, it only has two fully-connected
layers of which only the former can be compressed as the other one is used for
classification. The weight matrix of the fully-connected layer that is compressed
measures 800x500, approximately 1.5 megabytes in storage.

Figure 3.3: LeNet neural network
As seen in the hyperref[fig:nnpipeline]figure above, the neural net has six hidden
layers: 2 convolutional, 2 pooling and 2 fully-connected:
1. Convolutional of 20 and kernels of 5x5.
2. Pooling with a kernel of 2x2.
3. Same as layer 1, convolutional of 20 with a kernel of 5x5.
4. Same as layer 2, pooling with a kernel of 2x2.
5. Fully-connected layer with a weight matrix of 800x500 with a dropout
probability of 50%. Furthermore, this is the layer which is compressed.
6. Last layer, fully-connected of size 500x10 classifying the 10 possible classes
from the MNIST data set.
The hyperparameters used for the training are attached below using caffe prototxt
nomenclature. It is necessary to point out the learning rate policy used is “inv”,

Neural network compression

33

Work environment

Neural networks

meaning the formula to calculate the learning rate each iteration is baselr ∗ (1 +
gamma ∗ iter)(−power) .
1 t e s t _ i t e r : 100
2 t e s t _ i n t e r v a l : 500
3 base_lr : 0.01
4 momentum : 0 . 9
5 weight_decay : 0 . 0 0 0 5
6 lr_policy : ’ inv ’
7 gamma : 0 . 0 0 0 1
8 power : 0 . 7 5
9 max_iter : 10000

Figure 3.4: LeNet-5 training hyperparameters
The accuracy obtained for this network after having trained for 30 epochs and
without applying any kind of modification ranges from 99% and 100%, usually
around 99.2%.
Next figure shows the accuracy obtained per each epoch. Note that the
accuracy increases considerably fast, reaching the maximum accuracy in the first
5 epochs. Observe that despite having 30 epochs the figure ends at epoch 29, this
is because it starts counting from epoch 0.

Figure 3.5: LeNet-5 accuracy without modifications

Neural network compression

34

Work environment

3.4.2

Neural networks

LeNet-1000-150

The previous neural network is not the only one used for the MNIST data set,
although it is currently the state-of-the-art for this particular problem. LeCun et.
al. (1998) [37] compared different nets which could be used for digit recognition,
amongst them there is LeNet-1000-150.
Despite not having the best accuracy, this network is especially interesting
for this master’s thesis as it is composed entirely by fully-connected layers. All
this neural network can be compressed with the methodologies suggested.
LeNet-1000-150 can only receive images of 28x28 pixels, therefore the first
layer will have size 784. It is composed by three fully-connected layers of sizes
where only the former two can be compressed:
1. Fully-connected layer of size 784x1000.
2. Fully-connected layer of size 1000x150.
3. Fully-connected layer of size 150x10 for classification among the 10 different
categories.
Image below gives a more intuitive approach to the architecture from this artificial
neural network.

Figure 3.6: LeNet-1000-150 architecture
As stated, only the first two layers can be compressed. The first layer occupies
approximately 3.2 MB and the second 0.6 MB. Adding them together it stands
for 3.8 MB in storage.
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The hyperparameters used for the training are attached below using caffe
prototxt nomenclature. The learning rate policy is set to fixed, therefore it is not
going to change at any point during the execution.
1 t e s t _ i t e r : 100
2 t e s t _ i n t e r v a l : 500
3 base_lr : 0.01
4 momentum : 0 . 9
5 weight_decay : 0 . 0 0 0 5
6 lr_policy : ’ fixed ’
7 gamma : 0 . 0 0 0 1
8 power : 0 . 7 5
9 max_iter : 10000

Figure 3.7: LeNet-1000-150 training hyperparameters

As explained, the accuracy obtained with this neural net is expected to be lower
than in LeNet-5 but the compression that can be achieved is remarkably higher
since convolutional layers have a better performance than a single fully-connected
neural network for image recognition algorithms Refs. The precision for the testing
set varies is approximately 98.2% after 30 epochs. Observe that the maximum
accuracy is almost reached within the first 10 epochs.

Figure 3.8: LeNet-1000-150 accuracy without modifications
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CIFAR quick

Most of the neural networks that were found online or suggested in recent papers
propose convolutional or other types layers, without any fully-connected one to
resolve the CIFAR-10 dataset, therefore it was hard to find an interesting net for
this dataset.
Caffe’s installation comes with several neural networks for the CIFAR-10
dataset, most of these networks solely use convolutional layers and, despite
having better accuracy predictions, are not very interesting for this project,
for the reasons explained previously. There was only one of these nets that
had a fully-connected layer that was interesting enough to be considered for
compression, “cifar10_quick”.
There is a suspicion that this neural network is oversized, not taking fully
advantage of their potential learning ability, according to Canziani et. al. (2016)
[38]. This presents with a good opportunity to test how the algorithm performs
with this kind of ANNs, which are quite common.
The original network has been slightly modified to increase its performance,
before any change it has approximately 71% accuracy on the test set, afterwards
it increased up to 77%. Mainly the fully-connected layer was adjusted, a 50%
dropout was added as well as a ReLU activation function.
The neural network consists of five layers, three convolutional and two
fully-connected. All layers have ReLU activation function except from the
last one which uses a softmax function as it is used for classifying among the
10 possible classes from CIFAR-10 dataset. The configuration of each layer is
specified below following thir order on the network.
1. Convolutional of 32, kernel of 5x5 and followed by a max-pooling layer.
2. Convolutional of 32, kernel of 5x5 and followed by an average pooling layer.
3. Convolutional of 64, kernels of 5x5 and followed by an average pooling layer.
4. Fully-connected layer with a weight matrix of 1024x1024 and a dropout
probability of 50%.
5. Last layer, fully-connected of size 1024x10 classifying over the 10 possible
classes from the CIFAR-10 dataset.
The only layer considered for compression is the first fully-connected, which is the
fourth in the pipeline. It is of size 1024x1024, occupying approximately 4MB in
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storage.
The hyperparameters used for the training are attached below using caffe
prototxt nomenclature.
1 t e s t _ i t e r : 100
2 t e s t _ i n t e r v a l : 500
3 base_lr : 0.001
4 momentum : 0 . 9
5 weight_decay : 0 . 0 0 4
6 lr_policy : " fixed "
7 max_iter : 100000

Figure 3.9: Cifar10 quick training hyperparameters
The image below show the accuracy from the test set obtained with cifar10 quick
over the sixty epochs. As it can be observed, it is not very stable, this might be
because ’fixed’ is maybe not the best learning rate policy since it should be lowered
over time.

Figure 3.10: Cifar10 quick accuracy without modifications
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AlexNet

AlexNet [23] was first proposed and designed in 2012 by Alex Krizhevsky in
collaboration with Ilya Sutskever and Geoffrey E. Hinton. The name of the net is
given after its main author.
It became very popular after winning the ImageNet Large Scale Visual
Recognition Challenge from 2012 (ILSVR-2012) [35] by achieving a top-5 error
rate of 15.3%. Compared to the second best error rate from the contest, which
was of 26.2%, AlexNet proved to work way better.
Krizhevsky et. al. (2012) is considered to be one of the most influential
research papers ever written for computer vision algorithms. It currently has
over 75k citations according to Google Scholar website. As it has been widely
studied, it is commonly used for performance tests between different research
papers focused on GPU or CNN accelerations for deep learning.
AlexNet is composed of eight layers, five convolutional and three fully-connected.
All layers have a ReLU activation functions except from the last layer which uses
a softmax function since its purpose is to classify among the 1000 possible classes
from the ImageNet data set.
1. Convolutional of 96, kernel of 11x11 and followed by a max-pooling layer.
2. Convolutional of 256, kernel of 5x5 and followed by a max-pooling layer.
3. Convolutional of 384 and kernels of 3x3.
4. Exactly the as previous layer.
5. Convolutional of 256, kernel of 3x3 and followed by a max-pooling layer.
6. Fully-connected layer with a weight matrix of 9216x4096 and a dropout
probability of 50%.
7. Fully-connected layer with a weight matrix of 4096x4096 and a dropout
probability of 50%.
8. Last layer, fully-connected of size 4096x1000 classifying over the 1000 possible
classes from the ImageNet data set.
The next image has been extracted from the Krizhevsky et. al. (2012) and gives
graphic idea of the architecture, note that is divided by two, this is because it is
thought to be trained with multiple GPU.
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Figure 3.11: AlexNet Architecture
The first two fully-connected layers are the only ones considered for the proposed
compression methods. The first layer of size 9216x4096 occupies 144MB in storage
and the second layer, measuring 4096x4096 which is approximately 64 MB in
storage. Adding them together they represent 208MB in storage.
The hyperparameters used for the training are attached below using caffe
prototxt nomenclature. The learning rate policy is set to step, this means
that each iteration the learning rate is calculated using the following formula:
basel r ∗ gamma( f loor(iter/step)).
1 t e s t _ i t e r : 1000
2 t e s t _ i n t e r v a l : 1000
3 base_lr : 0.01
4 lr_policy : " step "
5 gamma : 0 . 1
6 s t e p s i z e : 100000
7 d i s p l a y : 1000
8 max_iter : 450000
9 momentum : 0 . 9
10 weight_decay : 0 . 0 0 0 5
11 r e g u l a r i z a t i o n _ t y p e : "L2"

Figure 3.12: AlexNet training hyperparameters
This neural network is the biggest considered for this project, therefore it is the
one that takes longer to train, about a day for the hardware used in this project.
It is trained for 450 epochs and the accuracy is approximately between 57% and
58% for the testing set.
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The next figure shows the accuracy obtained per each epoch. Note that
the accuracy does not increase as fast as the other networks used in this master’s
thesis, this is mainly because AlexNet is bigger and the data set that uses is
harder than the rest.
Observe that the accuracy of the network increases and stabilizes every 100
epochs. This is due to the higher learning rate it has at the beginning which
eventually decreases following the formula mentioned previously.

Figure 3.13: AlexNet accuracy without modifications
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Chapter 4
Basis of the project
This chapter is focused on comprehending the basis of the project, those are
understood as the common grounds for all the compression methods that were
tested on this research.
The different methods proposed below use and references the ideas explained on
this chapter, therefore it is recommendable to read this chapter carefully before
proceeding any further.

4.1

Neural network pipeline

As it has been explained earlier, most machine learning algorithms, need a
training phase in which they improve their performance by learning from previous
experiences and improving the outcome of the particular task they are facing.
In the particular case of an artificial neural networks, throughout the training
phase, the weights from the weight matrix get adjusted according to the loss
function which enhances the predictions. Once the training phase is over, hence
the weights have reach an optimal value, the network is ready to be used for
its particular task, this stage is what is commonly known as inference, were the
neural network model is used with unknown data and infers a result.
The compression of the weight matrix could happen on different stages of
the neural network pipeline. The main ideas considered for this project are
the ones listed below, it is worth taking a look at all this possible options to
comprehend the decision that was made.
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• After the inference stage.
• After the training phase.
The main consideration to be made is whether the compression stage should run
after the training or after the inference phase. There exist a few problems while
performing the compression stage with the second option.
Firstly, it must not be forgotten that one of the master’s thesis ultimate
goal is to facilitate the execution of neural networks in small devices, such as
mobile phones or any kind of embedded system. If the local device is expected to
compress the weight matrix then this objective crumbles since the computational
power of the local device should increase.
Secondly, if the compression stage is executed on the inference phase, it
will most likely make this execution slower than usual. It goes against the purpose
of this project to slower more than usual the execution of the inference stage,
otherwise it makes no sense at all to compress anything.
Once all the facts are considered, it goes without saying that the compression stage
has to be performed just after the training phase. Performing the compression
just after the training helped speeding up inference, since the model is much
smaller, and compressing the final model.
The idea is to compress just after the training phase when the weight matrix
is considered to be optimal. As it can be seen on the next figure, this project
introduces a novel stage to the pipeline which is called “compression phase”. Note
that this figure also specifies the stages which run in the cloud and the ones which
run locally.
The compression stage receives a fully-trained matrix and, throughout different
approaches that are explained on the master’s thesis, it tries to reduce its
representation. Afterwards, it retrains the network with the idea to minimize
accuracy loss as much as possible.

Figure 4.1: Neural network pipeline
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It is true, however, that by executing the compression at this point the training
phase is slower than usual. Despite this fact, it should not be an issue as this
phase only has to be executed once plus it is assumed that neural networks are
trained on some data center, therefore taking a bit more time to have the final
model is not an issue.
All the methods introduced of this project follow the pipeline described in
this section if it is not specified otherwise.

4.1.1

Compression phase

The aim of this subsection is to give some general ideas of how this squeezing is
performed. The compression stage is basically retraining the network with several
changes.
As explained previously, the main idea is to exploit the error-tolerance [14]
from the neural networks and force them to train with fewer values expecting
that the accuracy is not going to be affected by this. It is, however, difficult to
decide what numbers and how those can be removed from the weight matrix, this
is precisely what is going to be explored with every compression method proposed
in this master’s thesis.
The compression stage follows the same steps as the regular training, forward
propagation where the error is calculated, backward propagation where the
gradients are updated using the previous error, and weight update where weights
are updated according to the equation specified on the section 2 of this project.
Nevertheless, there is a main difference, at some point during the compression
the weight matrix is shrieked following one of the methods specified in this project.
After several considerations it was decided that the weight matrix should
get compressed just before the forward propagation, this way the error is
computed with those weights and the gradient calculated accordingly. However,
the gradient does not get compressed at any time, the gradient obtained after
the training phase is maintained, but it does not receive any kind of modification
since it does not really matter for storage purposes as gradients are not stored,
only the weights are used for inference.
When arriving at the last training epoch and final batch, the algorithm
simply does not update the weights and the networks is left with the matrix
compressed. The accuracy used for testing the precision of each epoch has
considered the matrix to be fully compressed.
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Below there is attached the code used for training the neural networks,
this code is commonly used by all the different methods suggested.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32

def t r a i n ( i t e r s , p r i n t _ i n t e r v a l , s o l v e r ) :
t r a i n _ l o s s = [ 0 ] ∗ ( i t e r s // p r i n t _ i n t e r v a l )
t e s t _ a c c = [ 0 ] ∗ ( i t e r s // p r i n t _ i n t e r v a l )
f o r i t in range ( int ( i t e r s ) ) :
correct = 0
loss = 0
#m a t r i x c o m p r e s s i o n + f o r w a r d p r o p a g a t i o n
s o l v e r . net . forward ( )
#backward p r o p a g a t i o n where g r a d i e n t s a r e not compressed , o n l y w e i g h t s
s o l v e r . n e t . backward ( )
#Code f o r t e s t i n g t h e a c c u r a c y w i t h t h e t e s t d a t a s e t e v e r y epoch
i f i t % p r i n t _ i n t e r v a l == 0 :
f o r t e s t _ i t in range ( TestSamples / b a t c h _ s i z e ) :
s o l v e r . t e s t _ n e t s [ 0 ] . share_with ( s o l v e r . n e t )
s o l v e r . test_nets [ 0 ] . forward ( )
c o r r e c t += s o l v e r . t e s t _ n e t s [ 0 ] . b l o b s [ ’ a c c u r a c y ’ ] . data
t e s t _ a c c [ i t // p r i n t _ i n t e r v a ] = c o r r e c t / ( TestSamples / b a t c h _ s i z e )
t r a i n _ l o s s [ i t // p r i n t _ i n t e r v a l ] += s o l v e r . n e t . b l o b s [ ’ l o s s ’ ] . data
"""
w e i g h t g e t updated , t h u s t h e w e i g h t m a t r i x
n ee ds t o be compressed a g a i n a f t e r w a r d s
"""
s o l v e r . apply_update ( )
return [ t r a i n _ l o s s , t e s t _ a c c ]

Figure 4.2: Generic PyCaffe code for the compression phase
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Block distribution

The idea behind dividing the big dense matrix into small blocks is to try to reduce
its number of values such that a block it can be represented with the minimum
number of them, ideally one value (or zero on some methods) per block. It is
believed that weights that are closer amongst them can benefit even further from
the error-tolerance technique [14], this is precisely where the idea of using blocks
arose.
It is important to have a good classification method to determine which
block is the best candidate to have less values than the rest. A good approach is
to calculate the standard deviation (4.1) of each block and then order them from
lower to higher values, understanding that a lower standard deviation means you
can have less numbers in your block since its values are less dispersed. This is
going to be further discussed on the block quantization chapter.
s
PN
2
i=1 (xi − x)
(4.1)
N −1

It is expected that neurons from some part of the matrix have similarities,
hence better compression results can be obtained if they are compressed as this
particular block instead of as the whole matrix.
The blocks used to divide the matrix have variable sizes n such that ∀n ∈ N
where n*n is the total size of the block.

Figure 4.3: Block division
The value of n is the same for all blocks in the weight matrix and it does not
change at any point while the compression algorithm is running. The figure above
illustrates how this division is done. It considers a weight matrix of size 9x9 that is
intended to be splitted into blocks of size 3x3, thus n = 3, as it has been explained.
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Nevertheless, it cannot be assured that the size of the weight matrix is
always divisible by n. It is going to depend on whether the height and/or
the width of the weight matrix is not multiple with the block’s dimension, then
a single column and/or row of irregular blocks is allowed in order to solve this issue.
The following example shows how this complication it is dealt. Consider a
weight matrix of size 9x10 divided into squares of size 3x3, it is clear that
mod(10, 3) 6= 0, therefore a column of irregular blocks of dimensions 3x1 is allowed
and it is going to be dealt the same way as the regular-sized blocks.

Figure 4.4: Non-multiple block division
The bigger the square is, the better compression rate is achieved. Bearing
this in mind, the objective is to maximize the value of n as much as possible.
However, it should be noted that if n is too large it might have a negative effect in
the final accuracy of the neural network, so its important to balance the scope of n.
Caffe uses “Google Protobuf” technology [36] for the initialization of neural
networks. The previously mentioned framework has been internally modified in
order to be able to declare the size of blocks inside the same neural network
declaration throughout Google protobuf. Figure 4.5 gives an example of blocks
are declared.
Note that despite having stated that blocks are always squared, there exists a
possibility to create blocks which are not. At some point it was suggested as an
interesting idea to pursue, although it never happened.
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2
3
4
5
6
7
8
9
10
11

Block distribution

net_param{
name : " A l e x n e t "
.....
layer {
name : " i p 1 "
type : " I n n e r P r o d u c t "
.....
c o l s : 16
rows : 16
....
}

Figure 4.5: Initialization of AlexNet where the “ip1” weight matrix is compressed
throught 16x16 blocks.
For compression reasons, blocks are only considered to have the size of values
which are multiple of two. There could be sizes in between this power of two
values that would work as well, however, considering the binary representation of
the blocks that is suggested on the next chapters, the compression rate obtained
would not be really significant.
Furthermore, after various tryouts, it was decided that for simplicity issues
all the results would be testes with blocks of four dimensions: 8x8, 16x16, 32x32
and 64x64. It was considered that this sizes give a good idea of how the algorithm
performs, smaller blocks than 8x8 have no significant compression and bigger
blocks than 64x64 had a notoriously negative impact in the final accuracy.
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Chapter 5
Block Quantization
This is the first method that has been explored for the compression of neural
networks. It was first introduced as part of my bachelor’s thesis [22] back on 2019
and further explored and expanded during my master course.
The main idea of this approach is to try to wisely reduce the number of
values to represent each block using clustering algorithms. First arithmetic mean,
then K-Means and, finally, a combination of both by automatizing the process of
deciding whether to chose one over the other for a particular block. Furthermore,
it introduces some fine-tune parameter that the final user can use to decide how
much accuracy is willing to lose in favor of better compression.
It is also of main concern to state the binary representation of blocks, because this
is strongly tied to the compression rate that is achieved by implementing them.
This chapter suggests a binary representation for this particular quantization
techniques.

5.1

Binary representation

First of all, before explaining any of the quantization techniques used, it is key to
give a hint of the binary representation that every block has in order to understand
the decisions made for each method. Note that the main concern of the project is
to increase the compression rate and the binary representation is critical to achieve
that.
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The formula used for the binary representation of every individual block is stated
below.
K · B + N F · N C · log2 Vk

(5.1)

The first part of the addition is to store the values permitted in the block,
K is the number of values allowed in the block and B the number of bits for each
value (usually 32 as neural networks use floating-point arithmetic). The last part
of the addition is for the mask, which is necessary to locate the positions of every
value in the encoded block. NF and NC are the number of rows and columns,
respectively, while Vk is the number of different values allowed in the block.
Furthermore, note that for the particular case of single-value blocks, the mask is
not needed since all positions must have the same value, therefore log2 1 = 0.
The following image gives a graphical idea of the equation. The red squares are
the mask while the green, orange and yellow are some values that can be found
in these particular block.

Figure 5.1: Binary representation for the proposed compression
From the suggested equation, it can be extracted the importance minimizing the
number of values allowed in each block as well as trying to increase the size of the
blocks as much as possible in order to obtain the higher compression rate possible
as it can be seen how important it is.
Since the mask could be difficult concept to comprehend, an example is
provided in the following figure for further clarification. It illustrates how masks
are calculated by exemplifying one for a 3x3 block with four different values. The
location of each value is binary represented by using: 002 for V0 ’s value. 012 for
V1 ’s value, 102 for V2 ’s value and 112 for V3 ’s value. In total there is 3 · 3 · log2
4 = 18 bits for this mask, colored depending on the value they represent.
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Following the example below and considering what has bee explained, the first
value in the block is V1 , second is V3 , third is V2 , etc.

Figure 5.2: Example mask for a block of size 3x3 and four values

5.1.1

Compression rates

Once the binary representation has been clearly explained, it is time to compare
it with the ordinary binary representation in order to calculate the compression
rate obtained.
The ordinary binary representation is the one where the block has not been
compressed at all, therefore it has no modifications and every position has a
different value. It is calculated as the product between the number of rows
(NF), columns (NC) and the number of bits, 32 by default since ANN use 32bits
floating-point arithmetic (B).
NF · NP · B

(5.2)

Having both equations for binary representing each block, the compression
rate can now be calculated. To do so, both formulas are divided as it can be seen
below.
NF · NC · B
(5.3)
K · B + N F · N C · log2 K

The following table is intended to give a clear idea of the different compression
rates that are achieved for a single block following the different combinations of
rows and columns (N) and allowed number per block (K). Note that it fulfills
the assumption that the bigger the block size and the lower the K, the better
compression. Moreover, as explained on the block distribution section, only blocks
of size 8x8, 16x16, 32x32 and 64x64, besides, block can only have as much values
as their row or column size, for instance an 8x8 cannot have more than 8 values.
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N

Quantizating techniques
K

1

2

4

8

16

32

64

8

64,00

16,00

8,00

4,57

-

-

-

16

256,00

25,60

12,80

8,00

5,33

-

-

32

1024,00

30,12

15,06

9,85

7,11

5,33

-

64

4096,00

31,51

15,75

10,45

7,76

6,10

4,92

Table 5.1: Table of compression rates achieved by blocks with variable N and K
The table above shows how important it is to have as much single-value blocks
as possible (Blocks with K = 1), since the compression rate achievable with those
is significantly higher than two-value blocks (Blocks with K = 2). Considering
this fact, the main goal of the techniques suggested is to maximize the amount of
single-value blocks.

5.2

Quantizating techniques

The essence of this project is to reduce the representation of each block. This
method explored several options to achieve this. In order to achieve this
quantization, clustering algorithms have been used.

Figure 5.3: Clustering example

Clustering algorithms are used to group any kind of dataset following some
criteria. Each of this groups is called a cluster. The image above is intended
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to illustrate this idea, each point can be thought as some random data and it
is coloured according to the cluster it belongs, taking into consideration the
proximity the proximity of each point in the space.
These type of algorithms come handy for this approach as this is precisely
what is trying to be fulfilled per every block. Two algorithms are considered,
arithmetic mean and K-Means. The former, however, is formally not considered
a clustering algorithms since it does not really split into clusters, although it
can be thought as a clustering algorithm which splits the data into a unique cluster.
First of all, arithmetic mean was considered for its simplicity. Then a more
sophisticated clustering, more precisely K-Means, algorithm was suggested in
order to enhance the results. Finally, a combination of both distributed using
percentiles was used.
To give an idea of the different methodologies used, an example of weight
matrix has been used. This hypothetical matrix is divided into 4x4 blocks and it
shows how one of this blocks is modified using the different clustering techniques.

Figure 5.4: Example of weight matrix

5.2.1

Arithmetic Mean

The clustering algorithm chosen to quantize the blocks has to be really fast to
compute, otherwise the computation might take too much to execute. The good
point, however, is that all blocks from the weight matrix can be computed in
parallel, therefore the main concern is the computational cost of the clustering
algorithm on one block. The computational complexity of calculating the
arithmetic mean per block is O(n), understanding n as the size of the block.
Taking the example weight matrix as reference it would be n = 4 · 4 = 16.
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The arithmetic mean is a good fit because of its easy implementation and
computation. The formula used is specified below.
PN
ArithmeticM ean(X) =

i=1

Xi

N

(5.4)

In order to give a more graphical example of how the algorithm has been
implemented, the next figure exemplifies the calculation of the arithmetic mean
for the example weight matrix which is divided into 4x4 blocks.

Figure 5.5: Example of weight matrix using arithmetic mean clustering

The application of this methodology per block can result in notoriously good
compression rates, since you are collapsing all the values from one block into one.
For instance, a 2048x2048 matrix divided into 8x8 blocks would have 64 times
less values, it would go from initially 4194304 to 65536 with this method. All of
this is observed on the previous table that shows the compression rates achieved
by different N and K combinations.
However, it might also be dangerous to represent the whole weight matrix
with only single-value blocks because, by reducing the representation of each
block into one single value the accuracy of the neural network can get severely
affected since it cannot predict properly.
The source code for calculating internally in Caffe the arithmetic mean has
been attached on the appendix section and all the source code can be obtained in
the provided github.
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Results
The table attached below contains the results of applying the arithmetic mean
for the four given block sizes. Each of the neural networks has two fields, the
accuracy loss and the compression rate.
The accuracy loss stands for absolute error between the original accuracy
from the test data set and the one obtained after applying the compression
technique (5.5). Note that the typical absolute error equation usually has the
outcome given with absolute values, however, in this particular case, it was decided
that it was better not to do it this way since in case the compressed accuracy was
better than the original one must be highlighted and not downgraded.
0 = CompressedAccuracy − OriginalAccuracy

(5.5)

The compression rate is calculated by using the formulas explained on the
first section of this chapter (5.3).
It goes without saying that the bigger the accuracy loss, the worst the
technique is behaving.
Neural Net
LeNet-5
LeNet-1000-150
Cifar-10 Quick
AlexNet

8x8
Accuracy Loss

16x16

32x32

64x64

87,79% 87,63% 87,77% 88,10%

Compression Rate
Accuracy Loss

64

256

1024

4096

86,98% 86,89% 86,90% 86,91%

Compression Rate
Accuracy Loss

64

256

1024

4096

66,82% 66,83% 67,83% 67,02%

Compression Rate
Accuracy Loss

64

256

1024

4096

57,16% 57,13% 57,13% 57,12%

Compression Rate

64

256

1024

4096

Table 5.2: Table of results using the arithmetic mean compression technique
As expected, after compressing solely with arithmetic mean for every block, the
accuracy drops nearly to zero while the compression rate is considerably higher.
The reason for the amount of accuracy loss is that the weights do not get enough
freedom to adapt to the compression. Furthermore, the weight distribution of
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the matrix follows a normal distribution where most of the values are close to
zero. By applying the arithmetic mean the rest of the weights that are more
different form zero are also forced to have values closer to zero. It is known that
weights which are nearly zero do not have an impact on the outcome of the neural
network, hence by forcing all values to be like these, the neural network is severely
affected causing the accuracy to drop significantly.
The next image is intended to show what has been stated on the previous
paragraph. On the one hand there is the weight distribution from LeNet-5 just
after the training phase is over, whereas on the other hand there is the same
network after the compressing stage using arithmetic means with 8x8 blocks. It
can be observed how the Gaussian’s distribution has shrunk, forcing most of the
values to have values closer to zero and causing the accuracy to drop.

Figure 5.6: LeNet-5 after training without any modification (left) and after
compressing with arithmetic means and 8x8 blocks (right)

5.2.2

K-Means

Results in the previous section proof that only using one value per block is not
a good idea as it is too restrictive. To resolve this issue a more computationally
demanding and complex clustering method is suggested, K-Means. This algorithm
allows to have more than one value per block. It is expected to increase the
accuracy but most likely the compression rate is going to be affected.
K-Means was first suggested on MacQueen et. al. (1967) [39] and since
then it has been used many times by statisticians, mathematicians, engineer and,
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more recently, by data scientists.
The algorithm splits the dataset for a fixed data of clusters, represented by
variable K. Each clusters has a centroid, those are calculated by performing an
arithmetic mean of all the data that is assigned to that particular cluster. The
steps of this algorithm are the ones mentioned below.
1. Each centroid is initialized randomly. Centroids are represented by the greek
letter µi , where the subindex indicates the number of the cluster it belongs.
µ1 , µ2 , ..., µi , ..., µk ∈ Z Random

(5.6)

2. Each value from the data set X ∈ x1 , x2 , ..., xj , ..., xN is assigned to the nearest
ci cluster with minimum euclidean distance between the particular point and
the µi centroid belonging to the cluster.
For every j : xj ∈ ci := min |xj − µi |
i

(5.7)

3. Once all the xj points have been assigned to the cluster ci they belong, it is
time to recalculate the value from each centroid µi by performing an arithmetic
mean of all the values assigned to the cluster ci .
PN
For every i : µi =

x j ∈ ci
N

j=1

(5.8)

4. There is a continuous iteration from steps two and three, until it reaches a
moment where any point is moved from one cluster to another on step two.
At this point it is considered that the algorithm has converged, hence ended.
The number of clusters, K, is stated manually. As explained, Caffe uses Google
protobuf [36] technology to internally declare neural networks. The allowed
parameters in such definition has been updated, allowing the user to declare the
number of clusters that are going to be allowed per block. The code below is an
example of how to do it.
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net_param{
name : " A l e x n e t "
.....
layer {
name : " i p 1 "
type : " I n n e r P r o d u c t "
.....
c o l s : 16
rows : 16
kas : 4
....
}

Figure 5.7: Initialization example of a fully-connected layer with 16x16 blocks and
4 different values
There are two constraints regarding the selection of the amount of clusters.
Firstly, it cannot be bigger than the size of rows or columns from the block, for
example if the block is 16x16 K cannot be bigger than 16. Secondly, K only
has values which are of the power of two, since it is not of big difference for
compression rate.
The next figure gives a graphical example of how K-Means is calculated
per each different block. It can be seen how the algorithm would end after
converging K-Means from the matrix example with K equal 4. Note that each
cluster has been coloured differently to make it easier to comprehend.

Figure 5.8: Example of weight matrix using K-Means clustering with K equal 4
Unfortunately, the computational cost of executing K-Means for every block is
considerably higher than using the arithmetic mean. Precisely it is O(ndk+1 ),
where n is the size of the block, k the number of different values allowed and d
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the total number of values per block. In the case that k or d is not set before
execution and the algorithm itself should select the optimal ones, K-Means
becomes an well-known NP-Hard problem [40].
The code used to calculate K-Means per each block has been posted in a
github where all the code used on this project is found.
Results
The next table shows the results of executing K-Means as a quantization technique
per every block. It contains both accuracy loss and compression rate. The former
has been obtained by using the equation (5.5) specified on the previous section,
while the latest using the binary representation detailed in section 5.1. Let it be
noted that some accuracy loss are negative, this is because (5.5) is does not use
absolute values in order to highlight the good performance of the compression in
case it obtains better accuracies than the original.
This section is mainly to illustrate the problems of quantizate only using
KMeans, therefore all the blocks extracted for this results have as much values
as allowed on it as number of rows or columns. For instance, 8x8 allows K = 8,
16x16 with K = 16, etc. There are numerous of other possibilities for K to
explore, but this is no the purpose of this project as it has already been explored
in far more detail in my bachelor’s thesis [22].
Neural Net
LeNet-5
LeNet-1000-150
Cifar-10 Quick
AlexNet

Accuracy Loss
Compression Rate
Accuracy Loss
Compression Rate
Accuracy Loss
Compression Rate
Accuracy Loss
Compression Rate

8x8

16x16

32x32

64x64

-0,01%

-0,03%

-0,03%

-0,09%

4,57

5,33

5,33

4,92

-0,11%

-0,07%

-0,16%

-0,14%

4,57

5,33

5,33

4,92

-0.11%

-0,95%

-0,44%

-0,46%

4,57

5,33

5,33

4,92

0,13%

0,08%

-0,01%

-0,05%

4,57

5,33

5,33

4,92

Table 5.3: Table of results using K-Means compression technique
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Results confirm the expectations. The accuracy loss is redundant, the worst
loss does not exceed 1% from the original and most of them even enhance the
original, probably because the fully-connected layers are oversized. This solves
the problem from arithmetic means.
Nonetheless, there is barely any compression rate. Deep compression achieves
a compression rate of 37 for AlexNet [20] and using this technique 5,33 is the
maximum obtained. It certainly does not compensate the computational power
and time invested to perform the compression with this results.

5.3

Accuracy Check

Up until this point, two methods to reduce the number of values per block have
been suggested in the previous section, arithmetic mean and K-Means. As it can
be observed on the obtained results, the former has a problem with the accuracy
of the network for how restrictive the technique it is, while the latest solves this
issue but the compression rates obtained are not nearly as good as expected
since it allows too many values inside every block. The main objective for this
new approach is to combine the best of both quantization techniques in order to
overcome its constraints and obtain the best possible compression rate without
damaging the accuracy. Furthermore, it introduces some fine-tune parameter for
every methodology, the final user can decide how much accuracy is willing to lose
in favor of better compression by tuning this parameter.
In the previous sections it was considered that all blocks in the weight matrix
should follow exactly the same clustering algorithm, hence have the same number
of values. The novel idea introduced in this methodology is that each block can
now have any power of two number, from 1 to 64. The maximum number of
values allowed was arbitrarily constrained to 64 as for these particular set of
neural networks the results showed that bigger blocks would end up affecting the
final accuracy. In case the block is set to have only one value, arithmetic mean is
used, on the contrary, if it is decided it needs two values or more, then a K-Means
with K equal to the number of values decided is used.
It is dynamically decided the number of values allowed for every block by
setting a threshold using the accuracy from the training data set, making sure
that this accuracy does not fall below the margins set by the threshold. The idea
behind leaving this threshold as a hyperparameter is that anyone who is interested
in using such compression technique can decide the how much accuracy is willing
to lose in exchange of compression rate. Note that the threshold cannot be set
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using the accuracy from the test data set, otherwise it would cause an overfitting
problem.
The next figure gives graphical idea of how the pipeline from this methodology
works. As explained in the previous chapter, the compression stage goes just after
the training phase, therefore it is assumed that the neural net is fully-trained
before starting to compress.
The ANN is retrained for several epochs after the training stage is over
and for every new epoch it is checked whether the training accuracy is higher or
lower than the given threshold. In the case it is lower then the constraints are
increased, thus blocks with less allowed values are settled in the net. Otherwise
it checks if this has been happening for the last five epochs, since if it has not
been happening it is assumed that the network still need time to stabilize in case
the constrains have just increased, if it has happened five epochs after increasing
constraints, then it is considered that the restrictions have been too severe and
need to be relaxed, hence blocks with less values are allowed.

Figure 5.9: AccuracyCheck pipeline

Every technique suggested in this master’s thesis chapter increases or decreases
the constrains in a particular way that is going to be explained on the following
subsections. Each time those are increased, a copy from the weight matrix is
performed so, in the hypothetical case the restrictions enforced are too severe and
have to be reduced, there is a stored checkpoint from the weight matrix where
those have not been trained quantizating them on sizes where the accuracy suffers
too much.
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Block Classification

The first problem that arises is how to decide which blocks need to have more
values and which ones less. After several considerations, it was decided to
classify the blocks according to its standard deviation, thus using its dispersion
as classification.
It was considered that blocks whose values were closer amongst each other
could allow fewer values for representation, hence were good candidates for
arithmetic mean, whereas if the values from the block are very different, these
block is a good match for K-Means with higher K.
Blocks are ordered from the lowest to the highest according to their standard
deviation, therefore the number of values allowed to the first blocks after the
ordering are lower than for the rest.
The standard deviation formula used per block is defined below. N states
for the total of values inside a block, xi the values and x̄ the arithmetic mean of
the block.
s
PN
2
i=1 (xi − x̄)
(5.9)
N −1

Caffe had to be modified internally to allow this implementation.
Such
code has been uploaded in a github created by the author and where all the
methodologies are located..
Both next sections explore different techniques on how to decide the number
of values per block wisely using the standard deviation as a ranking. The first
approach uses percentiles while the last one uses a customized incremental base.

5.3.2

Percentiles

The first idea that arose was to divide the blocks into percentiles. The weight
matrix could be splitted into as much percentiles as different allowed values
per bloc. For instance, a weight matrix with 16x16 blocks is divided into five
percentiles: blocks with a single value, blocks with two values, blocks with four
values, blocks with eight values and blocks with sixteen values. Let us not forget
that it is only allowed to have power of two values for each block and that there
can be at most as much values as the size of the block.
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As stated on the previous section, blocks are classified from the lowest to
the highest dispersion, therefore the first ones are considered to have less values
than the rest. Let us name the list containing the blocks classified by their
standard deviation as L. Taking these into consideration, the following percentile
division is suggested. N stands for the total number of blocks contained in the
weight matrix, si is the index from list L meaning from number si−1 to si all the
blocks there are set to have i values, p is the percentile chosen for value i and k is
the maximum number of blocks that is allowed in the weight matrix. Both last
values must be chosen before the algorithm starts. In case si is not an integer
number, it is rounded up.
s1 = N · p → ... → si−1 = si + N · p → ... → sk−1 = sk + N · p

(5.10)

Let us continue with the example of a weight matrix of size 1024x1024 is
divided into 16x16. Hypothetically assuming a case where the percentile for
single-value blocks is 40%, two-value blocks is 5%, four-value blocks is 20%,
eight-value blocks is 0% and sixteen-value blocks is 35%, the results obtained
using the previous formula would be the following ones.
N = 1024 · 1024 = 1048576
s1 = 1048576 · 0.4 = 419430
s2 = 419430 + 1048576 · 0.05 = 471859
s4 = 471859 + 1048576 · 0.2 = 681574
s8 = 681574 + 1048576 · 0.0 = 681574
s16 = 681574 + 1048576 · 0.35 = 1048576

Following the example on top, blocks from 0 to 419430 have one value,
from 419431 to 471859 two values, 471860 to 681574 four values, etc. Bear in
mind that blocks are ordered according its dispersion.
5.3.2.1

Static percentiles

This technique is not new as it was first suggested during my bacherlor’s thesis
[22], nevertheless it is a good introduction for the upcoming methodology,
therefore it is interesting to summarize it.
The main idea of this method is to trying to obtain the maximum amount
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of single-value blocks as possible, as it has been seen, these enhances the
compression rate consequently. A percentile is subjectively settled and, starting
from the lowest possible value (one), a percentile of blocks is set to have only allow
these value’s amount of different weights, afterwards the percentile is divided by
two and the process is repeated until all the different values allowed per block
have their assigned percentile.
After several trials it was decided that the percentile with best trade-off
between accuracy and compression rate was 50%. Furthermore, 50% was the
minimum percentile that respected the idea of having the most amount of single
value blocks as possible.
The next figure shows the example of how a weight matrix with N = 400,
thus 400 blocks, k = 8 and p = 0.5 being p the chosen percentile. Note that,
according to the previous formula (5.10), 200 = s1 , 300 = s2 , 350 = s4 and
400 = s8 .

Figure 5.10: Example of 50% percentile split for 400 blocks and 8 values per block
maximum
The method has been named static percentile since this is basically what it does,
an static percentile is settled and then all the allowed number per block are decided
accordingly.
5.3.2.2

Dynamic Percentiles

The previous compression technique has a clear downside, the percentiles are
static for every values and it is dubious that all the value distributions follow the
same percentile. Despite 50% might work properly with all the neural networks
used for this project it cannot be assumed that this would maintain for every
other weight matrix from other nets. Accordingly, the dynamic percentile method
was suggested to alleviate this problem.
The idea is that every weight matrix can allow power of two values up to
the size of the rows or columns of the block. For instance, if a matrix is divided
into 8x8 blocks there can be blocks with 1, 2, 4 or 8 different values, in the same
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line, if the matrix is divided into 32x32 blocks there can be blocks with 1, 2, 4, 8,
16, or 32 different values.
Each of this values has a percentile assigned to determine the number of
blocks that allow these amount of different values, let it be define them with:
p1 , p2 , p4 , ..., pi , ..., pk where i is the number of values allowed per block and k is the
maximum of them. As explained and illustrated by the table with compression
rats, it is important to maximize the p1 as this would improve the compression
significantly.
The method follows the pipeline from the figure on section 5.3. Having
settled the threshold for the accuracy from the training set, then the constraints
are increased or reduced accordingly.
At the beginning all the percentiles are zero, thus ∀i ∈ 1..k pi = 0.0. The
main target is the same, try to fit as much single-value blocks as possible, since
those are the ones that have a higher impact on the compression rate. Considering
this objective, every time the constraints are increased the pi that is currently
being explored increases their percentile by 5% within the unassigned blocks with
lowest dispersion, initially the first pi explored is p1 , then p2 , p4 , etc. since the
objective is to have the lowest values possibles per block. On the other hand,
every time the constraints are decreased it is considered that there cannot be
more blocks with this amount of values without severely affecting the accuracy,
hence pi is reduced by 5% and the next percentile is increased by 5%, then pi+1
is set as the next percentile to explore and afterwards every time the constraints
can be increased this percentile is increased by 5%.
The compression
stops assigning percentiles once all of them together sum
Pk
100%, thus i=1 pi = 1.0. Another stopping criteria is when pk−1 has finished its
exploration, it is considered that the rest of percentiles left to reach the 100% can
be assigned to pk .
For instance, there is a weight matrix which is divided into 16x16 blocks
and the percentiles are currently as follows: p1 = 0.3 p2 = 0.0 p4 = 0.15 p8 = 0.0
p16 = 0.0 where p4 is the one that is explored at the moment of this snapshot.
• In case the accuracy check considers that the constraints can be increased as
the accuracy obtained from the training is higher than the threshold, p4 would
be increased by 0.05, therefore the percentiles would be p1 = 0.3 p2 = 0.0
p4 = 0.2 p8 = 0.0 p16 = 0.0.
• On the contrary, if the accuracy check determined that constraints are too
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restrictive and need to be decreased, p4 would be decreased by 0.05 and p8
would be set to 0.05 and fixed as the current percentile to be explored. The
percentiles would end up as follows: p1 = 0.3 p2 = 0.0 p4 = 0.1 p8 = 0.05
p16 = 0.0
There are two neural networks that have more than one weight matrix to
be compressed, LeNet-1000-150 and AlexNet, and there can exist other
fully-connected neural networks which might have an undetermined number of
weight matrix. It was mandatory to find a way to implement this technique for
multiple layers.
It is was first considered to apply the same percentiles for each layer. These did
turn out not to be the best option since layers are independent from each other
and some might allow more compression than others. The biggest weight matrix
has the most impact to obtain the best compression rate, following this principal,
it was first thought to compress the largest matrix by deciding their percentiles
and leave the smallest layers for the last.
The code is attached on the following github as it was too big place it on
the annexes.
Results
The learning rate used for all the nets has been reduced to the one specified initially
on the training stage. These has been done in order to prevent the networks
to vary a lot from the trained weights as otherwise the accuracy is severely affected.
The threshold used for the experiments has been set to be the same accuracy
obtained from the training set just at the ending of the training stage. The idea of
doing this is to lose the minimum accuracy possible with the compression, ideally
not less than 1% from the original.
The table with all the assigned percentiles for every neural network and
every block distribution has been attached to the annexes as it was too large,
nevertheless is is explained on this section so it can be better comprehend. The
layers column stands for the different weight matrix that can be compressed within
the same neural network, which is obviously more than one for LeNet-1000-150
and AlexNet as stated on section 3.4. The former has a first (ip1) layer with
784x1000 neurons and a second (ip2) with 1000x150, while the latest has a
first weight matrix (ip1) of size 9216x4096, and finally a matrix with 4096x4096
weights.
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As it can be observed in the table of results, those are not as good as it
could be expected. The accuracies obtained are within the acceptable margins
as none of them exceeds the 1% difference from the original. Nevertheless,
the compression technique is too dependent on obtaining single-value blocks,
otherwise the compression rate is not significant enough. It was expected that
networks would allow more single-value blocks with this methodology, as these
does not happen, the compression rate is not good.
The only neural network which is behaving in an acceptable way is Cifer-10 quick,
the rest have a compression rate way too low to make the computational power
needed to compress worth spending.
The next table provides the results of applying the accuracy check compression
with dynamic percentiles quantization. Note that the accuracy is given following
the absolute error equation stated previously (5.5) and the compression rates with
the equation (5.3), also explained earlier on the document.
Neural Net
LeNet-5
LeNet-1000-150
Cifar-10 Quick
AlexNet

8x8

16x16

32x32

64x64

Accuracy Loss

0,01%

-0,02%

0,00%

-0,08%

Compression Rate

13,93

15,84

21,46

18,62

Accuracy Loss

0,22%

0,27%

0,07%

57,01%

8,84

9,37

11,15

10,31

Accuracy Loss

0.23%

0,68%

0,69%

1,24%

Compression Rate

13,94

15,24

24,91

41,90

Accuracy Loss

0,99%

0,91%

0,90%

1,01%

5,49

6,50

6,94

6,33

Compression Rate

Compression Rate

Table 5.4: Table of results using Accuracy check compression with dynamic
percentiles technique

5.3.3

Progressive Base

As the previous methodology, dynamic percentiles, showed as well as the table
with compression rates, the most important blocks to increase the compression
rate of the neural network are the single-value blocks. Accordingly, those are the
ones that need to be potentiated.
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The problem of the previous technique is that it could happen that some
weight matrix did not have any single-value block. Actually it happen often as it
can be seen on the table of the assigned percentiles per layer.
Considering all those facts the following base has been created. The main
goal goes without saying: always have a percentage of single-value blocks, even if
it is minimal.
Another problem that it was considered to improve from the dynamic percentiles
technique is that the increase of constraints might have been too severe and too
limited to a certain percentile, as only the one that is being explored is modified
every time. The progressive base method is intended to solve this issue by slowly
increasing the constraints from all percentiles at the same time.
The base, which is going to be noted as B henceforth, goes from initially
zero to the maximum compression that can be reached without surpassing the
threshold set for the accuracy from the training set. Base can go up to 3,
since these number is subjectively considered to be the maximum compression a
network can reach before developing accuracy related issues, on the contrary zero
is the minimum where it only applies K-Means for the maximum value allowed.
Those thresholds can be modified for other networks if necessary.
“Totalbase” is the summation of B to the power of addition of all the different
types of blocks there can be in the weight matrix minus one, represented as n.
Next equation shows its calculation.
T otalBase =

n
X

B (i−1)

(5.11)

i=1

Accordingly, if the base for blocks of size 16x16 is being explored and B = 1, 5,
then T otalBase = 1, 50 + 1, 51 + 1, 52 + 1, 53 + 1, 54 = 13, 19. Note that n is
5 since blocks are of size 16x16, therefore there are 5 different types of blocks:
single-blocks, blocks of two values, blocks of four values, blocks of eight values
and blocks of sixteen values.
The percentile assigned to each type of block is assigned using the following
equation.
B (v−1)
P ercentileP erBlock =
T otalBase
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Where v is a values that goes from 1 to n and is ordered in a way that the blocks
which allow the most different numbers get the lowest v while the single-block
has the biggest v. For instance, following the previous example, a weight matrix
divided into 16x16 blocks with B = 1.5, then the “PercentilePerBlock” assigned to
each type of block would be the following:
• Single-block:

1.55−1
13.19

= 0.38

• Bloc with two values:

1.54−1
13.19

• Block with four values:
• Block with eight values:

= 0.26

1.53−1
13.19
1.52−1
13.19

• Block with sixteen values:

= 0.17
= 0.12

1.54−0
13.19

= 0.07

The method follows the figure explained on the accuracy check section. Every
time constraints are increased, B is added 0.1 whereas when constraints are
decreased B is lowered by 0.1.
A table has been attached to the annexes as an example for the calculation of
the distribution of percentile assigned for every different type of block, in these
particular case on a weight matrix splitted into 16x16 blocks with B from 0 to
2. As it can be observed, both issues regarding dynamic blocks have been solved.
On the one hand, there is always some single-value block, except for B = 0 but
this is redundant since its the initial state and it is expected to grow. On the
other hand, the constraints increase slowly giving time to the neural network to
adapt to the quantized weight matrix.
Notice as well that, for smaller bases the single-value blocks increase slowly
whereas the block that allows more values, in the example table K = 16, increases
rapidly. It is foreseen that this gradual growth can enhance the final accuracy
obtained as blocks have more time to adapt to the imposed constraint.
It is expected that from B = 1.0 or higher the compression rates are going
to be significant and, most certainly, better than on any of the previous
techniques.
Results
As it has been done as well with the dynamic percentiles quantization technique,
the learning rate is reduced to the one specified initially in order to prevent the
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weights from changing their trained value.
Additionally, the threshold used for the experiments has been set to not
lose training accuracy with the idea that this would prevent to lose testing
accuracy as well. Ideally the minimum test accuracy after the compression that
is willing to be lost is 1% difference compared to the original after training.
The table containing the final base assigned to every weight matrix for all
neural networks and block combinations has been attached to the annexes due
to its large dimensions. It this table it can be noticed that, for LeNet-1000-150
and AlexNet nets, the first layer has bigger bases than the next. This is
because, as explained on the previous technique, when there is more than one
layer to compress in the same network, the biggest weight matrix is the first to
be compressed, since it is the one that has the most impact in the compression rate.
Before computing the accuracy loss and compression ratios, just with the
assigned base it can be predicted that LeNet-1000-150 and AlexNet are not going
to achieve significant results, since almost none of them accomplished reaching
the minimum B = 1.0 that was suggested and where the compression rate starts
to become significant.
The next table provides the results of applying the accuracy check compression
with the progressive base. Note that the accuracy is given following the absolute
error equation stated previously (5.5) and the compression rates with the equation
(5.3), also explained earlier on the document.
Neural Net
LeNet-5
LeNet-1000-150
Cifar-10 Quick
AlexNet

8x8

16x16

32x32

64x64

Accuracy Loss

0,73%

0,57%

0,81%

0,86%

Compression Rate

20,19

33,18

37,16

33,13

Accuracy Loss

-0,09%

-0,15%

-0,03%

-0,03%

Compression Rate

14,89

25,34

18,32

12,24

Accuracy Loss

-0.84%

-0,49%

0,71%

0,17%

Compression Rate

25,36

33,10

50,91

41,56

Accuracy Loss

0,35%

0,34%

0,34%

0,44%

6,02

10,57

7,10

6,75

Compression Rate

Table 5.5: Table of results using accuracy check compression with progressive base
technique
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As predicted, despite the attempts to enhance the assignation of percentiles to
the different types of blocks, the compression results are not significant enough,
at least for AlexNet and LeNet1000-150. Nevertheless, at least the accuracy loss
has been redundant, lower than 1% in all the cases.
It is true, however, that this technique has proven to produce better results than
the previous one since the compression rates have been improved in comparison
with minimal accuracy loss, specially for LeNet-5 where the compression rate has
almost doubled.

5.4

Discussion

Block quantization techniques used on this chapter have been proven not to work
as expected. Despite accomplishing some compression, it is simply not significant
for this algorithms to be considered.
The only way to succeed in obtaining notorious compression rates is by
computing arithmetic means for as much blocks as possible, thus representing
them with a single value. Nevertheless, this is a tricky idea as by doing this the
final accuracy of the network gets severely damaged, as it can be seen in the table
results from arithmetic means.
K-Means has been proposed in order to give a solution to this issue. However,
when allowing blocks with the opportunity to have more than value per block,
the compression rate is reduced drastically, and, despite solving the accuracy loss
problem, the compression obtained is far from significant.
A mix of both quantization techniques has been suggested and, by using
the dispersion of the blocks and accuracy check, it is decided which block is going
to have a determined number of values to be represented. Two methods have been
suggested, accuracy check and progressive base. In both of this methods, the final
user can fine-tune the compression to decide the trade-off between compression
rate and accuracy that is willing to have.
Both techniques did not end up working as expected since the compression
achieved was not significant at all. There could be different potential causes why
this happens, after some consideration and analysis, the main reason found is
that neural networks are not prepared to be quantizated with single-value blocks.
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The noise produced from the non-significant values is just inevitably too impactful
for the final accuracy obtained. There are only few blocks that can be represented
with a single-value and still preventing this from happening, but there are simply
not enough and so that the compression rate is relevant.
After realizing about this, it was decided to change the direction of the
research and primarily focus on removing all the unnecessary weights before
considering any clustering technique. The next chapter, block pruning, explores
this idea in depth.
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Block Pruning

This methodology has been suggested as an improvement from the previous
technique after analyzing its poor compression performance. The main problem
from last chapter’s method is that weights follow a normal distribution where
most of them have values closer to zero, thus when quantizating blocks using
clustering techniques all the weights are forced to have values almost zero.
Following the work performed in Han et. al. (2015) [17], it can be clearly
observed that weights which are nearly zero do not have any kind of impact
in the final output of the neural network once it is fully trained. Using this
principal, block pruning proposes to perform an initial pruning before any kind of
quantization technique, this way the previous mentioned problem can be avoided.
Two types of pruning along with two different quantizations have been proposed
in this chapter. Furthermore, the binary representation is crucial in order to take
fully-advantage of the concept of block and sparse matrix.
The results obtained seem really promising, reaching compression rates closer
to the state-of-the-art with the minimal accuracy loss, less than 1% difference
compared to the original one.
The following 8x8 block is used as an example to graphically illustrate the
different methodologies proposed along this chapter.
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Figure 6.1: Example 8x8 block extracted from a weight matrix

6.1

Subblock distribution

Subblocks are mentioned throughout the whole chapter, therefore it is important
that their concept is understood properly before discussing other parts from this
methodology.
The idea behind pruning is trying to achieve as much zeros as possible but
distributed in a way that the binary representation can benefit from it, otherwise
the compression rate does not increase. The best way of accomplishing that is
by pruning blocks entirely, however, block are generally too big to solely contain
zeros, thus subblocks were introduced since thanks to their small size it is more
likely that they can be fully pruned.
Subblocks are a way for further splitting the matrix, inside of every block
there is going to be another division. Subblocks are always going to be of size 2x2
since this is considered to be the most optimal dimension to further increase the
compression rate, a better explanation of this decision can be found on the binary
representation section of this chapter.
In order to facilitate this division to the methods that use this approach,
blocks are forced to have an even size, which is not a problem since the block sizes
experiences until now all have been like this.
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When quantizating values, blocks are still going to be marked as boundaries. For
instance, if arithmetic mean is performed in an 8x8 block divided whose splitted
into subblocks, the resulting number from the arithmetic mean is going to be
calculated using all values inside the block. In other words, subblocks are only
considered for compression purposes.
The following figure illustrates the process in which some 8x8 weight matrix
painted blue is divided into blocks, each of size 4x4 painted with red color and,
finally, each of these blocks is splitted into subblocks of size 2x2 of green colour.

Figure 6.2: Original matrix (Blue), 4x4 block division (Red) and 2x2 subblock
division (Green)

6.2

Pruning

Puning is definitely not a novel technique, it was first suggested on the late 80’s
[41] [42] [43] and it has been widely studied ever since, specially lately since the
neural networks have drastically increased in popularity [16].
After training a neural network, the resulting weights tend to follow a normal
distribution where most of them fall into values closer to zero. As seen in many
other publications [17], these weights do not have a lot of importance for the
outcome of the network, therefore they can be safely removed throughout a
technique commonly known as pruning.
Pruning, forces all values within a threshold to be zero, this way their
representation can be reduced or even ignored, enhancing the final compression
rate of the neural network. All of this without losing any accuracy compared to
the original one obtained just before the compression stage.
Next images are intended to give a graphical example of how pruning works. On
the one hand, the left image is AlexNet’s first fully-connected layer just after the
training phase, note that it follows indeed a normal distribution with a mean
nearly zero. On the other hand, the right image shows the same weight matrix
after applying pruning, it can be observed that most of the weights which were
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closer to zero have removed from the net. Both weight matrices have exactly the
same accuracy for the test dataset.

Figure 6.3: Alexnet’s first fully-connected layer without pruning (left) and with
pruning (right)
Once the pruning is over the normal distribution has been transformed into two
with a valley between them, in these valley more than 90% of the weights have
been removed on average, depending on the threshold and network. Nevertheless,
the problem has not yet been resolved because, although the compression has
increased, there are still too many different values being used in every block,
hence some quantitzation is going to be needed to optimize the compression. Two
types of quantizations have been proposed: ternary quantization and quinary
quantization, both of them are explained in more detail in the upcoming sections
of this chapter.
Two types of pruning techniques have been suggested for this master’s thesis,
regular pruning and subblock pruning. The first one has been heavily inspired
by Han et. al. (2015) [17], whereas the second one is an optimization from
this former technique but taking blocks and subblocks into consideration. Both
pruning methods are explained on more detail in the next subsections. Just as a
clarification, pruning is part of the compression stage, thus it is performed right
after the training phase.
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Regular pruning

The idea of this pruning technique is to remove as much zeros as possible, without
considering any kind of block or subblock structure for the weight matrix. First
of all, a threshold has to be set. This threshold is going to be a percentage and it
gives the % of values that are pruned initially, usually around 90%.
After the initial pruning the network is going to be retrained for the weights to
adapt to the new situation. Several epochs after performing these initial pruning,
there is going to be an “iterative pruning” process. The idea is that weights
fluctuate during the retraining, hence it might happen that values that were
first considered important now fall within the threshold of weights that are not
considered to have any effect for the final output of the network. Iterative pruning
is a process that is going to be repeated every settled number of epochs which it
is named “IterativeEpochSize”.
The following pseudo-code is intended to give a clear understanding of how
the regular pruning technique works. Note that, as mentioned previously, there
is a constant retraining of the weights using a lower learning rate so that their
values adapt.
while currentEpoch ≤ M axEpoch do
if currentEpoch = f irstEpoch then
forall weight ∈ weightmatrix do
if weight falls into threshold then
weight = 0.0;
end
else if currentEpoch = IterativeEpoch then
forall weight ∈ weightmatrix do
if weight falls into threshold then
weight = 0.0;
end
Retrain neural network;
end
Algorithm 1: Regular pruning pseudo-code
Both threshold and “IterativeEpochSize” are determined as a hyperparameters
using Google protobuf technology [36], extending the previous definitions of size
of the blocks that has been explained on previous chapters. The code below gives
an idea of how to initializate them, in the example 90% of the weights are initially
removed and the iterative pruning process is performed once every ten epochs.
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13
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net_param{
name : " A l e x n e t "
.....
layer {
name : " i p 1 "
type : " I n n e r P r o d u c t "
.....
c o l s : 16
rows : 16
threshold : 0.9
I t e r a t i v e E p o c h S i z e : 10
....
}

Figure 6.4: Example of how to initialize a fully-connected layer initially pruning
90% of the values and interative pruning every 10 epochs
To give a better understanding of the method, the next figure shows two weight
matrix. The right one is the example block from the previous section while the
left matrix is the same after applying regular pruning to it. Thresholds are settled
to be 0.12 and −0.11 for this example.

Figure 6.5: Example 8x8 block before (right) after regular pruning (left)
Results
The pruning process is considered to have the same amount of epochs as the
training phase on average. The learning rate used has been slightly decreased
compared to the one used for training, since the idea is for weights to not change
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drastically its values. However, it is also interesting to not have a very low
learning rate, since this way more unnecessary weights can fluctuate towards
falling into the threshold and be removed in the iterative pruning process.
Since layers have been proven to be independent from each other, different
initial thresholds can be suggested from all potentially compressible weight
matrices.
Each neural network has been tested with several thresholds and the one
with the best trade-off compression/accuracy rate has been selected. The next
table shows the output obtained by every neural network considered for this
project along with the weight matrices, initial threshold, amount of pruned weight
at the end of the pruning and the accuracy loss, calculated using the formula
(5.5).
Neural Net

Layer

Initial
threshold

Final weights
pruned

Accuracy
Loss

LeNet-5

ip1

95,00%

97,50%

0.01%

ip1

87,50%

90,35%

ip2

85,00%

87.88%

ip1

97,50%

99,16%

ip1

87,50%

92,13%

ip2

87,50%

92.00%

LeNet-1000-150
Cifar10 Quick
AlexNet

0,00%
-2,86%
-0,01%

Table 6.1: Regular pruning output per neural network
The results obtained are very promising. None of the networks has had any
significant loss in accuracy, being 0.01% the maximum accuracy loss obtained,
which can be considered redundant.
Nevertheless, all of the neural nets could prune a significant amount of
weights. This gives good expectations to this method as the compression rate can
benefit from that.
Cifar10 quick is suspected to be an oversized network, therefore the excess
weights are just negatively affecting the final accuracy. This explains why
is working better with pruning than normally and partially confirms this
assumptions.
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Subblock pruning

This pruning technique is an extension from the previous one but considering
blocks and subblocks when pruning values. The idea here is not only to remove
the maximum amount of weights possible, but to also force all subblocks to only
have one single value plus zero. The reason why only having a single value in the
subblock can benefit the compression is explained on the binary representation
section.
Subblock pruning follows the same principals as regular pruning. It has an
initial threshold and removes weights within this specific margins. Furthermore,
it also performs and iterative pruning every “IterativeEpochSize”. The main
difference between both techniques is that on the initial prune, this algorithm
forces all subblocks to either contain only a single non-zero value or have only
zero, thus being pruned. The pseudo-code attached below gives an idea of how
the pruning technique works.
while currentEpoch ≤ M axEpoch do
if currentEpoch = f irstEpoch then
forall weight ∈ weightmatrix do
if weight falls into threshold then
weight = 0.0;
end
forall blocks ∈ weightmatrix and ∀subblocks ∈ blocks do
if wi ∈ subblocks and wi+1 ∈ subblock and wi , wi+1 6= 0.0 then
Result of min(|wi |,|wi+1 |) is equaled to 0.0;
end
else if currentEpoch = IterativeEpoch then
forall weight ∈ weightmatrix do
if weight falls into threshold then
weight = 0.0;
end
Retrain neural network;
end
Algorithm 2: Subblock pruning pseudo-code
The next figure clearly illustrates how subblock pruning is calculated throughout
an example. The matrix on the left is the example block given at the beginning of
the chapter while the left image is the same weight matrix after applying subblock
pruning. Consider that, for this specific case, thresholds are settled to be the same
as the ones given on regular pruning, 0.12 and −0.11.
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Figure 6.6: Example 8x8 block before (right) after subblock pruning (left)

Note that there are some values that are inside the threshold boundaries, thus
could be kept, but are still removed from the network as they share the subblock
with weights which its absolute value is higher than theirs. For instance, 0.21 and
−0.17 are both removed as its absolute value is lower than 0.022, with whom they
share subblock.

Results
For the same reasons explained on the regular pruning results section, the number
of epochs has been set to be the same as the training phase on average, while
the learning rate has been slightly decreased compared to the one used for training.
Since layers are independent, different initial thresholds have been considered for
weight matrices of the same network. Just like in the regular pruning technique
from the previous section. Nevertheless, considering some weights are pruned
because of their positioning in the subblock instead of the threshold, the latest
has to be set lower compared to the regular pruning, otherwise the final weights
pruned would be too high and the accuracy would be affected by it.
Neural networks have been tested with different initial thresholds and the
one that performed better has been selected. The next table shows the output
obtained by every neural network considered for this project along with the weight
matrices, initial threshold, amount of pruned weight at the end of the pruning
and the accuracy loss, calculated using the formula (5.5).
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Neural Net

Layer

Initial
threshold

Final weights
pruned

Accuracy
Loss

LeNet-5

ip1

92,50%

96,86%

0.02%

ip1

85,00%

91,84%

ip2

80,00%

85.97%

ip1

97,50%

99,17%

ip1

75,00%

89,00%

ip2

75,00%

87.00%

LeNet-1000-150
Cifar10 Quick
AlexNet

0,13%
-2,90%
0,05%

Table 6.2: Subblock pruning output per neural network
The results obtained using this pruning technique are also very promising. The
accuracy loss is a bit higher in contrast to regular pruning, but still lower than
1% compared to the original, so it can be considered redundant.
The initial threshold is lower than in regular pruning, accordingly, the weights
pruned at the end of the algorithm are also lower than the ones obtained for
regular pruning. Nevertheless, it has to be considered that this method has
a special binary representation considering subblocks that might outperform
the previous pruning technique. This is explained in more detail in the binary
representation section.

6.3

Quantization

After executing the pruning of the network most of the weights have been
removed, however, there are still a few different values inside every block and
without a quantization technique that helps in the binary representation, it does
not matter how good the pruning is because the compression rate would not be
meaningful at all.
Several papers published in recent years have proven that it is possible to
use a very reduced number of weights and that accuracy is not necessarily affected
by it. Furthermore, Li et. al. (2016) [44] and Zhu et. al. (2016) [45] introduce
the idea of ternary weight networks, those are neural nets where all the values
from the weight matrix have been quantizated into only three: one positive, one
negative and zero.
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Ternary weight networks have been used as a reference to support the research,
although the idea in this project to quantizate every block independently not
the whole network. It is important to understand that, in contrst to ternary
weight networks, blocks do not necessary need to have all three values, there can
be blocks which are entirely zero, zero + positive number or any of the other
combinations.
After several considerations two methods were suggested: Ternary blocks
and Quinary blocks. Both techniques are explained on more detail in the
following subsections.
The first is based in a similar concept as ternary weight, but introducing
the idea of blocks. It basically reduces every block into three values: positive,
negative and zero.
Quinary blocks arises from the concern that 3 values might not be enough
to represent some of the networks and the final accuracy might be affected,
therefore it was decided to maintain a group of extreme values for positives an
negatives to reduce the effect of quantization in the final accuracy obtained.
Ternary and quinary block methodologies are carried out using with both
pruning techniques, regular and subblock.

6.3.1

Ternary Blocks

As explained before, this quantization technique aims to represent all blocks with
only three different values: a positive, a negative and zero. The first question that
arises is, how to decide the positive and negative value? To give an answer is time
to go back to square one and revisit the different clustering techniques explored
in the previous chapter.
Two algorithms were suggested: Arithmetic mean and K-Means. The former
was the one with better compression rate, nonetheless, there were problems that
severely affected the final accuracy when since it forced weights to converge into
zero, thus not being significant. With the removal of all the unnecessary weights
thanks to the pruning, all the noise that leaded weights from the previous chapter
to tend to zero is not persistent anymore.
Considering this fact, arithmetic mean (5.4) was suggested to cluster both
non-zero values. There are two arithmetic mean computations, one for every
value of different sign, positive and negative.
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Figure 6.7: 8x8 block with subblock pruning and ternary quantizated

The above images aim to illustrate the application of ternary quantization
into the pruned weight matrix for a better understanding. The figure in the left
is the example block after applying subblock pruning technique and the right
image represents the left one after performing a ternary quantization into two
values plus zero. Green squares are considered to be the pruned values, blue the
positives and red the negative ones.

Figure 6.8: Alexnet’s first fully-connected layer with ternary quantization for 16x16
(left) and 32x32 (right)

Above histograms show the weight distribution in the first fully-connected
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layer of AlexNet with blocks of size 16x16 and 32x32 after applying pruning and
ternary quantization. It can be clearly observed these distributions now converge
into more significant weights than before.
However, it can also be observed that the larger the block is, the thinner
the distributions are, consequently, the less values are used in the overall layer
which can lead to a final loss of accuracy. This might present a problem for blocks
whose size is notorious.
The next figure illustrates the mentioned correlation between the size of
the block and the accuracy loss. The ordinates axis show the absolute error (5.5)
between the original accuracy and the one obtained after regular pruning plus
ternary quantizating while the abscissa axis shows the size of the block.
Although there is some correlation, it does not seem to scale really fast, so
it should not present as a problem for the selected block sizes, but it might fore
bigger ones.

Figure 6.9: Alexnet’s accuracy loss after pruning plus ternary quantization
Results
The learning rate used for the retraining of the network has been decreased
considerable compared with the one used for training the network as weight were
already trained so making them fluctuate too much would affect the final accuracy.
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The following table shows the results obtained after applying both regular
and subblock pruning first followed by ternary quantization. All of this for the
four different block sizes.
The accuracy loss is calculated using the same function explained before
(5.5). However, the compression rate is calculated using the (6.2) and, depending
whether the pruning is regular (6.4) or subblock pruning (6.5), either one equation
or the other. The compression rate calculation is explained in more detail in the
binary representation section.
Neural Net

Pruning
Regular

LeNet-5
Subblock
Regular
LeNet-1000-150
Subblock
Regular
Cifar-10 quick
Subblock
Regular
AlexNet
Subblock

8x8

16x16

32x32

64x64

Accuracy Loss

0,02%

-0,01%

0,02%

0,08%

Compression Rate

37,77

55,47

77,32

87,28

Accuracy Loss

-0,04%

0,00%

0,02%

0,07%

Compression Rate

34,14

54,42

77,48

85,13

Accuracy Loss

0,10%

0,14%

0,20%

0,16%

Compression Rate

23,36

36,60

45,12

48,10

Accuracy Loss

0,31%

0,32%

0,33%

0,35%

Compression Rate

26,82

42,92

53,97

56,40

Accuracy Loss

-2,30%

-2,28%

-2,29%

-2,16%

Compression Rate

64,30

73,38

93,36

107,52

Accuracy Loss

-2,50%

-2,49%

-2,50%

-2,48%

Compression Rate

65,05

74,68

95,51

110,49

Accuracy Loss

0,34%

0,41%

0,52%

0,55%

Compression Rate

23,84

40,39

52,73

57,15

Accuracy Loss

0,57%

0,73%

0,92%

0,97%

Compression Rate

20,76

37,72

48,42

52,11

Table 6.3: Table of results with all prunings plus ternary weight quantization
The results obtained with ternary blocks and any of the pruning method are
impressive. The compression rate has been increased a lot compared to the ones
obtained using the accuracy check methodology. In large part due to the good
behaviour of pruning techniques.
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The only downside, if any, is that in some cases the accuracy loss is closer to
the 1% margin which it is considered to be more than redundant. Fortunately,
quinary quantization is going to solve this issue.
Cifar-10, which is clearly an oversized network, has achieved results that
are astonishing. Not only it has better accuracy 2.5% better than the original
one, but it has a compression ratio of 110.49. It still needs to more test to support
this claim, but it looks like the compression algorithm could detect and solve
oversized networks, which do not take fully advantage of their potential learning
ability [38].
Deep compression [20], one of the most prestigious papers in neural network
compression, obtains a compression rate of 37 for AlexNet, while with this
methodology it is possible to obtain a compression rate of 50 losing less than 1%
of accuracy compared to the original.

6.3.2

Quinary blocks

As explained previously, weights with extreme values (whose value is significantly
more different than zero compared with the rest) have a higher impact on the
outcome of the neural network as its accuracy can be severally affected if these
kind of weights are not handled carefully [17]. This might be the reason that in
the previous section, more precisely in figure 6.9, the accuracy decreases as the
block size increases. Furthermore, in the result table of ternary weights, AlexNet
is closer to the 1% accuracy loss which is considered to be significant, thus some
other networks could actually have this problem and quinary blocks could provide
a solution.
For every block, the mean is performed as a way of clustering the same
value, therefore the bigger the block the higher are the possibilities that some
of the previously mentioned extreme values gets averaged with less-significant
values, thus the accuracy gets affected.
To enhance the accuracy it is decided to allow the possibility of having
four types of non-zero weights (two positives and two negatives) instead of two
(one positive and one negative), this way the extreme values can be averaged
amongst themselves and the neural network is expected to work better with
bigger blocks and in general. The idea is to minimize the loss of accuracy as for
some neural networks two non-zero values might not be enough.
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Next figures illustrate how quinary quantization is computed. On the left side
there is the example matrix after applying regular pruning, while the right one
is the same after quinary quantizating it. The regular thresholds are set to 0.12
and -0.11 and the extreme thresholds to 0.22 and -0.19.
Note that pruned weights are coloured in green, positive values follow a
blue scale and negative a red scale. The colours with higher intensity are the ones
considered as extreme.

Figure 6.10: 8x8 block with regular pruning and quinary quantization

However, when taking four non-zero values instead of two there is always some
compression sacrificed, let us explore if the accuracy/compression balance is worth.
First of all, it has to be decided what is going to be considered as an extreme
value, as per usual % are going to be used to deal with this issue. There are
two positive values, one for non-extreme values and one for extreme values and
two negative values which follow the same pattern as positive values. The idea
is to use the % as a threshold to chose where the values start to be considered
as extreme, therefore if the % is 99% it mean that the 99% positive and negative
values closer to zero are averaged amongst themselves while the 1% left are
considered as extreme and its mean is only computed amongst them.
Next figure shows AlexNet’s first fully-connected layer with quinary quantization
in 95% threshold. Note that there are now four normal distributions, the bigger
and closer to zero correspond to the 95% of values considered non-extreme while
the small ones which are further from the center are the extreme values.
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Figure 6.11: Alexnet’s first fully-connected layer with quinary quantization for
16x16 (left) and 32x32 (right)
It is recommendable for the extreme thresholds to be as higher as possible,
otherwise it would not make much sense to use quinary quantization since the
compression rate obtained would be very low. This extreme threshold is initialized
as a hyperparameter to the network prior to its execution, as per usual, google
protobuf technology [36] has been used, the code blow is an example of its usage.
1
2
3
4
5
6
7
8
9
10
11
12

net_param{
name : " A l e x n e t "
.....
layer {
name : " i p 1 "
type : " I n n e r P r o d u c t "
.....
c o l s : 16
rows : 16
extremethreshold : 0.95
....
}

Figure 6.12: Example of quinary quantization with extreme threshold of 95%
Results
As explained on the ternary block quantization, the learning rate used for this
outputs has been decreased compared to the one used in the training phase.
Otherwise the already trained weights might fluctuate into weights which might
affect the accuracy of the network.
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Next table shows the results obtained after the application of both pruning
techniques: regular pruning and subblock pruning.
Afterwards, quinary
quantization is applied.
The accuracy loss is calculated throughout the same function explained
previously (5.5). Nevertheless, just as it happened on ternary quantization, the
compression rate is calculated with equations that are explained on the binary
representation section from this chapter. As it is a quinary quantization it uses
the formula (??) for calculating the representation of subblocks, while for blocks
it either uses (6.4) if it is using regular pruning or (6.5) in case is using subblock
pruning.
Neural Net

Pruning
Regular

LeNet-5
Subblock
Regular
LeNet-1000-150
Subblock
Regular
Cifar-10 quick
Subblock
Regular
AlexNet
Subblock

8x8

16x16

32x32

64x64

Accuracy Loss

-0,09%

-0,04%

-0,01%

0,03%

Compression Rate

34,83

47,13

66,01

78,47

Accuracy Loss

-0,03%

-0,02%

-0,08%

-0,07%

Compression Rate

30,59

44,00

64,51

75,56

Accuracy Loss

0,06%

0,07%

0,08%

0,07%

Compression Rate

18,81

28,99

37,35

41,05

Accuracy Loss

0,31%

0,32%

0,33%

0,32%

Compression Rate

20,31

33,22

43,73

47,53

Accuracy Loss

-2,65%

-3,41%

-2,84%

-2,85%

Compression Rate

63,18

69,40

85,47

101,19

Accuracy Loss

-2,67%

-2,88%

-3,30%

-3,21%

Compression Rate

62,91

68,87

85,81

103,56

Accuracy Loss

0,13%

0,16%

0,22%

0,22%

Compression Rate

19,79

31,32

43,41

49,29

Accuracy Loss

0,35%

0,46%

0,51%

0,58%

Compression Rate

15,97

27,84

38,25

42,90

Table 6.4: Table of results with all prunings plus quinary weight quantization
The results obtained using this pruning + quinary quantization techniques
continues to be as impressive as ternary quantization. It is true however, that
some compression rate has been lost by introducing two more values into the
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quantization, but it might be worth because of the accuracy gain.
By using quinary quantization all the networks except AlexNet have less
than 0.1% accuracy loss, nevertheless, AlexNet also improved its accuracy by
twice compared to ternary quantization.

6.4

Binary Representation

This section introduces the binary representation that is used to represent every
block and subblock from the weight matrix for all the possible pruning and
quantization methods. In order to comprehend how the compression rate has
been calculated it is important to read this section first.
For each method the example block from the previous sections is going to
be used to give a clear visualization of each method binary representation.

6.4.1

Coordinate list (COO) in an nutshell

Before explaining the different quantization methods, it is important to have a
clear concept of what a coordinate list is as all techniques use these for its binary
representation.
COO is a way of storing disperse matrix, despite other methods, coordinate list
only keeps values different than zero along with its coordinates. The rest of the
values are not stored and assumed to be zero.
For every non-zero value in the matrix only three values are required to be
stored: two for the coordinates (x, y) of the value in the matrix and the other for
the value itself. The coordinates are used during the decompression to locate the
position of every non-zero value in the weight matrix.
This method can only be used when dealing with highly disperse matrices
otherwise it might end up increasing the representation compared to the original
one. In this particular case the weight matrix are heavily disperse, as it is
observed on the previous section, thus it works perfectly.
The usual way of calculating the number of bits required in order to store
a block from the matrix using this algorithm is with the following equation (6.1).
“NumRows” and “NumCols” represent the number of rows and columns from
the block respectively, “nnz” stands for the amount of non-zero numbers and
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“NumBits" the number of bits from the floating-point arithmetic used for the
values inside the matrix.
(log2 N umRows + log2 N umCols + N umBits) · nnz

6.4.2

(6.1)

Subblock representation

For this project, COO is used as a binary representation for every subblock
regardless of the quantization or pruning method used. Blocks are going to have
the information regarding the type of list of coordinates used in each particular
subblock, as it explained on the following sections.
The advantage of having, maximum, four same values for all the blocks is
that, instead of storing the value for every subblock, values are only stored
once per block. The subblock does not have to store any values since a mask is
used to reference them. This mask has from either 1 bit in the case of ternary
quantization or 2 bits in the case of quinary quantization. Note that subblock’s
binary representation is strictly related to the quantization method chosen since
mask’s size is going to change accordingly. Oppositely, it does not care about the
pruning method.
The formula for calculating the binary representation of every subblock is
derived from COO (6.1). Nevertheless, in this particular case there is no need
of storing neither the “NumBits” nor “nnz” as these information is going to be
provided by the block. Instead only the the mask that references the value and
the coordinates inside the subblock are required. As it is known that subblock
is always of size 2, “NumRows” and “NumCols” is always going to be one log2 2 = 1.
Blocks can have from zero up to four non-zero values. Zero non-zero values is
a special case that is going to be dealt at block level, but mainly it means that
the whole subblock can be pruned, so no binary representation is required, thus
improving the compression rate by a lot when this happens.
Following what has been stated in the previous paragraphs, in each different case
of values per block the following formulas to calculate the subblock are obtained.
Remember that nnz stands for the number of non-zero values in the block:
• Ternary quantization per block:
log2 N umRows + log2 N umCols + 1bit · nnz
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• Quinary quantization per block:
log2 N umRows + log2 N umCols + 2bits · nnz

(6.3)

To give an example of how this mask works, let us imagine to binary represent the
example block with subblock pruning and ternary quantization illustrated before.
As it follows a ternary quantization, blocks can only have 0, 1 or 2 non-zero values,
in this particular case the block has 2 non-zero values: 0.18 and -0.15, therefore
it follows (6.2) equation. The mask references 0b to the number 0.18 and 1b to -0.15.
For instance, the first subblock has the codification stated below, where
the blue colour represents the coordinates of the value (1, 1) in the subblock and
the green colour is the mask with value 1 referencing -0.15 value.

Figure 6.13: Example of subblock binary representation

6.4.3

Block representation

There are two possible ways of binary representing the blocks from the weight
matrix. Each of them is strictly related to the pruning method chosen as
it considerably reduces the size of the mask using one or the other. Both
representations are explained in more detail on the next subsections.
6.4.3.1

Regular pruning

As it has been explained before, regular pruning allows the subblocks to have as
much values as possible without any kind of limitation, subblock’s size is always
2x2, therefore the maximum number of possible values per subblock is 4.
The main benefits are that accuracy is not affected as there are no constraints
and that more weights can be pruned from the network. Nevertheless compression
might be a downside, since five different forms of coordinate lists have to be
encoded, one for each possible combination of nonzero numbers per subblock.
Those are:
• Any nonzero number
• COO with one value (COO1)
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• COO with two values (COO2)
• COO with three values (COO3)
• COO with four values (COO4)
The following figures illustrate these subblock division and combination of COO’s.
On the left there is the example block with regular pruning and ternary
quantization, whereas on the right there is this same block but with every
combination of COO’s assigned per subblock.

Figure 6.14: Example block with regular pruning and quinary quantization (left)
and COO’s assignment (right)
The block contains a mask specifying, for each subblock, the technique used to
compress, considering that there are five different possibilities, each subblock
needs log2 5 = 3bits to encode all of them. Those are a lot of bits for each subblock
and the compression rate could be significantly reduced, therefore it was decided
to apply a Huffman encoding [21] to prioritize the most common outcome that
has found to be from the lowest nonzero numbers to the highest.
After exploring the weight matrix, it was observed that the most common
subblock is the one where all the values are pruned, while the least common is
the one where the subblock has all non-zero values. This makes a lot of sense
since 90% of the weights have been pruned from the network, therefore there
are less chances that the remaining 10% of weights is located in a 2x2 subblock.
Accordingly it is decided that the bits to encode every COO for subblock are the
following:
• 0b for each subblock with all values to zero.
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• 10b for each subblock with COO and 1 nonzero value.
• 110b for each subblock with COO and 2 nonzero values.
• 1110b for each subblock with COO and 3 nonzero values.
• 1111b for each subblock with COO and 4 nonzero values.
Taking the example block above, the mask to encode all the coordinate list
possibilities using Huffman is the following, note that every colour is attached
to the figure above:

Figure 6.15: Example block’s mask for regular pruning and quinary quantization
Each block encodes this previously specified mask together with all the numbers
contained in the block, maximum two for ternary quantization and maximum four
for quinary quantization. “NumBits” states for the number of bits used by the
floating-point arithmetic, 32 by default. “NonZeroVals” represents the number of
non-zero values contained in the block. The formula obtained is the following:
N umSubblocks · 1..4bits + N umBits · N onZeroV als

(6.4)

The result of applying equation (6.4) to obtain the binary representation of the
whole example block above is (without considering the bits for every subblock):
27 + 32 · 2 → 91bits
6.4.3.2

Subblock pruning

The main problem from the previous binary representation is that there might
be networks where the pruning cannot be that intense, thus the weight matrix
is less disperse and there are a lot of subblocks with four nonzero-values. If this
happens, then the mask used to encode all the coordinate list possibilities using
huffman would be notoriously big, as each subblock that uses COO4 occupies four
bits of the mask.
Subblock pruning was suggested to overcome this situation. The idea of
this method is to reduce the mask used to specify the type of subblocks from five
different possibilities to only two, to do so each subblock is forced to contain at
most one non-zero value. In case of subblocks that should have more than one
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nonzero value, the selection criterion is to keep the one that is most different than
zero and prune the rest to zero.
Next figure illustrates the example block after subblock pruning with ternary
quantization. Note that for every case, subblocks are either Zero or COO1.

Figure 6.16: 8x8 example block blockpruned with method 2
There are only two possibilities, log2 2 = 1, therefore the mask for this method
only has one bit to encode all the possible subblock’s type.
• 0b for each subblock with all values to zero.
• 1b for each subblock with COO and 1 nonzero value.
Taking the previous figure from the block example the mask is as follows. Note
that every mask reference is assigned with the same colour as the type of COO it
assigns.

Figure 6.17: Example block’s subblock pruning mask
The formula to obtain the number of bits for this method is the following one:
N umSubblocks · 1 + 32 · N umV als
The result of applying equation (6.5) in the example block is:
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16 + 32 · 2 → 80bits

From the same block, subblock pruning used eleven bits less than regular pruning,
this might not seem a lot but it has to be considered that matrices have an
enormous amount of blocks. This happened because the example matrix has a
COO2 and COO3 which force the mask to be bigger than usual.

6.5

Discussion

After the poor results obtained from the previous methodology, block quantization,
block pruning is suggested to overcome this problems. It accomplishes its goal as
not only keeps the accuracy loss redundant, it also enhances the compression rate
by far.
Two pruning methods are suggested.
Regular pruning removes as much
weights as possible and subblock pruning removes weights but it also considers
the idea of block and subblock, which ends up forcing the latter to have less
pruned values.
It is not clear which of the methods is better than the others, there are
some networks that can benefit more from one method than the other and the
opposite as well. When matrices are highly-disperse and the number of subblocks
that need to use COO2, COO3 and specially COO4 is minimum, regular pruning
is better because, despite having a bigger mask, it also has less values per block,
thus it needs less values to represent, and let us not forget that a value is 32 bits,
which can end up being a lot. In contrast, when matrices are not that disperse
and it is more likely that weights are grouped into the same subblock, then
subblock pruning is better as it forces the subblock to only have a single non-zero
values, thus the mask is notoriously reduces, increasing the compression rate.
According to the results obtained for the set of ANNs of this project, LeNet-5
and AlexNet seem to work better using regular pruning while LeNet1000-150 and
Cifar-10 quick have a better compression rate with subblock pruning.
Regarding the quantization methods, ternary and quinary blocks are introduced.
Ternary blocks only allows two non-zero per block while quinary allows four.

Neural network compression

97

Block Pruning

Discussion

It is important to note that the fact that there can be up to two or four non-zero
values per block does not mean that each block is going to always have this
amount of values, in fact, as the networks are densly-pruned, for smaller blocks
like 8x8, hardly ever all the possible amount of values can be found in the same
block.
Quinary blocks is suggested because there might be neural networks which
have a very set of extreme weight that are very significant, and it would be
advisable not to merge them with less significant values. Nevertheless, this comes
with a significant loss in compression rate as blocks are going to need more bits
to represent its values.
In the case of the neural networks used for this master’s thesis, all of them
could benefit more from ternary blocks rather than quinary blocks, as with
ternary none of them surpassed the 1% accuracy loss that is considered to be
significant, although AlexNet is really close to it. Nonetheless, there might be
some neural networks that need to use quinary blocks over ternary as the loss is
too significant compared to the compression rate obtained.
Finally, Cifar-10 quick is definitely an oversized network, and, by using this
compression methods, it not only obtained notoriously high compression rates
(over 100), but it also improved its accuracy by more than 3% in some of the
cases, which is a lot. Following Canziani et. al. (2016) [38], oversized networks
have a learning problem because of all the noise produced by the excess of weights.
Having improved these network’s accuracy as well as the compression rate opens
the door to think that the compression algorithm might be able to solve oversized
network problems, however, the sample tests is too low to support these claim
and more testing and research has to be done.
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Chapter 7
Conclusions
In this chapter the conclusions obtained after the realization of this master’s
thesis have been detailed. Two types of conclusions have been drawn: Personal
and academical.
On the one hand, personal conclusions are the ones that have had a direct
impact in the author. On the other hand, academical conclusions, which are tied
entirely to the output and methodologies tested along this project and intend to
give some general overview and discussion from the obtained results.

7.1

Academical

The work done in this project has been focused to solve the computational power
and storage issues that currently neural networks have, as it has been explained
in the motivation section. The ultimate goal of this master’s thesis is to use the
algorithms presented here to create a hardware prototype that is able to run ANN
in inference more efficiently and with a reduced storage.
The well-known error-tolerance property of the neural networks [14] has
been exploited in the compression methods suggested.
After an overview of the current state-of-the-art for neural network compression
it is found out that deep compression [20] is currently one of the most popular
ones. It obtains a compression rate of 39 for LeNet-5, 40 for LeNet-1000-150 and
37 for AlexNet without losing more than 1% accuracy.
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One of the goals was to improve this, thus improving the current state-of-the-art.
This goal has been accomplished since the compression rates obtained are 87,28
for LeNet-5, 56,40 for LeNet-1000-150 and 52,11, those are significantly better
than the ones from deep compression, twice in some cases.
What make this compression algorithm unique is the novel idea of blocks
and subblocks division. Those are ways of splitting the matrix in a way that
the quantization and binary representations can benefit from it. Most of the
state-of-the-art compression methods approach the issue thinking about the whole
weight matrix as a single structure, instead the idea of dividing it and consider to
quantizate blocks independently is different.
Furthermore, as there are no dependencies amongst the blocks, it is a computations
that can be easily parallelized, thus approaching this with block divisions is not
necessarily going to have a big impact in the final computational time.
In this project there two compression algorithms have been proposed: Block
quantization using accuracy check and block pruning. The former quantizates
the block throughout clustering techniques and introducing some fine-tune
parameter to decide the accuracy/compression trade-off, while the latest uses
different pruning techniques removing unnecessary weights before applying any
quantization, therefore uses disperse blocks.
Block quantization despite having achieved minimal accuracy loss has not obtained
any significant compression rate, LeNet-5 obtained 37,16; LeNet-1000-150 25.34
and AlexNet 10,57. All of them significantly lower than the state-of-the-art.
The main problem that was found out lies in the fact that after training,
some weights became meaningless, thus when clustering them with significant
weights, the accuracy underperformed. Oppositely, if there are not enough
single-value blocks, then the compression rate drops. There is no possible
trade-off which solves this problem, or at least is has not been found, therefore
the research pursued other branches.
In contrary, block pruning has fulfilled all its expectations. Removing this
unmeaningful values turned out to improve the compression rate notoriously. Two
pruning algorithms have been suggested, regular pruning, inspired by Han et.
al. (2015) [20] and subblock pruning, which takes into consideration the concept
of block and subblock. There is no clear way to decide which one is the best in
general as both of them have pros and cons.
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Block pruning also introduced two types of quantization techniques, mostly
inspired in the work in the failed block quantization technique. Ternary weights
allow two non-zero values whereas quinary weights allow four non-zero values.
Just as it happens with the pruning techniques, there is not a clear way to
decide the best quantization technique in general, some neural networks might
benefit more from one than another, but there is no rule of thumb. Nevertheless,
it can be stated that the ANNs that use ternary blocks are going to have more
compression rate and less or the same accuracy loss.
An in depth analysis and comparison between both pruning and quantization
techniques from block pruning methodology can be found in the discussion section
from last chapter.
This project finishes in a good port as it accomplished its goal and discovered
a compressing technique that can be very beneficial for the future of neural
networks. Moreover, the immediate continuation from this can be long-time
seeked creation of a hardware that can accelerate the computation of ANN as
well as reducing its power consumption.

7.2

Personal

On a personal level, this project has given me the opportunity to research and
understand one of the machine learning topics which is highly demanded for
companies: Deep learning (DL).
In my opinion there are not a lot of subject where these is addressed throughout
the master, that is why improving my DL skills during this project has been very
beneficial. Moreover, it also has given me the opportunity to get familiar with a
well-known deep learning software: Caffe, as well as recycling and improving my
C++, CUDA and Python skills.
Lately corporations have been looking for deep learning developers who can
understand neural networks not solely from a data science point of view, but also
at a lower level. A person with this hybrid skills can be able to design, optimize
and fully-understand neural networks.
Despite this, there are few people who can focus on both sides of deep
learning, this is why I am really thankful for having the opportunity of doing a
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master’s thesis that could allow me to improve these skills for me.
Besides, I am really interested in pursuing a PhD after my master, therefore this
first contact with research environment and methodologies have been of very
helpful.
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Chapter 8
Future research
Since this is a short-time project, only six months approximately, there are plenty
of ideas that could arise from it. This chapter proposes possible future research
options that could be applied to this project in case someone is interested in the
research and wants to pursue it.
It is important to point out that all the ideas mentioned in this chapter
are merely suggestions from the author for other researches to have some ideas,
there is no certain that any of it could work as it has not been tested at all.

8.1

Development of an specific hardware

This is the ultimate goal of this research, once the ideal compression rate with
minimal accuracy loss has been found. The idea is to create a hardware, just like
Google’s TPU [12], that is going to be thought specifically to run this compression
algorithm.
The hardware should ideally be considerably small, enough to be fitted
into a microchip and the idea is that it will to contain the neural network already
compressed in its storage, since the size of the network is going to be considerably
small there won’t be any storage issues.
Every time the neural network has to be executed, the hardware will decompress
and execute the neural net “on the fly”. Since the hardware is already prepared
for such computations the decompression and execution time will be redundant.
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8.2

Test with different networks

Test with different networks

For timing reasons, the set of networks where the compression algorithm has been
tested is very limited. The networks used are still a good generalization of what
can be found but they might be too small.
Ideally the compression techniques should be tested with networks of bigger size
than AlexNet [23]. A good set of networks that could be considered are VGG-16
and VGG-19 [46], both of them have fully-connected layer of sizes notably higher
than the ones seen in this master’s thesis.

8.3

Blocks

Blocks play an important role in this compression algorithm. Their concept is
what makes this techinque unique and allows the impressive compression rates
that have been accomplished in some cases. However, the sizes of the blocks has
been very limited throughout the project.
All along this project, only squared blocks have been considered.
This
might not be ideal because the main idea of blocks is to allocate groups of weight
of similar importance, but those weights might not follow this structure but a
more complex one.
It there was a way to dynamically adapt blocks to have sizes where values
could be grouped by importance, the quantization techniques could perform even
better. The compression rate could also be enhanced since, for instance, all
pruned values could be grouped into a single block and their binary representation
would be really small.
Another improvement to this method would be that block’s size could be
dynamically modified during the training, since weights might gain or lose
importance during the retraining.
Note that this methodology presents a challenge when storing the matrix,
it is certainly challenging to do so with blocks whose size could vary.
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8.4

Incorporate all types of layers

Incorporate all types of layers

For timing reasons as well, only the fully-connected layers have been tested with
this compression technique, but there are other types of layers that could benefit
form it.
Convolutional layers are also widely used amongst ML developers and their
compression and this method could be adapted for this layers. Also, recurrent
neural networks are increasing in popularity lately and they could also take
advantage from the compression method.
In my opinion, this would be the first step that should be followed, because its
simplicity and because it would make the compression algorithm be more useful
as it could be used by the whole network and not only some of their layers.

8.5

Use a different arithmetic

One of the static values in every binary representation suggested is the number
the bits from the default arithmetic of NN, 32 bits floating-point arithmetic being
the default one. Meaning that every single number in the weigh matrix occupies
32 bits in storage by default, which has margin for improvement.
There have been different studies that have suggested the idea of executing
neural networks with a reduced floating-point arithmetic [15] [47] and have
achieved good results. The combination of this compression along with a
reduction of the arithmetic could result in an notoriously high compression rate.
In my perspective, this is also an interesting idea to test and it does not
require a lot of time to do so for the usefulness that could provide to the
compression methodology.
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A.1 Percentiles assigned to every network using
dynamic percentiles quantization method
Neural Net

LeNet-5

Layer

ip1

ip1
LeNet-1000-150
ip2

Cifar10 Quick

ip1

ip1
AlexNet
ip2

Blocks
8x8
16x16
32x32
64x64
8x8
16x16
32x32
64x64
8x8
16x16
32x32
64x64
8x8
16x16
32x32
64x64
8x8
16x16
32x32
64x64
8x8
16x16
32x32
64x64

Percentiles for allowed values per block
1
2
4
8
16
32
64
40%
30%
30%
0%
65%
55%
40%
40%
40%
30%
0%
30%
50%
40%
30%
25%
20%
10%
10%
5%
0%
10%
0%
0%

30%
40%
35%
50%
15%
10%
20%
5%
0%
0%
0%
35%
20%
10%
20%
75%
0%
15%
0%
5%
10%
0%
5%
10%

20%
15%
20%
30%
10%
20%
10%
20%
0%
0%
25%
0%
15%
25%
50%
0%
0%
0%
0%
25%
10%
0%
0%
0%

10%
5%
5%
20%
10%
0%
0%
0%
60%
0%
30%
0%
15%
10%
0%
0%
80%
0%
20%
0%
80%
0%
20%
0%

Table A.1: Dynamic percentiles assigned to every network
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10%
5%
0%
15%
30%
0%
70%
0%
0%
15%
0%
0%
75%
0%
0%
90%
10%
0%

5%
0%
0%
10%
45%
0%
0%
0%
70%
10%
65%
0%

0%
25%
35%
0%
55%
90%
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A.2 Progressive base distribution example with blocks
of size 16x16
Base

Percentiles for allowed values per block

TotalBase

16

8

4

2

1

2,0

3,23%

6,45%

12,90%

25,81%

51,61%

31,00

1,9

3,79%

7,20%

13,67%

25,98%

49,36%

26,40

1,8

4,47%

8,05%

14,48%

26,07%

46,93%

22,37

1,7

5,30%

9,02%

15,33%

26,06%

44,30%

18,86

1,6

6,33%

10,12%

16,19%

25,91%

41,45%

15,81

1,5

7,58%

11,37%

17,06%

25,59%

38,39%

13,19

1,4

9,14%

12,79%

17,91%

25,07%

35,10%

10,95

1,3

11,06%

14,38%

18,69%

24,29%

31,58%

9,04

1,2

13,44%

16,13%

19,35%

23,22%

27,86%

7,44

1,1

16,38%

18,02%

19,82%

21,80%

23,98%

6,11

1,0

20,00%

20,00%

20,00%

20,00%

20,00%

5,00

0,9

24,42%

21,98%

19,78%

17,80%

16,02%

4,10

0,8

29,75%

23,80%

19,04%

15,23%

12,18%

3,36

0,7

36,06%

25,24%

17,67%

12,37%

8,66%

2,77

0,6

43,37%

26,02%

15,61%

9,37%

5,62%

2,31

0,5

51,61%

25,81%

12,90%

6,45%

3,23%

1,94

0,4

60,62%

24,25%

9,70%

3,88%

1,55%

1,65

0,3

70,17%

21,05%

6,32%

1,89%

0,57%

1,43

0,2

80,03%

16,01%

3,20%

0,64%

0,13%

1,25

0,1

90,00%

9,00%

0,90%

0,09%

0,01%

1,11

0.0

100,00% 0,00%

0,00%

0,00%

0,00%

1,0

Table A.2: Example of Progressive base calculation for 16x16 blocks
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A.3 Progressive base assignations to every network with
all the allowed block sizes 16x16
Neural Net

LeNet-5

Layer

ip1

ip1
LeNet-1000-150
ip2

Cifar10 Quick

ip1

ip1
AlexNet
ip2

Blocks

Base (B)

8x8

2.3

16x16

2.3

32x32

2.2

64x64

2

8x8

1.1

16x16

1

32x32

1.1

64x64

1.1

8x8

0.3

16x16

0.6

32x32

0.5

64x64

0.6

8x8

3

16x16

2.3

32x32

2.2

64x64

2.2

8x8

0.5

16x16

0.6

32x32

0.6

64x64

0.7

8x8

0.1

16x16

0.4

32x32

0.5

64x64

0.6

Table A.3: Progressive base assigned to the number of values allowed per block per
neural network
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