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Abstract—Tuning configurations of Spark jobs is not a trivial
task. State-of-the-art auto-tuning systems are based on iteratively
running workloads with different configurations. During the
optimization process, the relevant features are explored to find
good solutions. Many optimizers enhance the time-to-solution
using black-box optimization algorithms that do not take into
account any information from the Spark workloads. In this paper,
we present a new method for tuning configurations that uses
information from one run of a Spark workload. To achieve good
performance, we mine the SparkEventLog that is generated by
the Spark engine. This log file contains a large amount of infor-
mation from the executed application. We use this information
to enhance a performance model with low-level features from
the workload to be optimized. These features include Spark
Actions, Transformations, and Task metrics. This process allows
us to obtain application-specific workload information. With this
information our system can predict sensible Spark configurations
for unseen jobs, given that it has been trained with reasonable
coverage of Spark applications. Experiments show that the
presented system correctly produces good configurations, while
achieving up to 80% speedup with respect to the default Spark
configuration, and up to 12x speedup of the time-to-solution with
respect to a standard Bayesian Optimization procedure.

Index Terms—Decision making for workload auto-tuning, Ma-
chine Learning, Spark auto-tuning, Workload modeling, Work-
load placement

I. INTRODUCTION

B IG data processing frameworks, such as Apache Spark,
are utilized in a wide range of industries. To support

the diverse range of applications, Spark allows users to tune
parameters that might significantly affect the performance of
the workload. There are more than 100 parameters that can be
configured in Spark [1], which makes the selection a difficult
task.

There are different strategies for overcoming the problem
of selecting good parameters for a specific job. Several meth-
ods have been proposed for auto-tuning hyper-parameters of
configurable software, many of which are based on machine
learning models. Models can be used to estimate how the
application will perform under a particular configuration of
the hyper-parameters. The best parameters found during the
search are then provided to the user.
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Current state-of-the-art work based on performance model
search techniques have the drawback that retraining is required
in order to generalize to unseen workloads [2]. This is a
consequence of current models only receiving information
from the configuration space that they need to optimize. Even
works that provide an application identifier or the dataset size
as an input to the learning algorithm need retraining for new
applications. This limitation has led the community to explore
how to improve current performance models and how to build
solutions that do not need machine learning models. Some
solutions [3] without performance models have been built
based on an efficient search mechanism of the configuration
space. This approach can achieve a relatively fast time-to-
solution, while maintaining good quality in the results.

The claim that some performance model based systems are
slower than non-model-based systems is reasonable. Auto-
tuning systems that do not use a performance model do not
need to spend time training an oracle when a new workload
needs to be optimized. Therefore, it is possible that such
systems can find a solution with fewer job executions than the
number of runs required to train the oracle in a performance
model based system. The objective of our work is to improve
the current performance model based approaches in such
a way that very few samples are needed to find a good
configuration for a given job. In the most extreme case, we
would like to perform model based optimization with a single
run. Nevertheless, to achieve this goal we need a method to
transfer previous knowledge about past examples to optimize
new workloads.

Recent work from the area of configurable software [4]
explores the idea of using transfer learning to facilitate the
task of extracting measurements from a system in order to
build a dataset. In our scenario, the data consist of Spark
runs, and we can assume that cloud providers already possess
a large number of Spark execution logs. Therefore, we focus
our method on improving the time-to-solution of finding Spark
configurations for applications instead of focusing on decreas-
ing the number of Spark executions that have to be performed
before good performance models are created. Nevertheless,
we adapt our methodology with the goal of using transferable
knowledge across Spark workloads.

Performance model based systems have to deal with three
problems: sampling the search space to build a dataset, learn-
ing a model that can predict performance metrics accurately
on new data, and searching in the parameter space to find a
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suitable configuration for a new workload. Our work focuses
on improving the last two components, previously mentioned,
in the context of Spark auto-tuning. We want to build better
features to achieve higher quality models that can more
accurately predict performance metrics for new applications.
Moreover, we want to speed up the time-to-solution of the
whole process for a new application that the performance
model has not seen in the training data.

To address the above challenges, we present a system that
builds upon a performance model based search technique mod-
ifying a standard Bayesian Optimization (BO) process. Our
system is enhanced with a mechanism that transfers knowledge
from the execution logs to provide more information to the
Machine Learning model. The key part of the proposed
approach is that, in order to make the model generalize to
unseen applications, we create a rich feature descriptor from
the internal log file of events (SparkEventLog) generated by
Spark. This descriptor contains a summary of the Spark Tasks
and Stages performed by the workload, providing the oracle
with low-level details about an application, without the need
for extra instrumenting of the computational environment.
Using this information, the model can learn the relationships
between the parameters to be optimized and the application
descriptor. This allows our model to generalize better to new
unseen workloads without retraining. Moreover, our method
does not need input from the user with respect to the type of
application executed. In addition, since the feature descriptor
is built from the SparkEventLog, our methodology respects
code privacy because it does not need to access the source
code of the application to be optimized.

Using the proposed feature descriptor, we can simulate a
Bayesian Optimization process guided by an oracle that makes
predictions conditioned on the application to be optimized. In
this way, we can avoid costly runs of the application, which
allows our methodology to achieve a faster time-to-solution
with respect to a standard Bayesian Optimization process,
while achieving almost the same quality.

We evaluated our approach on a dataset containing execu-
tions of different types of Spark applications, representing a
wide range of workloads. The applications came from two
popular Spark benchmarks suites: Hi-Bench [5] (from Intel)
and Spark-Perf [6] (from DataBricks). Our experiments show
that the proposed feature descriptor enhances the quality of the
machine learning models with respect to other features used
in the literature. Moreover, the cost of finding a good config-
uration is considerably reduced because our methodology can
perform a reliable search in the configuration space.

CONTRIBUTIONS

In summary, our work makes the following contributions:
∙ We propose a novel feature descriptor created from the

SparkEventLog that provides extra knowledge to the
learning algorithms. We show that this extra information
improves the quality of the predictions of machine learn-
ing models for unseen workloads by up to 34% with
respect to the same models trained on standard feature
representations.

∙ We develop a practical strategy that can auto-tune Spark
configurations for new, never seen, workloads. Our so-
lution can achieve up to 80% speedup on the execution
with respect to the Spark default configuration. We show
that our method can achieve up to 12x speedup compared
to a standard Bayesian Optimization process, with almost
equal results.

II. PROBLEM FORMULATION AND MOTIVATION

Let 𝑆 be the Spark-Configuration search space. Let 𝑠 ∈ 𝒮
be a particular configuration of hyper-parameters in the search
space. Let 𝑒 : 𝒮 −→ R be the evaluation metric we aim
to minimize, for example the execution time of a workload.
The problem of finding a good SparkConfiguration has been
framed by some studies [4] as finding 𝑠*, defined as follows:

𝑠* = argmin
𝑠∈𝑆

𝑒(𝑠) (1)

The formulation of the problem in equation (1) states that
the optimization to be performed only depends on 𝑠 ∈ 𝒮. Other
works [7] define the problem with a different 𝑒 function. Let
𝑒 : 𝒮 ×𝒳 −→ R be an evaluation metric, where 𝒳 is a space
of features that might capture relevant information about the
problem. Given a vector of features 𝑥 ∈ 𝒳 the optimization
problem becomes:

𝑠* = argmin
𝑠∈𝑆

𝑒(𝑠;𝑥) (2)

Note that in equation (2) 𝑠 ∈ 𝒮 can change but 𝑥 ∈ 𝒳 is
fixed. In some works [7], [8], 𝒳 is a single variable containing
the dataset size. This implies that the only information ex-
pected to affect the performance of an application is the dataset
size. Since applications can be very different, this becomes an
oversimplification of the problem, particularly in environments
that use heterogeneous workloads. To improve this feature
vector, other works add an identifier of the application [2],
providing more contextual information to the optimization
problem. Nevertheless, it is difficult to reuse and extrapolate
from this contextual information, since it is an identifier that
is usually encoded as a categorical variable.

A. Popular methodologies for the problem

A standard, general-purpose procedure for finding good
configurations for workloads consists of using a sequential
optimization procedure that learns over time which areas of the
search space are likely to contain good solutions. A popular
algorithm that follows this logic is Bayesian Optimization
[9], which uses a Gaussian process to decide which of the
regions of the search space are likely to contain a probable
gain in performance. This methodology has been tested for
searching workload configurations [4] with great success.
First, a time budget 𝑇 and a search space 𝒮 are provided
to the optimization procedure. Then, finding a configuration
corresponds to updating the black box optimizer with the
execution time 𝑦 = 𝑒(𝑠), as shown in Fig. 1. This process
generates vectors from the search space 𝒮, while storing the
best configuration found so far. Once the time 𝑇 expires,
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the optimization process finishes and the best configuration
is returned. The main drawback of this approach is that a
job execution is required for each update of the optimizer.
Nevertheless, Bayesian Optimization techniques [10] have
been used successfully to tune software. Since executions
might take a long time, this technique might not be practical
in some scenarios. To improve upon this solution, some works
such as [3] focus on identifying a subspace of 𝒮 relevant
to the problem. They then focus on optimizing the subset
of relevant parameters, considerably reducing the number of
samples needed to achieve good results.
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Fig. 1: Classical optimization pipeline followed by a Bayesian
Optimization process.

In order to avoid running an application many times to find a
good configuration, many works use a machine learning model
trained to predict the evaluation metric from past executions
[8], [11]–[15]. This model, sometimes called the performance
model, aims to replace many of the job execution calls with the
predictions provided by the model. The diagram in Figure 2
represents the overall pipeline for the optimization process.
Note that this process has two different phases, which depend
on whether an application is known or unknown. Let 𝐴 be
the set of applications that the system has observed. If the
identifier of the app, 𝑎𝑝𝑝𝑖𝑑, is in 𝐴, then the optimization
procedure is fast and the oracle can be used to make the
predictions 𝑦 that are provided to the search algorithm. Then
the best prediction according to the model is retrieved and
executed. If the application is not in 𝐴, the system enters into
a sandboxing phase, where many samples have to be generated
and executed, and the oracle needs to be retrained (or updated).
This is necessary because the only information that the tuning
system has is the application identifier.
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Fig. 2: Classical optimization pipeline.

The question as to which optimization pipeline is better is
still open. Works like [3] suggest that by smartly selecting a
subset of the configuration space, good results can be achieved
without any need of a performance model.

B. Overview of our proposed solution

The drawback of the optimization pipelines in Figures 1 and
2 is that the application needs to be executed multiple times. In
practice, the model-based approach needs advance knowledge
of the application in order to make sensible predictions. If an
application is unknown, several job executions are required
to update the oracle. Recent work [2] has studied methods to
reduce the number of samples required to update the oracle to
around 100 executions, which is still a high number of runs.
Since the selection of the parameters depends on the quality
of the model, improving the oracle predictions might boost
any performance model based search results. In our solution,
the oracle is a machine learning regressor that predicts the
application execution time based on a feature vector that
characterizes its behavior.

In order to mitigate the main drawbacks of the previous
methodologies, our work focuses on improving two paramount
pieces of performance model based Spark auto-tuning systems.
First, in order to improve the generalization of the machine
learning models, we built a feature descriptor that characterizes
applications without any specific input from the user of the
application. This vector is generated by extracting information
from the SparkEventLog, which is synthesized in a feature
vector 𝑥. This component of the optimization pipeline can
be seen in the upper part of the diagram in Figure 3. It
should be noted that, before the oracle is queried, the job
is executed (with the default Spark configuration) and 𝑥 is
extracted. This vector is then used to condition the output
predictions of the oracle. In Section III, we describe in detail
how 𝑥 is constructed. It is relevant to emphasize that this
feature vector contains information from the application that
can potentially be transferred to new applications because
new workloads might be implemented using a similar type
of execution graph, which will yield a similar 𝑥. Note that
the underlying assumption in our methodology is that similar
applications should benefit from similar configurations.

The optimization process then follows a simple Bayesian
Optimization procedure where, instead of running the appli-
cation, we query the oracle, providing information about the
application with the feature vector 𝑥.

III. FEATURE DESCRIPTORS FROM SPARK WORKLOADS

A SparkEventLog is a text file created when a user executes
a Spark application. The SparkEventLog is a list of key-value
pairs in the form "key": "value", which contain information
about the execution. Each element in the list starts with the
Event key that is used to decide whether the row needs to be
parsed or skipped.

A. Feature descriptor from the SparkEventLog

In order to build our feature vector we parse three different
types of Event keys. The keys we parse are strings of the
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Fig. 3: Our proposed search pipeline. Note that the job is only
executed once to extract the workload characteristics. Once
the workload characterization 𝑥 is known, the optimization is
performed using the predictions from the oracle.

events that can be constructed concatenating SparkListener

+ p + e where 𝑝 ∈ {Application, Stage, Task} and
𝑒 ∈ {𝑆𝑡𝑎𝑟𝑡, 𝐸𝑛𝑑}. As the names suggest, Event strings are
initiated with the suffix Start and finished with End, marking
the beginning and end of the Event, respectively. The most
important features are retrieved from Stage and Task events.
We only use Application events for verifying whether a job
starts and finishes without errors.

The resulting descriptor contains a total of 75 features. From
those features, 11 are retrieved from Stage events and 64
are retrieved from Task events. We denote by 𝑒𝑓 (eventlog
features) this feature vector of 75 components containing Task
and Stage features. A detailed description of the features is
presented below.

B. Stage Features

Stage events provide information about the Spark actions
and transformations used in the Stage. This type of event
provides high-level information about the workload because
it shows core Spark function calls made during the execution
of the workload. Some examples of Stage events include the
well-known “map”, “reduce” and “reduce by key” operations
typically used to leverage distributed computing systems. This
information tells us the percentage of time an execution spends
on each of the actions and transformations found in the work-
load. The descriptor contains the actions and transformations
from the following list: [“collect”, “count”, “countByKey”,
“first”, “flatMap”, “map”, “reduce”, “reduceByKey”, “run-
Job”, “takeSample”,“treeAggregate”].

Note that a workload might only use a subset of the previous
features.

C. Task Features

Task events provide information about the different Tasks
found in a Stage. Tasks provide us with low-level metrics
such as the number of bytes read and written to disk, the
time spent during garbage collection and the CPU time. We
aggregate the information across all tasks into a vector of

aggregated statistics. This information tells us whether, overall,
the execution was read or write-intensive, CPU intensive, etc.
Table I lists all the features gathered from Task events.

Task features

0 Input Metrics: Bytes Read

1 Executor Deserialize Time

2 Executor Deserialize CPU Time

3 Executor Run Time

4 Executor CPU Time

5 Result Size

6 JVM GC Time

7 Result Serialization Time

8 Memory Bytes Spilled

9 Disk Bytes Spilled

10 Shuffle Read Metrics: Remote Blocks Fetched

11 Shuffle Read Metrics: Local Blocks Fetched

12 Shuffle Read Metrics: Fetch Wait Time

13 Shuffle Read Metrics: Remote Bytes Read

14 Shuffle Read Metrics: Remote Bytes Read To Disk

15 Shuffle Read Metrics: Local Bytes Read

16 Shuffle Read Metrics: Total Records Read

TABLE I: Task features.

Since there can be an arbitrary number of Tasks in an
SparkEventLog, we generate four feature vectors containing
the mean, minimum, maximum and standard deviation across
all the features in Table I. The final descriptor summarizes the
behavior over multiple tasks and is created by concatenating
the previous four feature vectors. This process creates a
68 = 17 · 4 dimensional feature vector. Finally, we add a
feature “dataset size” that contains the total data size read
from disk. This feature is extracted by summing the values in
“Input Metrics: Bytes Read” across tasks.

SparkEventLog example: The example given in this subsec-
tion shows different parts of the SparkEventLog created when
a job is executed. Our goal is to show the correspondence
between the text from the SparkEventLog and the features
described in Section III-B and III-C. To make the expla-
nation clearer, some parts of the SparkEventLog have been
omitted. The snippets of text shown below correspond to the
SparkEventLog generated executing an Fp-growth algorithm.
This is a popular data-mining application that generates asso-
ciation rules.

∙ ApplicationStart and ApplicationEnd mark the
start and end of the application. In this example, we
can see that the AppID is local-1561554220820.
This string is precisely the name given to the
SparkEventLog generated when running this applica-
tion. If an application does not crash, it will have a
SparkListenerApplicationEnd event at the end of
the list.
{”Event ” : ” S p a r k L i s t e n e r A p p l i c a t i o n S t a r t ” ,
”App Name ” : ” 0 5 f p g r o w t h i t e m s e t m i n i n g . py ” ,
”App ID ” : ” l o c a l −1561554220820” ,” Timestamp ” :1561554312331 ,” User ” : ” dbuchaca”}
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∙ StageSubmitted and StageCompleted denote the
start and end of a Spark Stage, respectively. In the
example below, we can see the field Stage Name, which
takes the value count, one of the features from III-B.
The word count is a Spark keyword that describes the
type of action or transformation being performed in the
stage (in this case, Stage 0).
{”Event ” : ” S p a r k L i s t e n e r S t a g e S u b m i t t e d
” S t a g e I n f o ”:{” S t a g e ID ” : 0 , ” S t a g e At tempt ID ” : 0 ,
” S t a g e Name ” : ” c o u n t a t FPGrowth . s c a l a : 2 1 7 ” , ” Number o f Tasks ” : 2 ,
”RDD I n f o ” : [{”RDD ID ” : 4 , ” Name ” : ” MapPar t i t ionsRDD ” ,
Scope ”:”{∖” i d ∖”:∖”2∖” ,∖”name∖”:∖”map∖ ”} ” , , . . . }]

∙ TaskStart and TaskEnd denote the start and end of
the task, respectively. In the snippet provided, we can see
several metrics that tell us the read and write statistics,
garbage collection metrics, etc. The information found
here can be used to fill in the features in Table I.
[ ” Event ” : ” S p a r k L i s t e n e r T a s k E n d ” , ” S t a g e ID ” : 0 , ” S t a g e At tempt ID ” : 0 ,
” Task Type ” : ” R e s u l t T a s k ” , ” Task End Reason ”:{” Reason ” : ” S u c c e s s ”} , . . .
” Task M e t r i c s ”:{” E x e c u t o r D e s e r i a l i z e Time ” : 3 3 ,
” E x e c u t o r D e s e r i a l i z e CPU Time ” :191 5748 9 ,
” E x e c u t o r Run Time ” : 6 4 7 , ” E x e c u t o r CPU Time ” : 1 47 46 6 18 0 , ” R e s u l t S i z e ” : 1 5 6 9 ,
”JVM GC Time ” : 0 , ” R e s u l t S e r i a l i z a t i o n Time ” : 1 , ” Memory Bytes S p i l l e d ” : 0 ,
” Disk Bytes S p i l l e d ” : 0 , ” S h u f f l e Read M e t r i c s ”:{” Remote Blocks F e t c h e d ” : 0 ,
” Loca l Blocks F e t c h e d ” : 0 , ” F e t c h Wait Time ” : 0 , ” Remote Bytes Read ” : 0 ,
” Remote Bytes Read To Disk ” : 0 , ” Loca l By tes Read ” : 0 , ” T o t a l Records Read ” :0} ,
” S h u f f l e Wr i t e M e t r i c s ”:{” S h u f f l e By tes W r i t t e n ” : 0 , ” S h u f f l e Wr i t e Time ” : 0 ,
” S h u f f l e Records W r i t t e n ” :0} , ” I n p u t M e t r i c s ”:{” By tes Read ” : 1 2 5 8 7 5 ,
” Records Read ”:304} , ” Outpu t M e t r i c s ”:{” By tes W r i t t e n ” : 0 , ” Records W r i t t e n ” :0} ,
” Updated Blocks ” : [ ]}} ]

IV. SIMULATED BAYESIAN OPTIMIZATION

Using an optimization procedure that requires executing
Spark jobs to evaluate Spark configurations can be a slow
and expensive process. In order to avoid executing a program
many times with different configurations, our work proposes a
“Simulated Bayesian Optimization” (SBO) search. To speedup
the optimization process, SBO replaces costly executions of
the applications with the expected results provided by an
oracle. The oracle is provided with a characterization vector
of the workload 𝑥 in order to adapt the predictions of the
configurations to the workload to be optimized. The inputs to
the SBO procedure from Algorithm 1 are:

∙ ℎ: Machine learning model already trained with access
to a method ℎ.𝑝𝑟𝑒𝑑𝑖𝑐𝑡 that can be used to predict the
execution time from an input vector (𝑠, 𝑥). Here, 𝑠 is a
vector containing the SparkConfiguration values and 𝑥 is
a vector of features that characterizes the workload.

∙ 𝑂𝑝𝑡: Class of optimization procedure used to instanti-
ate an optimizer 𝑜𝑝𝑡. We use a Bayesian Optimization
process that has access to two methods. The method
𝑜𝑝𝑡.𝑔𝑒𝑛𝑒𝑟𝑎𝑡𝑒() creates a configuration 𝑠. The method
𝑜𝑝𝑡.𝑢𝑝𝑑𝑎𝑡𝑒(𝑠, 𝑦) updates the internal Bayesian Optimiza-
tion process for the configuration 𝑠 with value 𝑦.

∙ 𝑗𝑜𝑏: Workload to be optimized by SBO. Note that we
assume we have access to a function 𝑟𝑢𝑛(𝑗𝑜𝑏; 𝑠) that
runs the workload and returns the execution time and the
SparkEventLog of the workload.

∙ 𝑅: Maximum number of runs allowed to our method.
∙ 𝒮: Search space definition. The space is used to provide

boundaries for configurations 𝑠 ∈ 𝒮.
∙ 𝑠0: Default Spark configuration.
∙ 𝑇 : Maximum Time allowed for the optimization process.

Note that even if the total number of runs does not reach

the maximum 𝑅, the optimization process can be stopped
if it reaches a maximum time 𝑇 .

∙ 𝜑: Feature descriptor described in Section III. This
function generates a feature descriptor for the current
application using the default configuration.

Algorithm 1 is a simplified version of the SBO procedure
which keeps only the best configuration in memory.

Algorithm 1
1: procedure SBO(ℎ, 𝑂𝑝𝑡, 𝑗𝑜𝑏, 𝑅, 𝒮, 𝑠0, 𝑇 , 𝜑)
2: 𝑡← 0
3: 𝑜𝑝𝑡← 𝑂𝑝𝑡(𝒮) ◁ Optimizer is created
4: 𝑦0, SparkEventLog← 𝑟𝑢𝑛(𝑗𝑜𝑏; 𝑠0)
5: 𝑦* ← 𝑦0
6: 𝑠* ← 𝑠0
7: 𝑥← 𝜑(SparkEventLog)
8: 𝑜𝑝𝑡.𝑢𝑝𝑑𝑎𝑡𝑒(𝑠0, 𝑦𝑜) ◁ Optimizer is updated with 𝑠0
9: for 𝑟 ∈ 1 . . . 𝑅 do

10: 𝑠← 𝑜𝑝𝑡.𝑔𝑒𝑛𝑒𝑟𝑎𝑡𝑒()
11: 𝑧 ← (𝑠, 𝑥)
12: 𝑦 ← ℎ.𝑝𝑟𝑒𝑑𝑖𝑐𝑡(𝑧)
13: 𝑜𝑝𝑡.𝑢𝑝𝑑𝑎𝑡𝑒(𝑠, 𝑦) ◁ Optimizer is updated with 𝑠
14: if 𝑦 < 𝑦* then
15: 𝑦* ← 𝑦
16: 𝑠* ← 𝑠
17: 𝑡← 𝑡+ 𝑔𝑒𝑡 𝑡𝑖𝑚𝑒()
18: if 𝑡 >= 𝑇 then
19: break
20: return 𝑠*

Once the algorithm finishes, it returns the estimated best
configuration 𝑠*. To ensure that 𝑠* is a good choice, we need to
run the workload with the provided configuration. Therefore,
a reasonable way to implement this algorithm involves storing
the best 𝐾 values found during the optimization process.
Then the process would return 𝑠*1, . . . , 𝑠

*
𝐾 , which should be

run to find which is the best configuration. We refer to this
process as SBO-𝐾. For example, if a single configuration is
returned and executed, we would say that it followed an SBO-
1 optimization procedure. In the event that SBO-𝐾 returns
a solution that is worse than the default configuration, the
application should be flagged and the model ℎ should be
updated with training samples of that application. In that case
the default configuration should be returned.

The previous explanation describes SBO in general terms.
The following Section V includes a detailed description of our
selection process for the different inputs involved in the SBO
algorithm, as well as the Spark applications used to evaluate
our methodology. In particular, the election of regressor ℎ (as
well as the tuning of the model) is described in Section V-D.
The search space 𝑆, the Default configuration 𝑠0 and the
maximum number of executions allowed 𝑅 can be found in
Section V-E. We did not specify a maximum time budget 𝑇 .

V. EXPERIMENTS

We evaluated the effectiveness of our proposed solution by
comparing the results with popular state-of-the-art approaches.
In particular, we aimed to answer the following research
questions:

∙ RQ1: Do the proposed features help to improve predic-
tions based on machine learning models? Does an oracle
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trained with the SparkEventLog features predict sensible
configurations for unseen Spark workloads?

∙ RQ2: Does the overall methodology provide a good
configuration when compared with a solution found with
a well-known optimization process, such as a Bayesian
Optimizer? Does the process provide a good configura-
tion in less time?

The answer to RQ1 was obtained by comparing our results
with other feature representations found in similar works [2],
[8], [11], [16]. or RQ2, we needed to measure the quality of
the results and the time-to-solution of our pproach with respect
to a Bayesian Optimization process.

A. Dataset Description

To evaluate our system we decided to use a set of work-
loads that cover different popular uses of Spark. The set
of workloads we used is based on two benchmarks. First,
we included workloads found in HiBench [5], a popular
benchmark for Spark, which includes micro benchmarks, as
well as workloads from machine learning, data mining, natural
language processing and web-search. Second, we also included
benchmarks from spark-perf [6], a benchmark created by
DataBricks, the company founded by the original creators of
Spark. Table II shows the different workloads used.

Id Workload name Application type

01 n-gram NLP
02 Logistic Regression Machine Learning
03 Support Vector Machine Machine Learning
04 Pi computation Scientific Computing
05 Fp-growth Data Mining
06 Word Count NLP
07 K-Means Data Mining
08 PCA Data Mining
09 GaussianMixture Machine Learning
10 Pagerank Graph Processing
11 Random forest Machine Learning
12 Databricks K-Means Data Mining
13 Databricks Naive Bayes Machine Learning
14 Databricks Pearson Correlation Statistics
15 Euler computation Scientific Computing

TABLE II: Applications used for the experiments.

We used the previous benchmarks to build a dataset con-
taining executions of Spark jobs. To build our dataset, we
generated 100 combinations of parameters for each workload,
as other works [3] have done. We used a Bayesian Optimiza-
tion process to generate the samples for our dataset. The main
reason for using a BO process instead of a random search is to
minimize bad quality examples and the number of failed runs.
We did try a random process to build a dataset, but it generated
many configurations that, once run, returned memory errors or
were slower than the default configuration. Since the execution
time of an application with a particular SparkConfiguration can
have some variance, we ran the jobs five times and stored the

mean over the repetitions. This value was used as input to the
Bayesian Optimizer during the dataset creation.

B. Computational Environment

All of the experiments described in this section used a 4
node cluster, with Spark version 2.4.1 configured in cluster
mode, with one node as master and three as slave nodes.
Each node had two 10-core Intel®Xeon E5-2630 v4 CPU @
2.20GHz, which sums up a total of 40 threads per node, as
the hyper-threading was active. Each node also had 128 GB
of RAM and they were interconnected by a 10Gbps Ethernet
network. In order to make a fair and easy to understand
comparison the executions for RQ2 are evaluated in containers
executed with exclusivity of resources. In other words, a
single Spark application is being executed for each Spark
configuration tested. It is out of the scope of our work, but
an interesting area of research, to generalize the oracle for
environments with co-executions as well as heterogeneous
hardware.

This happens because, among other things, there is a trade-
off between how many executor cores can be run and the
available memory for each executor core.

We used scikit-learn [17] to build the different performance
models presented in this section.

C. A note on the distances between feature descriptors

The SBO algorithm proposed uses a feature vector 𝑥 that is
built after an application is run using the Default Spark con-
figuration. A natural question that may arise is: how well the
information summarized in the feature vector describes similar
feature vectors generated with other Spark configurations for
the same application. Note that the descriptor is not invariant
with respect to the Spark configuration provided when running
the application. This happens because several of the metrics
that are gathered (such as the aggregated executor CPU usage
across tasks) are influenced by configuration decisions (such
as the number of executor cores).

In Section V-D, we show that the descriptors boost the
performance of the learning algorithms. Nevertheless, another
reasonable approach to assess the quality of a descriptor is to
investigate whether the vector for a particular job is closer
to vectors from the same Spark workload than to vectors
from very different workloads. Let us denote by 𝑥(0,𝑤𝑗) the
descriptor for workload 𝑤𝑗 generated using the default Spark
configuration, which we will call the default feature vector for
application 𝑤𝑗 . Let us denote by 𝑥(𝑘,𝑤𝑖) the feature vector (for
application 𝑤𝑖) generated using the 𝑘-th Spark configuration
sampled from the training data.

Let us denote by 𝑀 a matrix containing at position 𝑀𝑖,𝑗

the mean of the euclidean distances between 𝑥(0,𝑤𝑗) and the
vectors 𝑥(1,𝑤𝑖), . . . ,𝑥(100,𝑤𝑖). That is,

𝑀𝑖,𝑗 =
1

100

100∑︁
𝑘=1

⃦⃦⃦
𝑥(0,𝑤𝑗) − 𝑥(𝑘,𝑤𝑖)

⃦⃦⃦
2

(3)

This matrix contains at column 𝑗 the average distance
between the default feature vector of application 𝑤𝑗 and all
the feature descriptors of application 𝑤𝑖 for 𝑖 ∈ {1, . . . , 15}.
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Spark Configuration Parameters Search Space Space Encoding Default Configuration

spark.task.cpus [1, 2] Integer 1
spark.executor.cores [1, 40] Integer 40
spark.executor.memory [4, 40] Integer 20g
spark.memory.fraction [0.4, 0.5, 0.6, 0.7, 0.8] Ordinal 0.6
spark.memory.storageFraction [0.3, 0.4, 0.5, 0.6, 0.7, 0.8] Ordinal 0.5
spark.default.parallelism [20, 400] Integer 40
spark.shuffle.compress [true, false] Categorical true
spark.shuffle.spill.compress [true, false] Categorical true
spark.broadcast.compress [true, false] Categorical true
spark.rdd.compress [true, false] Categorical false
spark.io.compression.codec [lz4, lzf, snappy] Categorical lz4
spark.reducer.maxSizeInFlight [24m, 48m, 96m] Categorical 48m
spark.shuffle.file.buffer [32k, 64k] Categorical 32k
spark.serializer [JavaSerializer, KryoSerializer] Categorical JavaSerializer

TABLE III: Search Space of the different parameters we tuned with the default values. The units in the Default Configuration
correspond to the notation used by Spark. For example, 20g corresponds to 20 GB.

We observed that the matrix has a diagonal containing most
of the lowest values in each column. This shows that the
default descriptor for application 𝑤𝑗 is generally closer to the
vectors for the same application 𝑥(𝑘,𝑤𝑗) than to other vectors
from different applications 𝑥(𝑘,𝑤𝑖).

01 02 03 04 05 06 07 08 09 10 11 12 13 14 15
Workload ID

01
02
03
04
05
06
07
08
09
10
11
12
13
14
15

W
or

kl
oa

d 
ID

0.1 7 6.5 11 6 11 4.2 7.2 4.6 4.9 6.8 8.3 6.2 4.8 7

5 2 1.5 8.1 2.6 12 1 2.4 0.6 5.6 3.4 5.1 2.4 2.7 3.8

5 2.1 1.6 8.1 2.6 12 1 2.5 0.6 5.6 3.4 5.1 2.4 2.8 3.8

5.7 4 3.6 4.6 3.4 12 1.9 4.4 2.2 6.1 4.1 5.5 3.7 4.7 1.5

5.3 3.7 3.2 8.3 0.5 12 1.2 4 1.6 5.9 2.4 4.8 1.8 4.2 3.9

6.3 8.3 7.9 12 7.2 5.7 5.9 8.4 6.2 6 6.3 9.5 7.8 5.6 8.1

4.6 3.7 3.1 7.8 1.9 11 0.3 3.8 0.7 5.1 3.1 4.3 2.5 3.6 3.5

5.8 2.9 2.4 8.9 3.5 12 1.8 1.1 1.1 6.4 4.1 5.9 3.8 1.7 4.6

5.2 3.3 2.8 8.4 2.5 12 0.8 3.3 0.5 5.7 3.5 4.6 3.1 3.1 4.1

3.7 6 5.5 11 5.3 10 3.2 6.3 3.6 1.4 6.1 7.7 5.6 4.4 6.2

6.7 4.7 4.2 9.4 2.4 11 2.6 4.6 2.6 7.1 1.3 5.4 3.5 4.9 4.9

5.2 4.1 3.5 8.3 2.5 12 0.9 4.3 1.1 6 3.5 3.6 2.9 4.2 4

5.4 3.5 3 8.5 1.8 12 1.3 4.2 1.8 6 3.3 4.5 1.3 4.3 4.1

4.9 4.4 4 10 4.8 9.7 3.2 3.6 2.6 5.7 5.2 7.3 5.2 0.5 5.9

5.1 4.2 3.6 6.1 3 12 1.2 4.3 1.7 6 3.8 5.3 3.3 4.2 1.8

Average distances between x(0, wj) and all x(k, wi)

Fig. 4: Matrix showing the average distance between the
default descriptor of application 𝑗 and all the descriptors of
application 𝑖. Position (𝑖, 𝑗) contains the value computed by
Equation 3.

A manual inspection of 𝑀 reveals some interesting results:

∙ Some applications are similar in their types and feature
descriptors. For example, the smallest value in column 2
is 𝑀2,2 = 2. This means that the default feature vector
from application 2 is at an average distance of 2 from all
the vectors of the same application. Moreover, the second

lowest value in column 2 corresponds to 𝑀3,2 = 2.1.
This is reasonable, since applications 2 and 3 correspond
to a Logistic Regression and a Support Vector Machine
respectively; both of these workloads share a very similar
iterative training algorithm.

∙ Some applications are dissimilar in their workload types
and feature descriptors. For example, the smallest value
in column 6 is 𝑀6,6 = 5.7. This means that the default
feature vector from application 6 is at an average distance
of 5.7 from all the vectors of the same application. More-
over, the second lowest value in column 6 corresponds to
𝑀14,6 = 9.7. In this case, this suggests that applications
6 and 14 are not very similar. This is reasonable, because
applications 6 and 14 are a Word Count and a Pearson
Correlation test, respectively.

D. Experiments for RQ1

RQ1 is critical for our system. If the oracle is not able
to provide sensible predictions for new, unseen workloads,
then the selection process based on the values given by the
oracle will be flawed. Moreover, our work requires that the
features extracted from the SparkEventLog generalize to new
workloads, otherwise the models cannot be used for the SBO
process.

The goal of this experiment was to assess the quality of
the features described in Section III with respect to standard
feature representations of workloads found in many state-of-
the-art works [2], [8], [11], [16]. The most common feature
representations of the workloads combine three sources of
information: the Spark configuration (𝑠𝑐), the dataset size (𝑑𝑠)
and an identifier for the application (𝑎𝑝𝑝𝑖𝑑). Works like [8]
use (𝑠𝑐, 𝑑𝑠), whereas [11], [16] use (𝑠𝑐) as input and [2]
uses (𝑠𝑐, 𝑑𝑠, 𝑎𝑝𝑝𝑖𝑑). Our work uses (𝑠𝑐, 𝑑𝑠, 𝑒𝑓) as the feature
vector, where (𝑑𝑠, 𝑒𝑓) corresponds to the “SparkEventLog
features” described in Section III.

Data Processing: In order to input the data to the machine
learning models, we performed some preprocessing on the raw
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data. The types of variables involved in the Spark Configura-
tion are shown in Table III. The heterogeneity of the variable
types required some preprocessing in order to build the 𝑠𝑐
vector. In particular, categorical variables were converted using
a one-hot encoding transformation. The remaining variables
were then treated with either Rescaling or Standardization.
Rescaling was performed on the [0,1] range and Standardiza-
tion transformed the variables so that the values have zero-
mean and unit-variance.

The models may perform differently depending on whether
Rescaling or Standardization is applied. We implemented a
pipeline mechanism to automatically decide during cross-
validation which preprocessing was best for each model, so
as to adapt the decision to each of the learners. The data
transformation was introduced as one of the steps during
model selection, as if it were a hyper-parameter of the model.

Model Evaluation: We created 15 test sets by splitting the
data 15 different ways. The final test set metrics provided
in this section show the average of the results for a model
with a fixed set of hyper-parameters over the 15 test sets.
The 15 splits were created using the application identifier in
order to evaluate models on samples of a workload that did
not appear during training. This methodology of generating
partitions is usually referred to as Leave One Group Out Cross-
Validation (LOGO-CV). Using this methodology we ensure
that models are evaluated on samples of a workload that had
never been seen during training (here the “group” consists on
all the examples that contain the same workload identifier).
We chose LOGO-CV, instead of standard Cross-validation,
because it more closely resembles the scenario we want our
model to generalize. In a production environment, we would
like a system that can provide good predictions for workloads
that have never appeared in the past. In general, we do not
want to assume that the training and validation splits contain
examples of all possible workloads, because in a production
environment this scenario is unlikely.

After deciding which algorithm and hyper-parameters are
the best ones, the error values computed using LOGO-CV
reveal how well (on average) a model should perform on a
new workload never seen during training.

Model selection: We trained 8 machine learning models
using 5 different sets of features. In order to select the models
robustly, we performed LOGO-CV on each of the 15 splits
of our data. The average errors across all of the validation
partitions of the different splits were used to select the best
oracle candidate.

We tested the following combinations of features:
(𝑠𝑐), (𝑠𝑐, 𝑎𝑝𝑝𝑖𝑑), (𝑠𝑐, 𝑑𝑠), (𝑠𝑐, 𝑑𝑠, 𝑎𝑝𝑝𝑖𝑑) and (𝑠𝑐, 𝑑𝑠, 𝑒𝑓) as
input to the learning algorithms. The last combination of
features corresponds to our proposed solution. In order to
make a fair comparison between the different features found
in the literature, we performed all the experiments with the
same space of hyper-parameters for the machine learning
models. The search space is given in Table IV. An exhaustive
exploration of all the combinations of hyper-parameters was
performed.

Training each of the models from Table IV, including hyper-
parameter optimization, takes less than one minute in a single

Model Hyper-parameter search space

Elastic Net alpha = [1e-10, 1e-9, ..., 10.0]
GBM learning rate = [0.001, 0.01, 0.1, 0.5]

max depth =[3, 10, 20, None]
KNN n neighbors= [1,2,3,4,5,6], p=[1,2]
Lasso alpha = [1e-10, ..., 1.0, 10.0]
MLP hidden layer sizes = [ [200], [300],[500],

[200, 200], [300, 300], [500, 500]]
activation = [“tanh”,“relu”]
learning rate = [0.0001, 0.001, 0.01]

Random Forest max depth = [10, 20, None]
max features: [“auto”, “sqrt”]
n estimators: [10, 20, 50, 100, 200]

Ridge alpha = [1e-10, 1e-9, ..., 10.0]
SVR C = [1e-10, 1e-9, ..., 10.0]

kernel = [”linear”, ”poly”, ”rbf”]

TABLE IV: Hyper-parameter search space.

node of our computation environment. Therefore, the overhead
of training a model in our system is negligible with the dataset
previously described.

Results: The results of the experiments with the different
models are given in Table V, which contains the training and
validation Mean Squared Errors (MSE) for the best parameters
found for each model. The table is organized in five column
groups, one for each set of features tested. Each row in the
table shows the results for a particular model containing the
best hyper-parameters found during training. The results in the
table show that the best results in the validation were achieved
with the descriptor (𝑠𝑐, 𝑑𝑠, 𝑒𝑓). It can also be seen that
with input features (𝑠𝑐, 𝑑𝑠, 𝑒𝑓), the Random Forest Regressor
achieved the best results in the validation data. Therefore, we
chose the Random Forest (with the features (𝑠𝑐, 𝑑𝑠, 𝑒𝑓)) as
our oracle for the experiments in Section V-E. The selected
Random Forest was trained with the hyper-parameters that
minimize the error during hyper-parameter exploration.

After the best hyper-parameters for each model had been
found, we evaluated each model across the test sets. Table VI
provides the test set results for the models selected from
Table V for each of the different feature groups. Note that
(𝑠𝑐, 𝑎𝑝𝑝𝑖𝑑) has no Reference because we could not find
any work using that feature vector as input to the learning
algorithms. Nevertheless, we have included it for completeness
because it is a sensible approach that improves the results over
𝑠𝑐.

Features Test MSE
Improvement

over sc
Reference

(𝑠𝑐) 167.9 0.0% [11], [16]
(𝑠𝑐, 𝑎𝑝𝑝𝑖𝑑) 162.0 3.5% -
(𝑠𝑐, 𝑑𝑠) 155.6 7.3% [7], [8]
(𝑠𝑐, 𝑑𝑠, 𝑎𝑝𝑝𝑖𝑑) 158.4 5.6% [2]
(𝑠𝑐, 𝑑𝑠, 𝑒𝑓) 110.7 34.1% ours

TABLE VI: Improvement over the basic 𝑠𝑐 feature set.
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Features (𝑠𝑐) (𝑠𝑐, 𝑎𝑝𝑝𝑖𝑑) (𝑠𝑐, 𝑑𝑠) (𝑠𝑐, 𝑑𝑠, 𝑎𝑝𝑝𝑖𝑑) (𝑠𝑐, 𝑑𝑠, 𝑒𝑓)

train validation train validation train validation train validation train validation
model

Elastic Net 161.2 198.4 69.4 204.5 153.0 193.7 67.4 199.5 50.3 167.9
GBR 85.6 178.6 14.3 164.2 50.9 195.3 12.4 165.1 2.8 173.7
KNN 117.7 224.5 47.3 224.5 106.5 211.1 44.1 211.1 8.7 227.6
Lasso 161.0 196.2 63.4 205.2 152.4 192.7 61.1 214.9 29.2 157.2
MLP 194.4 211.5 190.3 211.2 194.6 210.5 194.4 210.7 17.2 371.6
Random Forest 17.2 183.5 5.7 178.8 12.2 175.5 4.6 179.0 0.8 132.6
Ridge 159.2 202.6 61.2 212.3 150.5 202.8 57.9 236.2 20.7 272.0
SVR 167.5 209.6 73.5 213.0 158.0 207.8 73.1 219.8 31.1 258.5

TABLE V: Training and validation MSE errors for the different models. The proposed features (𝑠𝑐, 𝑑𝑠, 𝑒𝑓) are contextualized
with different sets of features found in the state-of-the-art work.

E. Experiment for RQ2

To validate RQ2, we needed to measure two metrics. First,
the quality (runtime) of the solution provided by SBO in
comparison with the best configuration found by BO. Second,
the time required by SBO to provide a configuration with
respect to the time needed by BO.

Default Settings: To assess the quality of a SparkConfig-
uration found by BO or SBO, we compared the execution
time of the provided configurations with the execution time
achieved by the default configuration. This quantity is the
speedup with respect to the default SparkConfiguration. The
default configuration we used is given in Table III. Note
that this configuration is the same used by Spark by default,
except for the number of executor cores and the amount of
executor memory. We set the number of executor cores to
40 (the total number of cores per node in our cluster) and
the executor memory to 20 Gigabytes (“20GB”). The memory
was increased to avoid job failures for the workloads with
the default Spark configuration. This is important because in
the event of an everlasting runtime for a job, the speedup
with respect to the default configuration could theoretically
be infinite, providing unrealistic speedups with respect to
a bad default baseline. Changing the memory settings is a
common decision also found in other works such as [8]. In
our case, eight of the fifteen jobs failed using the default
Spark configuration, which uses 1𝐺𝐵 of executor memory. To
prevent this issue arising, we tested the default configuration
with the executor memory set to 1𝐺𝐵, 2𝐺𝐵, . . . , 50𝐺𝐵 and
stopped at the first value able to run all workloads without any
memory crash, which was 20𝐺𝐵.

Experiments: The objective of the experiments was to
measure the quality of the solutions found by SBO with respect
to the best solution found with BO. Here we will use BO-K
to denote a Bayesian Optimization process that executes an
application K times. In order to make a useful comparison, all
the results were evaluated on workloads that neither BO nor
SBO had accessed before starting the optimization procedure.
In the case of BO, we set the budget to 20 iterations because

it is the minimum number of iterations needed to reach a
speedup over the default configuration across the workloads
we used. As other works, such as [3], use 35 or 100 iterations
as maximum budget, we decided to perform BO-100 as a
reasonable upper bound on the quality of the results. In the
case of SBO, we allowed a budget of 100 queries to the oracle
(which takes less than two seconds). Then, only one or two
evaluations of the workload were executed (which we refer to
as SBO-1 and SBO-2, respectively), because the goal of our
methodology is to quickly find solutions with a reasonable
quality.

Speedup over default configuration results: The im-
provement of SBO with respect to the default configuration
is shown in Figure 5a, which contains the runtime of the
default configuration and the runtime of the configuration
found with SBO-1 and SBO-2. The figure also shows a box
plot of the distribution of runtimes found during the Bayesian
Optimization process performed to create the dataset. We can
see that SBO-2 improved on the default configuration in all
cases, except for workload 11, where there is no speedup.
It is interesting to notice that workloads 1, 10 and 14 need
SBO-2, since SBO-1 does not improve the quality of the
results. Nevertheless, such cases are precisely the examples
where the box plot shows little variance in the runtime. In
those cases, even BO-100 was not able to achieve a significant
speedup with respect to the default Spark configuration. The
box plot shows that workloads 10 and 14 have most runtimes
clustered around a single point. This suggests that those cases
are very hard to optimize since a BO with 100 executions of
the application was not able to improve the results.

The results of the speedups found by BO-20, BO-100,
SBO-1 and SBO-2 with respect to the default configuration
runs are shown in Figure 5b. Note that BO achieved higher
quality solutions than SBO-1 in almost all cases, except
for 12. Nevertheless, the difference between BO and SBO-
2 is minimal. It should also be noted that SBO-1 always
achieves better results than random search, even if we perform
10 random searches. Nevertheless, the random search can
achieve surprisingly good results, which is consistent with the
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experimental results observed in other literature [3].
Time-to-solution: Table VII gives the time-to-solution

speedups of our proposed method with respect to the BO
process with 20 iterations (BO-20). The results shown in the
table include the time spent running the Spark configurations,
as well as the time needed to parse the SparkEventLog and
the time required by the oracle to make predictions. Moreover,
the table includes the total search time for the different
algorithms tested. Our methodology allows us to find a good
solution in 5 minutes (on average) using SBO-2. A naive
solution, such as random search, takes almost half an hour
to run, while achieving worse results than SBO-2, as can be
seen in Figure 5b. BO-20 can achieve, in some cases, better
configurations than SBO-2, but with a higher average cost
of 53 minutes. Figure 5c shows the total search time for the
different methods across applications. In Table VII we can see
that the SBO-1 optimization process is 25 times faster than the
BO-20 process. At first glance, it might be surprising that the
SBO-1 is 25 times faster than BO-20, which performs only
20 iterations. The explanation for this behavior is that, some
of the runs performed by a Bayesian Optimizer may include
bad configurations that are executed during the optimization
procedure, which have to be sampled in order to explore
the search space and provide a good exploration-exploitation
trade-off. In the case of SBO-1, we only executed the best
configuration predicted by the oracle and none of them was
bad. This allows the average speedup of SBO-2 to be up to
12x faster than BO-20.

Speedup over BO-20 Search Time (min)

BO-20 1.0𝑥 53.6
BO-100 0.2𝑥 243.2
Random-10 1.9𝑥 28.6
SBO-1 25.1𝑥 2.6
SBO-2 12.4𝑥 5.0

TABLE VII: Time-to-solution for the different methods. The
first column shows the improvement with respect to 20 runs
of BO. The second column the overall search time in minutes.

VI. RELATED WORK

Auto-tuning is a popular research field with a wide vari-
ety of solutions that target Big Data technologies [3], [12],
[14], [18]–[24]. In particular, tuning Spark workloads is
an important concern in the Big Data community that has
worked on different approaches to improve current solutions.
Different surveys on automatic parameter tuning for Spark
such as [21] and [22] classify the available techniques into
six categories: rule-based, cost modeling, simulation-based,
experiment-driven, machine learning (or model-based), and
adaptive tuning. Rule-based is the most simple approach as
only relies on guidelines/recommendations for each configu-
ration, however , it brings complexity as it requires a deep
understanding of the system internals and the workloads to
match perfectly the recommendations. Such systems, typically
rely on human experience and experts knowledge from guides
such as [25]. Cost models use an analytical cost function to

predict the workload performance [26]. Such techniques do
not have the capability to generalize to new applications or
hardware environments. Simulation-based techniques do not
tune directly Spark configurations, but instead try to capture
various factors that impact the system performance to provide
estimates on given configurations [27]. In the experiment-
driven approaches, such as in [19], many different runs of
the application with different parameter settings are performed
until convergence. The machine learning approach, also
known as performance model based, is the one followed
by our work and by many others such as [8], [11]–[15].
Such works investigate a wide range of input features used
to train the model, which we have evaluated in RQ1. The
adaptive-approach, used in [20], relies on past executions to
dynamically tune an application while running.

The rest of this section presents a summary of related
work, focused mostly on performance model based auto-tuning
methods. A brief description of the features used in the models
is provided to facilitate the comparison of other methods found
in the literature with our work.

Improving the auto-tuning pipeline: The authors of [4]
focus on an orthogonal approach for improving the efficiency
of model-based solutions for auto-tuning highly configurable
software. This work focuses on building a simulator for the
process from which they want to learn. Therefore, this work
essentially builds a model that generates samples so as to avoid
running workloads and, thereby, reduces the overall cost of the
auto-tuning system. In our setting, this work could be applied
to generate Spark configuration and execution time pairs. This
could be achieved using a simulation mechanism, instead of
actually running applications.

Auto-tuning without a performance model: Expert
knowledge is used in [28] to select a relevant set of hyper-
parameters to be studied for each workload. The performance
of the different applications is evaluated under a discretized set
of values for the selected parameters. This approach requires
experts to determine which hyper-parameters have to be tuned,
making the solution impractical for a general-purpose system
that aims to tune different types of applications with different
needs. A straightforward approach to improve the previous
solution relies on optimizing via trial-and-error [29]. In this
work, authors tune 12 parameters from the Spark configuration
for three applications. For each application, a parameter is
selected and several values of the parameter are tested. If
there is a large gain with respect to the default configuration,
the parameter is considered as significant to the overall per-
formance. With this approach, a graph is generated with the
most important parameters as nodes. Once an application is
presented it is supposed to be run for all the nodes in the graph
and the parameters that maximize performance are selected
as the best parameters. In [3], a significance-aware tuning
system is presented with the goal of achieving fast time-to-
solution. This work uses a Bayesian Optimization process to
find good configurations for the workloads. The main novelty
of this work is that the system can identify a relevant subset
of parameters to tune, which greatly reduces the search space.
Nevertheless, this system does not gather log data to speed up
the process of learning which are the relevant parameters for
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Fig. 5: Experiments for RQ2.

an incoming job, requiring at least 20 runs to select a good
configuration.

Auto-tuning with a performance model trained on a
subset of {𝑠𝑐, 𝑑𝑠, 𝑎𝑝𝑝𝑖𝑑}: Most works that optimize Spark
configurations are based on performance models using a subset
of features from {𝑠𝑐, 𝑑𝑠, 𝑎𝑝𝑝𝑖𝑑} (which we have defined in
Section V-D). Works like [11] uses 𝑠𝑐 as input to train different
learning algorithms for each application that the systems aim
to tune. In this work, special focus is given to constructing the
dataset using a Latin Hypercube Sampling algorithm. Some
works, such as [7], [8], [14] or [13], use (𝑠𝑐, 𝑑𝑠) as input to

the learning algorithm. In [7] a Genetic Algorithm is used
to perform the search, instead of a Bayesian Optimization
process. Unlike our work, the proposed solution in [8] learns
a model per workload and uses Recursive Random Search
to find a good Spark configuration. The genetic search is
based on the estimates of the execution time predicted by a
performance model. A geometric interpolation method mixed
with a sampling strategy to build a faster and accurate model
by a small number of historical job executions was introduced
by [13]. Finally, a big training dataset created by exhaustive
search and random exploration was the focus of [14], resulting
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in a 1500 training points for every four workloads explored
with several common machine learning models.

ALOJA-ML [2] uses (𝑠𝑐, 𝑑𝑠, 𝑎𝑝𝑝𝑖𝑑) as input to the learning
algorithms. This work uses a single performance model that
is shared across applications. The main downside is that all
of the application-related information is captured in a single
categorical variable that is provided to the model. Therefore,
unseen applications do not provide any information about the
nature of the workload and retraining is required in order to
search good parameters for new workloads.

Auto-tuning with a performance model which leverages
an application characterization to aid the search: [15] and
[30] are two publications in the area of Spark auto-tuning
that proposes more similar systems to our work, generalizing
unseen workloads by some characterization of the application.
[15] approach to extract the features is more close to our
work as it capture Task and Stage information from an Spark
application, while [30] follows a more general approach by
profiling the application to extract statistics like the average
CPU and disk usage that can work with other Big Data
frameworks rather than Spark.

In [30], a vector of statistics is extracted from the runtime
of the application to be optimized. This feature vector 𝑞 is
used to modify a BO procedure to guide the search process.
This work presents a Guided Bayesian Optimization process
(GBO) that uses an slight modification of the Expected Im-
provement function in the BO optimizer which receives as
input the monitored metrics 𝑞. Our work shares the core idea
of providing specific knowledge about the running application
to improve the search process. The main difference is that, in
[30], the authors do not try to proxy application executions
with metrics provided with an oracle.

To the best of our knowledge, [15] is the only publication
in the area of Spark auto-tuning that proposes a system that
generalizes unseen workloads by making use of features that
capture Task and Stage information from an application. This
work builds a single model that is trained by taking as input
a descriptor from each of the stages of a Spark application.
After learning, once an application is selected to be optimized,
the model is queried for each of the stages in the application
and for each of the configurations that the system is enabled
to tune. Then the final predicted execution time is the sum for
the predicted times of the stages. Once all predictions have
been made for all the allowed configurations, the minimum
sum is selected as the best one. Note that the predictions are
made for all the allowed configurations, making this approach
impractical for auto-tuning a big space of configurations, such
as the one we propose. In [15], only two parameters are
tuned and the overall search space contains only 12 possible
combinations of the two parameters.

Other related Auto-tuning works: The idea of using infor-
mation from logs is not completely new in some related areas.
For example, in database management system (DBMS), tools
like OtterTune [18] use Gaussian Process (GP) to recommend
suitable parameters (or “knobs”, as more known in DBMS)
for different workloads by extracting the internal state of the
database to reflect the workload characteristics. This work uses
statics collected from the amount of data written or read as

well as the time spent waiting for resources.

VII. CONCLUSIONS

This paper introduced a Spark feature descriptor that is built
with metrics extracted from a single run of a Spark application.
We built this descriptor by parsing the SparkEventLog file
generated automatically by Spark after a single run of an
application. This process produces a feature vector that en-
codes relevant information from the Spark application without
requiring any human intervention. Our experiments show
that this information significantly benefits the quality of the
machine learning models built on top of it, given that it has
been trained with reasonable coverage of Spark applications,
improving the prediction by up to 34% with respect to the
same models trained on state-of-the-art features.

Moreover, we introduced a simple, easy to implement,
modification of a Bayesian Optimization (BO) process that
we called “Simulated Bayesian Optimization” (SBO). Using
this algorithm, in conjunction with the performance models
built on top of the proposed Spark feature descriptor, we
implemented an optimization pipeline that can be used for
auto-tuning Spark workloads. Our experiments show that SBO
can speed up the optimization process considerably with
respect to the standard BO approach, up to a 12𝑥 speedup
with results of almost equal quality.
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esnay, “Scikit-learn: Machine Learning in Python,” Journal of Machine
Learning Research, vol. 12, no. 85, pp. 2825–2830, 2011.

[18] D. V. Aken, A. Pavlo, G. J. Gordon, and B. Zhang, “Automatic
database management system tuning through large-scale machine learn-
ing,” Proceedings of the ACM SIGMOD International Conference on
Management of Data, vol. Part F127746, pp. 1009–1024, 2017.

[19] G. Liao, K. Datta, and T. L. Willke, “Gunther: Search-based Auto-tuning
of MapReduce,” in Proceedings of the 19th International Conference on
Parallel Processing, ser. Euro-Par’13, F. Wolf, B. Mohr, and D. an Mey,
Eds. Berlin, Heidelberg: Springer-Verlag, 2013, pp. 406–419. [Online].
Available: http://dx.doi.org/10.1007/978-3-642-40047-6{ }42

[20] J. Polo, D. Carrera, Y. Becerra, J. Torres, E. Ayguadé, M. Steinder,
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