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Abstract 
 

Kernel methods (KM) and Artificial Neural Networks (ANN) are two of the main families 

of methods that are more widely spread nowadays in the world of Machine Learning, 

being the Support Vector Machine (SVM) and the Deep Learning Neural Network 

(DLNN) its most known members. One of the main benefits of both families is how they 

can be adapted to work with different kinds of input data, even though they do it in a 

different way: KM rely on different kernel functions and ANN rely on specific network 

architectures. 

 

In the specific world of Natural Language Processing, both families have specific 

resources to deal with texts as inputs. While KM rely on specific kernels like the string 

kernel, ANN rely on Recurrent Neural Network (RNN) architectures and, more 

recently, on Transformer architectures. Even though KM were the first ones to dive into 

the NLP world, ANN are nowadays the state-of-the-art in all kinds of NLP tasks. 

 

The main reason of this success is the fact that ANN perform as a nonlinear parametric 

feature extractor, which processes the text in a complex way that lets the model learn an 

adequate representation of the input. On the other side, kernel functions do only rely on 

fixed similarity measures to contain that information, which is less flexible and powerful. 

 

This is the reason why we developed a new kernel function, called Transformer kernel. 

This kernel function is a parametric model like an ANN, but instead of computing a 

nonlinear representation of the input, it directly computes a similarity measure that 

corresponds to an inner product in some implicit feature space. 

 

The main idea of this model is that it can be pre-trained in a generic task using the whole 

Wikipedia corpus (like the different Transformer models for NLP tasks), but the resulting 

model can be directly used as a kernel function for any kind of kernel method (like the 

SVM). In order to do so, we build this model by stacking two different components: A 

Transformer Encoder block (based on the BERT architecture) and a newly designed 

kernel function called Attention Kernel. 

 

By using this kernel function with real text datasets, we have shown that it provides results 

that are much better than the ones obtained by the use of the string kernel (which is the 

most popular kernel for text inputs). We have also seen that, due to the fact that our model 

is built as a Neural Network and can be executed on a GPU, the Transformer kernel can 

compute the kernel matrix of a dataset much faster than the classical string kernel. 

 

Results are very promising, and suggest that further study of the behaviour of this kernel 

function with different datasets for pre-training and different final tasks will be very 

interesting. Moreover, it has to be considered if it is possible to adapt this kernel in order 

to combine the text input with other kinds of data (like numerical or categorical variables), 

or if the kernel can be fine-tuned into a specific task before it is used as a kernel function. 
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1. Introduction 
 

1.1. Motivation and context 

 

Within the world of Machine Learning, several techniques and methodologies have been 

developed [1, 2], such as Decision Trees (DT), Artificial Neural Networks (ANN) and 

Kernel Methods. Due to its recent increase in popularity, more efficient techniques have 

been developed more quickly in order to perform the different tasks this discipline offers. 

 

Without a doubt, the most popular of the kernel methods is the Support Vector Machine 

(SVM) [3]. The SVM was initially designed to solve binary classification problems, in 

which they show excellent generalization results [4]. Due to these promising results, lots 

of research have been done in the last years, and great improvements have been achieved 

(both in terms of classification accuracy and training time). 

 

One of the main advantages of the SVM is its great versatility. This technique is a member 

of the family of kernel methods [5], which implies that a part of this method is 

parametrized by a kernel function. This kernel function is a direct regulator of the 

complexity of the model, since this is directly dependant on the complexity of the kernel. 

 

Another of its advantages is the parametrization and simplicity of the model. All versions 

of the SVM have a cost parameter C which adjusts the trade-off between overfitting and 

underfitting the training data. This cost parameter can have values between 0 and + ∞, 

and its choice (which must be done by the user) has direct impact in the quality of the 

obtained model. 

 

Also, some kernels (like the RBF kernel) also have some internal parameters which must 

be tuned (γ or σ2 in the case of the RBF kernel) and also have direct impact in the quality 

of the obtained model. Independently, there exist some other alternative formulations 

which use different parametrizations [6]. 

 

Even though the SVM has several advantages, its main disadvantage is its expensive 

computational cost. The trivial resolution of the SVM formulation has temporal cost 

𝑂(𝑛3)  and spatial cost 𝑂(𝑛2) , where n is the number of training samples [7]. 

Nevertheless, the empirical training time depends on various factors, such as the data 

complexity (separability, noise level…) and the values of certain parameters (small values 

of the cost parameter reduce significantly the training time of the SVM) [8]. 

 

There exist different techniques that even though they do not reduce the asymptotic 

complexity of the method, they are able to reduce the computation time such that the 

typical SVM untreatable problems become perfectly treatable [9, 10]. It is important to 

recall that there has not been any kind of standardization of these techniques, and only 

some of them are implemented in the main libraries of the different programming 

languages. 
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As for the Artificial Neural Networks (usually referred simply as Neural Networks, NN), 

they are itself a big family of different models and architectures [1]. They are able to 

natively solve a lot of different tasks (binary and multiple classification, regression, 

dimensionality reduction…). In the recent years, several improvements in the training 

algorithms and GPU implementations have resulted in huge training time improvements. 

 

One of the main advantages of NN are its flexibility and complexity control. Since the 

architecture of a NN can be fully customized, there is an explicit complexity control by 

choosing the number of neurons in each layer appropriately. Also, using different 

activation functions, the same network architecture can be used to perform different tasks. 

 

Another of its advantages is the efficient use of high amounts of data. Neural Networks 

can benefit enormously of the use of huge amounts of data if the number of neurons and 

layers is big enough to provide the model with high complexity. This approach, usually 

referred as Deep Learning [11], has been proven very effective in complex tasks, like 

Computer Vision and Natural Language Processing. 

 

The main disadvantage of the NN models is that there is no guarantee that the 

optimization techniques achieve a global optimum in the optimization process. This is 

usually not a big issue, but it is important to notice that different executions of the training 

procedure (even with the same data) may lead to different optimized models. Due to this 

lack of optimality guarantees, the minimization problem is usually simplified in order to 

work with batches of data. Hence, if we train a NN for e epochs with a batch size of m, 

the temporal cost is 𝑂(𝑒 · 𝑛)  and the spatial cost is 𝑂(𝑚)  (assuming all the other 

parameters of the network are constant). Notice that there is no way to know a priori if 

any number of training epochs will be enough to achieve a local optimum, so this is 

usually set to be a big number (which highly impacts in the training time) [1]. 

 

Also, the recent apparition of very important NN libraries like Keras [12] or TensorFlow 

[13] have make it very easy to develop and test very complex Neural Networks in a short 

amount of time. This has led to a huge increase in the research in this field, since scientists 

are now able to perform its experiments more quickly. 

 

In the particular field of Natural Language Processing (NLP), some different approaches 

were proposed from both the kernel methods and the neural network families, but little 

work has been done in combining both worlds [14, 15]. Most of the work has been 

oriented to kernelize a Neural Network [16, 17, 18], but there is no work in the line of 

training a Neural Network that computes a valid kernel function. 

 

The main objective of this project is to design and develop an Artificial Neural Network 

that computes a valid Kernel function that can be used to process text for any kernel 

method. The main idea is to build a kernel function parametrized with Neural Network 

weights, and pre-train those weights with a generic task that can be used to learn a 

similarity measure for further use in a future, independent task. 
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1.2. Previous work 

 

NLP has been a very interesting field of interest in Machine Learning and Artificial 

Intelligence for years. First attempts to process text included bag-of-words techniques 

and similar frequentist-based approaches to the problem of processing text as an input. 

These techniques have lots of problems, but they were good as first attempts to NLP. 

 

Even though the main focus these years has been on neural NLP, there has been little 

work on kernel methods for NLP. Almost all kernels for strings use character-similarity 

measures, which rely on expensive computations in order to compute the similarity of 

two strings or texts, whereas neural networks project the words into dense embeddings 

that are later processed by the network, which allows faster processing and good results. 

 

1.2.1. Previous work in Kernel Methods 

 

With the rise of kernel methods, specific kernels were designed to deal directly with text. 

The first ideas were based on a bag-of-words approach, using a fixed vocabulary, 

computing a binary feature for each word and performing the inner product of the feature 

vectors. This can easily measure similarity for large texts, but it lacks the ability to process 

text as a sequence. 

 

In order to build a kernel that processes text as a sequence, the spectrum kernel (usually 

referred simply as string kernel) was designed [19]. The string kernel is the most used 

kernel for text input: It can be directly applied to raw text and it provides more than 

acceptable results. Its main drawback is its computation time, since it is computed with a 

dynamic programming approach that, even if it is very efficient, it might be still very slow 

for large texts. 

 

This kernel is based on the occurrence of common subsequences on the different texts. 

The feature space in this case is generated by the set of all (non-contiguous) substrings of 

k symbols, where the subsequences are weighted by an exponentially decaying factor of 

their full length in the text. This way, those occurrences that are close to contiguous are 

emphasised. The more substrings two documents have in common, the more similar they 

are considered, which corresponds to a higher inner product. 

 

This kernel effectively measures similarity of text without any other abstract or complex 

computation, using only the similarity of the symbols of the text itself. Even though, this 

approach is not very robust, since it only relies on the similarity of the subsequences rather 

than on the similarity of the concepts the words represent. This makes this kernel work 

very well in tasks in which the sentences are clearly similar or dissimilar, but it does not 

perform very well when the model is required to detect more subtle similarities in the 

meaning of the text sentence. 
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1.2.2 Previous work in Neural Networks 

 

As for the Neural Network approach, the first word embedding models (like Word2Vec 

[20] and Glove [21]) were quite simple, and they were limited to the global information 

provided by the word itself. They did not take into account the relative position of a word 

into the sentence, but only the information given by the word. This led to conceptual 

errors, such as not taking into account negations on the sentence and polysemic words. 

Also, another major problem is the out-of-bag embeddings, that is, the problem of which 

embedding to assign to a word that has never been seen before (including misspelled 

words). 

 

In order to solve the last problem, FastText [22] was proposed. This algorithm is based 

on stripping the words into subwords, so similar words are composed in a similar way 

and therefore have similar embeddings. This model still has the problem of the word 

context, but is a fast, simple and reliable tool which is widely used still nowadays. 

 

In order to solve the context problem, several models were proposed, including ELMO 

[23] and UML-FIT [24] (in fact, the later one is highly based on ELMO). Those models 

build deep bidirectional embeddings: that is, they take context of the word from right to 

left and from left to right. These models lead to a huge increase on the quality of the tasks 

performed in NLP, because embeddings were more powerful and capable than ever. 

 

Nevertheless, those models had some drawbacks: They were very slow to compute, and 

had lots of parameters to tune. In order to solve this, BERT [25] proposed a Transformer-

based architecture [26] that overperformed all the previous ones, using less parameters 

and being trained much more quickly. In fact, BERT computes contextual embeddings 

based on attention mechanisms, rather than directional ones. BERT is nowadays the state-

of-the-art in word embedding generation and text processing in general. 

 

Using the same architecture as BERT, but building bigger models and training more and 

with more data, some models have easily outperformed BERT. That is the case of 

RoBERTA [27] and XLNet [28], both of which perform clearly better than the base BERT 

model. The main drawback of both models is its huge requirements. The training 

requirements are so high that is very difficult to replicate those models without a large-

scale training system. Also, its inference time and memory requirements are very high, 

which makes them impractical for real-time problems or big datasets. 

 

On the other direction, some models have tried to change either the BERT architecture or 

the pre-training procedure to try to mimic its behaviour with less parameters and training 

time. This is the case for ALBERT [29] (which proposes a new architecture that is more 

parameter-efficient and has less parameters) and ELECTRA [30] (which proposes a new 

training schedule that helps models learn faster). Both techniques improve in some way 

the work of BERT, and can be effectively combined to provide even better results. 
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2. State of the art 
 

2.1. Kernel methods 

 

2.1.1. Classification in vector spaces and Hilbert spaces 

 

One of the fundamental problems in learning theory is the problem of binary 

classification. Let’s assume we have objects from two different classes. Then, a new 

object appears, and we have to decide which of the two known classes it belongs to. 

Formally, we have a set of empirical data: 

 

(𝑥1, 𝑡1), (𝑥2, 𝑡2),… , (𝑥𝑛, 𝑡𝑛) ∈ 𝐷 × {±1} 
 

Where D is the set of all possible empirical data, called domain. Each of the xi are called 

instances, cases or observations, and 𝑡𝑖 are called labels, targets or classes. In general, 

we define 𝑋 = {𝑥1, 𝑥2, … , 𝑥𝑛} as the dataset that contains all the elements of our sample, 

and 𝑇 = {𝑡1, 𝑡2, … , 𝑡𝑛} as the set of al the targets. The main objective of the binary 

classification is to define a function of the form: 

 

𝑓: 𝐷 → {±1} 
 

Such that it performs a classification as correct as possible of the new objects that appear. 

This function has to minimize as much as possible the errors in the classification. This 

error can be defined as follows: 

 

𝑒𝑟𝑟(𝑥, 𝑡, 𝑓) =
1

2
|𝑓(𝑥) − 𝑡| 

 

Hence, the error is 0 if the prediction is correct, and 1 if it is not. If we create a partition 

of our set 𝑋 in two sets 𝑋𝑡𝑟𝑎𝑖𝑛 and 𝑋𝑡𝑒𝑠𝑡, we could train a classifier using the first set and 

validate its behaviour measuring the error on the second set. The error obtained using the 

train set is called train error, whereas the one obtained using the test set is called test 

error or generalization error. This second error is the one that shows us how good is 

our classifier performing on its task. It is important to notice that having a low (or null) 

training error is no guarantee that our function would have a good generalization error, 

since this classifier may have an overfitting into the training data. 

 

 
Figure 2.1: Classifiers with different complexity 
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For instance, in figure 2.1 we can see that the classifier on the right has a very high 

complexity, which may lead into a wrong classification of some points near these two 

isolated points. On the other side, the classifier on the left is too simple, and is not able to 

perform the classification task properly. Hence, the classifier in the middle is the one that 

find the best trade-off between complexity and training error. 

 

Generally, each instance is codified as a vector in a certain vector space ℝ𝑑, in which the 

dimension 𝑑 depends on the number of features of the instances. This way, we can define 

the concept of similarity between different cases, and try to predict the class of a new 

observation with the class of some other similar instances.  

 

The great majority of Machine Learning techniques use the tools that linear algebra 

provides to perform classification, such as the calculus of distances, angles, director 

vectors and projections. 

 

Even though, these techniques have a very important limitation: They depend on a d-

dimensional representation on ℝ𝑑 . In fact, all the previous calculus can be computed 

using only the inner product of the data samples. This is defined as: 

 

〈𝑥1, 𝑥2〉 =∑[𝑥1]𝑖 · [𝑥2]𝑖

𝑑

𝑖=1

 

 

Where [𝑥]𝑖 is the i-th element of vector 𝑥. This product can also be represented like: 

 

〈𝑥1, 𝑥2〉 = 𝑥1 · 𝑥2 = 𝑥1
𝑇𝑥2 

 

One our data has its inner product defined; we can compute the other properties of the 

vector space by only using this product. 

 

For instance, the norm of a vector can be computed as: 

 

‖𝑥‖ = √〈𝑥, 𝑥〉 

 

The distance between two points can be computed as: 

 

𝑑(𝑥1, 𝑥2) = ‖𝑥1 − 𝑥2‖ = √〈𝑥1, 𝑥1〉 + 〈𝑥2, 𝑥2〉 − 2〈𝑥1, 𝑥2〉 

 

The cosine of the angle between two vectors can be computed as: 

 

cos ∠(𝑥1, 𝑥2) =
〈𝑥1, 𝑥2〉

√〈𝑥1, 𝑥1〉√〈𝑥2, 𝑥2〉
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All these computations require for the domain to have an inner product defined. If the 

domain is a vector space ℝ𝑑, this domain will have defined its standard inner product, but 

some generic domain might not have any inner product defined. 

 

In the cases in which our domain does not have an inner product defined, we can define 

a transformation such that, after applying a function to each data sample, it returns a 

representation of these samples in a space in which the inner product is properly defined. 

In fact, we can apply this transformation even if our domain is a vector space or a space 

with an inner product defined. This might be interesting in order to perform nonlinear 

transformations of the data before the classification. 

 

This transformation function is called Feature Map. It is defined as: 

 

𝜙:𝐷 → 𝐻 

 

Where the space H is called Feature Space. This feature space is a Hilbert space, which 

is a space in which the inner product is properly defined and is complete with respect to 

the norm induced by this inner product. Also, any Hilbert space has the following 

properties: 

 

1) Its inner product is symmetric: 

 

〈𝑥1, 𝑥2〉 = 〈𝑥2, 𝑥1〉 
 

2) Its inner product is lineal: 

 

〈𝑎𝑥1 + 𝑏𝑥′1, 𝑥2〉 = 𝑎〈𝑥1, 𝑥2〉 + 𝑏〈𝑥′1, 𝑥2〉 
 

3) The inner product of an element with itself is positive semi-definite: 

 

〈𝑥, 𝑥〉 ≥ 0 

 

Where the equality is true only when x is the null element. 

 

4) The triangle inequality is fulfilled: 

 

𝑑(𝑥1, 𝑥3) ≤ 𝑑(𝑥1, 𝑥2) + 𝑑(𝑥2, 𝑥3) 
 

5) The Cauchy-Schwarz inequality is fulfilled: 

 

〈𝑥1, 𝑥2〉 ≤ ‖𝑥1‖ · ‖𝑥2‖ 

 

Hence, if we have defined an inner product that fulfills all these properties, we can use it 

to compute all the previous relationships we have defined, even if the original domain 

does not admin any inner product or it is not a vector space. 
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2.1.2. Kernel functions 

 

Following the ideas of the previous section, we can define the similarity between two 

elements of the domain in the following way: 

 

𝑘(𝑥1, 𝑥2) = 〈𝜙(𝑥1), 𝜙(𝑥2)〉 
 

Where k is the kernel or kernel function [31]. This is defined as: 

 

𝑘: 𝐷 × 𝐷 → ℝ 

 

The kernel function can be computed explicitly if we have its feature map defined. For 

instance, if we define the feature map to be: 

 

𝜙:ℝ2 → ℝ4  𝜙 (
[𝑥]1
[𝑥]2

) =

(

 
 

[𝑥]1
2

[𝑥]2
2

[𝑥]1[𝑥]2
[𝑥]2[𝑥]1)

 
 

 

 

Then, we can compute the value of the kernel function as: 

 

𝑘(𝑥1, 𝑥2) = ([𝑥1]1[𝑥2]1 + [𝑥1]2[𝑥2]2)
2 

 

Notice that this expression can be written only in terms of the inner product in the domain: 

 

𝑘(𝑥1, 𝑥2) = 〈𝑥1, 𝑥2〉
2 

 

Hence, the inner product in the Hilbert space can be computed easily by using the inner 

product in the domain and the kernel function. It is important to recall that all the possible 

feature maps have some kernel function associated, but not all the two-variable functions 

are valid kernel functions. 

 

We can define the Gram matrix or Kernel matrix [31] the following matrix: 

 

𝐾𝑖,𝑗 = 𝑘(𝑥𝑖, 𝑥𝑗) 

 

This matrix is computed using all the pairs of data samples in the domain and has size 

𝑛 × 𝑛. Any matrix K is positive semi-definite if, for all 𝑐 ∈ ℝ𝑛, it holds: 

 

𝑐𝑇𝐾𝑐 ≥ 0 

 

It can be proven that any function 𝑘: 𝐷 × 𝐷 → ℝ is a proper inner product in some Hilbert 

space if and only if the kernel matrix generated by this function is always positive semi-

definite [31]. 

  



– 15 – 

2.1.3. Kernel building 

 

In general, it is interesting to be able to use a great variety of kernel functions, since the 

behaviours of the different algorithms that use them might be influenced directly by this 

choice. In general, there are three ways of building a kernel [5]: 

 

 

1) Explicitly build a feature map and compute the expression of its inner product. 

 

2) Build a positive semi-definite matrix from the data, and use it as a kernel matrix. 

 

3) Build a new kernel from a combination of other kernels. 

 

The easiest way of building new kernel functions is the third method. In order to do so, 

we have a set of rules that can be used in the process of building new kernels. Now, let 

𝑘1, 𝑘2 be two valid kernel functions, 𝑐 > 0 a constant, 𝑓 a function and 𝑝 a polynomial 

with positive coefficients. Now, the following functions are valid kernel functions: 

 

1) 𝑘(𝑥1, 𝑥2) = 𝑐 · 𝑘1(𝑥1, 𝑥2) 
 

2) 𝑘(𝑥1, 𝑥2) = 𝑓(𝑥1)𝑘1(𝑥1, 𝑥2)𝑓(𝑥2) 
 

3) 𝑘(𝑥1, 𝑥2) = 𝑝[𝑘1(𝑥1, 𝑥2)] 
 

4) 𝑘(𝑥1, 𝑥2) = exp(𝑘1(𝑥1, 𝑥2)) 

 

5) 𝑘(𝑥1, 𝑥2) = 𝑘1(𝑥1, 𝑥2) + 𝑘2(𝑥1, 𝑥2) 
 

6) 𝑘(𝑥1, 𝑥2) = 𝑘1(𝑥1, 𝑥2) · 𝑘2(𝑥1, 𝑥2) 
 

Finally, if a kernel is computed using an inner product, replacing that inner product with 

another kernel function is also a valid kernel function. 

 

With this set of properties, we can build the most standard kernel functions: 

 

- Lineal kernel: 𝑘(𝑥1, 𝑥2) = 〈𝑥1, 𝑥2〉 
 

- Polynomial kernel: 𝑘(𝑥1, 𝑥2) = (𝑎 · 〈𝑥1, 𝑥2〉 + 𝑐)
𝑑 

o 𝑑 ∈ ℕ 

o 𝑎 > 0 

o 𝑐 ≥ 0 

 

- RBF kernel: 𝑘(𝑥1, 𝑥2) = exp (−
‖𝑥1−𝑥2‖

2

2𝜎2
) o 𝑘(𝑥1, 𝑥2) = exp(−𝛾‖𝑥1 − 𝑥2‖

2) 

o 𝜎 > 0 

o 𝛾 > 0 
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2.1.4. Dimensionality of the Hilbert space 

 

Let D be a non-empty set and 𝜙:𝐷 → 𝐻 some feature map that generates a kernel function 

𝑘: 𝐷 × 𝐷 → ℝ. The dimension of the Hilbert space H depends explicitly on the chosen 

feature map [32]. As for the kernel functions that are built without any explicit feature 

map, it is not trivial to determine the dimension of the space H. For the previous kernel 

functions though, we can state that: 

 

- For the lineal kernel, the dimension of H is the same as the dimension of the 

domain D. 

 

- For the polynomial kernel, we have two different cases: 

o When 𝑐 = 0, the dimension of H is the number of different monomials of 

order d that can be built with the elements of x. 

o When 𝑐 > 0, the dimension of H is the number of different monomials of 

order d or lower that can be built with the elements of x. 

 

- For the RBF kernel, the dimension of H is infinite. 

 

Even though the dimension of H can be very high (or even infinite), in most cases the 

whole space is not used to perform classification. In particular, if a lineal method is used, 

all the weights that appear in the classifier will be, in fact, lineal combination of the 

transformation of the data samples. 

 

Hence, all the weighs of a lineal model will be of the form: 

 

𝑤 =∑𝛼𝑖𝜙(𝑥𝑖)

𝑛

𝑖=1

 

 

With 𝛼𝑖 ∈ ℝ. We can also define a vector from a basis of vectors made of the set of data 

samples. Hence, we can define vector w as: 

 

 

𝛼 = (

𝛼1
…
𝛼𝑛
) 

 

All the vectors we will be working with can be generated from the basis 

𝐵 = {𝜙(𝑥1),… , 𝜙(𝑥𝑛)}. Since it holds 𝐾 = 𝐵𝑇𝐵, the rank of K determines the rank of B, 

and therefore the dimension of the subspace spanned by the data samples. 

 

Therefore, all the vectors that appear in a lineal model will be contained in a subspace of 

dimension (at most) n, contained within a Hilbert space of a possibly higher (or even 

infinite) dimension. If the dimension of the Hilbert space is lower than n, this dimension 

bounds the dimension of the subspace. 
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2.1.5. Kernels for text 

 

One of the main usages of kernel functions is to process inputs that are not numerical. In 

the particular case of text inputs, the string kernel [19] has been broadly used to process 

text and perform NLP tasks with kernel methods. 

 

This kernel computes an inner product in the feature space generated by all subsequences 

of length k. In particular, we define a subsequence as any ordered sequence of k characters 

occurring in the text, though not necessarily contiguously. The subsequences are 

weighted by an exponentially decaying factor of their full length in the text, emphasising 

those occurrences that are close to contiguous. 

 

The direct computation of these features is impractical, since its dimensions grows 

exponentially with k. Therefore, a dynamic programming approach is used to directly 

compute the inner product in this feature space without explicitly constructing the feature 

space. This kernel is therefore able to work with text in a direct way, without transforming 

the neither the text nor the words or subwords into any explicit vector space. 

 

2.1.6. Kernel Trick 

 

One of the major inconveniences of using kernel methods is the fact that working with 

explicit feature maps can increase the complexity of the theoretical development of the 

methods. This problem can be overcome with the use of the kernel trick [5], which 

consists in a re-definition of all the stages of a method in order to make all the data 

samples appear only in terms of its inner product ⟨𝑥𝑖, 𝑥𝑗⟩. 

 

Once we have adapted all the occurrences of the data samples, we substitute all these 

occurrences by an expression of the form ⟨𝜙(𝑥𝑖), 𝜙(𝑥𝑗)⟩. Now, we can compute this inner 

product with the kernel function as ⟨𝜙(𝑥𝑖), 𝜙(𝑥𝑗)⟩ = 𝑘(𝑥𝑖 ,  𝑥𝑗), providing an effective 

kernelization of the method. 

 

Using this concept, we can compute all the metrics of a vector space using the kernel 

expansion of the vector. Let α be the expansion of vector w and β the expansion of vector 

v, it holds: 

 

‖𝑤‖ = √𝛼𝑇𝐾𝛼 

 

𝑑(𝑤, 𝑣) = ‖𝑤 − 𝑣‖ = √𝛼𝑇𝐾𝛼 + 𝛽𝑇𝐾𝛽 − 2𝛼𝑇𝐾𝛽 

 

cos ∠(𝑤, 𝑣) =
𝛼𝑇𝐾𝛽

√𝛼𝑇𝐾𝛼√𝛽𝑇𝐾𝛽
 

 

Almost all of the basic Machine Learning techniques can be directly kernelized, such as 

linear/ridge regression, k-nearest neighbours, k-means, PCA, FDA, Spectral Clustering… 
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2.2. Support Vector Machines (SVM) 

 

2.2.1. Classification hyperplanes 

 

Any hyperplane in a Hilbert space can be defined as follows: 

 

{𝑥 ∈ 𝐻|〈𝑤, 𝑥〉 + 𝑤0 = 0} with 𝑤 ∈ 𝐻,𝑤0 ∈ ℝ 

 

Hence, a hyperplane can be defined in two different ways: From the tuple 𝜋: (𝑤,𝑤0), or 

from the equation π: 〈𝑤, 𝑥〉 + 𝑤0 = 0. This way, w is a vector that is orthogonal to the 

desired hyperplane, and w0 determines its distance to the origin of coordinates. 

 

We can define the signed distance from a point to the hyperplane as follows: 

 

𝑑(𝑥𝑖, 𝜋) = 𝑡𝑖
〈𝑤, 𝑥𝑖〉 + 𝑤0

‖𝑤‖
 

 

Notice that the sign of this distance depends on the position of the point in the space and 

on its class. Hence, we will consider that a point has positive distance if and only if it is 

a positive point above the hyperplane or if it is a negative point beneath the hyperplane. 

Consequently, a point will have negative distance if it lies in the “wrong” side of the 

hyperplane. 

 

It is also important to notice that there exist an infinite number of tuples 𝜋: (𝑤,𝑤0) that 

correspond exactly to the same hyperplane. More specifically, if we rescale the 

parameters of the hyperplane to get 𝜋′: (
𝑤

𝑐
,
𝑤0

𝑐
) (with 𝑐 > 0), we get π′: 〈

𝑤

𝑐
, 𝑥〉 +

𝑤0

𝑐
= 0 

which is equivalent to π: 〈𝑤, 𝑥〉 + 𝑤0 = 0. 

 

We can define a canonical hyperplane with respect to a set of points 𝑥1, 𝑥2, [… ], 𝑥𝑛 ∈ 𝐻 

as the one that fulfils min
1≤𝑖≤𝑛

𝑡𝑖(〈𝑤, 𝑥𝑖〉 + 𝑤0) = 1. In this case, it holds: 

 

min
1≤𝑖≤𝑛

𝑑(𝑥𝑖 , 𝜋) =
1

‖𝑤‖
 

 

Once we have defined the classification hyperplane in the most convenient way, we are 

ready to use it for classification. To this end, we define a classification function 

𝑓:𝐻 → {±1}  associated to a canonical hyperplane 𝜋: (𝑤,𝑤0) , such that the class is 

assigned using its relative position to the hyperplane. Formally: 

 

𝑓(𝑥) = sgn(〈𝑤, 𝑥〉 + 𝑤0) 
 

As a matter of fact, two hyperplanes 𝜋: (𝑤,𝑤0) and 𝜋′: (−𝑤,−𝑤0) correspond to the 

same hyperplane, but they lead to opposite decision functions. 
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2.2.2. Geometrical margin 

 

Let’s assume we have a set of data points (𝑥1, 𝑡1), (𝑥2, 𝑡2), [… ], (𝑥𝑛, 𝑡𝑛) ∈ 𝐷 × {±1} and 

a canonical classification hyperplane 𝜋: (𝑤,𝑤0)  with a classification function 

𝑓(𝑥) = 𝑠𝑔𝑛(〈𝑤, 𝑥〉 + 𝑤0) associated to it. In a binary classification problem, our main 

objective is that 𝑓(𝑥𝑖) = 𝑡𝑖 for all 1 ≤ 𝑖 ≤ 𝑛. That is, we want a correct classification of 

all the data samples. 

 

 
Figure 2.2: Different hyperplanes that classify the data simples correctly 

 

Even though, different hyperplanes might fulfil this condition. For instance, in figure 2.2 

we can see several hyperplanes in ℝ2 that perform a perfect classification for all the data 

samples. 

 

In order to decide which will be the best classification hyperplane, we must define the 

concept of margin. First of all, we define the geometrical margin with respect to a 

point xi of a hyperplane 𝜋: (𝑤,𝑤0) as: 

 

𝜌𝜋,𝑖 = 𝑡𝑖
〈𝑤, 𝑥𝑖〉 + 𝑤0

‖𝑤‖
 

 

Now, we can define the geometrical margin of a hyperplane 𝜋: (𝑤,𝑤0) as: 

 

𝜌𝜋 = min
1≤𝑖≤𝑛

𝜌𝜋,𝑖 = min
1≤𝑖≤𝑛

𝑡𝑖
〈𝑤, 𝑥𝑖〉 + 𝑤0

‖𝑤‖
 

 

 
Figure 2.3: Hyperplane margin 
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Therefore, the margin of a hyperplane with respect to a set of points 𝑥1, 𝑥2, [… ], 𝑥𝑛 ∈ 𝐻 

is the distance from the hyperplane to the closest of these points. Also, since we are using 

a canonical hyperplane, the margin can be computed as follows: 

 

𝜌𝜋 =
1

‖𝑤‖
 

 

Here we can see the great advantage on using canonical hyperplanes, since the formulae 

for the margin does not depend on the data samples and the module of vector w has a 

direct geometrical interpretation. 

 

2.2.3. VC dimension and margin maximization 

 

Let 𝐹 = {𝑦:ℝ𝑑 → {±1}|𝑦 = 𝑓(𝑥)} be the set of all possible binary classifiers and let 

𝑥1, 𝑥2, … , 𝑥𝑛 ∈ 𝐷 be a set of data points to be classified. We say that a classifier 𝑦 ∈ 𝐹 

shatters D if it classifies 𝑥1, 𝑥2, … , 𝑥𝑛 for all the 2n possible combinations of targets. 

 

We define the VC dimension [32] of a set of classifiers F as the maximum number n for 

which there exists a set of points 𝑥1, 𝑥2, … , 𝑥𝑛 such that some 𝑦 ∈ 𝐹 shatter them. 

 

For instance, all the lineal classifiers in d dimensions are of the form: 

 

𝐹𝐿
𝑑 = {𝑓(𝑥) = sgn(〈𝑤, 𝑥〉 + 𝑤0)|𝑥, 𝑤 ∈ ℝ

𝑑} 
 

The VC dimension of this set of classifiers can be computed, and it turns out to be: 

 

dimVC(𝐹𝐿
𝑑) = 𝑑 + 1 

 

Now, let’s consider a class of models F with dimVC(𝐹) = ℎ. Let’s also assume that we 

train a model in F with a data set D and we obtain a train error ED. Then, for the 

generalization error E, with probability 1 − 𝜇 it holds: 

 

𝐸 ≤ 𝐸𝐷 + 𝐻(ℎ, 𝜇, 𝑛) 
 

Where: 

 

𝐻(ℎ, 𝜇, 𝑛) = √
1

𝑛
(ℎ (ln

2𝑛

ℎ
+ 1) + ln

4

𝜇
) 

 

If the data set D is lineally separable, then we have 𝐸 ≤ 𝐻(ℎ, 𝜇, 𝑛). From the previous 

expression, we can conclude that the generalization error grows proportionally with the 

VC dimension of the classifier. 
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Let’s now consider the set of classifiers 𝐹𝜌 ⊂ 𝐹 that contains all the lineal classifiers with 

margin 𝜌. In this case, it holds: 

 

dimVC(𝐹𝜌) ≤ min (⌈
𝑅2

𝜌2
⌉ , 𝑑) + 1 

 

Where 𝑅 = max
∀𝑥𝑖∈𝐷

‖𝑥𝑖‖. Therefore, an increase of the margin of a classifier results in a 

reduction of the VC dimension of the classifier, and therefore results in a reduction of the 

generalization error. 

 

 
Figura 2.4: Optimal Separating Hyperplane 

 

Therefore, we can define the Optimal Separating Hyperplane (OSH) as the canonical 

hyperplane that classifies the data samples correctly and has the maximum possible 

margin. This hyperplane will be the one that has the most probability of showing a lower 

level of generalization error. 

 

2.2.4. Regularization and margin violations 

 

Even though we have shown that the OSH is the one that has the highest probability of 

having a lower generalization error, the maximization of the margin might not be a 

criterium sufficient enough to achieve good results. 

 

In fact, when the dataset is too noisy (or the dataset is not lineally separable), the OSH 

might not be a good choice, or it might not even exist. This issue can be solved by means 

of a regularization technique based in margin violations. 

 

We call regularization to any method used to explicitly control the complexity of a given 

model. In this case, the complexity of the model depends on the geometrical margin, so 

in order to perform regularization we need to modify this magnitude. 

 

In an OSH, this magnitude has a constant value. Therefore, this technique allows for 

certain margin violations, that is, certain data points that appear within the margin, but 

that are not taken into account for the margin computation. 
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Therefore, the more data samples we are able to ignore, the bigger the geometrical margin 

will be and the lower the generalization error will be. It might be the case, though, that a 

great number of margin violations increase the training error. This has the effect of also 

increasing the generalization error, so we need to regulate this equilibrium properly. 

 

 
Figure 2.5: Margin violations 

 

Hence, in the choice of the margin it appears a trade-off between the fitness of the model 

to the data (classification of the points) and the complexity of the model (margin). 

 

2.2.5. SVM training 

 

The process of training a SVM consists on finding an OSH that classifies the data samples 

properly. Another key point is the use of a feature map 𝜙:𝐷 → 𝐻. A hyperplane will 

classify all the data samples properly if, for all 𝑥𝑖, it fulfils: 

 

{
〈𝑤, 𝜙(𝑥𝑖)〉 + 𝑤0 > 0 𝑖𝑓 𝑡𝑖 = +1
〈𝑤, 𝜙(𝑥𝑖)〉 + 𝑤0 < 0 𝑖𝑓 𝑡𝑖 = −1

 

 

This expression can be also written as: 

 

𝑡𝑖(〈𝑤, 𝜙(𝑥𝑖)〉 + 𝑤0) > 0 

 

From all the hyperplanes that fulfil this expression, we want to find the one that minimizes 

the margin ρ. Taking into account that our hyperplane is canonical, we can reduce the 

problem to: 

 

𝜋𝑜𝑝𝑡: max
𝑤,𝑤0

1

‖𝑤‖
 

 

Subject to 1 − 𝑡𝑖(〈𝑤, 𝜙(𝑥𝑖)〉 + 𝑤0) ≤ 0 
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Since this optimization problem is very complex and has no easy solution, we typically 

solve the following problem, which is equivalent: 

 

𝜋𝑜𝑝𝑡: min
𝑤,𝑤0

1

2
‖𝑤‖2 

 

Subject to 1 − 𝑡𝑖(〈𝑤, 𝜙(𝑥𝑖)〉 + 𝑤0) ≤ 0 

 

This is a classical Quadratic Problem (QP) in w, and is easier to solve. Since this model 

does not allow for any margin violations, it is usually called hard margin SVM [5]. In 

order to allow for certain margin violations, we define a set of slack variables 휀𝑖 such that: 

 

휀𝑖 = {
𝜌 − 𝑑(𝜙(𝑥𝑖), 𝜋) 𝑖𝑓 𝑑(𝜙(𝑥𝑖), 𝜋) < 𝜌

0 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
 

 

These slack variables measure the exact amount of margin violation for each of the data 

samples. Hence, if we allow for margin violations, our hyperplane must have to fulfil the 

following expression for all 𝑥𝑖: 
 

𝑡𝑖(〈𝑤, 𝜙(𝑥𝑖)〉 + 𝑤0) ≥ 1 − 휀𝑖 
 

The problem is that the magnitude of each 휀𝑖 is not bounded. In order not to allow too 

much margin violations, we try to minimize them at the same time we try to maximize 

the margin, but weighted with a cost parameter 𝐶 > 0, which penalizes the magnitude 

of the margin violations. 

 

Therefore, the optimization problem results: 

 

𝜋𝑜𝑝𝑡: min
𝑤,𝑤0

1

2
‖𝑤‖2 + 𝐶∑휀𝑖

𝑛

𝑖=1

 

 

Subject to 1 − 휀𝑖 − 𝑡𝑖(〈𝑤, 𝜙(𝑥𝑖)〉 + 𝑤0) ≤ 0 and −휀𝑖 ≤ 0 

 

It is important to recall that a higher cost parameter tends to result in an underfit of the 

model, whereas a lower cost parameter tends to result in an overfitting of the model. 

 

In order to solve this problem, we need to use the concept of Lagrange multipliers. 

Hence, we define the Primal Lagrangian as: 

 

𝐿𝑃(𝑤, 𝑤0, 휀, 𝛼, 𝜇) =
1

2
‖𝑤‖2 +∑(𝐶 − 𝛼𝑖 − 𝜇𝑖)휀𝑖

𝑛

𝑖=1

+∑𝛼𝑖[1 − 𝑡𝑖(〈𝑤, 𝜙(𝑥𝑖)〉 + 𝑤0)]

𝑛

𝑖=1

 

 

Where 휀 = (

휀1
…
휀𝑛
), 𝛼 = (

𝛼1
…
𝛼𝑛
) and 𝜇 = (

𝜇1
…
𝜇𝑛
). 
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In the previous expression, the variables w, w0, ε are the primal variables, and they 

correspond with the objective variables of the original problem. On the other side, 

variables α and µ are the dual variables, and correspond with the Lagrange multipliers 

associated with the imposed restrictions. This is equivalent to the previous problem: 

 

min
𝑤,𝑤0,𝜖,𝛼,𝜇

𝐿𝑃(𝑤,𝑤0, 휀, 𝛼, 𝜇) 

 

Subject to 𝛼𝑖 ≥ 0 and 𝜇𝑖 ≥ 0 

 

In order to solve the primal lagrangian, we need to take derivatives with respect to the 

primal variables: 

 

𝜕𝐿𝑃(𝑤,𝑤0, 휀, 𝛼, 𝜇)

𝜕𝑤
= 𝑤 −∑𝛼𝑖𝑡𝑖𝜙(𝑥𝑖)

𝑛

𝑖=1

 

𝜕𝐿𝑃(𝑤,𝑤0, 휀, 𝛼, 𝜇)

𝜕𝑤0
= −∑𝛼𝑖𝑡𝑖

𝑛

𝑖=1

 

𝜕𝐿𝑃(𝑤,𝑤0, 휀, 𝛼, 𝜇)

𝜕휀𝑖
= 𝐶 − 𝛼𝑖 − 𝜇𝑖 

 

If we set these derivatives to be 0, we get: 

 

𝑤 =∑𝛼𝑖𝑡𝑖𝜙(𝑥𝑖)

𝑛

𝑖=1

 

∑𝛼𝑖𝑡𝑖

𝑛

𝑖=1

= 0 

𝐶 = 𝛼𝑖 + 𝜇𝑖 
 

Re-introducing these expressions into the primal leads to the Dual Lagrangian: 

 

𝐿𝐷(𝛼) =∑𝛼𝑖

𝑛

𝑖=1

−
1

2
∑∑𝛼𝑖𝛼𝑗𝑡𝑖𝑡𝑗〈𝜙(𝑥𝑖), 𝜙(𝑥𝑗)〉

𝑛

𝑗=1

𝑛

𝑖=1

 

 

Therefore, the optimization problem reduces to minimizing 𝐿𝐷(𝛼), which is itself another 

QP in α. This SVM formulation is called soft margin SVM [5]. It is also interesting to 

notice that the data samples only appear in the formulation in terms of an inner product. 

Hence, we can apply the kernel trick to work with kernel methods, so it results: 

 

𝐿𝐷(𝛼) =∑𝛼𝑖

𝑛

𝑖=1

−
1

2
∑∑𝛼𝑖𝛼𝑗𝑡𝑖𝑡𝑗𝑘(𝑥𝑖 , 𝑥𝑗)

𝑛

𝑗=1

𝑛

𝑖=1
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This expression can be also written in terms of matrices, which is simpler: 

 

min
𝛼
{𝑒𝑇𝛼 −

1

2
𝛼𝑇𝐻𝛼} 

 

Subject to 0 ≤ 𝛼 ≤ 𝐶 and 𝛼𝑇𝑡 = 0 

 

Where (𝐻)𝑖,𝑗 = 𝑡𝑖(𝐾)𝑖,𝑗𝑡𝑗 and e is a n-dimensional vector with value 1 in its components. 

 

Notice that this problem is convex, which means that every local minimum is also a global 

minimum. This guarantees that the global optimal solution can be found in polynomial 

time with any QP optimizer. 

 

2.2.6. SVM inference 

 

The solution of the previous problem will be a vector of the form 𝛼 = (

𝛼1
…
𝛼𝑛
). Even though 

it is possible to find different solutions for vector α, all of them lead to the same expansion 

of vector w. Also, one of the main advantages of the SVM is that the solution is sparse, 

that is, a significative amount of the elements of the vector are 0. 

 

Since all the data samples 𝑥𝑖  are multiplied by its coefficient 𝛼𝑖 , all the data samples 

which have 𝛼𝑖 = 0 are irrelevant for both training and inference. Therefore, it is only 

necessary to keep a subset of the data samples 𝑆 = {𝑥𝑖 ∈ 𝐷|𝛼𝑖 > 0}. This set is called 

support vector set [5]. Also, we can define 𝑆+ = {𝑥𝑖 ∈ 𝑆|𝑡𝑖 = 1}  and 

𝑆− = {𝑥𝑖 ∈ 𝑆|𝑡𝑖 = −1} as the set of positive support vectors and negative support 

vectors, respectively. 

 

The sparsity of the solution is due to the effect of variables 𝛼𝑖. On the one side, we have 

𝐶 = 𝛼𝑖 + 𝜇𝑖, but on the other side we have 𝜇𝑖 = 0 if and only if 휀𝑖 > 0. Therefore, if 

휀𝑖 > 0, we will have 𝛼𝑖 = 𝐶. Also, 𝛼𝑖 = 0 if and only if 𝑡𝑖(〈𝑤, 𝜙(𝑥𝑖)〉 + 𝑤0) < 1 − 휀𝑖. 

Hence, if a data sample lies outside the margin, we will have 𝛼𝑖 = 0. Finally, we can state 

the following classification: 

 

𝛼𝑖 value Vector type Is support vector? 

𝛼𝑖 = 0 Outside the margin No 

0 < 𝛼𝑖 < 𝐶 On the margin Yes 

𝛼𝑖 = 𝐶 Within the margin Yes 
Table 2.1: Support vector classification 

 

It is important to recall that the explicit computation of vector w is not always possible, 

since it belongs to the space H (which is not built explicitly). On the other side, we can 

consider vector α as the representation of w in the base of the space H made of the 

elements of the domain. 
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Therefore, we can adapt the classification criteria to work with this representation. The 

original classification function is: 

 

𝑓(𝑥) = sgn(〈𝑤, 𝜙(𝑥)〉 + 𝑤0) 
 

If we apply the expansion of vector w, we can write: 

 

𝑓(𝑥) = sgn(∑𝛼𝑖𝑡𝑖𝑘(𝑥𝑖 , 𝑥)

𝑛

𝑖=1

+ 𝑤0) 

 

Also, it is only necessary to use the support vectors. Hence, it results: 

 

𝑓(𝑥) = sgn(∑ 𝛼𝑖𝑡𝑖𝑘(𝑥𝑖, 𝑥)

𝑥𝑖∈𝑆

+ 𝑤0) 

 

The other thing that is required is the computation of the value of 𝑤0, which can be 

obtained from the points holding 0 < 𝛼𝑖 < 𝐶  (the points in the margin). Let 𝑆̅ =

{𝑥𝑖 ∈ 𝐷|0 < 𝛼𝑖 < 𝐶}, 𝑆+̅ = {𝑥𝑖 ∈ 𝑆̅|𝑡𝑖 = 1} and 𝑆−̅ = {𝑥𝑖 ∈ 𝑆|𝑡𝑖 = −1}. In these points, 

since it holds 휀𝑖 = 0, we can write: 

 

𝑤0 = 𝑡𝑖 −∑𝛼𝑗𝑡𝑗𝑘(𝑥𝑗 , 𝑥𝑖)

𝑛

𝑗=1

 

 

Again, it is only necessary to use the support vectors. Hence, it results: 

 

𝑤0 = 𝑡𝑖 − ∑ 𝛼𝑖𝑡𝑖𝑘(𝑥𝑖, 𝑥)

𝑥𝑖∈𝑆

 

 

If we add all this expression for all 𝑥𝑗 ∈ 𝑆̅, we can get an expression which is numerically 

more stable for this variable [5]: 

 

𝑤0 =
|𝑆+̅| − |𝑆−̅|

|𝑆̅|
−
1

|𝑆̅|
∑ ∑ 𝛼𝑖𝑡𝑖𝑘(𝑥𝑖 , 𝑥𝑗)

𝑥𝑖∈𝑆𝑥𝑗∈�̅�
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2.3. Artificial Neural Networks 

 

2.3.1. Perceptron 

 

The Perceptron algorithm [33] is one of the simplest classification algorithms that can 

be trained. It is technically easier than the SVM, since the requirements and constraints 

are highly relaxed, and the optimization is based on a non-constrained optimization 

algorithm. 

 

Let’s assume our data samples lie in a d-dimensional vector space ℝ𝑑. Hence, we have: 

 

(𝑥1, 𝑡1), (𝑥2, 𝑡2), … , (𝑥𝑛, 𝑡𝑛) ∈ ℝ
𝑑 × {0,1} 

 

Notice that, in this case, we defined the targets 𝑡𝑖 to be either 0 or 1 instead of -1 and 1. 

This will simplify some steps later, but it is not a critical mathematical distinction. 

 

Now, let’s define a separating hyperplane in ℝ𝑑: 

 

{𝑥 ∈ ℝ𝑑|〈𝑤, 𝑥〉 + 𝑤0 = 0} with 𝑤 ∈ ℝ𝑑 , 𝑤0 ∈ ℝ 

 

Recall that a separating hyperplane can be defined in two different ways: From the tuple 

𝜋: (𝑤,𝑤0) , or from the equation π: 〈𝑤, 𝑥〉 + 𝑤0 = 0 . Therefore, the classification 

function results in: 

 

𝑓(𝑥) =
sgn(〈𝑤, 𝑥〉 + 𝑤0) + 1

2
 

 

Now, we want to find some optimal values for 𝑤 and 𝑤0. In order to do so, we need an 

objective function to optimize. The first, natural option that comes to mind is the error 

function that we already defined: 

 

𝑒𝑟𝑟(𝑥, 𝑡, 𝑓) = |𝑓(𝑥) − 𝑡| 
 

This error function can be used to build a loss function that works as an objective 

function for some optimization algorithm. Formally, the error loss can be defined as: 

 

𝐿(𝑓) =
1

𝑛
∑|𝑓(𝑥𝑖) − 𝑡𝑖|

𝑛

𝑖=1

 

 

This loss function is often called mean absolute error, since it is the average of the 

absolute errors in prediction. Notice that function 𝑓 can be expanded: 

 

𝐿(𝑤, 𝑤0) =
1

𝑛
∑|

sgn(〈𝑤, 𝑥𝑖〉 + 𝑤0) + 1

2
− 𝑡𝑖|

𝑛

𝑖=1
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This function could be optimized, but it is a hard task since the objective function is not 

differentiable. In this loss, there are two non-differentiable functions: the sign function 

and the absolute value function. In order to be able to work with differentiable functions, 

we will work with the sigmoid function and the square function. 

 

 
Figure 2.6: Sign and Sigmoid functions 

 

The sigmoid function can be considered a soft approximation of the rescaled sign 

function, since it has the same domain and similar behaviour. Notice that: 

 

sigmoid(𝑥) =
1

1 + 𝑒−𝑥
 

 

Therefore, we can define our decision function as: 

 

𝑓(𝑥) = sigmoid(〈𝑤, 𝑥〉 + 𝑤0) 
 

This decision function can be interpreted in the following way: Instead of returning the 

predicted class, the model returns the probability of 𝒙𝒊  belonging to class 1. The 

probability of belonging to class 0 can be taken as the complementary of this probability. 

 

 
Figure 2.7: Absolute and Square functions 

 

In this case, the square function can be used as a substitute for the absolute value function, 

since both are non-negative, symmetric functions that are 0 only if its argument is 0. 

Hence, they can be used to perform the same task. 
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So, we can finally define our objective function as: 

 

𝐿(𝑓) =
1

𝑛
∑(𝑓(𝑥𝑖) − 𝑡𝑖)

2

𝑛

𝑖=1

 

 

This loss function is often called mean squared error, since it is the average of the 

squared errors in prediction. Notice again that function 𝑓 can be expanded: 

 

𝐿(𝑤,𝑤0) =
1

𝑛
∑(sigmoid(〈𝑤, 𝑥𝑖〉 + 𝑤0) − 𝑡𝑖)

2

𝑛

𝑖=1

 

 

This function can be interpreted in the following way: When 𝑡𝑖 = 0, the inner term is 

always positive, and hence it tries to minimize the returned probability. On the other side, 

when 𝑡𝑖 = 1, the inner term is always negative, so it tries to maximize the returned 

probability. 

 

In order to apply an optimization algorithm, we can take the following derivatives: 

 

𝜕𝐿(𝑤,𝑤0)

𝜕𝑤
=
2

𝑛
∑(sigmoid(𝑦𝑖) − 𝑡𝑖)

𝑛

𝑖=1

· sigmoid(𝑦𝑖) · sigmoid(−𝑦𝑖) · 𝑥𝑖 

 

𝜕𝐿(𝑤, 𝑤0)

𝜕𝑤0
=
2

𝑛
∑(sigmoid(𝑦𝑖) − 𝑡𝑖)

𝑛

𝑖=1

· sigmoid(𝑦𝑖) · sigmoid(−𝑦𝑖) 

 

Where 𝑦𝑖 = 〈𝑤, 𝑥𝑖〉 + 𝑤0 . Using these derivatives, we can apply any optimization 

algorithm to find the optimal values for 𝑤 and 𝑤0. 

 

In the following sections, we will see that a Neural Network is, in fact, a multi-layer 

perceptron, but with some slight modifications. Also, it is important to take into account 

that neural networks for binary classification will be considered here, but they can be 

easily adapted for multi-class classification and regression, and even other kinds of 

optimization. 

 

2.3.2. Single-layer NN 

 

First, we will define a single-layer neural network [1], which is a slight modification of 

the perceptron. In fact, it is exactly equivalent to a logistic regression model, even though 

the mathematical justifications and requirements are completely different. 
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The main idea here is to change the loss function to a more adequate one. In this case, the 

cross-entropy loss can be used, since we are dealing with probabilities of two different 

classes. Formally, this loss can be defined as: 

 

𝐿(𝑓) =
1

𝑛
∑−(𝑡𝑖 · log(𝑓(𝑥𝑖)) + (1 − 𝑡𝑖) · log(1 − 𝑓(𝑥𝑖)))

𝑛

𝑖=1

 

 

Again, the prediction function 𝑓 can be expanded: 

 

𝐿(𝑤,𝑤0) =
1

𝑛
∑−(𝑡𝑖 · log(sigmoid(𝑦𝑖)) + (1 − 𝑡𝑖) · log(1 − sigmoid(𝑦𝑖)))

𝑛

𝑖=1

 

 

Where 𝑦𝑖 = 〈𝑤, 𝑥𝑖〉 + 𝑤0. This function can be simplified to be: 

 

𝐿(𝑤,𝑤0) =
1

𝑛
∑−(𝑡𝑖 · log(sigmoid(𝑦𝑖)) + (1 − 𝑡𝑖) · log(sigmoid(−𝑦𝑖)))

𝑛

𝑖=1

 

 

This function can also be interpreted: When 𝑡𝑖 = 0 , the inner term is simply 

− log(sigmoid(𝑦𝑖)), which results in minimizing the returned probability. On the other 

side, when 𝑡𝑖 = 1 , the inner term is simply − log(sigmoid(−𝑦𝑖)) , which results in 

maximizing the returned probability. 

 

Notice that the logarithm of the sigmoid can be computed in a numerically stable way: 

 

log(sigmoid(𝑦𝑖)) = − log(𝑒
−𝑥 + 1) 

 

In order to apply an optimization algorithm, we can take the following derivatives: 

 

𝜕𝐿(𝑤,𝑤0)

𝜕𝑤
=
1

𝑛
∑(𝑡𝑖 − sigmoid(𝑦𝑖)) · 𝑥𝑖

𝑛

𝑖=1

 

 

𝜕𝐿(𝑤,𝑤0)

𝜕𝑤0
=
1

𝑛
∑(𝑡𝑖 − sigmoid(𝑦𝑖))

𝑛

𝑖=1

 

 

Where 𝑦𝑖 = 〈𝑤, 𝑥𝑖〉 + 𝑤0 . Using these derivatives, we can apply any optimization 

algorithm to find the optimal values for 𝑤 and 𝑤0. 

 

Notice that, in this case, even the derivative is highly interpretable: the magnitude of the 

derivative is proportional to the difference between the predicted probability and the ideal 

response for each data sample. Also, this new loss function is strictly convex, and hence 

it has a unique, optimal solution that can be found with specific optimizers. 
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2.3.3. Fixed-basis NN 

 

We have seen that the single-layer neural network is a more reasonable approach to the 

classification problem, more interpretable and numerically more stable. Its main issue is 

that the model is basically a linear model, with its complexity limitation. In order to 

increase the complexity of the network, we can use an explicit feature map in order to 

work in a different space [1]. Formally, we define the following model: 

 

𝑓(𝑥) = sigmoid(〈𝑤, 𝜙(𝑥)〉 + 𝑤0) 
 

Where the function 𝜙 is fixed. Hence, the model transforms the input features before 

applying the previously defined lineal model. Since the function 𝜙 is pre-defined, all its 

values can be pre-computed and this function does not interfere with the derivatives. 

Hence, the loss and its derivatives are the same, but replacing 𝑥𝑖 with 𝜙(𝑥𝑖). 
 

Even though all kinds of functions can be used as a feature map, there are two options 

that are very commonly used: polynomial functions [1] and radial basis functions [1]. 

 

Polynomial functions are feature maps are functions of the form 𝜙𝑗(𝑥𝑖) = 𝑥𝑖
𝑗
. This way, 

the model can see all the polynomial combinations up to degree m, where m is the 

dimension of the feature map. 

 

On the other side, radial basis functions are functions of the form 

𝜙𝑗(𝑥𝑖) = exp (−
‖𝑥𝑖−𝜇𝑗‖

2

2𝜎𝑗
2 ), where 𝜇𝑗 ∈ ℝ

𝑑  and 𝜎𝑗 > 0 are fixed parameters. When the 

number of basis functions is big enough and the parameters 𝜇𝑗 are distributed enough 

across the input space, this choice of basis function works very well. 

 

A typical way of choosing the parameters 𝜇𝑗 is to run a clustering algorithm with as much 

clusters as the desired number of basis functions. As for the choice of 𝜎𝑗 , they can be all 

set to the same value and tune this as a hyper-parameter, or can have a specific value for 

each basis function, such as the average distance between 𝜇𝑗 and all the data samples. 

Neural networks trained using this technique are called Radial Basis Function Neural 

Networks (RBF-NN) [34]. 

 

The main advantage of using fixed basis functions is that, once the parameters are chosen, 

the model is trained as a linear model with a convex objective function, which guarantees 

a fast train with a unique, optimal solution. In order to choose the basis function properly, 

several trainings can be performed, since the training is very fast and the optimal solution 

is guaranteed in every case. 

 

On the other side, the main drawback of using fixed basis functions is that they are not 

flexible: the only way to choose the best option is to try several trainings, but they must 

be set prior to each training. 
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2.3.4. Two-layer NN 

 

As we have seen, the main drawback of a fixed-basis NN is the fact that the basis function 

is fixed. In order to make it more flexible, these functions can be parametrized and the 

parameters can be learnt while training the network [1]. Formally, we define the model: 

 

𝑓(𝑥) = sigmoid(〈𝑤, 𝜙(𝑥)〉 + 𝑤0) 
 

𝜙(𝑥) = 𝜑(𝑉𝑥 + 𝑣0) 
 

Where 𝜙 is the parametrized feature map and 𝜑 is the activation function. We can 

combine both expressions in a single one: 

 

𝑓(𝑥) = sigmoid(〈𝑤, 𝜑(𝑉𝑥 + 𝑣0)〉 + 𝑤0) 
 

Here, it can be clearly seen that it is important for 𝜑 to be a nonlinear function. If it were 

a lineal function of the form, 𝜑(𝑧) = 𝑎 · 𝑧 + 𝑏, this would result in: 

 

𝑓(𝑥) = sigmoid(〈𝑎𝑉𝑇𝑤, 𝑥〉 + 〈𝑤, 𝑎𝑣0〉 + 〈𝑤, 𝑏〉 + 𝑤0) 
 

If we set 𝑢 = 𝑎𝑉𝑇𝑤 and 𝑢0 = 〈𝑤, 𝑎𝑣0〉 + 〈𝑤, 𝑏〉 + 𝑤0, this results in: 

 

𝑓(𝑥) = sigmoid(〈𝑢, 𝑥〉 + 𝑢0) 
 

Which is clearly a lineal model again. Hence, some nonlinear function is required in order 

to obtain a model that is effectively more complex. In general, we can define: 

 

𝐿(𝑤,𝑤0, 𝑉, 𝑣0) =
1

𝑛
∑−(𝑡𝑖 · log(sigmoid(𝑦𝑖)) + (1 − 𝑡𝑖) · log(sigmoid(−𝑦𝑖)))

𝑛

𝑖=1

 

 

Where 𝑦𝑖 = 〈𝑤, 𝑧𝑖〉 + 𝑤0, 𝑧𝑖 = 𝜑(𝑎𝑖) and 𝑎𝑖 = 𝑉𝑥𝑖 + 𝑣0. If we define 𝑣𝑗  to be the j-th 

row of 𝑉, we can compute: 

 

𝜕𝐿(𝑤,𝑤0, 𝑉, 𝑣0)

𝜕𝑤
=
1

𝑛
∑(𝑡𝑖 − sigmoid(𝑦𝑖)) · 𝑥𝑖

𝑛

𝑖=1

 

𝜕𝐿(𝑤,𝑤0, 𝑉, 𝑣0)

𝜕𝑤0
=
1

𝑛
∑(𝑡𝑖 − sigmoid(𝑦𝑖))

𝑛

𝑖=1

 

𝜕𝐿(𝑤, 𝑤0, 𝑉, 𝑣0)

𝜕𝑣𝑗
=
1

𝑛
∑(𝑡𝑖 − sigmoid(𝑦𝑖)) · 𝑤 · 𝜑

′(𝑎𝑖) · [𝑥𝑖]𝑗

𝑛

𝑖=1

 

𝜕𝐿(𝑤,𝑤0, 𝑉, 𝑣0)

𝜕𝑣0
=
1

𝑛
∑(𝑡𝑖 − sigmoid(𝑦𝑖)) · 𝑤 ·

𝑛

𝑖=1

𝜑′(𝑎𝑖) 
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This way, all the parameters from both the feature map and the lineal model can be learnt 

jointly while training. In order to clarify the function of each of the parameters of this 

model, they are structured in layers. For this two-layer neural network, the following 

layers appear: 

 

- Input layer: It contains the input features of each data sample. It typically does 

not count as a layer, since it does not contain any trainable weights. 

 

- Hidden layer: It contains the weights of the feature map, as well as the result of 

the feature map transformation. 

 

- Output layer: It contains the weights of the lineal model, as well as the predicted 

probability that the model outputs. 

 

 
Figure 2.8: Single-layer vs two-layer Neural Network 

 

Notice that, in fact, any fixed-basis NN is a two-layer neural network, where the hidden 

layer of the network is fixed and only the output layer of the network is trained. 

 

2.3.5. Multi-layer NN 

 

In order to improve the behaviour of a neural network, several layers might be stacked 

within the network to compute features that are more nonlinear than the ones computed 

by a single hidden layer. In order to do so, we can simply replace 𝑥𝑖 by another feature 

map as many times as layers we want our network to have. Formally, we define the model: 

 

𝑓(𝑥) = sigmoid(𝑦) 
 

𝑦 = 〈𝑤0, 𝑧1〉 + 𝑤0
0  𝑧𝑗 = 𝜑(𝑎𝑗)  𝑎𝑗 = 𝑊𝑗𝑧𝑗+1 + 𝑤0

𝑗
  𝑧𝑙 = 𝑥 

 

Which can be interpreted as follows: 𝑎𝑗 is the lineal transformation of the output of the 

previous layer, and 𝑧𝑗 is the output of layer after the application of the activation function. 

Finally, since the model has exactly 𝑙 layers, the output of the last layer is simply the input 

features of the model. 

 

Since this model is simply a stacking of layers with a final classification layer derived 

from the perceptron model, this model is also called Multi-Layer Perceptron (MLP) [1]. 
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For this model, the process of computing the derivatives is not so straightforward. First, 

let’s define the loss function: 

 

𝐿(𝜃) =
1

𝑛
∑−(𝑡𝑖 · log(sigmoid(𝑦𝑖)) + (1 − 𝑡𝑖) · log(sigmoid(−𝑦𝑖)))

𝑛

𝑖=1

 

 

Where 𝜃 is the set of all weights (that is, all of 𝑊𝑗, 𝑤0 and 𝑤0
𝑗
). In order to compute the 

derivatives, we split the loss function as follows: 

 

𝐸𝑖(𝜃) = −(𝑡𝑖 · log(sigmoid(𝑦𝑖)) + (1 − 𝑡𝑖) · log(sigmoid(−𝑦𝑖))) 

 

𝐿(𝜃) =
1

𝑛
∑𝐸𝑖(𝜃)

𝑛

𝑖=1

 

 

If we define 𝑤𝑘
𝑗
 to be the k-th row of 𝑊𝑗, we can compute: 

 

𝜕𝐿(𝜃)

𝜕𝑤𝑘
𝑗
=
1

𝑛
∑
𝜕𝐸𝑖(𝜃)

𝜕𝑤𝑘
𝑗

𝑛

𝑖=1

=
1

𝑛
∑
𝜕𝐸𝑖(𝜃)

𝜕𝑎𝑖
𝑗

𝜕𝑎𝑖
𝑗

𝜕𝑤𝑘
𝑗

𝑛

𝑖=1

 

 

Notice that the second derivative can be computed directly: 

 

𝜕𝑎𝑖
𝑗

𝜕𝑤𝑘
𝑗
=

𝜕

𝜕𝑤𝑘
𝑗
(𝑊𝑗𝑧𝑖

𝑗+1
+ 𝑤0

𝑗
) = [𝑧𝑖

𝑗+1
]
𝑘
 

 

Now, we can define 𝛿𝑖
𝑗
=
𝜕𝐸𝑖(𝜃)

𝜕𝑎
𝑖
𝑗 . Therefore: 

 

𝜕𝐿(𝜃)

𝜕𝑤𝑘
𝑗
=
1

𝑛
∑𝛿𝑖

𝑗
· [𝑧𝑖

𝑗+1
]
𝑘

𝑛

𝑖=1

 

 

Now, we only need to compute 𝛿𝑗. This computation can be defined recursively for the 

different layers in the following way: 

 

𝛿𝑖
0 = sigmoid(𝑦𝑖) − 𝑡𝑖 

 

𝛿𝑖
𝑗
=
𝜕𝐸𝑖(𝜃)

𝜕𝑎𝑖
𝑗
=
𝜕𝐸𝑖(𝜃)

𝜕𝑎𝑖
𝑗−1

𝜕𝑎𝑖
𝑗−1

𝜕𝑧𝑖
𝑗

𝜕𝑧𝑖
𝑗

𝜕𝑎𝑖
𝑗
= 𝛿𝑖

𝑗−1
· 𝑊𝑗−1 · diag (𝜑′(𝑎𝑖

𝑗
)) 
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The process of computing the derivatives of the biases 𝑤0
𝑗
 is very similar, but slightly 

simpler. More specifically, it holds: 

 

𝜕𝑎𝑖
𝑗

𝜕𝑤0
𝑗
=

𝜕

𝜕𝑤0
𝑗
(𝑊𝑗𝑧𝑖

𝑗+1
+ 𝑤0

𝑗
) = 1 

 

Which results in: 

 

𝜕𝐿(𝜃)

𝜕𝑤0
𝑗
=
1

𝑛
∑𝛿𝑖

𝑗

𝑛

𝑖=1

 

 

So, we can summarize the derivative formulation as follows: 

 

𝜕𝐿(𝜃)

𝜕𝑤𝑘
𝑗
=
1

𝑛
∑𝛿𝑖

𝑗
· [𝑧𝑖

𝑗+1
]
𝑘

𝑛

𝑖=1

 

 

𝜕𝐿(𝜃)

𝜕𝑤0
𝑗
=
1

𝑛
∑𝛿𝑖

𝑗

𝑛

𝑖=1

 

 

𝛿𝑖
0 = sigmoid(𝑦𝑖) − 𝑡𝑖 

 

𝛿𝑖
𝑗
= (𝛿𝑖

𝑗−1
· 𝑊𝑗−1)⊙ 𝜑′(𝑎𝑖

𝑗
) 

 

𝛿𝑖
𝑙 = (𝛿𝑖

𝑙−1 · 𝑊𝑙−1) ⊙ 𝑥𝑖 

 

Where ⊙ is the element-wise product of vectors. 

 

2.3.6. Training and Backpropagation 

 

The procedure of training a Neural Network is slightly different than training a regular 

model, since the formulation of the derivatives is recursive instead of explicit. In order to 

compute the derivatives efficiently at each train step, the backpropagation [35] 

algorithm is often used. This algorithm works as follows: 

 

1) Forward pass: Compute 𝑦𝑖 and all 𝑎𝑖
𝑗
 and 𝑧𝑖

𝑗
 using 𝑥𝑖 from 𝑗 = 𝑙 to 𝑗 = 0. 

 

2) Backward pass: Compute 𝛿𝑖
𝑗
 using 𝑦𝑖, 𝑡𝑖, 𝑎𝑖

𝑗
, 𝑧𝑖
𝑗
 and 𝑥𝑖 from 𝑗 = 0 to 𝑗 = 𝑙. 

 

3) Gradient computation: Compute the gradients of 𝐿(𝜃). 
 

Usually, this computed gradient is used to update the weights of the model iteratively, but 

the exact way in which this is done depends on the exact optimizer used. 
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2.3.7. Regularization 

 

One of the main drawbacks of Neural Networks is that they easily tend to overfit the data 

due to a high number of units in the hidden layers or a too big number of layers, which 

result in a highly nonlinear feature map before classification. In order to prevent that 

effect, there are several ways of regularization that can help with the training procedure. 

 

The first regularization technique that was introduced was classical L2 regularization 

[1]. This is just a slight modification of the formulation, which tries to achieve lower 

weight values in order to reduce the complexity of the model. Formally: 

 

𝐿(𝜃) =
1

𝑛
∑𝐸𝑖(𝜃)

𝑛

𝑖=1

+
𝜆

2
‖𝜃‖2 

 

Hence, the model is trying to minimize the training error and, at the same time, minimize 

the magnitude of its weights. The amount of each of those magnitudes is regulated by a 

regularization parameter 𝜆, which works similar to the cost parameter in the SVM (but 

has the opposite effect): Lower values of 𝜆 tend to overfit the training data, whereas 

higher values of 𝜆 tend to underfit the training data. 

 

When applying this formulation, the derivatives must be computed as follows: 

 
𝜕𝐿(𝜃)

𝜕𝑤𝑘
𝑗 =

1

𝑛
∑ 𝛿𝑖

𝑗
· [𝑧𝑖

𝑗+1
]
𝑘

𝑛
𝑖=1 + 𝜆 · 𝑤𝑘

𝑗
  

𝜕𝐿(𝜃)

𝜕𝑤0
𝑗 =

1

𝑛
∑ 𝛿𝑖

𝑗𝑛
𝑖=1 + 𝜆 · 𝑤0

𝑗
 

 

Another regularization technique that is more broadly used due to its high efficiency and 

simplicity is dropout regularization [36]. This simply consists on randomly setting to 0 

the output of the activation functions (that is, some 𝑎𝑖
𝑗
). This way, the model is not able 

to see the full output of each layer and the blacked outputs keep changing, so it has to 

learn to be robust to variations in the hidden layers. While training, it reduces the model 

complexity, whereas in prediction, it helps with stability and overfitting control. 

 

In order to parametrize the behaviour of dropout regularization, usually the ratio 𝑝𝑗 of 

blacked units per neuron is set, so a higher ratio tends to underfit the training data and a 

lower ratio tends to overfit the training data. 

 

2.3.8. Activation functions 

 

The activation function is, together with the multi-layer layout, the source of the model 

nonlinearity. In fact, different activation functions might be used for different layers, but 

for the sake of simplicity it is usually kept the same across the layers of the model. 

 

It is important to notice that any nonlinear function is a valid activation function, even 

though some properties are usually desired for this function. 
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Figure 2.9: Classical activation functions 

 

The first activation function that was used was the sigmoid function [1]. For a set of 

input features 𝑥, we can consider 𝜑(𝑥) as a set of binary continuous features extracted 

from 𝑥. Applying this transformation several times, the amount of nonlinearity increases 

and the model gains in complexity. 

 

This function has three main drawbacks. First of all, since the computation of the sigmoid 

involves exponentials, it is computationally expensive (when compared with lineal 

operations). Second, the fact that this function is not zero-centred (zero is not mapped 

to itself) makes training very difficult, since low values are harder to reach (if one wants 

to get a value lower than 0.5, some weights of the next layer must be negative). And 

finally, the model suffers from gradient banishing, since the neuron can become 

saturated (it returns almost 0 or 1 for all input values) and hence return near-zero 

gradients. 

 

The first attempt of solving these problems was the use of the hyperbolic tangent [1], 

which solves the problem of being not zero-centred but also suffers from the rest of 

problems. 

 

Then, with the raise of computer vision models (which required lots of layers and hence 

to compute activations a lot of times) the Rectified Linear Unit (ReLU) [37] was 

proposed. This function is zero-centred and computationally unexpensive, since it only 

involves taking the maximum of the value and zero. Also, since the max function is 

nonlinear, it is a valid activation function that works very well in practice. Its only 

drawback is the fact that gradient banishing happens even worse for negative values, since 

the derivative of the negative section is always zero (even though the gradient vanishing 

problem has disappeared from the positive tail). 
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In order to reduce the effect of gradient vanishing for negative values, the Leaky ReLU 

[38] was proposed. This function works like a regular ReLU, but it has a slight slope on 

the negative tail. This way, the gradient of the activation is never zero, and hence the 

banishing gradient problem disappears completely. The only problem with this activation 

function is that since it is not twice differentiable, the training procedure can become 

unstable due to sudden variations in the gradient. 

 

 
Figure 2.10: GELU activation function comparison 

 

Therefore, another activation function was proposed: The Exponential Linear Unit 

(ELU) [39]. This works as a ReLU, but the negative tail is an exponential function that 

goes smoothly from 0 to -1. This activation function might still suffer from gradient 

vanishing, but the decrease in the gradient is not as sudden as in other activation functions, 

and it works very well in practice. It is also more expensive than the ReLU, but less 

expensive than classical activation functions like the sigmoid or the hyperbolic tangent. 

 

Name Formula 
Zero 

centred 

Gradient 

banishing 

Continuous 

slope 

Sigmoid 
1

1 + 𝑒−𝑥
 No Yes Yes 

Hyperbolic 

tangent 

𝑒𝑥 − 𝑒−𝑥

𝑒𝑥 + 𝑒−𝑥
 Yes Yes Yes 

ReLU max(𝑥, 0) Yes Yes No 

Leaky 

ReLU 
max(𝑥, 𝛼 · 𝑥) Yes No No 

ELU {
𝑥, 𝑥 ≥ 0

𝑒𝑥 − 1, 𝑥 < 0
 Yes No Yes 

GELU 
1

2
𝑥 (1 + erf (

𝑥

√2
)) Yes No Yes 

Swish 𝑥 · sigmoid(𝑥) Yes No Yes 

Mish 𝑥 · tanh(ln(1 + 𝑒𝑥)) Yes No Yes 

Table 2.2: Activation functions 
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More recently, a new family of activation functions has appeared, showing very good 

empirical results. Its first member was the Gaussian Error Linear Unit (GELU) [40], 

which was first used in NLP models. This function is almost linear in the positive tail, 

and turns smoothly into zero like the ReLU. Some evolutions of this activation function 

have appeared, like the Swish [41] and the Mish [42] activation functions. All of them 

have a similar shape and the same properties, but the Mish function is the most recent and 

the one that seems to work the best empirically. 

 

2.3.9. Loss functions 

 

Up to this point, only neural networks for binary classification have been discussed. If 

one would like the neural network to perform some different task, it would be necessary 

to modify the loss function. There are also multiple options for the same task, so it is 

interesting to take all these loss functions into account, since its choice impacts directly 

on the model. 

 

The loss function is the way of mapping predictions and targets into a proper real-valued 

cost function to be optimized. Therefore, its choice depends on the task, the network 

architecture and the data distribution. 

 

It is important to take into account that the loss function is always averaged across all the 

input samples. Therefore, we will only review the inner error functions, since the loss 

function is always of the form: 

 

𝐿(𝜃) =
1

𝑛
∑𝐸𝑖(𝜃)

𝑛

𝑖=1

 

 

First, let’s review the binary classification loss functions. For this task, we will assume 

the model outputs 𝑦 as the non-normalized log-odds of the positive class. This means that 

we need to apply the sigmoid function to get proper probabilities, but not all the loss 

functions require to do so. 

 

The first option for a binary classification model is always the cross-entropy loss (also 

known as log-loss) [1]. This is defined as follows: 

 

𝐸(𝜃) = −(𝑡 · log(sigmoid(𝑦)) + (1 − 𝑡) · log(sigmoid(−𝑦))) 

 

One of the major benefits of this function is that, since the loss applies the sigmoid 

function, the outputs of the model are in fact proper probabilities. Notice that this 

expression can be also written as follows: 

 

𝐸(𝜃) = {
− log(sigmoid(𝑦)) , 𝑡 = 1

− log(sigmoid(−𝑦)) , 𝑡 = 0
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Recall that the logarithm of the sigmoid can be computed as: 

 

log(sigmoid(𝑦𝑖)) = − log(𝑒
−𝑥 + 1) 

 

Therefore, the error function can be written as: 

 

𝐸(𝜃) = {
log(𝑒−𝑦 + 1) , 𝑡 = 1

log(𝑒𝑦 + 1) , 𝑡 = 0
 

 

This means that, when the target is positive, it penalizes lower values of 𝑦, whereas when 

the target is negative, it penalizes higher values of y. Now, its derivative is: 

 

𝜕𝐸(𝜃)

𝜕𝑦
= sigmoid(𝑦) − 𝑡 

 

This means that the amount of the gradient is proportional to the difference between the 

returned probability and the ideal probability (represented by the target variable). Notice 

that it can be represented in the following way: 

 

𝜕𝐸(𝜃)

𝜕𝑦
= {
sigmoid(𝑦) − 1, 𝑡 = 1

sigmoid(𝑦), 𝑡 = 0
 

 

Therefore, for the positive class the gradient is always negative, whereas for the negative 

class the gradient is always positive. 

 

Another option for binary classification is the hinge loss [4], which is derived from the 

SVM formulation. This is defined as follows: 

 

𝐸(𝜃) = max(1 − (2𝑡 − 1) · 𝑦, 0) 
 

This function does not work with the sigmoid function, and hence it does not return direct 

probabilities. Notice that this expression can be also written as follows: 

 

𝐸(𝜃) = {
1 − 𝑦, 𝑡 = 1, 𝑦 < 1
1 + 𝑦, 𝑡 = 0, 𝑦 > 1

0, otherwise
 

 

This function tries to maximize the returned value for the positive class and minimize the 

returned value for the negative class, but only up to a certain amount. This way, this loss 

focuses on the samples that are wrongly classified (or near-wrongly classified – with a 

margin less than 1) and completely ignores those samples that are correctly classified. 
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Its derivative can be computed in the following way: 

 

𝜕𝐸(𝜃)

𝜕𝑦
= {
−1, 𝑡 = 1, 𝑦 < 1
1, 𝑡 = 0, 𝑦 > 1
0, otherwise

 

 

Which means a constant gradient of 1 in the proper direction when the data sample is 

wrongly or near-wrongly classified. Also, for the positive class the gradient is nonpositive 

and for the negative class the gradient is nonnegative, similarly to the cross-entropy loss. 

Its only drawbacks are that the function is not smooth (which might lead to unstable 

training) and that the gradient does not depend on the magnitude of the response 𝑦, but 

only on its sign. 

 

In order to compensate for this drawback, the squared hinge loss can be used. It is simply 

defined as: 

 

𝐸(𝜃) = max(1 − (2𝑡 − 1) · 𝑦, 0)2 

 

Which can be written as: 

 

𝐸(𝜃) = {

(1 − 𝑦)2, 𝑡 = 1, 𝑦 < 1

(1 + 𝑦)2, 𝑡 = 0, 𝑦 > 1
0, otherwise

 

 

Therefore, its derivative is computed as: 

 

𝜕𝐸(𝜃)

𝜕𝑦
= {

2 · (𝑦 − 1), 𝑡 = 1, 𝑦 < 1

2 · (𝑦 + 1), 𝑡 = 0, 𝑦 > 1
0, otherwise

 

 

Notice that, in this case, the loss gradient is proportional to the error magnitude, but is 

zero after the data samples are classified correctly enough. This function is also smooth, 

and therefore there are no stability issues during training like in the regular hinge loss. 

 

As for regression, there are also several options available. The first one is the mean 

squared error [1], which is the most typical loss for regression. This is defined as 

follows: 

 

𝐸(𝜃) = (𝑦 − 𝑡)2 

 

And its derivative can be computed as: 

 

𝜕𝐸(𝜃)

𝜕𝑦
= 2 · (𝑦 − 𝑡) 
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The main advantage of this loss is that is easy to compute and its derivative is continuous. 

On the other side, this loss function is very sensitive to outliers. This can be seen in the 

following way: Let’s assume our target distribution is centred around some value 𝜇 . 

Therefore, for some deviation 휀, it holds: 

 

𝐸𝜀(𝜃) = (𝜇 + 휀 − 𝑡)
2 = (𝜇 − 𝑡)2 + 휀2 − 2 · (𝜇 − 𝑡) 

 

And therefore: 

 

𝐸𝜀(𝜃) − 𝐸(𝜃) = 휀
2 − 2 · 휀 · (𝜇 − 𝑡) = 𝑂(휀2) 

 

Hence, we can conclude that the value of the error function grows quadratically with the 

amount of deviation with respect to the mean. This makes the model pay more attention 

in minimizing the error of these outliers, and this can result in an inaccurate model. 

 

In order to compensate for this, the mean absolute error [1] loss can be used. It is defined 

as: 

 

𝐸(𝜃) = |𝑦 − 𝑡| = {
𝑦 − 𝑡, 𝑦 > 𝑡
𝑡 − 𝑦, 𝑦 < 𝑡

 

 

And its derivative can be computed as: 

 

𝜕𝐸(𝜃)

𝜕𝑦
= {

1, 𝑦 > 𝑡
−1, 𝑦 < 𝑡

 

 

This loss is also easy to compute, and it does not suffer from any outlier values. Its main 

issue is that the function is not differentiable at 𝑦 = 𝑡, and hence it might suffer from 

instability when training (as we have seen with the hinge loss). 

 

In order to benefit the most from these two functions, several alternatives have been 

designed. The first one is the Huber loss [43], which works like the MAE for big 

differences between the target and the response, but works like the MSE for small 

differences between the target and the response. Formally, it is defined as: 

 

𝐸(𝜃) = {

1

2
(𝑦 − 𝑡)2, |𝑦 − 𝑡| ≤ 1

|𝑦 − 𝑡| −
1

2
, |𝑦 − 𝑡| > 1

 

 

And its derivative can be computed as: 

 

𝜕𝐸(𝜃)

𝜕𝑦
= {

𝑦 − 𝑡, |𝑦 − 𝑡| ≤ 1

1, |𝑦 − 𝑡| > 1, 𝑦 > 𝑡

−1, |𝑦 − 𝑡| > 1, 𝑦 < 𝑡
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Notice that both the loss function and its derivative are continuous, so there are no 

stability problems during training. This function is therefore widely used for regression. 

 

Another loss function that is very similar to the Huber loss is the log-cosh [44] loss. This 

function has almost the same shape, but is an analytical function instead of a piecewise 

function. It is formally defined as: 

 

𝐸(𝜃) = ln(cosh(𝑦 − 𝑡)) 
 

And its derivative can be computed as: 

 

𝜕𝐸(𝜃)

𝜕𝑦
= tanh(𝑦 − 𝑡) 

 

These two functions behave almost equally, so both of them can be used. 

 

When dealing with multi-class classification, the categorical cross-entropy [1] loss is 

used. This loss function is defined as follows: 

 

𝐸(𝜃) = −∑𝑡𝑘 · log(sigmoid(𝑦
𝑘))

𝐾

𝑘

 

 

Where 𝑡𝑖,𝑘 is the target value for class k and instance i. Notice that since only one 𝑡𝑖,𝑘 can 

be 1 for each instance, and assuming only 𝑡𝑘 = 1, we can write this expression as: 

 

𝐸(𝜃) = − log(sigmoid(𝑦𝑘)) 

 

Therefore, the derivative can be computed as follows: 

 

𝜕𝐸(𝜃)

𝜕𝑦
= sigmoid(𝑦𝑘) − 1 

 

Notice that the gradient is always negative for the target class and zero for the others. 

Therefore, this means that, only for the correct class, its probability is maximized. 

 

A variation of the multi-class task is the multi-label class. This task does not have any 

specific loss function, since it is in fact a set of binary classifications. Therefore, one 

simply has to average the binary classification losses of all the outputs of the network. 

 

Another loss function that is used for several alternative tasks is the triplet loss [45]. It is 

generally used to learn an explicit feature map from an unsupervised setting in order to 

later perform some other task. The most typical usage is with labelled data (in which the 

label is not necessarily the target), and after learning the feature map it is used to perform 

either some clustering or some classification/regression with another specific loss. 
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Formally, we have a Siamese neural network [46] that outputs some feature vector from 

the input data (without any specific activation in the last layer). This network computes 

𝑦 = 𝑓(𝑥) for three samples 𝑥𝑖 (the anchor), 𝑥𝑗 (the positive sample) and 𝑥𝑘 (the negative 

sample) at each step. The main idea is to choose these samples such that the anchor and 

the positive sample are more “similar” than the anchor and the negative sample. This is 

also decided using some label, for which the anchor and the positive should have the same 

value and the negative sample should have a different value. Then, the triplet loss is 

defined as: 

 

𝐸(𝜃) = max (‖𝑦𝑖 − 𝑦𝑗‖
2
− ‖𝑦𝑖 − 𝑦𝑘‖

2 + 𝛼, 0) 

 

Which can also be written as: 

 

𝐸(𝜃) = max(𝑑2(𝑦𝑖, 𝑦𝑗) − 𝑑
2(𝑦𝑖, 𝑦𝑘) + 𝛼, 0) 

 

This way, the model is trying to minimize the distance between 𝑦𝑖 and 𝑦𝑗, while at the 

same time maximize the distance between 𝑦𝑖  and 𝑦𝑘 . Notice that this is important, 

because if we simply try to minimize the first distance, the model could simply make all 

the values very close to each other, and hence achieve very low distances. 

 

 
Figure 2.11: Triplet loss training 

 

This loss function is also parametrized with a parameter 𝛼, which is called the margin of 

the separation. With this formulation, triplets with 𝛿 = 𝑑2(𝑦𝑖 , 𝑦𝑗) − 𝑑
2(𝑦𝑖 , 𝑦𝑘) ≤ −𝛼 are 

not used for training, because they are considered to be separated enough. Using the value 

of the distance difference, we can classify the triplets in three different classes. 

 

Distance difference Triplet type 

𝛿 ≤ −𝛼 Easy 

−𝛼 ≤ 𝛿 ≤ 0 Semi-hard 

𝛿 > 0 Hard 
Table 2.3: Triplet classification 

 

Therefore, the only triplets that are used for training are the semi-hard and the hard 

instances. This way, training is more efficient, because the model focuses on improving 

only on instances that are wrongly (or almost wrongly) separated. 
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2.3.10. Optimizers 

 

Once we have our model, activations and loss function defined, we need to train our 

model. In order to optimize the loss function, some optimizer is required: An algorithm 

that takes a set of data {(𝑥1, 𝑡1), … , (𝑥𝑛, 𝑡𝑛)} and modifies the parameters of the model to 

minimize the loss function. 

 

Formally, let 𝜃 be the set of all the parameters of the model and let 𝐿 be the chosen loss 

function. Then, the optimization problem can be defined as: 

 

min
𝜃
{𝐿(𝜃)} 

 

Even though function 𝐿 is continuous, differentiable and unbounded, there is usually no 

analytical solution for its optimal points. Therefore, some iterative procedure is required 

to find the optimal solutions of this function. 

 

The first technique used for function optimization is Gradient Descent (GD) [47]. This 

optimizer updates the parameters of the model in the following way: 

 

𝜃 ≔ 𝜃 − 𝛼
𝜕𝐿(𝜃)

𝜕𝜃
 

 

Where 𝛼 is a parameter called learning rate, which controls the speed of convergence of 

the algorithm. Using a low learning rate makes the optimization problem last for a lot of 

iterations, whereas using a high learning rate can make the optimizer skip the minimum 

and fail to converge. 

 

Notice that we can define the gradient of the loss function as follows: 

 

𝜕𝐿(𝜃)

𝜕𝜃
=
1

𝑛
∑
𝜕𝐸𝑖(𝜃)

𝜕𝜃

𝑛

𝑖=1

=
1

𝑛
∑
𝜕𝐸𝑖(𝜃)

𝜕𝑦𝑖

𝜕𝑦𝑖
𝜕𝜃

𝑛

𝑖=1

 

 

Where 
𝜕𝐸𝑖(𝜃)

𝜕𝑦𝑖
 is the derivative of the loss function and 

𝜕𝑦𝑖

𝜕𝜃
 is the derivative of the model. 

In general, we have seen that computing 
𝜕𝐸𝑖(𝜃)

𝜕𝑦𝑖
 requires only the computation of 𝑦𝑖 , 

whereas the computation of 
𝜕𝑦𝑖

𝜕𝜃
 requires the use of the backpropagation algorithm, which 

is more expensive. Formally, we can re-write the update rule of the GD method as: 

 

𝜃 ≔ 𝜃 − 𝛼
1

𝑛
∑
𝜕𝐸𝑖(𝜃)

𝜕𝜃

𝑛

𝑖=1

 

 

Therefore, each step of the optimization algorithm requires 𝑂(𝑛 · 𝑑) steps, where 𝑛 is the 

number of data samples and 𝑑 is the number of parameters of the network. 
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Theoretically, one could use a second-order optimization algorithm like Newton’s 

Method (NM). Its update rule is defined as follows: 

 

𝜃 ≔ 𝜃 − 𝛼
1

𝑛
∑(

𝜕2𝐸𝑖(𝜃)

𝜕𝜃2
)

−1
𝜕𝐸𝑖(𝜃)

𝜕𝜃

𝑛

𝑖=1

 

 

Notice that 
𝜕2𝐿(𝜃)

𝜕𝜃2
 is a 𝑑 × 𝑑 matrix. In models with thousands of parameters (or even 

millions!) the computation of this matrix is very expensive. Not only this, but we also 

require to compute its inverse, which requires 𝑂(𝑑3) steps, making the total cost of a 

single training step to be 𝑂(𝑛 · 𝑑3) . This makes the use of second-order methods 

completely impossible in practice. 

 

In fact, even the use of gradient descent is very impractical, since we need to compute 

and average 𝑛 derivatives just to take a single optimization step. In order to accelerate the 

training, Stochastic Gradient Descent (SGD) [48] was proposed. This optimizer defines 

the update rule as follows: 

 

𝜃 ≔ 𝜃 − 𝛼
𝜕𝐸𝑖(𝜃)

𝜕𝜃
 

 

Where 𝑖 is chosen at random at each step. This results in a very fast but unstable training, 

since we need only a single data sample to update the model. Hence, the time cost of each 

step is 𝑂(𝑑). On the other side, since the gradient is not properly computed, the optimizer 

is not always taking the best direction at each step (in fact, it might even be an ascent 

direction) and this hurts convergence. 

 

In order to take the major benefits from both GS and SGD, Mini-Batch Gradient 

Descent [49] was proposed. This optimizer defines the update rule as follows: 

 

𝜃 ≔ 𝜃 − 𝛼
1

𝑚
∑

𝜕𝐸𝑖(𝜃)

𝜕𝜃
𝑖∈𝑀

 

 

Where 𝑀 is a subset of the training dataset with size 𝑚 that is chosen at random at each 

step. This way, the optimizer can compute a gradient that is stable enough (like GD) and 

do it in a fraction of time (like SGD). In fact, the greater the value of 𝑚, the more like 

GD this optimizer behaves, whereas the lower this value is, the more like SGD it behaves. 
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Ideally, one would like to reduce 𝑚 as much as possible without loosing any gradient 

estimation capabilities. In order to achieve this, momentum is also added to the mini-

batch GD, with this technique being usually referred as SGD with momentum [35]. 

When using this optimizer, two variables are being tracked: The weights 𝜃  and the 

momentum 𝑣. Formally, they are updated as follows: 

 

𝑣 ≔ 𝛽𝑣 + (1 − 𝛽)
𝜕𝐿(𝜃)

𝜕𝜃
 

𝜃 ≔ 𝜃 − 𝛼 · 𝑣 

 

Where 
𝜕𝐿(𝜃)

𝜕𝜃
 is computed using a mini-batch instead of the full dataset. This way, 𝑣 can 

be considered as the moving average of all previous estimations of 
𝜕𝐿(𝜃)

𝜕𝜃
, being a more 

robust estimation of the current gradient. 

 

Also, we require to define the value of 𝛽. It is typically set as 𝛽 = 0.9, but this can be 

adjusted by the user if the convergence of this method is not working properly. 

 

Another alternative to momentum is RMSprop [50], which tries to adapt the learning rate 

to the magnitude of the gradient. In this case, two variables are also tracked: The weights 

𝜃 and the gradient squared norms 𝑟. Formally, they are updated as follows: 

 

𝑟 ≔ 𝛽𝑟 + (1 − 𝛽)‖
𝜕𝐿(𝜃)

𝜕𝜃
‖

2

 

𝜃 ≔ 𝜃 −
𝛼

√𝑟 + 휀
·
𝜕𝐿(𝜃)

𝜕𝜃
 

 

Where 
𝜕𝐿(𝜃)

𝜕𝜃
 is computed using a mini-batch instead of the full dataset. This way, 𝑟 can 

be considered as the moving average of all previous estimations of the squared norm of 

the gradient. Hence, when computing √𝑟 + 휀 we are estimating the norm of the gradient. 

 

Here, we require to define both the value of 𝛽 and 휀. 휀 is in fact a tolerance parameter, 

and should be set to a very low value (typically 10−7). On the other side, 𝛽 is typically 

set as 𝛽 = 0.999, but this can be adjusted by the user if the convergence of this method 

is not working properly. 
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In fact, momentum and RMSprop are different approaches to improve the stability of 

SGD. Therefore, why not combine all of them? This is in fact what Adam [51] optimizer 

does. Adam (which stands for ADAptative Moment) is the most used optimizer, since it 

effectively combines adaptative learning rates and momentum. 

 

In this case, three variables are tracked: The weights 𝜃, the momentum 𝑣 and the gradient 

squared norms 𝑟. Formally, they are updated as follows: 

 

𝑣 ≔ 𝛽1𝑣 + (1 − 𝛽1)
𝜕𝐿(𝜃)

𝜕𝜃
 

𝑟 ≔ 𝛽2𝑟 + (1 − 𝛽2) ‖
𝜕𝐿(𝜃)

𝜕𝜃
‖

2

 

𝜃 ≔ 𝜃 −
𝛼

√𝑟 + 휀
· 𝑣 

 

Hence, we combine the benefits of the previous optimizers in a single one. Typical values 

for 𝛽1, 𝛽2 and 휀 are the same as in the previous optimizers (that is, 𝛽1 = 0.9, 𝛽2 = 0.999 

and 휀 = 10−7). 
 

This optimizer works very well in practice. There have been indeed several modifications 

since its publication that help with stability and convergence, but they are out of the scope 

of this project. In fact, the simple use of this basic version of Adam is enough to train all 

kinds of neural network models for most of the typical tasks. 

 

2.3.11. Batch and Layer Normalization 

 

Even though the stability of the training can be highly improved with the use of a proper 

optimization algorithm (like Adam), there are other ways to improve training stability. In 

particular, normalization is a standard procedure that helps with both stability and 

convergence. 

 

First, let’s review the case of a single-layer neural network for regression with a two 

different input features and no bias term. In this case, our model can be defined as: 

 

𝑓(𝑥) = [𝑤]1[𝑥]1 + [𝑤]2 · [𝑥]2  𝐿(𝜃) =
1

𝑛
∑ (𝑓(𝑥𝑖) − 𝑡𝑖)

2𝑛
𝑖=1  

 

𝜕𝐿(𝜃)

𝜕𝑤1
=
1

𝑛
∑2 · (𝑓(𝑥𝑖) − 𝑡𝑖) · [𝑥]1

𝑛

𝑖=1

 

 

𝜕𝐿(𝜃)

𝜕𝑤2
=
1

𝑛
∑2 · (𝑓(𝑥𝑖) − 𝑡𝑖) · [𝑥]2

𝑛

𝑖=1
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Now, let’s assume our data follows a certain distribution with E (
𝑥1
𝑥2
) = (

𝜇1
𝜇2
) = 𝜇𝑥 , 

𝑉 (
𝑥1
𝑥2
) = (

𝜎1
2

𝜎2
2) = 𝜎𝑥

2 and E(𝑡) = 𝜇𝑡. In this case, we can compute the expected value for 

the gradients as: 

 

E (
𝜕𝐿(𝜃)

𝜕𝑤1
) = 2 · (𝑓(𝜇𝑥) − 𝜇𝑡) · 𝜇1 + 2 · [𝑤]1 · σ1

2 

 

E(
𝜕𝐿(𝜃)

𝜕𝑤2
) = 2 · (𝑓(𝜇𝑥) − 𝜇𝑡) · 𝜇2 + 2 · [𝑤]2 · σ2

2 

 

Notice that, in both cases, the magnitude of the gradients is proportional to the expected 

error (that is, (𝑓(𝜇𝑥) − 𝜇𝑡)), as well as the magnitude of both the mean and the variance 

of the input features. This might lead to several issues: 

 

- If both features are big in magnitude, this makes the gradients very big, which 

might hurt convergence. This issue can be avoided with an optimizer that adjusts 

the gradient norm, but it still might hurt the performance of the optimizer. 

 

- If both features are different in magnitude, they learn at different rates: The one 

with the bigger magnitude will learn faster than the one with the lower magnitude. 

Also, if we rescale the gradient norm, we will find that the gradient of the weight 

associated with the feature with lower magnitude can be rescaled to almost zero, 

leading to a poor training that ignores features depending on its mean value. 

 

Therefore, having different mean values for the input features might hurt performance, as 

well as having big magnitudes for either the mean or the variance of the features. Notice 

that, if we apply a standardization of the input features (that is, we define 𝑧𝑖 =
𝑥𝑖−𝜇𝑥

𝜎𝑥
 as 

the input features) the previous formulae can be updated to be: 

 

E(
𝜕𝐿(𝜃)

𝜕𝑤1
) = 2 · [𝑤]1 

 

E(
𝜕𝐿(𝜃)

𝜕𝑤1
) = 2 · [𝑤]2 

 

In this case, since we are working with a linear model, the gradients are highly simplified 

and do not depend on the feature magnitudes, but rather they only depend (on average) 

on the current weights. Hence, the previous problems are actually solved here. 
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Multi-layer neural networks could also benefit from this technique, but the process must 

be slightly modified. The main issue is that we can compute an estimate for 𝜇𝑥 and 𝜎𝑥
2 

using the whole dataset, but we would require to compute the mean and variance of all 

the activations at each train step, which can be very costly. Therefore, some specific 

technique must be applied to compute the mean and variance of the activations. 

 

The first proposed technique is called batch normalization [52]. This is based on using 

each mini-batch to compute the mean and average of the activations, and apply these 

values to normalize these activations. Since this might be very unstable (and has issues 

with the prediction, since the prediction samples might not even be a batch). In order to 

apply these computations properly, the moving average of the mean and the variance are 

tracked, and the activations are standardized using these averages. Formally, at each step: 

 

𝜇 ≔ 𝛽 · 𝜇 + (1 − 𝛽)(
1

𝑚
∑ 𝑎𝑖
𝑎𝑖∈𝐴

) 

𝜎2 ≔ 𝛽 · 𝜎2 + (1 − 𝛽)(
1

𝑚
∑(𝑎𝑖 − 𝜇)

2

𝑎𝑖∈𝐴

) 

𝑧𝑖 =
𝑎𝑖 − 𝜇

√𝜎2
 

 

Where 𝛽 is a fixed parameter, 𝐴 is the set of activations per sample and 𝑧 is the set of 

standardized activations. This way, we can guarantee that, during training, each of the 

activations has zero mean and unit variance across the mini-batch. 

 

 
Figure 2.12: Batch and Layer Normalization 

 

Another technique that is often applied (specially in NLP processes) is layer 

normalization [53]. This technique proposes that, during training, the set of activations 

has zero mean and unit variance across each of the instances. This is especially useful 

in NLP and sequence models, since there is another extra dimension for the sequence, 

and this process it is independent on the batch size. Notice that when batch normalization 

is applied, the feature is fixed, but with layer normalization, both the instance and the 

sequence position are fixed. 
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2.3.12. Convolutional Neural Networks 

 

Aside from structured data, Neural Networks have been used for the processing of 

unstructured data like images and text. In the case of images, a variant of the MLP model 

is used, which is usually referred as Convolutional Neural Network (CNN) [54]. 

 

In the tasks that require inputs to be images, we have a different way of feeding the data 

into the model. Formally, our dataset is made of pairs (𝑥1, 𝑡1), … , (𝑥𝑛, 𝑡𝑛) with 𝑡𝑖 ∈ {0,1} 

and 𝑥𝑖 ∈ ℝ
𝑤×ℎ×𝑐 instead of 𝑥𝑖 ∈ ℝ

𝑑  as in the regular NN case. More specifically, we 

have three axes for the input features: height and width of the image, and number of 

channels (colours). Formally, we can consider that, instead of a single vector of features, 

we have a matrix in which each element is a vector of features. 

 

The main idea of this model is to replace the regular layers of the model with the following 

kind of layers: 

 

- Convolutional layers: They receive an image of the shape 𝑤 × ℎ × 𝑐 and return 

another image of shape 𝑤′ × ℎ′ × 𝑐′ . The main idea is the application of 

convolution kernels to reduce both the shape (𝑤′ × ℎ′)  and the number of 

channels (𝑐′). They are typically used to compute new features (for the channel 

axis) and possibly reduce the image shape by a constant factor (i.e. 2, 3, 5 pixels). 

 

- Pooling layers: They receive an image of the shape 𝑤 × ℎ × 𝑐 and return another 

image of shape 𝑤′ × ℎ′ × 𝑐. This transformation is similar to the convolution 

kernels, but it does not have any learnable parameters and hence it computes a 

constant function. They are typically used to reduce the shape of the image to a 

fraction of its original size (i.e. half or a third of it). 

 

- Dense layers: In fact, dense layers are the regular, fully-connected layers used in 

classical Neural Networks. They are called this way in order to be distinguished 

from the rest of layers, whose connections are sparse by definition. 

 

 
Figure 2.13: Convolutional layer 
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The convolutional layer works as follows: In order to apply a certain feature map to the 

image, a trainable filter is used. A trainable filter is a small matrix (usually 3 × 3 or 

5 × 5) that combines near pixels into one single feature. Hence, for each filter, we obtain 

a 𝑤 × ℎ matrix of the computed features. The main idea is to train 𝑐′ different filters 

which compute different features, just like a regular neural network has different neurons 

to compute different features. Also, since the matrix cannot be applied to pixels outside 

the image, the naïve implementation reduces the size of the image in the size of the kernel 

minus one for both height and width. Further modifications of the convolution include 

applying strides and paddings to obtain different output shapes. 

 

 
Figure 2.14: Convolutional Neural Network 

 

Hence the typical structure of a CNN is as follows: First, some convolutional layer is 

applied to increase the number of channels. Then, a pooling layer is applied to reduce the 

image shape. These two steps are repeated several times, until the image size is low 

enough and the channel axis is big enough. At this point, All the outputs of the last layer 

are flattened into a regular vector, and then some dense layers are applied until they reach 

the output layer, which is set as in a regular NN depending on the task to be done. 

 

2.3.13. Recurrent Neural Networks 

 

We can define sequential data as the data that has a temporal relationship in the sense 

that its features can be ordered and change its values along this ordered axis. Formally, 

this data can be defined as 𝑥𝑖 ∈ ℝ
𝑙×𝑑, where 𝑙 is the length of the sequence, and 𝑑 is the 

number of features for each element of the sequence. 

 

In order to process sequential data, neither the regular NN nor the convolutional NN are 

appropriated to do so. The first reason is the shape of the input data: 𝑥𝑖 ∈ ℝ
𝑑 for NN, 

𝑥𝑖 ∈ ℝ
𝑤×ℎ×𝑐 for CNN and 𝑥𝑖 ∈ ℝ

𝑇×𝑑 for RNN. The other reason is the nature of the data, 

since spatial relationships are not the same as sequence relationships, and some further 

techniques can be applied to RNN that cannot be applied to CNN. 

 

Recurrent neural networks [35] are based in recurrent units. These units are applied to 

all the elements in the sequence, receiving both the current element of the sequence and 

some information derived from the previous ones. This way, information is propagated 

from the beginning of the sequence trough all its elements until the end. 
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Figure 2.15: Recurrent unit unfolded 

 

This architecture can be used to produce outputs per element or an output per sequence. 

In order to produce a single output for the sequence (for instance, for sentence 

classification) the output associated to the last element should be picked, since it is the 

only output that has seen all the information of the sentence. In order to be able to produce 

sequential outputs (like in a translation setting or a question answering task) an encoder-

decoder structure can be used. With this architecture, a classical RNN produces a feature 

vector for the whole sequence, whereas another RNN model takes this feature vector as 

an input and produces an output per element. The key point is that produced elements are 

fed into the decoder as the next element, so the decoder can see its own output to produce 

the rest of the sequence. 

 

 
Figure 2.16: Encoder-Decoder RNN 

 

In the first versions of RNN, the recurrent units were just made of a single dense layer 

applying a feature map combining input and previous state to produce both the next state 

and the output, which are exactly the same. The main issue with these units was the fact 

that recent information is easier to propagate than farther information, and hence some 

tasks are very difficult to learn. In order to solve this issue, LSTM [55] units were 

designed, which help in propagating information further into the network. Since these 

cells are very complex and slow, GRU [56] units were also proposed. These units provide 

similar results than LSTM units, but they are simpler and hence are faster to train and use. 

 

 
Figure 2.17: Different kinds of recurrent units 
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2.3.14. Recurrent Neural Networks for NLP 

 

Natural Language Processing (NLP) can be defined as the task of analysing large 

amounts of human language data to extract conclusion and perform interactions with 

humans. More specifically, almost any machine learning problem that involves human-

written text as an input can be considered an NLP problem. Challenges in NLP frequently 

involve natural language understanding (i.e. classification tasks), and natural language 

generation (i.e. question answering, translation…). 

 

The first approaches to NLP were mainly word-occurrence-based methods, like Bag of 

Words (BoW) [1] or Term Frequency – Inverse Document Frequency (TF-IDF) [57]. 

Both methods share the same basis: They define a dictionary of common words and look 

for occurrences of those words in the text. Then, they give a score to each word and feed 

all these features to a ML model like a neural network. 

 

For instance, basic BoW works as follows for instance 𝑖 and word 𝑘: 

 

[𝐵𝑖]𝑘 = {
1, 𝑘 ∈ 𝑥𝑖
0, 𝑘 ∉ 𝑥𝑖

 

 

Another version of BoW takes into account the number of times the word appears in the 

text, and hence resulting in: 

 

[𝐵𝑖]𝑘 = |{𝑤 ∈ 𝑥𝑖|𝑤 = 𝑘}| 
 

The TF-IDF model works slightly different. Given a set of texts 𝐷 , we define the 

following measures: 

 

tf(𝑥𝑖, 𝑘) =
|{𝑤 ∈ 𝑥𝑖|𝑤 = 𝑘}|

|𝑥𝑖|
  idf(𝑘) = ln (

|𝐷|

|{𝑤 ∈ 𝑥|𝑤 = 𝑘, 𝑥 ∈ 𝐷}|
) 

 

tf − idf(𝑥𝑖, 𝑘) = tf(𝑥𝑖, 𝑘) · idf(𝑘) 
 

This way, each word gets a score proportional to its number of occurrences in the word, 

but inversely proportional to the number of occurrences in the corpus of texts. Hence, 

common words like pronouns and prepositions are given a very low score, even if they 

appear a lot in the current sentence. On the other side, rare words are given a high score 

even if they appear only once in the sentence. Notice also that the set of IDF scores for 

each word can be pre-computed, so only the TF part of the score requires the actual text 

instance to be computed. 

 

The main issue with these models is that the obtained feature vector the same number of 

dimensions as the size of the vocabulary, which might be impractical for many situations. 

Also, all these approaches do not take into account the word ordering, and hence are not 

able to properly process negations and complex constructions. 
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In order to solve these issues, Recurrent Neural Networks can be applied to the problem 

of text processing. Considering that a text is a sequence of characters/subwords/words, 

these elements can be fed to a RNN in order for it to perform any of the NLP tasks. 

 

The first issue this approach encounters is the representation of the words. If we apply a 

naïve approach like a one-hot embedding for each word in our dictionary, we end with a 

high-dimensional vector that is very difficult to process for the network. Hence, the use 

of word embeddings is very common. 

 

Word embeddings are vector representations of a particular word. Their most interesting 

property is that they are capable of capturing context of a word in a document, semantic 

and syntactic similarity, relation with other words… all kinds of interesting information 

for an NLP task. Once these embeddings are defined, they become a fixed representation 

of the word and they are associated to its corresponding entries in the model vocabulary. 

 

The way of learning which representation is appropriate to each word varies depending 

on the embedding model used (i.e. word2vec [20], Glove [21], FastText [22], BERT 

[25]…) but they all involve learning the representation as a set of weights in the lower 

layers of a Neural Network text model. Common tasks used to learn these weights include 

Continuous Bag of Words (CBOW), Skip-Gram, Masked Language Model (MLM), 

Next Sentence Prediction (NSP)… 

 

Once we have a way of learning the meaning of our words, we need a proper way to 

tokenize the words before learning its embeddings. One could simply take each 

individual word as a token and associate an embedding to it. This technique is called 

word tokenization and is a very good first approach, but it leads to several problems. 

 

First, one does need to keep a vocabulary (and hence an embedding matrix) as big as the 

number of words one wants to recognise. This leads to the second problem, which is that 

we do not have any way to process any unknown word (a word that is not in the 

vocabulary, usually referred as out-of-vocabulary – OOV). This second problem might 

not be an issue in well-structured texts, but when dealing with human-written text one 

could see lots of misspellings and mistakes, which would highly impact our model. 

 

In order to reduce these drawbacks, subword tokenization was proposed. This technique 

keeps common words as a single unit, but breaks uncommon words into common 

subwords in order to be able to capture as much number of words as possible. Then again, 

the way of how the words are split into subwords depends on the specific model used. 

 

One of the first subword tokenization algorithms Byte-Pair Encoding (BPE) [58]. This 

technique is based on the concepts in information theory and compression, using Huffman 

encoding for tokenization. This means that it uses more embedding or symbols for 

representing less frequent words and less symbols or embedding for more frequently used 

words. It builds the vocabulary in a bottom-up way, which means that it starts with all the 

available characters as a vocabulary and starts building more complex words by 

combining previously added elements of the vocabulary. 

  



– 56 – 

One of the main strengths of BPE is that it never encounters any OOV token, since all the 

words can be split in basic symbols, and all those symbols are part of the vocabulary by 

construction. Also, it allows to reduce the amount of required vocabulary, since some 

complex, rare words can be compounded by more common words, which are represented 

by a single token. Finally, this approach even helps with misspelling problems, since the 

parts of the word that are properly written can be recognised and some information can 

be extracted from them. In fact, the model could ever learn to interpret those misspellings 

with the same meaning as the original word, if the misspelling were common enough. 

 

The key point in the BPE tokenization is how the vocabulary is created. In fact, BPE tries 

to increase the vocabulary by adding the token with most frequent occurring pair of 

symbols to merge into the vocabulary. This does not take into account the natural 

frequency of the individual symbols, so it might lead to an unbalanced vocabulary. 

 

In order to correct this issue, WordPiece [59] was designed. It basically works the same 

as the BPE algorithm, but when increasing the vocabulary, it also considers the frequency 

of individual symbols before it merging it into the vocabulary. Since the original 

implementation of WordPiece was not released as a library, usually a slightly modified 

version of it is used, which is called SentencePiece. It is based on the same algorithm and 

highly available in different languages and platforms. 

 

Once we a tokenizer defined, we can use it to train a RNN on top of the text. First of all, 

the original text is tokenized into integer numbers, which represent the element in the 

vocabulary they refer to. Then, the corresponding embedding is extracted from the 

embedding matrix. Once we have a sequence of embeddings available, any kind of RNN 

(typically an LSTM or a GRU) is fed with this sequence and trained for the desired task. 

 

Another technique that is used to improve RNN for NLP tasks is bidirectionality. In this 

case, it means we are in fact training two recurrent layers at the same time: One is training 

with the regular embedding sequence, and the other is trained with the same sequence, 

but reversed. This way, half of the model looks at the text from right to left, and the other 

one looks at it from left to right. Then, the output for each token from both layers is 

combined (usually by concatenation, even though they could be added or multiplied) and 

then fed to the rest of the network in a regular way. Notice that, this way, each of the 

outputs has seen the rest of the text, so they can be used individually. This helps the 

process of some tasks that require global knowledge for each word, since we do not longer 

require the output of the last unit as a summary of the information of the text. 

 

Finally, in order to be able to process texts in a deeper way, several RNN models can be 

stacked: The processed output of the first RNN layer is fed to the next RNN layer as 

many times as desired. Notice though that this process can increase the complexity of the 

model dramatically, since the depth of the model is proportional to both the number of 

layers and the number of elements of the recurrent layer. 
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2.3.15. Transformer models for NLP 

 

Recurrent Neural Networks have been the state-of-the-art machine learning model for 

NLP until the apparition of the Transformer model [26]. Transformers pick the main ideas 

from RNN like word embeddings and the encoder-decoder architecture, but they propose 

a dense model instead of a sequential one. 

 

The main idea behind the transformer model is the attention mechanism. The attention 

mechanism is a neural network architecture that computes a weighted aggregation of 

elements where the weights are computed from the elements itself. 

 

Formally, it works as follows: Let’s assume we have a sequence of word embeddings 

𝑥𝑡 ∈ ℝ
𝑑  for 𝑡 = 1…𝑇 , being 𝑇  the length of the sentence. Let’s also assume 

𝑥 = [𝑥1, … , 𝑥𝑇] is the 𝑇 × 𝑑 matrix containing all the embeddings of the words. Then, we 

compute the following values: 

 

𝑞 = 𝑥𝑄 + 𝑞0  𝑘 = 𝑥𝐾 + 𝑘0  𝑣 = 𝑥𝑉 + 𝑣0 

 

That is, we compute three linear transformations for each of the instances. Notice that 

𝑞, 𝑘, 𝑣 ∈ ℝ𝑇×𝑑. We then compute the following value: 

 

𝑠 =
𝑞 · 𝑘𝑇

√𝑑
 

 

This value is called scaled score or simply score. Notice that 𝑠 ∈ ℝ𝑇×𝑇  is a squared 

matrix that has a row/column for each element in the sequence. In fact, the model is 

trained to try to make this matrix contain the raw relevance of all pairs of words. Formally, 

𝑠𝑖,𝑗 contains the raw score of the relevance word 𝑖 has in the understanding of word 𝑗 (and 

vice versa). In order to apply these scores properly, they are normalized by rows with a 

softmax function so as to make them sum up to 1. Finally, we compute: 

 

𝑧 = softmax(𝑠) · 𝑣 

 

By multiplying the normalized scored by matrix 𝑣, we are in fact applying the attention 

scores we have computed to all the elements of the input. Formally, each element 𝑧𝑡 of 

the output sequence is a weighted average of all the elements of the sentence, but the 

weights depend on the relevance of those words with respect to 𝑥𝑡. Hence, we can state 

that, for each word in the sentence, the model “pays attention” to all the other relevant 

words in the sentence in order to compute its output information. The fact that we are 

working with an attention matrix for all elements guarantees that the t-th output 

effectively corresponds to the information of similarities with all words and the t-th word. 

 

  



– 58 – 

 
Figure 2.18: Transformer architecture 

 

The main issue with the attention mechanism is that its time complexity is proportional 

to 𝑂(𝑇 · 𝑑2 + 𝑇2 · 𝑑). This complexity is due to the fact that all the features of all the 

outputs need to see all the features from all the inputs. Otherwise, the model would be 

applying some kind of local attention instead of global attention. In order to reduce this 

cost, the Transformer model applies two different steps: they replace the attention 

mechanism by a Multi-Head Attention (MHA) and a Feed-Forward (FF) layers. 

 

The MHA mechanism is simply an attention mechanism that uses only a subset of the 

features. Formally, the linear transformation applied to obtain 𝑞, 𝑘 and 𝑣 is modified to 

return a set of ℎ matrices (referred as heads), with each matrix being of size 𝑇 × (𝑑/ℎ). 
Then, the regular attention mechanism is applied independently to each of these subsets. 

This way, each output can see all the elements of the sequence, but it does only see some 

of the features of each element. 

 

In order for the attention mechanism to be global, we need each output to be able to see 

all the features of the vector. Hence, the FF layer applies two regular, dense layers to all 

the elements of the sequence, one at a time. This way, each output can see only its 

corresponding element of the sequence, but it can see all the features of each element. 

Notice that the inner dimension is not bounded to be 𝑑, so it can be referred as 𝑑′. 
 

Therefore, with the combination of an MHA block and an FF layer, the model as a whole 

can see all the elements of the sequence, and also see all the features of each element. 

With this structure, the complexity becomes 𝑂 (ℎ (𝑇 · (
𝑑

ℎ
)
2

+ 𝑇2 · (
𝑑

ℎ
)) + 𝑇 · 𝑑 · 𝑑′), 

which is equivalent to 𝑂 (𝑇 ·
𝑑2

ℎ
+ 𝑇2 · 𝑑 + 𝑇 · 𝑑 · 𝑑′). Notice that we can reduce the cost 

by increasing the number of heads. Typical choices of ℎ  and 𝑑′  include ℎ =
𝑑

64
 and 

𝑑′ = 4 · 𝑑, which imply ℎ, 𝑑′ = 𝑂(𝑑). Therefore, the complexity of the block results in 

𝑂(𝑇2 · 𝑑 + 𝑇 · 𝑑2). Notice that, while the asymptotic cost is the same, both the memory 

requirements and the actual computation time are much lower, which is a clear advantage. 
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Notice that this model does not require a bidirectional version like the RNN, since it does 

not perform text analysis by processing neither from left to right nor from right to left. 

This model is already performing a bidirectional processing of the text. In order to 

distinguish the transformer model from other bidirectional models that use the 

combination of two recurrent layers, the transformer model is usually referred as deep 

bidirectional models, whereas the classical RNN bidirectional models are referred as 

shallow bidirectional models. 

 

The combination of an MHA and FF layer is usually referred as an encoder block. The 

decoder block is made of two MHA layers and an FF layer. The first MHA processes the 

decoder input, whereas the second one combines that process effectively with the output 

of the encoder block. Then the FF layer guarantees that all the features are combined 

properly. 

 

After each application of either MHA or FF layers, the model applies a residual 

connection with a layer normalization. Residual connections help the model propagate 

the gradients deeper into the network, and provide stability during training. They also 

contribute to the learning of more robust features for the deeper layers. 

 

Another interesting point of the transformer is that it can be stacked like a regular RNN. 

This way, the model applies several encoder blocks in order to process the input in a 

deeper way, and also applies several decoder blocks in order to combine the encoded text 

and the current decoder input more deeply. 

 

Notice that the decoder structure is only required when the output of the model is a 

sequence. When dealing with classification problems, only the encoder block is required, 

and then the output of the encoder block needs to be summarized in a single vector before 

it is fed to a regular NN that outputs the desired results. 

 

Finally, it is important to notice that, while the model is inherently bidirectional, it does 

not maintain any explicit ordering in the operations nor in the computed information. This 

means that, in fact, the model is not taking into account the positions of the elements, but 

only its meaning and relationships. In order to force the model to take into consideration 

the position of the elements, positional embeddings were introduced. 

 

A positional embedding is an embedding of the same dimension as the word embedding, 

but containing vector information of the position in the sequence. They are added to the 

word embeddings so as to provide the model with both the information of the word and 

the position in the sequence. Since they do not depend on the input data, they can be pre-

computed and added to the matrix 𝑥 directly. They are defined as follows: 

 

𝐸𝑖,𝑗 = {
sin(𝜔𝑗 · 𝑖) , if 𝑗 is even

cos(𝜔𝑗−1 · 𝑖) , if 𝑗 is odd
  𝜔𝑗 = 1000

𝑑

𝑗  

 

Where 𝑖 is the position in the sentence and 𝑗 is the dimension index. 
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2.3.16. Improvements in the Transformer architecture 

 

Since the Transformer architecture was proposed, several modifications appeared that 

improved both training and inference time, as well as the results of the trained models. 

 

The first modification was proposed by the BERT [25] model, which is based on a 

Transformer architecture. In BERT, they state that the decoder is no longer necessary, 

and they perform all the tasks using only the encoder architecture, hence allowing the 

models to be either faster (if they kept the same encoder architecture) or deeper (if they 

increase the number of layers). They also proposed a pre-train task to learn the 

embeddings and weights of the model before the model is trained for a specific task. The 

pre-train task that was proposed in this model is the Masked Language Model (MLM) 

+ Next Sentence Prediction (NSP). 

 

The MLM task consists on the following: For each training sentence in the corpus 

dataset, we mask some fraction of words at random (usually 15%) and then we let the 

model guess which were the original words. This allows the model to learn the relations 

between the words and its positions in the sentence. The NSP task consists on the 

following: We pick a sentence from the corpus dataset, and with a 50% probability, we 

pick either the next sentence or a sentence at random. The model is then trained to learn 

to predict if the sentences are either consecutive or non-consecutive. This allows the 

model to learn to extract global information of the sentence in order to decide if two 

sentences are related enough to be considered consecutive. 

 

The second modification was proposed by the ALBERT [29] model, which is a 

modification of the BERT model. In this model, they propose that the weights of the 

different encoder blocks are all shared, resulting in a dramatic decrease in the total number 

of parameters and an increase of the effectiveness of the training (since all the blocks are 

updated with the same gradient, deeper blocks do not suffer from gradient vanishing). 

This model is also significantly faster and more stable during training. They also propose 

to replace the NSP part of the training task with a Sentence Order Prediction (SOP) 

task. This works much like the NSP task, but the sampled sentences are always 

consecutive and they are swapped with a 50% probability. The model is then trained to 

learn to properly define the ordering of the pair of sentences. 

 

Finally, the last modification that has appeared was proposed by the ELECTRA [30] 

model, which is again a modification of BERT. In this model, they propose to change the 

training task into a completely different one: Instead of masking the input, they corrupt it 

by replacing some tokens with plausible alternatives sampled from a small generator 

network. Then, instead of training a model that predicts the original identities of the 

corrupted tokens, they train a discriminative model that predicts whether each token in 

the corrupted input was replaced by a generator sample or not. This way, training is way 

more effective and the models can achieve better results being trained for less iterations. 

 

Notice that all these improvements can be combined, resulting in very powerful models 

that can perform very well in all kinds of NLP tasks. 
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3. Proposed method 
 

3.1. Model formalization 

 

In this project, we aim to design a kernel function that is able to deal with text in a more 

efficient way compared to what has been previously done in kernel methods. Since the 

main approach nowadays involves transformer-based Neural Network models, our 

proposal is to use a transformer-based architecture to define a kernel function. 

 

Since the main idea of a NN model is that its weights are learnt from the data, we propose 

to build a parametric kernel that can be trained from a corpus of texts in a general task, 

such that it learns a similarity function that can be used in any NLP task. In particular, we 

need to define the following aspects: 

 

- The architecture of the kernel model. 

 

- The pre-train task used to learn the weights of the model. 

 

- The loss function to optimize, based on the defined task. 

 

In this project, we propose the following ideas: 

 

- The proposed architecture of the kernel model is a Siamese Transformer 

Network with a kernel function on top of it. As a kernel function, we define a 

new, trainable kernel: The Attention Kernel. 

 

- Pre-training is done in two steps: 

 

o First, the Transformer Model is trained in a Teacher-Student (TS) task 

with a pre-trained NLP model as a teacher. 

 

o Second, both the Transformer Model and the Attention Kernel are trained 

jointly in a variant of the Next Sentence Prediction (NSP) task that 

involves triplet training, which we have defined as Triplet Next Sentence 

Prediction (TNSP). 

 

- Each pre-train task has its own loss function: 

 

o The TS task is trained with a log-cosh regression loss. 

 

o The TSNP task is trained with a variant of the triplet loss specifically 

designed for this model and task. 

 

Once we have trained our model in the defined tasks, the model can be used as a kernel 

function without any fine-tuning procedure, so it is valid for any NLP classification task. 
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3.2. Model architecture 

 

As we have previously stated, the proposed architecture of the kernel model is a Siamese 

Transformer Network with an Attention Kernel on top of it. Siamese Neural Networks 

are models that have a common submodel which is applied to two or more different input 

objects. In this case, this implies that a single Transformer Encoder is applied to both 

input texts before applying the Attention Kernel. This structure can be seen in Figure 3.1. 

 

 
Figure 3.1: Model architecture 

 

3.2.1. Transformer model 

 

What we have defined as a transformer model is, in fact, the encoder of the transformer 

architecture. We mainly follow the specifications for the BERT model with the 

improvements proposed in the ALBERT model, but using the Mish function as the 

activation function instead of the proposed GELU function. Also, in order to reduce both 

training and inference times, some of the dimensions of the model are highly reduced: 

 

- The number of layers is reduced from 12 to 6. 

 

- The number of hidden units is reduced from 768 to 256. 

 

- The number of units in the FF layer is reduced from 3072 to 128. 

 

- The input length is reduced from 512 to 128. 

 

Since the dimensions of the model are different from the original model, no transfer 

learning can be done in the body of the encoder. On the other side, the token embeddings 

can be kept, since the knowledge associated to each word can be used for our model.  
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Notice that BERT-like models (like the one proposed here) do not output a single vector 

codification for the whole sentence, but a set of vector codifications for each token in the 

sentence. BERT usually solves this issue by including a special token which is intended 

to generate a vector encoding for the whole sentence. Another option is to simply average 

the vector codification of all the tokens in order to summarize the sentence. Here, we 

propose to apply a self-attention mechanism that allows to decide the weights of the 

average dynamically by taking a look at all the word codifications in the sentence. 

 

Once we have our 256-dimensional representation of both input sentences, we need to 

combine them effectively so as to ensure that the whole model is a proper kernel function. 

Formally, we can define the transformer encoder as a parametrized feature map: 

 

𝜙𝜃: 𝐷 → ℝ
𝑑 

 

In our case, 𝑑 = 256. Now, we want to define a parametrized kernel function such that: 

 

𝑘𝜃(𝑥, 𝑦) = 𝑓𝜃(𝜙𝜃(𝑥), 𝜙𝜃(𝑦)) 

 

And, since we want 𝑘𝜃 to be a proper kernel function, we also require 𝑓𝜃 to be a proper 

kernel function. In this project, we propose for 𝑓𝜃 to be defined as the Attention kernel. 

 

3.2.2. Attention kernel 

 

When a linear kernel is applied to a feature vector, we obtain an inner product of the form: 

 

⟨𝑥, 𝑦⟩ =∑[𝑥]𝑖 · [𝑦]𝑖

𝑑

𝑖=1

 

 

This kernel can be interpreted as an inner product in the input space, but it also has another 

interpretation. We can define the following set of kernel functions: 

 

𝑔𝑖(𝑥, 𝑦) = ⟨[𝑥]𝑖, [𝑦]𝑖⟩ = [𝑥]𝑖 · [𝑦]𝑖 
 

That is, we have one kernel for each of the dimensions of the input space. It holds: 

 

∑𝑔𝑖(𝑥, 𝑦)

𝑑

𝑖=1

= ⟨𝑥, 𝑦⟩ 

 

That is, we can consider that the linear kernel is a linear combination of inner products of 

the different features. The main issue is that, in fact, all features are given the same weight. 
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If we define a set of weights 𝛼 holding 0 ≤ 𝛼𝑖 ≤ 1, the following function is also a valid 

kernel function: 

 

𝑓(𝑥, 𝑦) =∑𝛼𝑖 · 𝑔𝑖(𝑥, 𝑦)

𝑑

𝑖=1

 

 

These weights 𝛼𝑖 should be specified manually reflecting the a priori relevance of each 

of the features. Since this a priori relevance might be unknown, an option is to learn the 

set of weights from the data, but that would still be a constant weight for each feature. 

 

This nature might not be desirable, since this is not how humans decide similarity. In fact, 

after taking a global look at the features, we usually decide which of them are more 

important in order to perform the comparison, especially in NLP. 

 

In order to mimic this behaviour, a self-attention mechanism can be applied. This 

mechanism uses the information about the features to decide the weight that should be 

applied to them. 

 

The self-attention mechanism will be explained in the following pages. Notice that we 

apply some modifications to the original formulation in order to make it more consistent 

with the kernelized version we will later explain. 

 

Given an input vector 𝑥 ∈ ℝ𝑑, the aim of a self-attention mechanism is to obtain a set of 

weights 𝛼 ∈ ℝ𝑑 such that 0 ≤ 𝛼 ≤ 1. Then, these weights are applied to the input vector 

in order to obtain a particular weighted average of 𝑥 based on the input data. Formally, 

the weights can be computed as follows: 

 

ℎ𝑖(𝑥) = tanh(∑𝐻𝑖,𝑗 · 𝑥
(𝑗)

𝑑

𝑗=1

+ ℎ0,𝑖) 

 

𝛼𝑖(𝑥) = sigmoid(∑𝑈𝑖,𝑗 · ℎ𝑖(𝑥)

𝑑

𝑗=1

+ 𝑢0,𝑖) 

 

Where 𝐻,𝑈 are a 𝑑 × 𝑑 matrices and 𝑘0, 𝑢0 ∈ ℝ
𝑑. Notice that, technically, ℎ(𝑥) applies 

a dense layer to 𝑥 with a tanh activation function. On the other side, 𝛼(𝑥) applies a dense 

layer to ℎ(𝑥) with a sigmoid activation function. Therefore, the attention weights are the 

result of applying a specific type of two-layer neural network. Notice that 

−1 ≤ ℎ𝑖(𝑥) ≤ 1 and 0 ≤ 𝛼𝑖(𝑥) ≤ 1. 
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In order to apply this attention score, we just multiply ∑ 𝛼𝑖(𝑥) · 𝑥
(𝑖)𝑑

𝑖=1   to obtain a linear 

combination of the features of 𝑥. The important point here is that the relevance of each 

feature is decided using the feature vector itself. If we use an analogy with the human 

brain, we would say that after performing looking at different features, we decide which 

of them are important and pay more attention to them. 

 

We have now defined the self-attention value of a single vector. But, how can we define 

attention over a pair of vectors? In order to obtain information from both vectors, we can 

use as features the element-wise product of the vectors. We could simply define self-

attention for pairs of vectors as 𝛼(𝑎, 𝑏) = 𝛼(𝑎 ⊙ 𝑏), where 𝑎 ⊙ 𝑏 is the element-wise 

product of 𝑎 and 𝑏. But, as we will show later, the application of those weights would not 

be a valid kernel function, so we need an alternative definition for the attention weights. 

 

In general, we want to define two levels of attention: vector-level attention and pair-level 

attention. Vector-level attention is the regular self-attention applied to the feature vectors, 

whereas pair-level attention is a modified self-attention that is applied to the element-wise 

product of the feature vector. Hence, we define: 

 

𝑓(𝑥, 𝑦) =∑𝑔𝑖(𝑥, 𝑦) · 𝛽𝑖(𝑥, 𝑦)

𝑑

𝑖=1

 

 

Where 𝑔𝑖(𝑥, 𝑦) = [𝑥]𝑖 · [𝑦]𝑖 and 𝛽𝑖(𝑥, 𝑦) = √𝛼𝑖(𝑥) · 𝛼𝑖(𝑦) · 𝛼𝑖(𝑥, 𝑦). 

 

That is, for each feature we have an assigned weight that depends on each feature vector 

independently and on both feature vectors simultaneously. This way, we can use attention 

to decide which features are important for each vector, and also use attention to decide 

which features are important for the pair of vectors. 

 

Now, we want to prove that 𝑓(𝑥, 𝑦) is still a valid kernel function. First of all, recall that 

𝑔𝑖(𝑥, 𝑦)  are valid kernel functions, since each 𝑔𝑖  computes the inner product of the 

instances looking only at feature 𝑖. Formally, we can construct the feature map: 

 

𝑔𝑖(𝑥, 𝑦) = [𝑥]𝑖 · [𝑦]𝑖 = ⟨[𝑥]𝑖, [𝑦]𝑖⟩ 
 

Now, we want to prove that 𝛽𝑖(𝑥, 𝑦) is also a valid kernel function. Since we have 

𝛼𝑖: ℝ
𝑑 → [0,1], the term √𝛼𝑖(𝑥) always exists. Hence, we can build another explicit 

feature map: 

 

√𝛼𝑖(𝑥) · 𝛼𝑖(𝑦) = ⟨√𝛼𝑖(𝑥),√𝛼𝑖(𝑦)⟩ 

 

Therefore, the expression √𝛼𝑖(𝑥) · 𝛼𝑖(𝑦) is also a valid kernel function. 
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Now, we want to ensure that 𝛼𝑖(𝑥, 𝑦) is also a valid kernel function. If we apply the pair-

level attention as we defined it, we cannot guarantee that 𝛼𝑖(𝑥, 𝑦) is a valid kernel 

function. Hence, we have to perform some modifications to guarantee positive 

semidefiniteness of the pair-level self-attention function. 

 

The main idea here is that a positive linear combination of kernel functions is always a 

kernel function. Since most of the attention mechanism is purely linear, we can guarantee 

that the result is still a kernel function with some small modifications. 

 

Now, we want to apply a nonlinear transformation as similar as possible to the attention 

mechanism. Hence, in order to keep −1 ≤ ℎ𝑖(𝑥, 𝑦) ≤ 1 we apply a normalization of a 

linear combination of kernels: 

 

𝑚𝑖(𝑥, 𝑦) = ∑ 𝐻𝑖,𝑗
′ · 𝑔𝑗(𝑥, 𝑦)

𝑑
𝑗=1 + ℎ0,𝑖

′  ℎ𝑖(𝑥, 𝑦) =
𝑚𝑖(𝑥,𝑦)

√𝑚𝑖(𝑥,𝑥)·𝑚𝑖(𝑦,𝑦)
 

 

Notice that the expression of ℎ𝑖(𝑥, 𝑦) can be expanded as: 

 

ℎ𝑖(𝑥, 𝑦) =
∑ 𝐻𝑖,𝑗

′ · 𝑔𝑗(𝑥, 𝑦)
𝑑
𝑗=1 + ℎ0,𝑖

′

√(∑ 𝐻𝑖,𝑗
′ · 𝑔𝑗(𝑥, 𝑦)

𝑑
𝑗=1 + ℎ0,𝑖

′ ) · (∑ 𝐻𝑖,𝑗
′ · 𝑔𝑗(𝑥, 𝑦)

𝑑
𝑗=1 + ℎ0,𝑖

′ )

 

 

In order for ℎ𝑖 to be a valid kernel function, we require ℎ0,𝑖
′ ≥ 0. Notice that, in the limit: 

 

lim
ℎ0,𝑖
′ →∞

ℎ𝑖(𝑥, 𝑦) = 1 

 

Therefore, the bigger the value of ℎ0,𝑖
′ , the more similar our model will find all the 

instances. This introduces a bias towards seeing all instances the same way, which we 

would like to adjust in another part of the model. Therefore, we have considered 

convenient to remove ℎ0,𝑖
′  from the formulation (that is, we set ℎ0,𝑖

′ = 0). Hence, the 

formulation results: 

 

ℎ𝑖(𝑥, 𝑦) =
∑ 𝐻𝑖,𝑗

′ · 𝑔𝑗(𝑥, 𝑦)
𝑑
𝑗=1

√(∑ 𝐻𝑖,𝑗
′ · 𝑔𝑗(𝑥, 𝑥)

𝑑
𝑗=1 ) · (∑ 𝐻𝑖,𝑗

′ · 𝑔𝑗(𝑦, 𝑦)
𝑑
𝑗=1 )

 

  



– 67 – 

Now, in order to keep 0 ≤ 𝛼𝑖(𝑥, 𝑦) ≤ 1 we apply a normalization of the exponential of a 

linear combination of kernels: 

 

𝑢𝑖(𝑥, 𝑦) = ∑ 𝑈𝑖,𝑗
′ · ℎ𝑗(𝑥, 𝑦)

𝑑
𝑗=1 + 𝑢0,𝑖

′   𝛼𝑖(𝑥, 𝑦) =
exp(𝑢𝑖(𝑥,𝑦))

√exp(𝑢𝑖(𝑥,𝑥))·exp(𝑢𝑖(𝑦,𝑦))
 

 

Notice that the expression of 𝛼𝑖(𝑥, 𝑦) can be simplified: 

 

𝛼𝑖(𝑥, 𝑦) = exp (−
1

2
(𝑢𝑖(𝑥, 𝑥) + 𝑢𝑖(𝑦, 𝑦) − 2 · 𝑢𝑖(𝑥, 𝑦))) 

 

And this expression can be expanded as: 

 

𝛼𝑖(𝑥, 𝑦) = exp(∑𝑈𝑖,𝑗
′ · (ℎ𝑗(𝑥, 𝑦) − 1)

𝑑

𝑗=1

) 

 

It is important to recall that all 𝑢0,𝑖
′  terms are cancelled, and hence its value is not relevant 

in the computation of the attention weights. Hence, they can be safely removed from the 

formulation. 

 

Finally, we can conclude that if we have nonnegative entries for 𝐻′ and 𝑈′, we can ensure 

that ℎ𝑖 and 𝛼𝑖 are valid, normalized kernel functions. Moreover, we can guarantee that: 

 

0 ≤ 𝛼𝑖(𝑥, 𝑦) ≤ 1 

 

Since both √𝛼𝑖(𝑥) · 𝛼𝑖(𝑦) and 𝛼𝑖(𝑥, 𝑦) are valid kernel functions, we can conclude that 

𝛽𝑖(𝑥, 𝑦) = √𝛼𝑖(𝑥) · 𝛼𝑖(𝑦) · 𝛼𝑖(𝑥, 𝑦) is a valid kernel function. Hence, we can finally 

prove that the proposed function is a valid kernel function: 

 

𝑓(𝑥, 𝑦) =∑𝑔𝑖(𝑥, 𝑦) · 𝛽𝑖(𝑥, 𝑦)

𝑑

𝑖=1

 

 

Since both 𝑔𝑖(𝑥, 𝑦) and 𝛽𝑖(𝑥, 𝑦) are valid kernel functions, so is 𝑔𝑖(𝑥, 𝑦) · 𝛽𝑖(𝑥, 𝑦). Also, 

since the sum of kernel functions is also a kernel function, we can finally conclude that 

𝑓(𝑥, 𝑦) is also a valid kernel function. 
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Most of the expressions of the kernel function can be expressed in terms of matrix 

operations. Formally, we define the following set of operations: 

 

𝑔(𝑥, 𝑦) = 𝑥 ⊙ 𝑦 

 

ℎ(𝑥) = tanh(𝐻𝑥 + ℎ0) 
 

𝛼(𝑥) = sigmoid(𝑈 · ℎ(𝑥) + 𝑢0) 
 

ℎ(𝑥, 𝑦) =
𝐻′ · 𝑔(𝑥, 𝑦)

√(𝐻′ · 𝑔(𝑥, 𝑥)) ⊙ (𝐻′ · 𝑔(𝑦, 𝑦))

 

 

𝛼(𝑥, 𝑦) = exp (𝑈′ · (ℎ̅(𝑥, 𝑦) − 1)) 

 

𝛽(𝑥, 𝑦) = √𝛼(𝑥) · 𝛼(𝑦)⊙ 𝛼(𝑥, 𝑦) 

 

𝑓(𝑥, 𝑦) = ⟨𝑔(𝑥, 𝑦), 𝛽(𝑥, 𝑦)⟩ 
 

Where ⊙ is the element-wise product of vectors. Also, in order for 𝑓(𝑥, 𝑦) to be a proper 

kernel function, we require that 𝐻′ and 𝑈′ have all nonnegative entries. Notice that this 

expression can be highly simplified when computing 𝑓(𝑥, 𝑥): 
 

𝑔(𝑥, 𝑥) = 𝑥 ⊙ 𝑥 

 

ℎ(𝑥) = tanh(𝐻𝑥 + ℎ0) 
 

𝛼(𝑥) = sigmoid(𝑈 · ℎ(𝑥) + 𝑢0) 
 

𝑓(𝑥, 𝑥) = ⟨𝑔(𝑥, 𝑥), 𝛼(𝑥)⟩ 
 

In this case, all the pair-level attention weights fulfil 𝛼(𝑥, 𝑥) = 1 , and therefore 

𝛽(𝑥, 𝑥) = 𝛼(𝑥). This means that, in fact, the attention applied to the input features 

depends only on the individual attention mechanism applied to 𝑥. 
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Figure 3.2: Attention Kernel 

 

In this scheme of the attention kernel, the input vectors are coloured in purple, and the 

processed features are coloured in red. Vector-level attention vectors are coloured in 

yellow, and pair-level attention vectors are coloured in blue. Finally, the global attention 

weights are coloured in pink, and the kernel value is coloured in grey. 

 

Finally, we have seen that this kernel does not have any parametrization that allows for 

explicit complexity trade-off. Therefore, in order to add some complexity and an explicit 

parametrization, one could set an RBF kernel on top of the attention kernel. Formally, the 

RBF kernel is defined as: 

 

𝑘𝑅𝐵𝐹(𝑥, 𝑦) = exp(−𝛾‖𝑥 − 𝑦‖
2) 

 

With 𝛾 > 0. In order to apply this kernel on top of the attention kernel, we need to 

manipulate this expression: 

 

𝑘𝑅𝐵𝐹(𝑥, 𝑦) = exp(−𝛾(⟨𝑥, 𝑥⟩ + ⟨𝑦, 𝑦⟩ − 2 · ⟨𝑥, 𝑦⟩)) 

 

Now, we can replace the inner product with our attention kernel 𝑓(𝑥, 𝑦): 
 

𝑘(𝑥, 𝑦) = exp (𝛾(2 · 𝑓(𝑥, 𝑦) − 𝑓(𝑥, 𝑥) − 𝑓(𝑦, 𝑦))) 

 

Even though the 𝛾 parameter can be set as a hyper-parameter prior to training start, it can 

also be learnt during training, which would provide an initial suggestion for this parameter 

for future training of different models that use this kernel. 
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3.3. Training tasks 

 

The main idea of the pre-train tasks is to incorporate some general information about the 

language into the model, before facing the specific ML task. In our case, we aim to learn 

the proper weights for the Encoder block, as well as the weights of the Attention Kernel. 

 

As we have said before, since we are using a simplified architecture with respect to the 

BERT model, we are not able to perform any transfer learning. On the other side, we do 

not want to train our full encoder block from scratch, since this would be very costly. 

 

Hence, we perform a first pre-train task based in a Teacher-Student structure, but with a 

slight modification that makes the task more appropriate to our objectives. Then, once we 

have our encoder pre-trained, it is fine-tuned together with the kernel training in another 

task, which is more similarity-oriented (which is what we want to learn for our kernel). 

 

3.3.1. Teacher-Student task 

 

Teacher-Student tasks are usually used in order to reduce high-complexity models, by 

training a smaller model with the task of mimicking the output of the high-complexity 

one. In particular, it is useful to learn to mimic embeddings: In our case, we could train 

a small encoder to learn to encode the same embedding as the original encoder does. 

 

This technique has a small drawback: It requires the embedding dimension to match in 

both models. In order to compensate for this issue, and since it is natural for our model to 

work with pairs of inputs, we propose to minimize the difference between the distance 

metric of the teacher and the distance metric of the student. That is, we want the 

student to learn the distance metric of the teacher instead of all its features. 

 

Formally, let’s assume we have two texts 𝑥 and 𝑦. Let’s also assume we have two models 

𝑡  and 𝑠𝜃  (the teacher and the student, respectively). Notice that only the student is 

parametrized (the teacher is assumed to be constant and already trained). Then for any 

pair 𝑥, 𝑦 of data samples, we would like to achieve: 

 

‖𝑡(𝑥) − 𝑡(𝑦)‖2 = ‖𝑠𝜃(𝑥) − 𝑠𝜃(𝑦)‖
2 

 

Notice that the dimension of 𝑠𝜃(𝑥) can be much lower than the dimension of 𝑡(𝑥). Hence, 

we propose the following loss function to learn this task: 

 

𝐿(𝜃) =
1

𝑛
∑ ln(cosh(‖𝑠𝜃(𝑥) − 𝑠𝜃(𝑦)‖

2 − ‖𝑡(𝑥) − 𝑡(𝑦)‖2))

(𝑥,𝑦)∈𝑋

 

 

Which is the log-cosh loss for regression tasks. Notice here that our dataset will be made 

of pairs of sentences, instead of pairs sentence-target. In fact, we are modelling the 

teacher-student task as a regression problem, trying to learn the continuous value of a 

distance metric. 
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3.3.2. Triplet Next Sentence Prediction 

 

One we have a pre-trained encoder that has acquired general knowledge from a teacher, 

we aim to provide the model with a more task-specific similarity training. This is done 

by both fine-tuning the encoder and training the kernel weights. 

 

The main idea is to train the model using a triplet loss on three sentences: The anchor, 

the positive and the negative sentences. Also, we make an assumption: Two consecutive 

sentences in a corpus will be more similar that the first sentence with a completely 

unrelated sentence. Following this structure, our dataset will be made of triplets (𝑥, 𝑦, 𝑧) 

such that 𝑥 and 𝑦 are consecutive sentences, whereas 𝑧 is a completely unrelated sentence 

(and therefore, 𝑥 is more similar to 𝑦 that what it is to 𝑧). Formally, we aim to minimize: 

 

𝐿(𝜃) =
1

|𝑋|
∑ max(‖𝜙𝜃(𝑥) − 𝜙𝜃(𝑦)‖

2 − ‖𝜙𝜃(𝑥) − 𝜙𝜃(𝑧)‖
2 + 𝛼, 0)

(𝑥,𝑦,𝑧)∈𝑋

 

 

Where 𝜙𝜃 is the explicit feature map resulting from the application of our kernel function. 

In our case, this feature map cannot be computed explicitly, since we want to train the 

kernel function with this loss. Hence, we can define: 

 

𝐿(𝜃) =
1

|𝑋|
∑ max ((2 · 𝑓𝜃(𝑥, 𝑧) − 𝑓𝜃(𝑧, 𝑧)) − (2 · 𝑓𝜃(𝑥, 𝑦) − 𝑓𝜃(𝑦, 𝑦)) + 𝛼, 0)

(𝑥,𝑦,𝑧)∈𝑋

 

 

Where 𝑓𝜃(𝑥, 𝑦) is the attention kernel of the embedding model. Notice that the expression 

we are trying to minimize can be highly interpreted: 

 

- We are trying to minimize 𝑓𝜃(𝑥, 𝑧) while keeping 𝑓𝜃(𝑧, 𝑧) high enough. 

 

- We are trying to maximize 𝑓𝜃(𝑥, 𝑦) while keeping 𝑓𝜃(𝑦, 𝑦) low enough. 

 

Notice that 𝑓𝜃(𝑦, 𝑦) = ‖𝜙𝜃(𝑦)‖
2  and 𝑓𝜃(𝑧, 𝑧) = ‖𝜙𝜃(𝑧)‖

2 . Hence, we are in fact 

optimizing the similarities while keeping the norms of the vectors balanced. If we were 

using a normalized kernel (which is the case if we apply an RBF kernel on top of the 

attention kernel, as proposed), we would get: 

 

𝐿(𝜃) =
1

|𝑋|
∑ max(𝑓𝜃(𝑥, 𝑧) − 𝑓𝜃(𝑥, 𝑦) + 𝛼, 0)

(𝑥,𝑦,𝑧)∈𝑋

 

 

That is, we just want to reduce the similarity between 𝑥 and 𝑧 as well as to increase the 

similarity between 𝑥 and 𝑦, without taking into account the global magnitude (because it 

is bounded by the kernel normalization). 

 

In any case, if we the objective value is lower than −𝛼, the model is not reinforced at all. 

This is done to prevent overfitting in the cases that are more easily distinguishable. 
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3.3.3. Implementation notes 

 

The two pre-train tasks we have defined here are quite general, in the sense we have not 

specified the details on how these should be implemented. In this project, we are going 

to work with a Wikipedia dump, containing English articles of all kinds. 

 

These articles have been extracted, filtered and divided in paragraphs. Each paragraph is 

treated as a single “sentence” to our model, so we are trying to identify similarities 

between any kinds of texts, not only individual sentences. 

 

When the text is extracted, some information is kept and associated to each paragraph: an 

article ID (that allows us to know if two paragraphs come from the same article) and the 

paragraph position in the article (that allows us to order the paragraphs within the article). 

 

For the TS task, random pairs of paragraphs 𝑥 and 𝑦 are sampled from the corpus, without 

taking into consideration whether if they belong to the same article or not. On the other 

side, for the TSNP, we are sampling two independent paragraphs 𝑥 and 𝑧 from the corpus, 

and then we are picking the sentence 𝑦 next to 𝑥. 

 

3.4. Cost analysis 

 

The cost analysis of the proposed model is complex, so we will split it in two parts: The 

cost analysis of the encoder model, and the cost analysis of the attention kernel. 

 

From now on, we define 𝑇 as the sequence length, 𝑉 as the vocabulary size, 𝐸 as the 

embedding dimension, 𝐻 as the hidden dimension, ℎ as the number of heads and 𝐹 as 

the dimension of the inner FF layer. We can safely assume 𝑇 ≪ 𝑉 and ℎ, 𝐸, 𝐹 = 𝑂(𝐻). 
 

The encoder model can be split in 𝑁 encoder blocks, as well as the embedding layer. Each 

of the encoder blocks can be divided in a Multi-Head Attention (MHA) layer and a Feed 

Forward (FF) layer. The summary of the encoder complexity can be seen in Table 3.1. 

These time complexities assume that the dictionary lookup is 𝑂(1) (i.e. implemented 

with a proper hash table). 

 

Block Time complexity Space complexity 

Embedding layer 𝑂(𝑇 · 𝐻2) 𝑂(𝑉 · 𝐻) 
MHA layer 𝑂(𝑇2 · 𝐻) 𝑂(𝑇2 + 𝐻) 

FF layer 𝑂(𝑇 · 𝐻2) 𝑂(𝑇 · 𝐻 + 𝐻2) 
Encoder block 𝑂(𝑇 · 𝐻2 + 𝐻 · 𝑇2) 𝑂(𝑇2 + 𝐻2) 
Self-attention 𝑂(𝑇2 + 𝐻2) 𝑂(𝑇 · 𝐻) 

Encoder model 𝑂(𝑁 · (𝑇2 · 𝐻 + 𝑇 · 𝐻2)) 𝑂(𝑇2 + 𝐻2) 
Table 3.1: Encoder asymptotic complexity 

 

On the other side, the attention kernel can be divided in two branches: the vector-level 

attention and the pair-level attention, each with two different layers. The summary of the 

kernel complexity can be seen in Table 3.1. 
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Block Time complexity Space complexity 

Feature vectors 𝑔 𝑂(𝐻) 𝑂(𝐻) 
Vector-level ℎ 𝑂(𝐻2) 𝑂(𝐻2) 
Vector-level 𝛼 𝑂(𝐻2) 𝑂(𝐻2) 

Pair-level ℎ 𝑂(𝐻2) 𝑂(𝐻2) 
Pair-level 𝛼 𝑂(𝐻2) 𝑂(𝐻2) 

Global 𝛼 𝑂(𝐻) 𝑂(𝐻) 
Kernel value 𝑓 𝑂(𝐻) 𝑂(𝐻) 
Kernel model 𝑂(𝐻2) 𝑂(𝐻2) 

Table 3.2: Attention kernel asymptotic complexity 

 

Therefore, we can conclude that the global time complexity of the proposed model is  

𝑂(𝑁 · (𝑇2 · 𝐻 + 𝑇 · 𝐻2)), whereas the global space complexity is 𝑂(𝑇2 + 𝐻2). Notice 

that both complexities are dominated by the encoder complexity, which is the most 

computation-intensive part of the model. Therefore, the choice of the encoder parameters 

is the most critical, and this is the reason we have decided to lower the encoder 

parametrizations with respect to the original BERT/ALBERT formulation. 

 

3.5. Advantages and disadvantages 

 

Taking into account that the objective of this technique is to build a proper kernel function 

for text input, one of its most important advantages is that the whole kernel can be pre-

trained in order to include learnt knowledge into the kernel function. This is 

complemented with the fact that there exist several pre-trained architectures available, 

resulting in a drastic reduction in the number of training samples required to train this 

kernel, since the model is not trained from scratch. 

 

Another advantage is its execution time. Assuming the model size is constant, the time 

complexity is 𝑂(𝑇2), which is potentially much faster than the 𝑂(𝑇3) time required for 

the string kernel to work. Even if the complexity of the string kernel is reduced with an 

approximation technique, the proposed algorithm can be executed on a GPU, which 

provides a fast environment in which to run the kernel function. 

 

One of its main disadvantages is its theoretical foundation. All kernel functions are 

defined over a strong theoretical basis that guarantees that the kernel function corresponds 

to an inner product in some feature space, and that this inner product can be effectively 

used as a similarity measure. On the other side, the proposed kernel does not hold this 

strong theoretical foundation, and relies only on the assumption that consecutive 

sentences are more similar than non-consecutive ones. 

 

Another disadvantage is the amount of memory and storage requirements. This model is 

not only more memory-expensive than regular kernels, but it also needs to be stored as a 

model and be loaded before starting the computation. Another issue is that it might be 

quite slow when executed in environments without any GPU that allows to accelerate the 

inference process. 
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4. Experimental results 
 

4.1. Model implementations 

 

Some of the specifications of the model do not depend explicitly on the model, but on 

technical decisions based on the problem to face. In this project, the same ELECTRA 

model is used both for the teacher-student task and the pre-trained token embeddings. In 

particular, both the token embeddings and the output dimension of the model is 1024. 

Since ELECTRA uses the same tokenizer as BERT, the vocabulary size is 30,522. Also, 

we have set the following architecture parameters: 

 

- The number of encoder blocks is set to 6. 

 

- The number of hidden units is set to 256. 

 

- The number of heads is set to 4. 

 

- The number of units in the FF layer is set to 128. 

 

- The input length is set to 128. 

 

- The dropout rate is set to 0.2. 

 

- The batch size is set to 32. 

 

- The ADAM Learning Rate is set to 10−3. 
 

- The 𝛼 parameter of the TNSP loss is set to 0.8. 

 

- The Encoder dense layers have been initialized in the following way: 

o The kernel is initialized with the Glorot uniform initialization. 

o The bias is initialized with a 0-constant value. 

 

- The Attention Kernel dense layers have been initialized in the following way: 

o The linear layers are initialized with a [0,1] uniform initialization. 

o The nonlinear layers are initialized with a [0,10−4] uniform initialization. 

 

- The 𝛾 parameter of the RBF kernel (which is learnt during training) is initialized 

with the value 𝛾 = 256−1 (the inverse of the number of hidden units). 

 

The proposed model has been implemented in Python with TensorFlow 2.3.0, using only 

the NumPy, pandas and scikit-learn libraries to build all the code. As for the pre-trained 

models, they are downloaded from the HuggingFace site and integrated with TensorFlow 

using the HuggingFace python module. In order to perform a comparison with the string 

kernel, the kernlab library from the R programming language has been used. 
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Finally, we can see the TensorFlow summary of the model and its parts: 

 
  Model: "Encoder" 

  ____________________________________________________________________________________ 

  Layer (type)                      Output Shape     Param #  Connected to 

  ==================================================================================== 

  text (InputLayer)                 [(None, 128)]    0 

  ____________________________________________________________________________________ 

  position_embedding (PosEmbedding) (None, 128, 256) 31337280 text[0][0] 

  ____________________________________________________________________________________ 

  encoder_block (EncoderBlock)      (None, 128, 256) 330368   position_embedding[0][0] 

                                                              encoder_block[0][0] 

                                                              encoder_block[1][0] 

                                                              encoder_block[2][0] 

                                                              encoder_block[3][0] 

                                                              encoder_block[4][0] 

  ____________________________________________________________________________________ 

  self_att (SelfAttention)          (None, 256)      131841   encoder_block[5][0] 

  ==================================================================================== 

  Total params: 31,799,489 

  Trainable params: 544,961 

  Non-trainable params: 31,254,528 

  ____________________________________________________________________________________ 

 
      Model: "AttentionKernel" 

      ____________________________________________________________________________ 

      Layer (type)                     Output Shape  Param # Connected to          

      ============================================================================ 

      x (InputLayer)                   [(None, 256)] 0                             

      ____________________________________________________________________________ 

      y (InputLayer)                   [(None, 256)] 0                             

      ____________________________________________________________________________ 

      norm (SyncBatchNormalization)    (None, 256)   1024    x[0][0]               

                                                             y[0][0]               

      ____________________________________________________________________________ 

      attention_score (AttentionScore) (None, 256)   131584  norm[0][0]            

                                                             norm[1][0]            

      ____________________________________________________________________________ 

      kernel_score (KernelScore)       (None, 256)   131072  norm[0][0]            

                                                             norm[1][0]            

      ____________________________________________________________________________ 

      g (Multiply)                     (None, 256)   0       norm[0][0]            

                                                             norm[1][0]            

                                                             norm[0][0]            

                                                             norm[0][0]            

                                                             norm[1][0]            

                                                             norm[1][0]            

      ____________________________________________________________________________ 

      score_combiner (ScoreCombiner)   (None, 256)   0       attention_score[0][0] 

                                                             attention_score[1][0] 

                                                             kernel_score[0][0]    

      ____________________________________________________________________________ 

      dot (Dot)                        (None, 1)     0       g[0][0]               

                                                             score_combiner[0][0]  

                                                             g[1][0]               

                                                             attention_score[0][0] 

                                                             g[2][0]               

                                                             attention_score[1][0] 

      ____________________________________________________________________________ 

      rbf (GaussianKernel)             (None, 1)     1       dot[0][0]             

                                                             dot[1][0]             

                                                             dot[2][0]             

      ============================================================================ 

      Total params: 263,681 

      Trainable params: 263,169 

      Non-trainable params: 512 

      ____________________________________________________________________________ 
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Model: "FullKernel" 

_________________________________________________________________ 

Layer (type)                 Output Shape  Param #  Connected to  

================================================================= 

x (InputLayer)               [(None, 128)] 0                      

_________________________________________________________________ 

y (InputLayer)               [(None, 128)] 0                      

_________________________________________________________________ 

Encoder (Functional)         (None, 256)   31799489 x[0][0]       

                                                    y[0][0]       

_________________________________________________________________ 

AttentionKernel (Functional) (None, 1)     263681   Encoder[0][0] 

                                                    Encoder[1][0] 

================================================================= 

Total params: 32,063,170 

Trainable params: 808,130 

Non-trainable params: 31,255,040 

_________________________________________________________________ 

 

Hence, we have a total amount of 32,063,170 parameters, from which 31,254,528 

correspond to the pre-trained word embeddings, 544,961 correspond to the Encoder 

model and 263,681 correspond to the Attention Kernel. 

 

4.2. Pre-train procedure 

 

In order to pre-train the models, both TS and TNSP are trained with a Wikipedia corpus. 

From each article, all its paragraphs are extracted and stored as a single text per paragraph. 

Hence, our dataset contains one entry for each paragraph and each article. In order to 

reduce and simplify the Wikipedia dump (which contains 12,201,335 paragraphs from 

2,467,320 articles), some restrictions are applied: Only articles with 2 or more paragraphs 

are kept, and we are only considering articles without any strange characters on it (that 

is, articles which name is only made of letters and numbers). Even after that, we have 

8,089,550 paragraphs from 1,269,864 articles. 

 

In this project, in order to keep the number of training samples reasonably low (so as not 

to have enormous training times that are not feasible with our resources), we have trained 

the model with only a subset of this Wikipedia corpus. In particular, we have sampled 

317,337 paragraphs from exactly 50,000 articles. This amount has been proven sufficient 

for our demonstration purposes. 

 

The pre-training procedure has been done as follows: First, we have trained the Encoder 

for 1000 iterations of 1000 steps each (that is, 1 million steps) on the Teacher-Student 

task. Then, we have trained the full model (Encoder + Attention Kernel) for 500 iterations 

of 1000 steps each (that is, ½ million steps). After this, the full model is available for 

inference as a TensorFlow model. 
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4.3. Datasets and tasks 

 

In order to test the behaviour of our model, we have tested it in four different tasks, and 

compared its behaviour with the classical string kernel. More specifically, we have 

measured the performance of our model in the following tasks: 

 

1) Text Classification on Emails [60] 

 

In this dataset, we have a collection of emails labelled with four different 

categories: Crime, Entertainment, Politics and Science. The objective of this task 

is to correctly classify each email in the most appropriate category. After a process 

of cleaning, which consisted in the removal of mails with less than 30 words, we 

have a train set of 7044 samples and a test set of 1725 samples. 

 

2) Fake Job Posting Prediction [61] 

 

In this dataset, we have a collection of descriptions of job offers. The interesting 

fact is that some of them are completely fake, and do not correspond to real job 

offers. The objective of this task is to correctly classify each job offer based only 

on its description. After a process of cleaning, which consisted in the removal of 

offers with less than 30 words, we have a train set of 9854 samples and a test set 

of 2463 samples. 

 

3) Movie Plots [62] 

 

In this dataset, we have a collection of descriptions of movie plots, labelled with 

its corresponding genres. The objective of this task is to guess the movie genre 

based on its plot. After a process of cleaning, which consisted in the removal of 

offers with less than 30 words and the selection of only Drama and Comedy 

films, we have a train set of 11645 samples and a test set of 2911 samples. Notice 

that we have reformulated this problem into a binary classification one. 

 

4) Twitter Sentiment Analysis [63] 

 

In this dataset, we have a collection of tweets, labelled either as Hate or Non-

Hate tweets. The objective of this task is to properly classify different tweets in 

either of those categories. After a process of cleaning, which consisted in the 

removal of offers with less than 15 words, we have a train set of 9682 samples 

and a test set of 2421 samples. 

 

In all the cases, we have split the original dataset into a train and test partition with an 

80/20 split ratio. Since these datasets were already pre-processed, no further processing 

has been applied to these texts. Even though some of the datasets have some other features 

available, we have decided to work only with the text fields in order to provide a proper 

comparison within the proposed model and the String kernel. 
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4.4. Experimental results 

 

4.4.1. Teacher-Student 

 

The Teacher-Student task is formulated as a regression problem, and hence only the 

regular regression metrics can be reported during training. The most interesting metrics 

in this task are the loss value and the mean absolute error. Even though, notice that: 

 

lim
𝑥→0
(|𝑥| − log(cosh(𝑥))) = 0 lim

𝑥→±∞
(|𝑥| − log(cosh(𝑥))) = log(2) ≈ 0.6931 

 

This means that, for each instance: 

 

- If the error is very low, both functions have very similar values. 

 

- If the error is very high, its difference is at most log(2). 
 

Therefore, it does not make sense to track and report both metrics, since its plots are 

almost identical. Hence, we only report the mean absolute error during the training. 

Notice also that, since we are sampling the training data from a huge dataset, we do not 

need a test set, since we can assume that each new pair has been never seen before. 

 

 
Figure 4.1: Teacher-Student MAE 

 

The final value of the MAE is 3.02. This means that, on average, the difference between 

the distance of two vectors in the pre-trained model and the same distance generated by 

our model is approximately of 3 units. This is a very good result, given that the vector 

space has a very high dimensionality and hence the magnitude of the distance metric is 

also very high. 

 

Also, we can appreciate a clear convergence of the model, even though the value on the 

last epochs perceives almost no decreasing. This might be an indicator that further 

training will not improve the quality of the actual model. 
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4.4.2. Triplet Next Sentence Prediction 

 

The Teacher-Student task is formulated as a triplet task, and hence has no predefined 

metrics. In this case, we have found interesting to report the following measures: 

 

- The loss value: That is, max(𝑓𝜃(𝑥, 𝑧) − 𝑓𝜃(𝑥, 𝑦) + 𝛼, 0). Notice that this value is 

always nonnegative, so its minimum value (in the case of a perfect classification). 

On the other side, its maximum value is 1 + 𝛼 due to the use of an RBF kernel 

within the model. 

 

- The difference value: That is, 𝑓𝜃(𝑥, 𝑧) − 𝑓𝜃(𝑥, 𝑦). Notice that this value lies on 

the range [−1,1], again due to the use of the RBF kernel. It is similar to the loss 

value, but the first does only take into account the hard and semi-hard instances, 

whereas the difference value is the average difference of all instances. 

 

- The active rate: This is the rate of active samples during training. Since only hard 

and semi-hard instances are used for training, this rate shows us how many 

samples are actually used for training. It is formally defined as the rate of samples 

that fulfil 𝑓𝜃(𝑥, 𝑧) − 𝑓𝜃(𝑥, 𝑦) > −𝛼. 

 

- The accuracy: This is the rate of samples that are properly evaluated. Since the 

objective of this procedure is to make pairs 𝑥, 𝑦 more similar than pairs 𝑥, 𝑧, we 

define the accuracy of this model as the rate of samples in which the difference 

value is negative (that is, 𝑓𝜃(𝑥, 𝑦) > 𝑓𝜃(𝑥, 𝑧). 
 

Notice that, again, since we are sampling the training data from a huge dataset, we do not 

need a test set, since we can assume that each new pair has been never seen before. 

 

 
Figure 4.2: Triplet Next Sentence Prediction Loss 
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The final value of the Loss is 0.2027. This is the average difference of the triplets, but 

only taking into account the positive values after the addition of 𝛼. This would mean that, 

since we have 𝛼 = 0.8, the real loss would be -0.5973. This means that, for the hard and 

semi hard instances, the average difference is around 0.6 (which is very good, given that 

the absolute differences can only be between 0 and 1). 

 

Here we can also appreciate the convergence of the model, and we can also see that it is 

getting more stable in the last epochs. This again is an indicator that further training will 

not improve the quality of the actual model. 

 

 
Figure 4.3: Triplet Next Sentence Prediction Difference 

 

The final value of the Difference is -0.6339. This means that, taking into account all the 

instances, the average difference is still around 0.6. This value is slightly lower than the 

corrected loss due to the fact that the loss is not taking into account the easy triplets, that 

are the ones with more negative differences. 

 

 
Figure 4.4: Triplet Next Sentence Prediction Active rate 
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The final value of the Active rate is 61.41%. This means that, on average, only 60% of 

the samples of each epoch are actually used to train the model. This value is expected to 

decrease during the training, since the model does its task better and this makes more 

samples to become easier (and hence, ignored during training). 

 

If the value of 𝛼 were too low, it is very easy that the active rate becomes almost zero, 

since almost all instances will be easy. This is the reason we have set an 𝛼 value this high 

(𝛼 = 0.8 – notice that for 𝛼 > 1 the effect is exactly the same as 𝛼 = 1). This high value 

of 𝛼 ensures that there are always enough samples to keep training. 

 

 
Figure 4.5: Triplet Next Sentence Prediction Accuracy 

 

The final value of the Active rate is 96.13%. This means that, on average, 95% of the 

triplets have an associated similarity that is consistent with our objective. This is a very 

good value, since it means that our model is performing the task perfectly for near all new 

triplets of sentences that appear. 

 

Finally, another interesting metric is the distribution of the kernel function. We have 

measured both the maximum and the minimum kernel values, but also the average value 

of the positive and negative pairs. The results can be seen as follows: 

 

- Maximum kernel value: 0.9648 

- Average positive pair kernel value: 0.7720 

- Average kernel value: 0.4540 

- Average negative pair kernel value: 0.1361 

- Minimum kernel value: 0.0060 

 

Notice that the maximum and minimum kernel values are almost the theoretical ones 

(1 and 0, respectively). This ensures that this kernel can cover all the range of possible 

values. Also, we have a very high positive pair values and a very low negative pair values, 

which means that, on average, the model is performing exactly as desired. 
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4.4.3. Final tasks 

 

All the proposed tasks are formulated as classification problems, so they can be solved 

using the classical SVM formulation for classification. Since one of the tasks (Email) is 

a multi-class classification, most of the metrics for binary classification cannot be used 

and the loss value is not comparable in an SVM formulation. Therefore, we will study the 

different accuracies for the train and test sets. 

 

Task 

String kernel Transformer kernel 

Train 

Accuracy 

Test 

Accuracy 

Train 

Accuracy 

Test 

Accuracy 

Text classification on Emails 77.1% 48.3% 85.2% 63.7% 

Fake Job Posting Prediction 100% 97.1% 100% 98.6% 

Movie Plots 93.2% 70.3% 95.2% 85.8% 

Twitter Sentiment Analysis 99.9% 93.6% 99.9% 96.4% 
Table 4.1: Final task metrics 

 

In order to perform a proper comparison, the cost parameter of the SVM formulation is 

optimized by cross-validation. Hence, the reported metrics correspond to the optimal 

choice of the cost parameter for each task, which might be different for each dataset. 

 

As we can see, some tasks are easier than others. In particular, the Fake Job and the 

Twitter tasks seem very easy, with both methods achieving high accuracies. On the other 

side, the Movie Plots and the Email tasks are harder, with the Transformer kernel 

providing better results in both cases. 

 

Another important point is the training time. In order to compare the running time of both 

kernels, the full kernel matrix is generated, and then the SVM model is trained using that 

kernel matrix. Since the training times using the different kernels is almost the same for 

each task, only the generation times of the kernel matrices differ. 

 

Task 
Training 

samples 

String kernel 

generation time 

Transformer kernel 

generation time 

Text classification on Emails 7044 25 min 12 min 

Fake Job Posting Prediction 9854 20 min 10 min 

Movie Plots 11645 30 min 13 min 

Twitter Sentiment Analysis 9682 15 min 8 min 
Table 4.2: Kernel matrix generation times 

 

As we can see, the time required to generate the kernel matrix is quite lower when using 

the Transformer kernel rather than the string kernel. In addition to that, we have already 

seen that the Transformer kernel performs better in the given tasks than the string kernel, 

so we can conclude that the Transformer kernel is a good alternative to the string kernel 

in many kinds of different tasks. 
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5. Conclusions and Future Work 
 

5.1. Conclusions 

 

The work presented in this document provides an adequate and complete solution to the 

considered problem: As we have shown in the experimental section, the proposed model 

can be trained to provide a useful kernel function that works with text input, and such 

kernel outperforms the classical string kernel both in effectiveness and training time. 

 

In this project, we have reviewed all the basic concepts of Kernel Methods, Support 

Vector Machines and Artificial Neural Networks, including Recurrent Neural Networks 

for Natural Language Processing. We have also seen the different techniques used to train 

a Neural Network, and different architecture choices that help with the stability during 

training. 

 

Once we have seen all the previous knowledge required for the development of the 

proposed model, we have provided a detailed description of the model: The Encoder 

architecture, the Attention kernel and how they are combined, together with a description 

of the pre-training tasks required to pre-train the proposed kernel. The proposed kernel 

satisfies all the mathematical requirements of a kernel function, as well as the practical 

requirements of memory space and inference time. 

 

During the explication of the model, we have seen the different parts independently. In 

fact, since the Encoder is pre-trained in a different task than the full model, it is interesting 

to see them separately. In fact, even though we have proposed to pre-train the Encoder 

first and the full model later, we could freeze the weights of the Encoder after the first 

pre-training and allow only to train the Attention Kernel with the TNSP task. 

 

Another interesting fact is the possibility of using different Transformer-based models as 

teachers. In this project we have used an ELECTRA model, but we could also use any 

other model: BERT, ALBERT, XLNET… We could also try different architectures with 

more parameters or stacking more layers, so we can increase the complexity of the model 

to adapt it to the amount of data available and the computing capabilities. 

 

Once we have reviewed the different building blocks of the model, we have seen a general 

vision and we have analysed the spatial and temporal costs. In this analysis, we have seen 

that both spatial and temporal complexities are dominated by the costs of the Encoder 

block. Therefore, we can conclude that the Encoder complexity is the most critical, and 

the one that should be adjusted depending on the desired behaviour. 

 

In the experimental section, we have seen that the proposed pre-train tasks do effectively 

train the kernel model properly, and that the learnt knowledge can be effectively used to 

learn a proper inner product in a feature space. We have also seen that this kernel works 

better (in terms of accuracy) and faster (in terms of building the kernel matrix) than the 

classical string kernel, which is the common kernel approach for NLP problems. 
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Finally, we can conclude that the objectives of this project have been successfully 

achieved, and that the experimental results confirm that the proposed kernel is a 

reasonable option to use in the cases in which we want to use a SVM (or any other kernel 

method) when the input of the problem is text. Also, the pre-trained kernel could be stored 

and distributed, so any final user does not need to pre-train its own model but they could 

directly use the model as a fixed, non-trainable kernel function. 

 

5.2. Future Work 

 

Even though the results of this project are quite satisfactory, we still have some alternative 

approaches to test. 

 

In the first place, we have trained a small model, with a sampled dataset. It might be 

interesting to increase the size of the model to make it comparable to the pre-trained 

Transformer architectures. Also, it might be interesting to perform a pre-training using 

the whole Wikipedia dataset, and to train for more epochs in order to provide a potentially 

better final kernel model. Another interesting option would be to look for a more specific 

similarity dataset that could replace the Wikipedia sampling for the TNSP task. 

 

Another option that could be explored is to directly use a pre-trained model as an 

Encoder, without further pre-training. In that case, the pre-trained model could be either 

frozen (and only the Attention kernel is trained) or fine-tuned (together with the pre-

training of the Attention kernel). In any case, we could skip the first pre-training step, but 

the overall complexity might be higher depending on the pre-trained model size. 

 

Since the proposed model is a kernel function that can be integrated in any kernel method, 

it can be easily adapted to perform any task (classification, regression…) depending on 

the final model used, since this does not depend on the kernel function. On the other side, 

if we wanted to process some more features simultaneously (like numerical or 

categorical information associated to the text), there are easy ways of combining different 

kernels that process different parts of the input features. 

 

Finally, we could also consider the fine-tune approach for the specific task. This 

approach is typical of Neural Networks, and it usually leads to better results since the 

model has performed some adaptation to the current task, instead of applying the general 

knowledge to the task. In this case, we could build an RBFNN-like model, but replacing 

the RBF function with our kernel. In this case, we could apply a proper loss function and 

perform fine-tuning on both the kernel weights and the model weights. In order to 

improve stability, one would suggest to take the fine-tuned kernel off the RBFNN model 

and use this kernel with another independent model, this time with its weights frozen. 

This might lead to another improvement in the results on the final tasks. 

 

  



– 85 – 

6. References 
 

[1]  C. Bishop, Pattern recognition and machine learning, springer, 2006.  

[2]  E. Alpaydin, Introduction to Machine Learning, MIT press, 2014.  

[3]  C. Campbell and Y. Ying, Learning with Support Vector Machines, Morgan & 

Claypool, 2011.  

[4]  C. Cortes and V. Vapnik, Support-Vector Networks, Kluwer, 1995.  

[5]  B. Scholkopf and A. Smola, Learning with Kernels, MIT press, 2002.  

[6]  L. Bottou, O. Chapelle, D. DeCoste and J. Weston, Large Scale Kernel Machines, 

MIT press, 2007.  

[7]  B. Scholkopf, R. Williamson and P. Bartlett, New Support Vector Algorithms, 

Neural Computation 12 1207–1245, 2000.  

[8]  R. Amami, Practical Selection of SVM Supervised Parameters with Different 

Feature Representations for Vowel Recognition, JDCTA, 2013.  

[9]  B. Boser, I. Guyon and V. Vapnik, A training algorithm for optimal margin 

classifiers, Proceedings of the fifth annual workshop on Computational learning 

theory, 1992.  

[10]  J. Platt, Sequential Minimal Optimization: A Fast Algorithm for Training Support 

Vector Machines, Microsoft Research, 1998.  

[11]  Y. Bengio, Y. LeCun and G. Hinton, Deep Learning, Nature, 2015.  

[12]  https://keras.io/.  

[13]  https://www.tensorflow.org/.  

[14]  L. Le, J. Hao, Y. Xie and J. Priestley, Deep kernel: Learning kernel function from 

data using deep neural network, Proceedings of the 3rd IEEE/ACM International 

Conference on Big Data Computing, Applications and Technologies, 2016.  

[15]  H. Xue, Z. Wu and W. Sun, Deep Spectral Kernel Learning, IJCAI, 2019.  

[16]  A. Wilson, Z. Hu, R. Salakhutdinov and E. Xing, Deep kernel learning, Artificial 

intelligence and statistics, 2016.  

[17]  H. Song, J. Thiagarajan, Sattigeri and A. Spanias, Optimizing kernel machines 

using deep learning, IEEE transactions on neural networks and learning systems, 

2018.  

[18]  Y. Cho and L. Saul, Kernel methods for deep learning, Advances in neural 

information processing systems, 2009.  

[19]  H. Lodhi, J. Shawe-Taylor, N. Cristianini and C. Watkins, Text classification using 

string kernels, Advances in neural information processing systems, 2001, pp. 563-

569. 

[20]  T. Mikolov, I. Sutskever, K. Chen, G. Corrado and J. Dean, Distributed 

representations of words and phrases and their compositionality, Advances in neural 

information processing systems, 2013, pp. 3111-3119. 

[21]  J. Pennington, R. Socher and C. Manning, Glove: Global vectors for word 

representation, Proceedings of the 2014 conference on empirical methods in natural 

language processing, 2014, pp. 1532-1543. 



– 86 – 

[22]  P. Bojanowski, E. Grave, A. Joulin and T. Mikolov, Enriching word vectors with 

subword information, Transactions of the Association for Computational 

Linguistics, 2017, pp. 135-146. 

[23]  M. Peters, M. Neumann, M. Iyyer, M. Gardner, C. Clark, K. Lee and L. 

Zettlemoyer, Deep contextualized word representations, Association for 

Computational Linguistics, 2018.  

[24]  J. Howard and S. Ruder, Universal language model fine-tuning for text 

classification, Association for Computational Linguistics, 2018.  

[25]  J. Devlin, M. Chang, K. Lee and K. Toutanova, Bert: Pre-training of deep 

bidirectional transformers for language understanding, NAACL-HLT, 2018.  

[26]  A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. Gomez and I. 

Polosukhin, Attention is all you need, Advances in neural information processing 

systems, 2017.  

[27]  Y. Liu, M. Ott, N. Goyal, J. Du, M. Joshi, D. Chen and V. Stoyanov, Roberta: A 

robustly optimized bert pretraining approach, arXiv, 2019.  

[28]  Z. Yang, Z. Dai, Y. Yang, J. Carbonell, R. Salakhutdinov and Q. Le, Xlnet: 

Generalized autoregressive pretraining for language understanding, Advances in 

neural information processing systems, 2019.  

[29]  Z. Lan, M. Chen, S. Goodman, K. Gimpel, P. Sharma and R. Soricut, ALBERT: A 

Lite BERT for Self-supervised Learning of Language Representations, arXiv, 2020.  

[30]  K. Clark, M. Luong, Q. Le and C. Manning, Electra: Pre-training text encoders as 

discriminators rather than generators, arXiv, 2020.  

[31]  M. Genton, Classes of Kernels for Machine Learning: A Statistics Perspective, 

Journal of Machine Learning Research 2, 2001.  

[32]  A. Smola, P. Bartlett, B. Schölkopf and D. Schuurmans, Advances in Large Margin 

Classifiers, MIT press, 1999.  

[33]  Y. Freund and R. Schapire, Large margin classification using the perceptron 

algorithm, Machine learning, 1999.  

[34]  D. Broomhead and D. Lowe, Radial basis functions, multi-variable functional 

interpolation and adaptive networks, Royal Signals and Radar Establishment 

Malvern, 1988.  

[35]  D. Rumelhart, G. Hinton and R. Williams, Learning representations by back-

propagating errors, Nature, 1986.  

[36]  G. Hinton, N. Srivastava, A. Krizhevsky, I. Sutskever and R. Salakhutdinov, 

Improving neural networks by preventing co-adaptation of feature detectors, arXiv, 

2012.  

[37]  V. Nair and G. Hinton, Rectified linear units improve restricted boltzmann 

machines, ICML, 2010.  

[38]  A. Maas, A. Hannun and A. Ng, Rectifier nonlinearities improve neural network 

acoustic models, ICML, 2013.  

[39]  D. Clevert, T. Unterthiner and S. Hochreiter, Fast and accurate deep network 

learning by exponential linear units (elus), arXiv, 2015.  

[40]  D. Hendrycks and K. Gimpel, Gaussian error linear units (gelus), arXiv, 2016.  



– 87 – 

[41]  P. Ramachandran, B. Zoph and Q. Le, Swish: a self-gated activation function, 

arXiv, 2017.  

[42]  D. Misra, Mish: A self regularized non-monotonic neural activation function, arXiv, 

2019.  

[43]  P. Huber, Robust estimation of a location parameter, Springer, 1992.  

[44]  P. Chen, G. Chen and S. Zhang, Log Hyperbolic Cosine Loss Improves Variational 

Auto-Encoder, 2018.  

[45]  F. Schroff, D. Kalenichenko and J. Philbin, Facenet: A unified embedding for face 

recognition and clustering, Proceedings of the IEEE conference on computer vision 

and pattern recognition, 2015.  

[46]  G. Koch, R. Zemel and R. Salakhutdinov, Siamese neural networks for one-shot 

image recognition, ICML, 2015.  

[47]  H. Curry, The method of steepest descent for non-linear minimization problems, 

Quarterly of Applied Mathematics, 1944.  

[48]  L. Bottou and O. Bousquet, The tradeoffs of large scale learning, Advances in 

neural information processing systems, 2008.  

[49]  B. Polyak and A. Juditsky, Acceleration of stochastic approximation by averaging, 

SIAM journal on control and optimization, 1992.  

[50]  T. Tieleman and G. Hinton, Divide the gradient by a running average of its recent 

magnitude, Neural networks for machine learning, 2012.  

[51]  D. Kingma and J. Ba, Adam: A method for stochastic optimization, arXiv, 2014.  

[52]  S. Ioffe and C. Szegedy, Batch normalization: Accelerating deep network training 

by reducing internal covariate shift, arXiv, 2015.  

[53]  J. Ba, J. Kiros and G. Hinton, Layer normalization, arXiv, 2016.  

[54]  Y. LeCun, B. Boser, J. Denker, D. Henderson, R. Howard, W. Hubbard and L. 

Jackel, Backpropagation applied to handwritten zip code recognition, Neural 

computation, 1989.  

[55]  S. Hochreiter and J. Schmidhuber, Long short-term memory, Neural computation, 

1997.  

[56]  K. Cho, B. Van Merriënboer, C. Gulcehre, D. Bahdanau, F. Bougares, H. Schwenk 

and Y. Bengio, Learning phrase representations using RNN encoder-decoder for 

statistical machine translation, arXiv, 2014.  

[57]  A. Rajaraman and J. Ullman, Mining of massive datasets, Cambridge University 

Press, 2011.  

[58]  P. Gage, A new algorithm for data compression, C Users Journal, 1994.  

[59]  W. Yonghui, M. Schuster, Z. Chen, Q. Le, M. Norouzi, W. Macherey and K. 

Macherey, Bridging the gap between human and machine translation, arXiv, 2016.  

[60]  https://www.kaggle.com/dipankarsrirag/topic-modelling-on-emails.  

[61]  https://www.kaggle.com/shivamb/real-or-fake-fake-jobposting-prediction.  

[62]  https://www.kaggle.com/jrobischon/wikipedia-movie-plots.  

[63]  https://www.kaggle.com/arkhoshghalb/twitter-sentiment-analysis-hatred-speech.  

 


