Parallel Scalability of Face Detection in Heterogeneous
Multithreaded Architectures

PhD Thesis

Student
David Oro Garcı́a

Advisors
Francisco Javier Hernando Pericás
Xavier Martorell Bofill

Universitat Politècnica de Catalunya
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1
Abstract

Modern facial recognition software targeting surveillance applications needs to analyze video
streams in order to identify faces in crowds in real time. In this thesis, we study several lowlevel parallelization techniques and kernels that efficiently solve the problem of face detection in
a scalable manner over multithreaded data-parallel GPU architectures. The first part of the thesis
covers a multilevel mechanism that exploits both coarse-grained and fine-grained parallelism in
combination with local on-die memories to reduce GPU underutilization when evaluating boosted
cascades of ensembles over high-definition videos. The second part of the thesis presents a heuristic and a hybrid framework combining hand-crafted features with state-of-the-art convolutional
neural networks to address the problem of scalable real-time facial detection at ultra-high definition resolutions (4K and 8K). The third part of the thesis presents a novel parallel non-maximum
suppression algorithm targeting embedded GPU architectures that is designed from scratch to handle workloads featuring thousands of simultaneous detections on a given picture.
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Chapter 1
Introduction
Recently, facial recognition systems have become extremely popular and deployments of this technology are now ubiquitous. Applications ranging from access control to automated surveillance
of video feeds rely on facial recognition for precisely identifying persons at multiple locations.
As a result of the latest advancements in facial recognition technologies, it is now very common
to unlock smartphones with the end user face, perform two-factor authentication with the face to
validate payments, estimate the age, gender and emotions of individuals just by analyzing facial
expressions or even prevent road accidents by automatically detecting driver drowsiness.
Arguably, one of the most demanded niche applications of facial recognition technology is
to perform ethical surveillance activities in public spaces by law-enforcement authorities. In such
scenarios, it is common to employ facial recognition to massively analyze live CCTV camera video
feeds to look for criminals, lost children or elderly people affected by dementia or Alzheimer’s disease. The sheer magnitude of data required to optimally solve these problems is staggering, as it is
required to first decode the input video feeds, localize all faces appearing on each video frame, perform facial template extraction, and finally match all extracted biometric facial templates against
a database, which may contain millions of facial templates. All these tasks exhibit tremendous
opportunities for exploiting parallelism, but at the same time require meeting tight real-time deadlines during the automated analysis to avoid discarding the video frames that are constantly being
broadcasted from multiple sources and locations.
The first analytical step to be conducted in facial recognition systems is face detection, which
mainly involves determining the precise coordinates and dimensions of all faces appearing on a
given image or video frame, and constitutes the first major bottleneck in the pipeline. As opposed
to other use cases such as image classification that usually work flawlessly with VGA images,
surveillance applications require working with high or ultra high definition resolutions in order to
be able to locate and correctly identify people in crowds. Consequently, in order to maximize the
chances of obtaining facial mugshots with enough quality and pixel densities to enable accurate
facial identification, it is a must to be able to develop algorithms and heuristics that are capable of
working with big images. The main challenge is to perform all required computations involved in
just a few milliseconds to avoid the slowdown of all subsequent stages of the pipeline.
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Luckily, the emergence of the massively parallel computing era at the beginning of the 2010’s
has democratized the access to heterogeneous chip platforms that are capable of delivering several teraflops of computational performance at a reasonable power budget and low economic cost.
Sustained reductions in transistor node size have enabled the inclusion of thousands of cores and
functional units that need to be orchestrated to solve problems. It is expected that the integration
trend will continue in the near future by replacing monolithic many-core chip designs with manycore chiplet dies packed together on a single chip either horizontally or vertically (3D packaging).
Exploiting the computing power of these devices is a complex problem that needs to be solved
when optimizing and scheduling the algorithms that target them. These new parallel architectures range from multicore CPUs with high core counts (Intel Xeon Platinum and AMD Epyc),
high-end GPUs (NVIDIA Tesla), and FPGAs to the emerging neural network hardware accelerators. However, among these hardware platforms is undoubtedly the GPU the one that still offers
the best balance between programmability and performance when running general purpose code
exhibiting high degrees of parallelism. Additionally, it also includes hardware support for texture caching, scaling, and rasterization. Those features even though were originally designed for
graphics workloads are very useful when dealing with the video workloads processed by facial
recognition systems. For these reasons, general-purpose GPU platforms have become mainstream,
and are now the de facto standard platform for executing computer vision and machine learning
workloads in a power-efficient manner.
Hence, there is a growing interest in parallelizing in a cost-effective manner the most time
consuming steps of a facial recognition system in order to exploit the full-blown heterogeneous capabilities of GPU platforms (e.g. local memories, multithreaded data parallelism, on-die hardware
video decoding, and texture caching mechanisms among many others).

1.1

Thesis Objectives

This dissertation focuses on the study of the parallel scalability of face detection, which is the most
time-sensitive part of any facial recognition system targeting real-time automated video surveillance, as it needs to scan and analyze all faces appearing on a given image. This exhaustive
process is extremely challenging from a latency perspective. Especially, when dealing with high
resolution workloads featuring dozens of simultaneous faces in crowds, and when there exists the
need of analyzing simultaneous video feeds on a single high-end GPU. In order to enable real-time
performance, it is required to carefully design a parallel face detection pipeline capable of yielding
a high throughput frame rate while saturating the underlying hardware resources to enable transparent scalability on devices with higher core counts. Therefore, the main outcome of this thesis
would be to obtain a set of multithreaded parallel facial detection kernels (Figure 1.1) that reduces
the execution latency when both the number of cores and the bandwidth of the memory subsystem
is improved due to the advances in integration. In practice, this translates that facial recognition
applications that employ such parallel algorithms do not need to be rewritten and reoptimized, and
transparently scale simply by executing them on the latest GPU hardware.
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Figure 1.1: Stages of the facial recognition pipeline covered in this thesis (dashed rectangle).
It could be argued that other competing architectures such as FPGAs and neural network hardware accelerators also feature a high number of multiple-add/accumulate units, but unfortunately
they still lack robust generic programming models that enable developing complex software and
easily express high degrees of parallelism, while allowing low-level access when needed directly
from the source code. Additionally, the possibility of executing multithreaded data-parallel general purpose code on GPUs opens the door for developing robust facial recognition systems that
combine both traditional computer vision algorithms and neural networks on a single device. For
these reasons, this thesis has focused on improving facial detection on heterogeneous many-core
GPU platforms. More particularly, this thesis has covered the following objectives:
• Design of a massively parallel video pipeline for face detection
Facial recognition systems targeting surveillance applications work by analyzing faces directly from videos. Consequently, there is an interest on designing a GPU pipeline that is
capable of pre-processing in parallel the input videos before performing facial detection.
• Efficient execution of cascades of boosted ensembles on GPU architectures
As opposed to convolutional neural networks, traditional computer vision methods relying
on hand-crafted features are usually employed in combination with boosting learning methods to perform object detection. Face detection is not an exception, and boosting learning is
very often used in conjunction with features requiring integral images. However, the problem of efficiently executing such cascade-based frameworks on GPU architectures has not
been yet properly studied.
• Exploitation of multiple degrees of parallelism
To address the resource underutilization that conventional boosting-based face detectors
yield, we propose to study the usage of multiple levels of parallelism when performing the
evaluation of the cascade of classifiers. As opposed to conventional approaches that try to
only maximize parallelism within a kernel, in this research concurrent scheduling of kernels
is going to be explored. The idea is thus to combine both fine-grained and coarse-grained
parallelism to substantially increase the occupancy of ALUs.
• Parallelization of the non-maximum suppression process
Clustering methods used for merging the multiple candidate windows obtained as a result
of a face detection algorithm are mostly sequential in nature. In situations in which the
simultaneous number of objects and faces appearing on a given image is large, it is increasingly important to develop a lightweight method for implementing in parallel the so called
non-maximum suppression stage of the real-time facial recognition pipeline. Solving this
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problem in parallel enables developing a full-blown GPU-only facial recognition pipeline
that does not need to compute this process on high-end CPU cores. It also avoids incurring
the penalty derived from unwanted memory transfers between both devices.

1.2

Contributions

This dissertation is an extended compilation of the works already presented in the following peerreviewed publications:
• D. Oro, C. Fernández, J.R. Saeta, X. Martorell, J. Hernando, Real-time GPU-based Face
Detection in HD Video Sequences, Proceedings of the 13th IEEE International Conference
on Computer Vision Workshops (ICCV), pp. 530-537, 2011, ISBN 978-1-4673-0062-9.
• D. Oro, C. Fernández, C. Segura, X. Martorell, J. Hernando, Accelerating Boosting-Based
Face Detection on GPUs, Proceedings of the 41st International Conference on Parallel Processing (ICPP), pp. 309-318, 2012, ISBN 978-1-4673-2508-0.
• D. Oro, C. Fernández, J.R. Saeta, Parallel Object Detection Method for Heterogeneous Multithreaded Microarchitectures, Granted US Patent no. 9.235,769 B2.
• D. Oro, C. Fernández, X. Martorell, J. Hernando, Work-efficient Parallel Non-maximum
Suppression for Embedded GPU Architectures, Proceedings of the 41st IEEE International
Conference on Acoustics, Speech, and Signal Processing (ICASSP), pp. 1026-1030, 2016,
ISBN 978-1-4799-9988-0.
The first ICCV publication to the best of our knowledge constituted the first GPU pipeline
found in the literature capable of performing real-time face detection based on cascades of boosted
ensembles in high definition videos. In order to do so, the paper introduces a low-level parallelization of integral images on GPU architectures by means of multiscan operations followed by
parallel matrix transpositions.
The second ICPP work proposes a multilevel method combining coarse-grained and finegrained parallelization with on-die local memories to improve the utilization of GPUs when evaluating boosted cascades of hand-crafted features on GPUs. The proposed multilevel parallelization
pattern achieves a 5X speedup versus a conventional GPU implementation not relying on concurrent kernel execution. Additionally, it also discusses the multiple tradeoffs considered when
training in parallel boosted cascades of classifiers with the GentleBoost algorithm to obtain a high
rate of early rejections in the first stages of cascades. Finally, this work concludes by contributing
a novel low-level thread visualization technique for studying how threads are internally scheduled
on GPU architectures during the evaluation of boosted cascades of classifiers.
The third publication is mainly a US patent that was granted in 2016 and covers a generic parallel object detection framework for hand-crafted features requiring integral images. This patent is
an extended work based on the methods previously proposed in both ICCV and ICPP publications.
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The fourth ICASSP publication presents a novel technique for solving in a lightweight manner
the problem of non-maximum suppression on GPUs using two data-parallel kernels and a boolean
matrix. The non-maximum suppression stage has been traditionally computed using sequential
clustering algorithms on CPUs. Our contributed parallel algorithm is highly scalable and designed
for processing in real time images containing hundreds of simultaneous faces or objects.

1.3

Thesis Structure

The contents of this thesis are divided into six chapters, each one covering a different aspect of the
contributed parallelization techniques for face detection.
Chapter 1, the current one, introduces the justification of the work carried out during the course
of this thesis and also briefly summarizes the main contributions.
Chapter 2 presents the most common methods for performing facial detection in images, and
also the state of the art in the field. The chapter concludes discussing known parallelization strategies for facial detection methods on multithreaded data-parallel architectures.
Chapter 3 covers the proposed multilevel parallelization method of face detection for GPU architectures, and the justification behind the contributed algorithms. It also conducts the required
experimentation and benchmarks effectively showing how our concurrent kernel proposal outperforms serial kernel execution. The chapter also presents low-level visualization techniques of the
internal GPU scheduling when running the proposed algorithms.
Chapter 4 discusses a framework for processing in real time ultra high definition workloads.
Chapter 5 includes our proposed parallel non-maximum suppression method for GPU architectures. It also studies the scalability of our solution in images with a growing number of simultaneous faces, and how the execution time is significantly reduced as the clock frequency, the amount
of available cores, and the underlying memory bandwidth is improved.
Finally, in Chapter 6 the main conclusions are drawn and future work is also discussed.
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Chapter 2
Parallelization of Face Detection
During the past decade the semiconductor industry has experienced a major shift in how microprocessors are designed. Traditionally, the transistor count increases provided by Moore’s law were
leveraged to implement microarchitectures with advanced features such as aggressive instruction
level parallelism, out of order execution, multithreading and memory prefetching at ever-increasing
clock frequencies. In this environment, serial algorithms were historically accelerated simply by
executing them on a microprocessor with a higher clock frequency. Unfortunately, this performance growth model turned out to be unfeasible (see Figure 2.1) when it hit the so-called power
wall. The dramatic increases in microprocessors power consumption derived from high clock frequencies reduced the reliability of transistors, and forced computer architects to set a limit in the
thermal design point. The solution adopted by the industry for boosting performance was to focus
their efforts on increasing the number of cores per die, while keeping constant or reducing clock
frequencies.
Recently, modern GPUs have become commodity multiprocessors with thousands of functional
units and cores per die. As opposed to traditional multicore CPU microprocessors, GPUs do not
spend a large amount of the die area in caches designed for hiding latencies when accessing the
main memory. They are instead designed as throughput-oriented architectures in which the die
area is spent in clusters of many-thread multiprocessors populated with SIMD units.
These profound changes in the underlying architecture of microprocessors have forced to rethink algorithms for problems that were considered solved due to the need of exploiting threadlevel parallelism. One of such problems is face detection. Face detection algorithms are meant to
determine which image regions contain human faces. In order to do so, on most use cases they still
rely on hand-crafted feature descriptors organized in a cascade of gradually increasing complexity.
However, the current trend, though, is to rely on convolutional neural networks (CNNs), which
provide increased accuracy albeit at the cost of dramatically increasing the execution time and
complexity of the backpropagation training process. These kind of algorithms have been recently
implemented in customized ASICs and FPGAs when high throughput and low latency processing
were needed to guarantee real-time performance.
On the other hand, verification costs of hardware implementations are skyrocketing as the
complexity of full-custom ASIC designs keeps growing [2]. Additionally, these hardware solu-
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Figure 2.1: Evolution of CPU performance (SPECint) over the past 40 years [1].
tions typically lack the flexibility that fine-tuned software implementations can provide. For these
reasons, the computer vision community is increasingly relying on software for implementing algorithms rather than relying on hard-wired IP blocks using transistors. With the advent of ultra
high definition (UHD) workloads, the demand for continuous scaling of performance will be only
satisfied if all required algorithms are implemented with multithreaded vector computations, thus
exploiting fine-grained parallelism. As this technique basically consists in overlapping computations with memory operations for masking the memory wall [3], and it is increasingly challenging
to reduce DRAM latencies, it may be difficult that newer solutions could be capable of beating
thread-masked bandwidth-oriented architectures in the near future.
Since most of current research efforts are devoted to CNNs, there is little work on parallelizing
hand-crafted face detection algorithms over massively parallel stream-based architectures such as
GPUs in an efficient manner. Even though these devices feature this vast amount of resources,
they yield poor performance if the working set of the underlying face detection algorithms are
unbalanced. In order to improve programmability, manufacturers have released APIs that enable
programmers to develop general purpose computations over the thousands of functional units that
are available in GPUs. Programming models such as OpenCL [4] and CUDA [5] define a subset
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of C constructs that can be used for scheduling and synchronizing parallel kernel computations.
With the advances in integration provided by Moore’s law, the semiconductor industry is now integrating CPU and GPU-like cores on a single die. These heterogeneous architectures combine
latency and throughput-oriented cores in the same chip. Latency-oriented cores are heavily optimized for executing single-threaded host code as fast as possible, whereas throughput-oriented
cores are designed for efficiently executing data-parallel kernels with millions of threads. Under
these architectures, the code with abundant parallelism is mapped to the GPU cores, while code
with irregular memory access patterns and complex data dependencies is executed in CPU cores.
To simplify programmability, it is expected that upcoming chips will integrate both types of architectures under a true cache coherent single unified memory address space, and also include a
myriad of programmable accelerators such as on-die CNN inference engines [6] [7].

2.1

Face Detection

Face detection algorithms are one of the most active research topics in the field of computer vision.
The main reason for this interest is due to the fact that face detection is the first step for many face
analysis tasks such as face identification and verification. The goal of face detection is to determine
whether an image contains faces or not, and if so, compute its dimensions and location within an
image. With the advent of mobile and cloud computing, there has been an explosion in usergenerated multimedia content and consequently in the demand of algorithms for performing face
detection search queries in photos or videos.
Early works on face detection can be traced as old as 30 years ago and try to address the
common challenges that affect performance in terms of accuracy: pose, lighting conditions and
occlusions. However, historically, computer vision research works rarely discuss the implementation details of proposed algorithms from a computer architecture perspective. In the parallel
computing era, there are many problems of complexity and scalability that arise when adapting algorithms initially conceived for being serially executed. In this state of the art, firstly the proposed
approaches to face detection from a computer vision perspective is going to be surveyed.
Since the early 2000s, with the introduction of the first boosting-based method proposed by
Viola and Jones [8], face detection performance made a huge progress not only in terms of accuracy, but also in terms of speed. The Viola and Jones face detector was the first one to obtain
real-time performance with low error rates. These results were achieved by leveraging the usage of
an integral image with a boosted cascade of classifiers resulting from the AdaBoost [9] learning algorithm. Instead of using pixel information as in appearance-based methods, the authors proposed
to use a set of simple features. The integral image was wisely introduced for reducing the amount
of required operations when evaluating the Haar-like features. These features were selected due
to its simplicity and its low computational footprint. Each feature was defined as the weighted
difference of intensity between multiple rectangles and organized into structures ranging from 2 to
4 rectangles. Since the rectangles share corners, it is then possible to compute Haar-like features
using few memory accesses through integral images or summed area tables.
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Initially introduced by Crow [10] for texture mapping, the integral image I(x, y) for a given
i(x, y) image location is computed as follows (Equations 2.1 and 2.2):
X
I(x, y) =
i(x0 , y 0 )
(2.1)
x0 ≤x,y 0 ≤y

Therefore, the sum of pixels enclosed in a rectangle region ABCD are thus efficiently computed with just 4 memory accesses:
X
i(x, y) = I(D) + I(A) − I(B) − I(C)
(2.2)
(x,y)∈ABCD

The idea of exploiting integral images was also useful for other computer vision techniques. For
example, they were extensively exploited by Bay et al. in the SURF [11] descriptor for speeding up
the sums of 2D Haar wavelet responses and the integer approximation to the determinant of Hessian
blob detector. Similarly, integral channel features (ICF) [12] also wisely leveraged summed area
tables for speeding up computations. In addition to integral images, Viola and Jones introduced
the idea of the attentional cascade. The rationale behind this data structure was to populate the
nodes of the cascade with boosted classifiers of gradually increasing complexity. This framework
exploits the fact that a face detection within an image is a rare event, and only a small amount of
sliding windows contain faces. The first node of the cascade would thus contain very few strong
classifiers, which would be designed to quickly reject most of non-face sliding windows while
keeping regions populated with faces. As a result, almost all non-face regions are discarded in the
early stages of the cascade, and only survivor regions arriving to the latest stage are considered
as faces. Moreover, the number of weak classifiers in the nodes increase with the depth of the
attentional cascade structure.
Therefore, at the end of each node of the cascade a binary decision is made. This task is
performed by thresholding the aggregated sum of classifier responses of the node with a decision
value. In the original Viola and Jones work [8], both the amount of weak classifiers in a node
and its corresponding decision threshold are specified manually. As it is obvious, if the decision
threshold is set too conservatively, the evaluation of the cascade will be performed slowly. On the
other hand, if it is set too aggressively, the evaluation speed will be fast but at the cost of a reduced
detection rate. This fine-tuning process is unfeasible as the amount of negative training examples
grows. Another drawback of the manual approach followed by Viola and Jones is that each node
is trained independently as if the rest of the nodes do not exist.
Since the introduction of the Viola and Jones framework, most research has been concentrated
on improving boosting-based face detectors. This was in part due to the success of the boosted
cascade structure in discarding computations. Zhang et al. [13] survey this kind of face detection
frameworks until the year 2010. Other works, such as the one of S. Zafeiriou et al. [14] further
survey face detection until 2015.
Essentially, state-of-the-art research in face detection now relies on deep convolutional neural networks (CNNs). Regarding solutions based on hand-crafted features, existing works either
test different features or combine variations of the most widely used learning techniques (e.g.
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randomized trees and forests [15], boosting [9], gradient boosting [16] or support vector machines [17]). However, the best performing recent works [18] based on hand-crafted features still
rely on boosting-based learning algorithms and exploit variations of the cascade structure. The
main reason is because it is still difficult to beat that approach both in terms of accuracy and speed.

Hand-crafted Features for Face Detection
Face detection frameworks historically relied on a set of hand-crafted features resulting from a
machine learning algorithm for estimating which image regions are prone to contain human faces.
Selecting what kind of features should be used during the training process for building the model is
a complex task. One important objective for exploring hand-crafted features is to find the ones that
are more robust to local illumination changes, scale, and rotation invariance, as well as robustness
to partial occlusions of the face. Another goal to be pursued is to reduce the amount of features
required while keeping constant or reducing the error rate during the training phase.
The Haar-like rectangular features introduced by Viola and Jones [8] are an example of such
philosophy. They are efficient to compute and are speeded up through the usage of an integral
image. From an image processing point of view, these features encode the differences in average
intensities between two rectangular regions. Therefore, they extract texture without depending on
absolute intensities. In order to address their limitations when supporting multi-view face detection, Lienhart and Maydt [19] extended the Haar-like features by introducing tilted (45 degrees)
rectangular and center-surrounded features. Those features were further accelerated by leveraging
a rotated summed area table in a manner similar to the integral image. Another approach with three
different features was proposed by Li et al. [20] in which both the rectangle dimensions and the
spaces between them are customizable. By using this arrangement, features are thus designed to
capture the asymmetrical characteristics of non-frontal faces. In [21] the authors introduce diagonal features that are analogous to the ones described by Li et al. [20]. More sophisticated proposals
such as the co-occurrence of Haar-like features which capture structural similarities within the face
class were explored by Mita et al. [22].
One of the major drawbacks of Haar features is that they are not invariant to local illumination
changes. This issue makes the resulting face detection framework not robust to extreme lighting
conditions. Additionally, as it was pointed out in [23], even though Haar features quickly discard background regions, they are not so effective in terms of the quantity of required filters for
achieving the desired false acceptance or detection rates. As a consequence of this, very few Haar
features are required in the first stages of the cascade structure for discarding background regions.
Nevertheless, several hundreds of them are required at later stages of the cascade for precisely
detecting face locations within an image. This feature distribution leads to longer cascade training
times and considerably increases latency when evaluating the cascade.
Another approach for dealing with these issues is to use binarized features. The most widely
known features under this category are local binary patterns (LBP). These features were originally
introduced by Ojala et al. [24] for texture classification and unsupervised segmentation. But soon,
with the refinements introduced by the rotation-invariant multiscale version of LBP [25], new
applications such as object or face recognition were found [26]. The operator describes each pixel
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by the relative luminance values of its neighboring pixels thus effectively building a binary pattern.
In order to do so, it defines a non-parametric 3x3 kernel in which the local spatial structure of the
image is summarized. Consequently, the LBP operator at a given (x, y) position is defined as
a set of binary comparisons of pixel intensities between a central pixel and its corresponding 8
surrounding pixels. Let lc be the luminance value of the center pixel, and li the luminance value
of N equally-spaced pixels on a circle of radius R, the LBP operator is formulated as follows
(Equations 2.3 and 2.4):
LBPR,N (x, y) =

N
−1
X

s(li − lc )2i

(2.3)

i=0


s(x) =

1
0

x≥0
otherwise

(2.4)

Due to its robustness and simplicity, local binary patterns turned out to be very successful
for face detection and recognition tasks. From a computational perspective, LBP features do not
require to compute an integral image. They also yield regular memory access patterns that fit well
in the cache hierarchy of modern microprocessors thus effectively reducing latency. For these
reasons, many variants of the original descriptor have been developed over the recent years. Zhang
et al. [27] proposed a multiblock variant (MB-LBP) in which intensities of rectangular regions are
encoded using local binary patterns. More particularly, the average intensity of a central rectangle
is compared with the average intensities of its surrounding rectangles. By using such patterns, MBLBP can capture large scale structures that may be the dominant features of images. As the authors
show in [27], the experimental results of the MB-LBP operator prove that it is more distinctive than
both Haar-like and original LBP features. Additionally, the exhaustive set of MB-LBP features is
smaller than in Haar-like features. This fact makes the multiblock variant of LBP to converge faster
during the training process due to the small size of the feature set.
Other alternatives, such as Li et al. [28] proposed a boosting framework that relies on the SURF
descriptor [11]. In this work, the authors showed that by limiting the pool of SURF features it is
possible to obtain accuracy results that are close to the soft cascade approach [29]. Therefore, a
cascade with few hundreds of SURF features will yield results that are similar to a cascade with
several thousands of Haar filters.
Another feature that proved to be a major success for initially solving the problem of pedestrian detection was HoG [30], the acronym of histogram of oriented gradients. A variation of the
HoG descriptor was successfully proposed by Jun et al. [31] to accurately solve the problem of
face detection, although it was extensively studied either in combination with LBP or standalone
for trying to solve the problem of face recognition [32], not just face detection. More recent approaches, such as integral channel features (ICF) [12], were also evaluated for performing face
detection under challenging conditions [33].
Finally, the lightweight normalized pixel difference features (NPD) [18] exploited the ideas
of the widely-known Weber’s law fraction [34] to try to solve the problem of unconstrained face
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detection. Such feature can easily exploit memoization, thus not requiring to perform any particular
computation during feature evaluation. Let x and y be a pair of pixels within a given sliding
window, Equation 2.5 included below describes how the NPD feature is effectively computed:
NPD(x, y) =

x−y
x+y

(2.5)

Liao et al. [18] proved that a classifier based on gradient boosted trees and trained by exhaustively testing all possible NPD features over a small training set was capable of accurately
performing face detection on the occluded and lateral faces found in the FDDB dataset [35].

Supervised Learning Algorithms for Classification
Boosting
A comprehensive introduction of boosting learning techniques used in face detection frameworks
for binary classification are found in [36] and in [37]. The idea of boosting is to linearly combine weak classifiers hi (x), which have a modest accuracy, with the purpose of building a highly
accurate strong classifier H(x) as follows:
H(x) =

n
X

wi hi (x)

(2.6)

i=1

The estimation of wi weights as well as the selection of the weak classifiers hi are learnt in
Equation 2.6 by the boosting algorithm. Under this approach, each classifier tries to minimize the
classification training error on a particular distribution of the training samples. This is achieved by
choosing the weak classifier with the smallest error. Therefore, at each iteration the algorithm will
update the weight of samples in such a manner that the misclassified ones will get higher values in
the next iteration. Analogously, the algorithm will decrease the weight values of correctly classified
samples. The idea of the algorithm is thus to focus on the training samples that are hard to classify.
The adaptive boosting algorithm (also known as AdaBoost [38]) is considered as the baseline for a
family of slightly more sophisticated algorithms. In [39], Lienhart et al. compared three variations
of boosting algorithms: Adaboost, RealBoost and GentleBoost. They showed that GentleBoost
outperforms the other two.
Gradient Boosting
Gradient tree boosting techniques [16] employ decision trees as weak learners, which are iteratively added to optimally minimize a loss function. Multiple variations and constraints such as the
number of tree nodes, depth of the trees, and node split conditions might be explored during the
training stage to enforce the creation of weak learners and, as a result of this, improve regularization for increasing the accuracy of the classifier.
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Support Vector Machines
Typically, support vector vector machines (SVMs) [17] are used in conjunction with the HoG
descriptor [40] [14]. However, most of the works found in the literature [41] [42] combine SVMs
with Haar-like features to perform multi-view face detection [43].

Convolutional Neural Networks
Deep convolutional neural networks (CNNs) emerged in late 2012 [44] as a very powerful method
that significantly outperformed hand-crafted features and descriptors on a myriad of computer vision problems ranging from object recognition to image classification. Recent advances in the field
of deep CNNs is surveyed by Gu et al. in [45]. As face detection is a particular case of generic
object detection, a state-of-the-art facial detector can be constructed as long as a training set consisting in millions of labeled pictures of faces is used during the backpropagation process. Due to
the particular properties of stochastic gradient descent (SGD) [46], and the multiple weights, hyperparameters, and hierarchical layers constituting the underlying network architecture (i.e. convolutional, pooling, ReLU, fully connected, and others), it is possible to learn the required features
for accurately performing object localization. Further training enhancements are also possible by
fine-tuning the loss function [47], reducing overfitting due to regularization [48], and optimization
(e.g. data augmentation, weight initialization [49]).
Since the AlexNet [44] breakthrough took place, deeper CNN architectures that yielded increased accuracy were proposed. The most widely adopted architectures were GoogleNet [50],
VGG [51], ResNet [52], MobileNet [53] among many others, which were built by applying slighly
variations of the former ones. As it is too computationally expensive to perform generic object detection by relying on CNN inference within a sliding window approach, Girshick et al. introduced
the idea of R-CNN [54]. The R-CNN network performed selective search to propose interest regions before running the CNN as a feature extractor to reduce computations followed by bounding
box regression. This idea triggered the development of a family of the so-called region proposal
networks (RPNs) and single-shot detectors (SSD). Under this category, meta-architectures such as
Faster R-CNN [55], R-FCN [56], SSD [57], and multiple variations of the YOLO [58] architectural
framework were developed. Recent proposals of this kind of meta-architectures [59] rely on different scales of anchors with multi-scale feature maps at different layers of the network to enable
a more accurate detection of objects of arbitrary size. When these networks are used to solve the
problem of face detection, they clearly outperform in terms of accuracy hand-crafted feature-based
methods, as they are more robust to occlusions, rotation invariance, and severe blur degradations.
Therefore, the current trend is to employ CNN meta-architectures to perform face detection
or generic object localization on a given input image, as there is no need anymore to manually
engineer hand-crafted features to accurately localize or match a particular object class. However,
these methods tend to rely on small input resolutions compared to the resolution of state-the-art
cameras and imaging devices, thus requiring to downscale the input image to the dimensions of
the input tensor of the network.
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Parallel Implementation

Regarding to the low-level implementation of face detection, state-of-the-art CNN inference engines mostly focus engineering efforts on the fine-grained parallelization of convolutional layers,
which are typically offloaded to accelerators such as GPUs. As previous studies have shown [60],
the per-layer time distribution of floating point operations is highly skewed towards convolutional
layers, as convolutions usually represent roughly 90% of such computations in common network
architectures. The execution time of layers such as non-linear activation functions (e.g. sigmoid,
ReLU) when compared to convolutional layers is mostly negligible. For these reasons, convolutional layers are typically parallelized by relying on FFT kernel implementations [61], GEMM
BLAS operations [62] or the Winograd’s algorithm [63].
Another benefit of working with CNNs is that both input data and model parameters are packed
using tensors, which are very easy to map to data-parallel architectures, such as processors featuring SIMD extensions or GPU platforms implementing the SIMT paradigm. Achieving high
degrees of intra-layer parallelism when inferencing CNNs is not problematic, as there are no data
dependencies between the values constituting the tensors.
Additional performance improvements are achieved by reducing the size of the CNN model parameters using compression techniques. These techniques involve quantization [64], pruning [65],
and switching to lower precision data representations such as 16-bit floating point or even 8-bit
integer arithmetic. On the other hand, hardware vendors [66] have started to introduce support for
low-precision arithmetic in their products to further speed up the inference process. Frameworks
such as the CUDA Deep Learning Network Library (cuDNN) [67] include optimized GPU kernels
for both reducing and hiding the complexity of low-level parallelization [68].
Besides the parallel implementation of CNNs, the interest in the low-level parallelization of
hand-crafted computer vision features have quickly faded away, and few research efforts are currently devoted to this particular topic. However, since face detection directly works with images,
and more particularly with pixels, it is possible to exploit inter-pixel parallelism. When working
with images, the order in which pixels are read from memory and positioned for rendering is completely irrelevant, as it always outputs the desired image. For these reason, data-level parallelism
is abundant and easily exploited by issuing thousands or even millions of threads for extracting
hand-crafted features in parallel in multiple regions of the input image. Hence, the chance for
overlapping computations with memory accesses is greatly increased, while keeping the ALUs of
the underlying microarchitecture with a high rate of occupancy. This parallelization strategy is best
suited for many-thread data-parallel architectures such as GPUs.
Typically, most existing works found in the literature parallelizing hand-crafted face detection
frameworks based on boosting learning, such as Herout et al. [69], work by mapping a given thread
to a sliding window, which serially evaluates the classifier cascade. In order to guarantee feature
scale invariance, a synthetic gaussian pyramid computed from the input image is used as the input
of the face detection kernel. The main drawback of this approach is that it suffers from thread
imbalance, as multiple threads packed in multithreaded SIMD lanes diverge in later stages of the
cascade structure. This drawback is derived from the control flow if and else statements needed
for comparing feature responses against stage decision thresholds. As branching is implemented
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Figure 2.2: Low SIMD lane occupancy derived from the few threads surpassing the threshold.
in GPU-based SIMT microarchitectures using bitmasked instructions, when threads sharing code
follow different paths, the execution is serialized to ensure correctness. Therefore, the evaluation
of boosted ensembles in GPUs tends to yield a low ALU occupancy and poor performance, as
survivor threads at ending stages of the cascade of classifiers are usually very few due to the early
rejection rates.
As Figure 2.2 depicts, the image pyramid is analyzed by blocks of threads, in which each
thread is responsible for evaluating the classifier cascade on a particular image region. When this
parallelization pattern is adopted on a many-thread microarchitecture, the occupancy of SIMD
lanes is typically low, as only a small amount of threads surpass the threshold of the final stage of
the classifier. As a result of this, the underlying hardware resources are severely underutilized.
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Figure 2.3: Thread rearrangement implemented across the execution of multiple kernels.
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Figure 2.4: Conventional cascade (left) vs. soft cascade (right).
This thread imbalance bottleneck significantly degrades performance and is inherent to the
cascade structure evaluation strategy. Hence, it does not depend on the particular hand-crafted
feature used within the classifier. However, in cases in which the boosting algorithm produces
a cascade lacking stage thresholding values [70], and stage scores are accumulated through the
cascade evaluation process, it is possible to apply thread rearrangement techniques. For instance,
the cascade evaluation process could be split into m kernels (ki ), where 0 ≤ i ≤ m − 1. The
first kernel (k0 ) could compute only the first n classifiers of the cascade, as they are the most
discriminative, and trigger the highest rejection rates. At this point, surviving threads obtained after
having executed the k0 kernel could be enqueued or grouped together with its (x, y) coordinates
for further evaluation in the k1 kernel. This strategy goes on until all threads die or reach the end
of the cascade in kernel km−1 (see Figure 2.3).
Therefore, the SIMD lanes in the k0 kernel would reach a higher occupancy than simply by
applying the naive parallelization pattern in which the input image is fully evaluated within a single kernel. However, the main drawback of thread rearrangement is that it is only easily splittable
into several kernels when the boosted cascade of classifiers strictly follows the soft cascade approach [29]. More precisely, when the cascade is trained as a single large stage populated by weak
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classifiers rather than a sequence of stages, in which each one is constituted by a collection of weak
classifiers (shown in Figure 2.4). For this latter cascade structure, each stage yields a different score
response after having completely evaluated its inner sequence of weak classifiers.
Consequently, thread rearrangement is severely constrained by the decision to be made at the
end of each stage (di ellipses depicted in Figure 2.4). Depending on the depth and the quantity of
features constituting a given stage of the conventional cascade, most threads processing adjacent
pixels may finish early, but they would need to stall or wait at the decision node for the completion
of threads that are still computing features in the same stage due to the SIMD paradigm. This fact
means that it is only feasible to split the evaluation of conventional cascades into kernels at the
decision nodes or study alternative parallelization strategies.

2.3

Conclusions

In this chapter, we have reviewed the most widely used techniques for performing face detection
in images ranging from methods based on boosted classifiers of hand-crafted features to the latest
CNN architectures. Currently, the parallelization of CNN inference is a well-studied problem, and
state-of-the-art libraries [67] and toolboxes [71] [72] already implement low-level optimizations
for speeding up this process.
However, the low-level parallelization of cascades of hand-crafted features may still prove to
be relevant in scenarios in which the latency of face detection is critical, such as in the automated
real-time surveillance of highly crowded locations. Other approaches could involve the usage of
hand-crafted features as a pre-processing step for quickly discarding image regions not containing
faces, and thus reduce the computational burden of inferencing a large resource-intensive CNN
meta-architecture.
Finally, such hybrid methods combining hand-crafted features with highly accurate CNNs, may
also be adopted in scenarios in which power consumption is an issue. For instance, hand-crafted
methods could be dynamically scheduled in a SoC when battery power is too low, as it typically
dissipate less energy (<1 nJ/pixel) than widely adopted deep CNN architectures [73] [74].
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Chapter 3
Efficient Evaluation of Cascades of Boosted
Ensembles on GPU Architectures
State-of-the-art smart vision systems nowadays rely on deep convolutional neural networks (CNNs)
for performing tasks such as highly accurate object localization, classification or segmentation,
among others. Nevertheless, before the CNN revolution was triggered by the seminal AlexNet
architecture [44], it was common to rely on hand-crafted computer vision techniques for performing feature extraction, and later conduct classification tasks either by relying on ensemble learning
methods (e.g. boosting, random decision forests) or support vector machines (SVMs).
On the particular case of face detection, arguably the most widely adopted framework was the
cascaded method introduced by Viola and Jones [8], [75], which optimally combined integral images with Haar-like features of growing complexity learned by the AdaBoost [9] algorithm. Such
framework, heavily influenced subsequent hand-crafted object localization methods, as the cascade
structure derived from a boosting machine learning algorithm efficiently enables the early discard
of image regions not containing the desired object classes. Multiple variations of the cascaded face
detection relied on more advanced features such as scale-invariant features (SIFT) [76], speeded up
robust features (SURF) [11], local binary patterns (LBP), histograms of oriented gradients (HoG)
[30], and integral channel features (ICF) [12] among others, in order to dramatically improve the
accuracy of localization.
Although these methods are less accurate than current deep CNN meta-architectures, they are
still used in many use cases due to the lower computational footprint [73]. On top of that, it is
debatable whether the simpler, lightweight and pruned CNNs optimized to reduce computations to
the minimum extent for embedded devices are as accurate as ensemble methods based on handcrafted features when detecting faces in images [77].
On the other hand, the unprecedented growth in user-generated multimedia content that we
are experiencing during this decade is pushing the demand of computing performance to the limit.
Today, some of the most advanced clusters and supercomputers rely on hybrid nodes that combine
massively parallel GPUs with multicore CPUs for processing this vast amount of data [78]. This
situation will be even more challenging when the online services that run on datacenters enable
end users the possibility to conduct computationally intensive interactive queries based on object
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recognition or scene understanding on a collection of archived videos. A common way to reduce both the latency and energy consumption of interactive queries is to implement these tasks in
multithreaded data-parallel accelerators such as GPUs, which are highly efficient in terms of performance per watt, as they yield more performance with less energy consumed per floating-point
operation when compared to high-end multicore CPUs [79].
Ensemble methods progressively select combinations of low-level image features to build weak
classifiers based on how well the features discriminate between positive and negative samples.
Due to the properties of boosting, the resulting classifier cascade behaves as a standalone strong
classifier, even though it was originally trained as a combination of weak hypotheses. The idea
of structuring classifiers in the form of a cascade enables early discarding of image regions that
are not prone to contain the desired object class, thus avoiding unnecessary computations. Further
reductions in computations are achieved through the usage of a summed area table [10], [80] or
an integral image. Variations of this framework with more sophisticated boosting algorithms [29],
[70] and low-level image features are possible, but essentially they all expose the same challenges
when ported to GPU architectures.
First, the dynamic resizing of the sliding window required for detecting objects of any size
yields a low ALU occupancy if threads are directly mapped to different sliding windows. This is
especially true for larger sliding windows, which trigger the evaluation of cascade classifiers using
few threads. Similarly, when smaller sliding windows scan the input image using features with
minimal dimensions (i.e. the sample size used during the learning process), the GPU occupancy
is maximized. This unbalanced distribution of work may potentially reduce performance should
remain unaddressed.
Second, the irregular control flow derived from the evaluation of the classifier cascade could
produce a situation in which a great proportion of GPU threads are divergent. When the execution
path of threads within a warp are not equal, threads taking different paths are serially executed, and
may negatively affect computational performance. Therefore, the cascade should keep the highest
possible rejection rates at the initial stages of the classifier to both reduce the impact of thread
divergence and increase the underlying throughput.
Considering that the growing trend in the HPC industry is to devote a larger amount of the die
area in several parallel processing units, usually structured among blocks of multithreaded SIMD
lanes and private local caches, the problem of efficiently evaluating cascades of classifiers in such
architectures is still relevant. Even though object detection algorithms benefit from the data-level
parallelism inherently derived from pixels, additional strategies are required for further increasing
computational performance during the feature evaluation process.

3.1

Pipeline for Ensemble Methods based on Integral Images

Typically, an object detection pipeline starts from an input image or video frame. As it is now
common to have an on-die hardware video decoder on most SoCs and discrete GPUs, time consuming tasks such as the video decoding of streams encoded with widely adopted codecs (e.g.
H.264 [81], HEVC [82] or AV1 [83]) can be offloaded at the slice level to this fixed function logic.
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Concurrent Execution of CUDA Kernels
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Figure 3.1: Proposed object detection pipeline for analyzing video streams.
When the video decoding stage is performed on a discrete GPU, the latency of memory transfers
between CPU and GPU address spaces is significantly reduced due to the fact that these transfers
deal with compressed video frames. Through the usage of GPU hardware video decoding APIs
[84], decompressed video frames are then directly mapped to a texture for further processing and
display enclosed objects to end users.
As certain hand-crafted features (e.g. Haar-like, ICF, SURF) require integral images [85] or
summed area tables [10] for speeding up computations, a generic facial localization pipeline targeting cascades of boosted ensembles must also perform fine-grained thread level parallelization
of such time-consuming computations. Rather than computing integral images by means of serialized aggregated additions, as Hensley et al. [80] pointed out, it is possible to parallelize the
computation of integral images in O(n log2 n) steps by means of parallel horizontal and vertical
prefix sum using data-parallel operations on graphics hardware. This is possible because modern
graphics hardware closely resembles a parallel machine of n processors, and enables recursive
doubling [86] techniques. Our proposed face detection pipeline shown in Figure 3.1 relies instead
on parallel prefix sum and parallel matrix transpositions to improve data locality in the on-die
scratchpad memories available on GPUs.
Due to the fact that boosted cascades of features are trained for detecting faces at a given resolution (typically, a dimension of 24x24 pixels), in order to detect faces of arbitrary size, it is
required to downscale and filter multiple times the input video frame before computing integral
images. Other alternatives rely instead on directly building a gaussian pyramid [87] of the input
video frame and later computing a single integral image. Additionally, it is also possible to train
several cascades of classifiers to detect faces of specific growing dimensions, ranging from 24x24
pixels up to the size of the image. All these strategies in fact require a fixed-sized sliding window
during the evaluation stage of the boosted cascade of classifiers. However, there exists the possibility of dynamically adjusting granularity by resizing the sliding window when using scale-invariant
features and a single boosted cascade of classifiers (see Figure 3.2). This variable-sized sliding
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Figure 3.2: Different strategies for evaluating features in boosted cascades of classifiers.
window has an impact on the classifier accuracy while yielding a low ALU occupancy on GPUs.
More particularly, the potential number of simultaneous computing thread blocks nthb evaluating
Ww × Wh sliding windows on a given Iw × Ih integral image is substantially increased (Equation
3.1) when image dimensions correspond to high definition (HD) or ultra-high definition (UHD)
resolutions (i.e. 1080p, 4K and beyond).


Iw · Ih
nthb =
(3.1)
Ww · Wh
This latter behavior is depicted in Figure 3.3, which illustrates that only the smaller sliding
window scales yield theoretically enough quantities of potential threads to keep ALUs with enough
amount of work, especially for high-end discrete GPUs, which include thousands of ALUs on die.
This assumption is based on the model previously validated by Guz et al. [88], which proved that
the occupancy η of cores Ncores in many-thread multiprocessors is bounded by:


n
 threads
  where 0 ≤ η ≤ 1
η = min 1,
(3.2)
Ncores · 1 + tavg · CPrImexec
As the minimum in Equation 3.2 shows, there is no gain in creating and issuing more threads
(nthreads ) when the execution units are saturated (it is bounded by one). On the other hand, additional threads must be issued when stalled threads are waiting data from the memory hierarchy to
avoid the underutilization of the ALUs included in GPU cores. In the interest of correctly modeling this behaviour, Equation 3.2 also takes into account the rm ratio of memory instructions as
a percentage of total instructions, the average tavg time in cycles to access data, and the average
CP Iexec number of cycles required to execute an instruction.
Given that modern GPUs architectures such as NVIDIA’s Pascal [89] and Volta [90] typically
consume between 4 and 6 clock cycles on average for executing most integer and single-precision
floating point instructions [91] (see Table 3.1), and assuming 400 clock cycles of latency when
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Figure 3.3: Potential GPU threads resident in multiprocessors vs. sliding window dimensions
accessing the off-die memory (worst case scenario), Figure 3.3 shows the upper thread bounds for
multiple values of Ncores achieving the maximum theoretical occupancy (η = 1 for rm = 0.5).
Therefore, for the sake of increasing the utilization of the GPU to the maximum extent, it
is required to downscale the input video frame and filter it several times, before performing the
computation of the subsequent integral images. Moreover, the pipeline starts with a given decoded
video frame and it is then mapped to a texture, which leverages the GPU texture cache for speeding
up downscaling and filtering stages (see Figure 3.1). At this point, the scaling stage generates N
resized images after subsampling decompressed frames stored in texture memory. As long as this
memory is indexed by floating point coordinates, it is possible to configure it for performing texture
fetches with linear interpolation by relying on tex2D() instructions [5]. The filtering stage of the
pipeline is necessary to avoid aliasing effects produced during the scaling stage, and thus preserve
the original properties of the underlying image signal. After this stage has been completed, integral
images are computed by exploiting multiple levels of parallelism with a combination of parallel
prefix sum and matrix transposition operations, as it was described earlier. By using this approach,
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GPU Architecture

Pascal

Instructions

Volta

Latency (cycles)

BFE, BFI, IADD, IADD32I,
FADD, FMUL, FFMA,
FMNMX, HADD2, HMUL2,
HFMA2, IMNMX, ISCADD,
LOP, LOP32I, LOP3, MOV,
MOV32I, SEL, SHL, SHR,
VADD, VABSDIFF, VMNMX,
XMAD

6

DADD, DMUL,
DFMA, DMNMX

8

FSET, DSET, DSETP,
ISETP, FSETP

12

POPC, FLO, MUFU, F2F,
F2I, I2F, I2I

14

IMUL, IMAD

23

∼86

IADD3, SHF, LOP3, SEL,
MOV, FADD, FFMA,
FMUL, ISETP, FSET, FSETP

4

IMAD, FMNMX,
DSET, DSETP

5

HADD2, HMUL2, HFMA2

6

DADD, DMUL, DFMA

8

POPC

10

FLO, BREV, MUFU

14

Table 3.1: Latency in clock cycles of assembly instructions in Pascal and Volta architectures.
coarse-grained parallelism is exploited through concurrently executing the kernels that implement
such operations for each one of the considered scales. Fine-grained parallelism is subsequently
exploited at thread-level within each kernel. Finally, the object detection pipeline concludes with
the evaluation of the boosted cascade of classifiers from integral images. This stage is the most
resource-intensive, as it must process integral images, and also exploits two degrees of parallelism.
From a low-level perspective, a divide and conquer strategy must be used for evaluating the cascade
within a kernel. Therefore, the analysis of the input integral image is performed by splitting it into
equally-sized blocks corresponding to a different fixed-sized sliding window. By following this
parallelization pattern, objects of multiple sizes are thus detected by concurrently executing the
same kernel for each integral image corresponding to a different scale. After all previous stages
conclude, the final outcome of the cascade evaluation stage is used for bounding regions in the
original video frame, which is finally mapped into an OpenGL [92] texture for display purposes.
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Computation of Integral Images

Computing summed area tables or integral images in a naive manner is a computational intensive
O(n2 ) process [10]. There exists literature on how to optimize this task via parallelization under
both stream-based [93] [94] and multi-core processors [95]. However, most existing works rely
on the observation made by Hensley et al. [80] that integral images can be also computed using
standard exclusive prefix sum operations [85]. Because this algorithm is meant to be executed on
GPUs, it is possible to preserve data locality in on-die caches by performing row-wise prefix-sums
immediately followed by two matrix transpositions.
The prefix sum or scan [96] is a data-parallel primitive applied to a given stream, in which each
element is generated by summing the elements up to its index. A naive parallel implementation
computes the prefix-sum in log2 n steps, by first summing in parallel all pairs of contiguous elements to produce n/2 additions, and recursively summing the produced pairs until a final single
sum remains. This naive implementation performs O(n log2 n) total additions, whereas a conventional single-threaded CPU implementation would only require O(n) operations.
For better exploiting the underlying GPU microarchitecture, we take an additional effort and
follow a divide-and-conquer hierarchical approach based on the Hillis-Steele algorithm [97], which
implements the scan at different granularities. In this implementation, input data is fetched in
parallel from the GPU DRAM and then stored in the on-die shared memory of each simultaneous
multiprocessor (SM) before starting any computation.
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Figure 3.4: Divide-and-conquer approach for the parallel prefix sum (scan).
As Figure 3.4 shows, the high-level block scan operation is composed of several warp scan
primitives. The purpose of this block-wise operation is to compute the scan across a block of
threads. A grid of intra-block primitives (grid scan) is then used to finish the prefix sum computation of a stream of arbitrary length. In order to exploit coarse-grained parallelism at row level, the
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Figure 3.5: Parallel warp scan primitive for a 32-element input vector x
integral image computation relies on the multiscan kernel operation. This operation carries out the
scan in parallel for each row of the input image.
At the lowest level, a warp scan primitive computes the prefix sum only for the threads referenced within the warp. As depicted in Figure 3.5, the warp scan primitive performs the prefix sum
operation in parallel for an input vector of 32 elements in log2 32 steps. For each step, a subset of
threads in the warp performs a partial sum. At the end of the 5th step, the output of the algorithm
will be the prefix sum for the 32-element vector.
Instructions in NVIDIA GPUs perform the same computation across a warp or group of 32
threads and simultaneously store the results of computations in registers without needing additional
thread barrier instructions [98]. This paradigm is called single-instruction multiple thread (SIMT).
The parallel access pattern depicted in Figure 3.5 ensures memory coalescing, thus maximizing
both bandwidth and throughput. Formally, an integral image or summed area table Is is obtained
from matrix I by subsequently performing a multiscan operation, a parallel matrix transposition
(T operator), a second multiscan and, finally, another parallel matrix transposition (Equation 3.3):

T
Is = multiscan multiscan (I)T

(3.3)

Algorithm Correctness
Theorem 3.2.1. The integral image Is of a given n × m input grayscale image I encoded as a
matrix is computed by performing exclusive parallel prefix sum operations on each row, followed
by a matrix transposition, a subsequent exclusive parallel prefix sum per row, and a final matrix
transposition producing the aggregated sum of all elements of image I.
Proof. Let Iexec be a given I matrix in which an exclusive prefix sum is applied on each row, the
Is matrix is obtained as follows:
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Transposing the matrices is necessary to avoid column-wise scanning, so that data locality
is better exploited when accessing the shared memory. Memory coalescing and bulk transfers are
required to achieve the maximum bandwidth for the GPU, so a natural way of transposing matrices
is to divide them into equally-sized blocks and to copy data from the off-chip DRAM to the on-die
shared memories. This involves using a barrier instruction after data is transferred to the shared
memory of each SM. Synchronization is required to guarantee that all threads constituting the
CUDA block start with the transposition immediately after all memory transfers have concluded.
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Algorithm 1: I NTEGRAL I MAGE
Data: Matrices I, Is of size W × H
begin
for i ← 0 to H − 1 parallel do
Is [i][0] ← E XCLUSIVE P REFIX S UM K ERNEL(I[i][0], W )
end
Is0 ← M ATRIX T RANSPOSITION K ERNEL(Is )
for i ← 0 to H − 1 parallel do
Is00 [i][0] ← E XCLUSIVE P REFIX S UM K ERNEL(Is0 [i][0], W )
end
Is ← M ATRIX T RANSPOSITION K ERNEL(Is00 )
end

Generally, the input matrix I is not a multiple of the warp width. To solve this issue, before
transferring memory from the CPU address space to the GPU, the matrix must be zero-padded until
becoming square. Even though this padding process causes additional memory transfers, the final
throughput of the transposition will be higher, because all accesses will be properly coalesced and
aligned. Algorithm 1 summarizes the process of computing the integral image, which internally
relies on per-row exclusive parallel prefix sum kernels (i.e. multiscan), and the parallel matrix
transposition kernel.
GPU occupancy
Kernel (s1)
Time

Kernel (s4)

GPU occupancy
Kernel (s1)

Kernel (s4)
Kernel (s3)
Kernel (s2)

Kernel (s3)
Kernel (s2)

Figure 3.6: Serial (left) vs. Concurrent (right) kernel execution
As Figure 3.6 depicts, a given kernel si may not yield enough computations for keeping the
underlying GPU hardware resources busy. For avoiding to keep ALUs idle, it is worth to rely on the
strategy of concurrently issuing and executing several kernels. Therefore, the multiscan approach,
which simultaneously executes parallel prefix sum kernels on each row of the input matrix, is the
optimal choice for reducing the execution time of integral image computations to the minimum
extent.
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Parallel Evaluation of Boosted Cascades of Ensembles

A typical object detection framework based on integral images must perform an exhaustive evaluation of a boosted cascade of ensembles organized in stages containing an increasingly larger
number of features. In order to detect objects of any size at multiple locations, a kernel implementing such cascade evaluation not only has to test all integral image pixels, but also consider
all possible sliding window dimensions and locations. This algorithm could also be significantly
improved by performing rotations of the integral image (assuming scale invariant features), thus
exponentially increasing the required amount of computations. Due to the particular properties
of boosting algorithms, the traversal of the cascade data structure may be constrained by the dependencies between stages, and must be sequentially evaluated for each candidate window. For
these reasons, we propose a parallelization pattern, where each integral image Is corresponding to
a different downscaled video frame is divided into small and equally-sized n × m chunks.
Each chunk is directly mapped into a different thread block B(i, j), which is then scheduled
to a streaming multiprocessor (SM). Let M be the memory chunk to be transferred to a SM, the
pixels of a given integral image Is to be transferred by a given (x, y) thread of an n × m thread
block B(i, j) are determined by the following expressions (Equations 3.4 to 3.7):
M (x, y) = Is (α, β)

(3.4)

M (x + n, y) = Is (α + n, β)

(3.5)

M (x, y + m) = Is (α, β + m)

(3.6)

M (x + n, y + m) = Is (α + n, β + m)

(3.7)

Where α = i · n + x and β = j · m + y. According to these definitions, each thread of the
block will bring 4 pixels of the integral image to the shared memory, where 3 of them will be of
memory regions meant to be explored by contiguous blocks (see Figure 3.7). Additionally, these
access patterns are sequentially performed to ensure memory coalescing.
After these memory transfers have been completed (and hardened by a syncthreads()
barrier instruction), the next step of the algorithm is to evaluate the boosted cascade of ensembles.
This evaluation is both an arithmetic and a memory intensive operation. For example, a given
boosted cascade of Haar-like features [8] would need to perform 18 memory accesses for the 2rectangle feature and 27 memory accesses for the 3-rectangle feature.
Furthermore, a given rectangle of a Haar-like feature is defined by its (i, j) location within the
n × m fixed-sized sliding window, its w × h dimensions, and the 4 values of the integral image
used for computing the area, thus requiring 9 memory accesses. Additionally, it is also required to
perform between 4 and 5 arithmetic operations to estimate the response for each feature. Therefore,
the main objective is to reduce latency when fetching from memory all required feature attributes
(i.e. dimensions, coordinates and weights) with the purpose of keeping the ALUs busy and thus
maximize throughput. A similar rationale should also be applied when evaluating other boosted
cascades of ensembles based on more complex features (e.g. SURF, ICF) requiring integral images.
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Figure 3.7: Evaluation of the classifier cascade of Haar-like features on a block thread.

In view of this particular information is continuously reused when evaluating the cascade features for each integral image element, the right approach would involve moving all features to the
GPU constant memory [5] (read-only on-die memory available in CUDA-enabled devices) before
launching the evaluation kernels. Moreover, it is also expected that threads processing adjacent
pixels start evaluating the cascade features at the same initial stage and diverge in later iterations.
In this situation, the usage of the constant memory is appropriate due to the fact that is specifically
designed for broadcasting values for all warp threads that simultaneously access the same memory
address. With the aim of maximizing the information stored in the constant memory, Haar-like
features can be stored in a compressed fashion. Since all bits of the thresholds, coordinates, dimensions and weight values are not significant, we propose pruning and later storing them into
16-bit words.
Referring again to Figure 3.1, the cascade evaluation kernel must be executed for each one of
the N integral images to detect faces of any size. As each CUDA block in the cascade evaluation
kernel is fine-tuned to exactly match the w × h dimensions of the trained object class, it is expected
that smaller integral images would yield a very low ALU occupancy (see Figure 3.3). This problem is addressed by exploiting inter-kernel coarse-grained parallelism. Therefore, concurrently
executing the cascade evaluation kernel for each integral image increases the chance of achieving
full GPU occupancy on microarchitectures featuring high core counts.
The whole process is summarized in the kernel presented in Algorithm 2, which requires as
an input two matrices: an Is integral image, and a pre-allocated R matrix for storing integers
representing the deepest stage of the cascade reached during evaluation by a given thread. The
dimensions of both matrices must be equal. Additionally, it also requires an F boosted cascade of
features containing S stages. Early rejection of the cascade structure is enforced by accumulating
scores in v while evaluating features, and by checking this latter value against the θ threshold that
must be manually set up in the face detection framework.
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Algorithm 2: E VALUATE C ASCADE K ERNEL
Data: Matrices Is , R of size W × H, Matrix F of size S
begin
i ← blockIdx.x * blockDim.x + threadIdx.x
j ← blockIdx.y * blockDim.y + threadIdx.y
M [threadIdx.x][threadIdx.y] = Is [i + j ∗ W ]
M [threadIdx.x + blockDim.x][threadIdx.y] = Is [i + blockDim.x + j ∗ W ]
M [threadIdx.x][threadIdx.y + blockDim.y] = Is [i + (j + blockDim.y) ∗ W ]
M [threadIdx.x + blockDim.x][threadIdx.y + blockDim.y] =
Is [i + blockDim.x + (j + blockDim.y) ∗ W ]
syncthreads()

v←0
for s ← 0 to S − 1 do
k ← E VALUATE F EATURE(F [s], M )
v ←v+k
if v ≥ θ then
break
end
end
R[j ∗ W + i] = v
end

The output of the concurrent execution of the cascade evaluation kernel is a collection of arrays
with the same dimensions as integral images, and stored in the global memory of the GPU address
space (R matrix in Algorithm 2). Likewise, there will be Ri arrays, where 0 ≤ i < N , precisely
matching the N number of scales considered in the pipeline (see Figure 3.1). Each (x, y) element
of these Ri arrays is an integer that represents the deepest stage of the cascade reached during the
evaluating process. Therefore, the image region enclosed in a sliding window starting at (x, y)
coordinates would be considered as an object or face if the integer value stored at that position
equals the maximum depth of the cascade. The precise dimensions of the sliding window are
determined by multiplying the downscaling factor by the normalized dimensions of the objects
that have been used for training the cascade.
The abovementioned operations are implemented in the display kernel. This kernel is also
concurrently executed for each scale and encloses objects in a rectangle by updating the RGB
values of the original input image or video frame. Finally, the RGB image is mapped into a
standard texture for displaying it using the CUDA-OpenGL interoperability API [5], although it
could be also mapped to other rendering APIs such as Vulkan [99].
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Experimental Setup

With regard to the evaluation of both performance and accuracy of our generic object detection
GPU-based implementation, we built a benchmark dataset by retrieving a collection of 10 videos
containing faces from the iTunes Movie Trailers website [100] (see Table 3.2). All selected movie
trailers featured a 1920x1080 resolution with an average bitrate of 9 Mbps and were originally
compressed using the H.264/AVC codec [81] in a QuickTime container format. The testing platform was equipped with a quad-core Intel Core i7-4770 3.40 GHz CPU, an NVIDIA GeForce
GTX 1060 graphics card, and relied on the Linux kernel version 4.15. For the implementation of
the GPU kernels, we targeted the CUDA Toolkit 10.0 and the sm 61 architecture. Since the on-die
GPU video decoder works with bitstreams, we relied on the libavformat library for demuxing
input videos. Then the demuxed H.264 video frames were enqueued and decoded using NVDEC
[84] API callback functions, and finally mapped to a GPU pointer for conducting further processing
with CUDA kernels. Considering that the underlying hardware decodes frames in NV12 format,
it is enough to consider only the initial array of luminance components as the input of the scaling
process and subsequent pipeline stages.
Legend
A
B
C
D
E
G
H
I
J
K

Trailer Name
21 Jump Street
50/50
American Reunion
Bad Teacher
Friends With Kids
One For The Money
The Dictator
Tim & Eric’s Billion Dollar Movie
Unicorn City
What To Expect When You’re Expecting

Duration
2 min. 29 s
2 min. 49 s
1 min. 53 s
2 min. 29 s
2 min. 28 s
2 min. 29 s
1 min. 48 s
2 min. 19 s
2 min. 7 s
2 min. 8 s

Table 3.2: Selected H.264 movie trailers
For measuring performance of the GPU kernels, we relied on the CUDA compute command
line profiler (nvprof). Unfortunately, the profiler does not allow gathering values from performance counters while concurrently executing kernels. To avoid kernel serialization, we enabled
and disabled the --concurrent-kernels profiling directive between multiple executions. The
objective was to capture the timestamps of kernels issued in different streams, while performing
face detections in a video, so that we could determine whether they were effectively overlapping computations or not. Similarly, concurrent execution was deliberately disabled for measuring
statistics such as branch and control flow divergence in each streaming multiprocessor (SM).
For analyzing thread execution at the finest granularity possible and thus capture the inner
workings of the warp scheduler, we instrumented the cascade evaluation kernel using the GPU
clock() function. Both the initial and final timestamps for each thread of the CUDA block
were stored in a matrix. With this information, it is possible to quickly visualize which warps
are processing a given image region and make deductions about how the GPU schedules a grid of
CUDA thread blocks during kernel execution.
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Shape

32

Combinations

Edge

55660

Line

31878

Center-surround

3969

Diagonal

12100

Table 3.3: Possible Haar-like feature combinations (24x24 pixels)

The amount of features and the way in which they are arranged in a cascade of classifiers have
severe implications in both the computational performance and accuracy of any face detection process. Therefore, the main challenge is to reduce the quantity of features while preserving detection
accuracy. This reduced feature set would imply less memory accesses and a lower computational
footprint, thus effectively speeding up the face detection process.
For these reasons, we decided to build from scratch an optimized cascade trained using the
GentleBoost [37] ensemble learning algorithm, and rely on the classic Haar-like features for performing face detection. Furthermore, due to great number of Haar-like feature combinations that
must be tested during the offline boosting-based training, we developed in C++ an optimized training framework using a combination of task and data-level parallelism.
Task parallelism was exploited by creating as many threads as Haar-like filters were required
to be evaluated on each combination hypothesis. Data-level parallelism was exploited by mapping Haar-like filters to vectors and then evaluating them using AVX2 or AVX512 [101] vector
extensions for each image in the training set database. With this simple parallelization pattern, we
implemented GentleBoost using a single large loop, which iteratively builds a cascade by adding
at each iteration a new classifier until both the target hit and false acceptance rate are met. An
additional bootstrapping routine was added at the end of the loop to avoid redundancy in the set of
background images, while improving the discriminative power of the boosting algorithm.
In order to select the proper classifier, at each iteration all the combinations presented in Table
3.3 must be tested for each image of the training set. This latter nested loop was split into 4 different
loops (one corresponding to each Haar-like filter type) and then parallelized with OpenMP using
the #pragma omp parallel for construct.
The training set used for building the cascade consisted of 11742 frontal faces of 24x24 pixels
and 3500 backgrounds which are also required for providing negative samples. Each 24x24 image
is then packed in a big matrix using the Eigen v3.3.4 C++ template library. As Figure 3.8 shows,
each iteration of the parallelization loop gathers the coordinates and dimensions of the two rectangles constituting the Haar-like edge feature. This is implemented by accessing the haar2 matrix,
which contains as many rows as feature combinations. By contrast, each column of this matrix
contains the x, y coordinates and w × h dimensions of the two rectangles.
Therefore, each thread corresponding to a given i iteration of the loop will evaluate a different
i Haar feature combination, for all faces and backgrounds of the training set. For speeding up
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#pragma omp parallel for
for(int i=0; i<haar2.rows(); i++)
{
VectorXi eval(dataset.cols());
eval = (-1) * (dataset.row(haar2(i,0)) +
dataset.row(haar2(i,1)) dataset.row(haar2(i,2)) dataset.row(haar2(i,3))) +
2 * (dataset.row(haar2(i,4)) +
dataset.row(haar2(i,5)) dataset.row(haar2(i,6)) dataset.row(haar2(i,7)));
regression(eval, i);
}

Figure 3.8: Parallel loop for testing edge feature combinations.
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Figure 3.9: Encoding used for the dataset matrix that stores the training set.
the evaluation process, the dataset matrix stores precomputed values of integral images of the
training set rather than original pixel values.
The data-level parallelization pattern exploits the fact that, because all integral images have the
same dimension (24x24 pixels), it is then possible to encode each of them in a single column of
the dataset matrix using 576 rows. Hence, this matrix will have as many columns as integral
images the training set has (see Figure 3.9). With this simple data transformation, filter responses
of each Haar-like feature to be tested are easily vectorized with AVX2 or AVX512 instructions
(depending on the underlying CPU vector SIMD capabilities) through the overloaded arithmetic
operators provided by the Eigen C++ library.
At the end of the loop, the thread private eval vector is used for storing the result of the
evaluation of the i Haar-like feature for the whole training set. Then, the regression function is
called for estimating parameters of weak classifiers from the filter responses stored in eval.

CHAPTER 3. EFFICIENT EVALUATION OF CASCADES OF BOOSTED ENSEMBLES

34

Finally, when the four parallelized loops that test the different Haar-like feature types conclude, a ranking function selects the weak classifier that best discriminates between faces and
backgrounds. This weak classifier is then added to the cascade, and the main external loop continues until the target hit and false acceptance rate are achieved. Also, we selected the OpenCV frontal
face feature set designed by Lienhart et al. [19] (named haarcascade frontalface alt2.xml) as
a baseline for estimating the accuracy of the trained cascade.
To conduct the performance and profiling experiments described earlier, a full-blown GPUbased face detector framework was developed from scratch using a combination of C/C++ host
CPU code and CUDA kernels meant to be executed on the GPU (not to be confused with the CPUbased cascade training framework). Such GPU-based face detection software implements at the
low-level the pipeline shown in Figure 3.1, and more particularly, the CUDA cascade evaluation
kernel proposed in Algorithm 2. Therefore, this framework accepts as a parameter a file containing a boosted cascades of ensembles (see Figure 3.10), which facilitates the comparison between
cascades trained by us (encoded using our own KBZ proprietary binary format), and the frontal
face detector XML cascades shipping in the standard distribution of OpenCV v4.2.
- CUDA Runtime Version 10000
- Device 0# GeForce GTX 1060 [1.71 GHz - 10 Multiprocessors - sm_61 - 6077 MB]
- Device 0# has been selected for CUDA computation

Usage:

facedetector --image <image.jpg> --cascade <cascade.xml>
facedetector --video <video.mp4> --cascade <cascade.xml>

Options: --video <video.mp4>
--image <image.jpg>
--cascade <cascade.kbz>
--output <image.ppm>
--numscales <num>
--minscale <num>
--maxscale <num>
--mineyedist <num>
--maxeyedist <num>
--scaletype <[LINEAR | EXP | SINH]>
--maxstages <num>
--nonms

Input video file
Input image file
Input cascade file (KBZ or XML)
Output image file
Number of scales considered
Minimum scale considered
Maximum scale considered
Minimum eye distance
Maximum eye distance
Scaling algorithm
Maximum number of stages
Disable non-maximum suppression

Figure 3.10: Command line options of the developed GPU-based face detection framework.
This framework also outputs the input video feed on a window showing localized faces enclosed by a box, while performing non-maximum suppression (NMS) to select the best detection
among all the candidates returned as an output by the CUDA cascade evaluation kernel.
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Figure 3.11: Average face detection time per frame.

3.5

Results

As we have relied on a combination of parallelization and cascade tuning for speeding up face
detection on GPUs, we have not only analyzed computational performance, but also accuracy in
terms of true and false detections. Even though the cascade training process is carried out offline,
it is also a time-consuming process (i.e. usually requiring several days of computation in a quadcore workstation), and should be repeated several times with fine-tuned parameters to get good
results. For this reason, we have also measured the speedup of our parallelized implementation of
GentleBoost.
Due to the followed parallelization pattern, we emphasized metrics such as the execution time
and branch divergence rather than the memory bandwidth achieved by the cascade evaluation kernels. Given that initially integral images are stored in the GPU DRAM memory, and then moved
in chunks to the shared memory before performing any computation, the obtained DRAM read
throughput for this specific kernel was low. Particularly, it ranged between 532 MB/s and 9.57
MB/s depending on the kernel corresponding to each downscaled input image. Although the integral image computation kernels (i.e. scan and parallel matrix transposition) are computationally
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Figure 3.12: Execution trace of the cascade evaluation kernels (one for each considered scale) for a
given video frame of the 50/50 movie trailer. Kernels processing smaller image scales are executed
completely overlapped for maximizing performance.
intensive, they only account on average for a 20% of the total face detection computation time.
As Figure 3.11 shows, switching from serial to concurrent kernel execution doubles performance
when detecting faces in video frames of the selected 1080p movie trailers. Therefore, the low
GPU occupancy achieved by serially executing the kernels corresponding to smaller scales is thus
effectively avoided when these scales are processed in parallel. The impact on performance of
overlapping the cascade evaluation kernel computations for small scales is visible in the execution
trace depicted in Figure 3.12. This trace was produced by gathering the initial and final execution
timestamps of each kernel during profiling. Since each kernel is mapped into different CUDA
streams, the GPU scheduler is capable of issuing and executing thread instructions from different
CUDA kernels.
The obtained results also show that replacing the OpenCV feature dataset with our own cascade offers an additional 2.5X performance improvement. Therefore, the combined approach (i.e.
concurrent execution using our cascade) offers a 5X speedup over the serial kernel execution of the
OpenCV cascade. Although both cascades feature 25 stages, the OpenCV cascade has 2913 weak
classifiers, whereas ours has only 1446. As expected, this reduction in the Haar-like feature count
translates in fewer computations and memory accesses thus reducing face detection latency.
It should be noted that Figure 3.11 represents only face detection elapsed time, and does not
take into account the H.264 video decoding latency. As it was previously discussed, this task is
completely offloaded to the on-die GPU video decoder. For the selected movie trailers, the average
decoding latency of a given frame ranged between 1 and 3 ms thus yielding an average throughput
of 250 FPS when performing both tasks (i.e. video decoding and face detection) on the GPU.
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As Figure 3.13 depicts, face detection latency per frame for a given movie trailer may experience a huge variability. This latency basically depends on the number of faces that appear on
each video frame. Considering that both cascades were trained using backgrounds and other objects as examples of non-faces, image regions not containing any faces are quickly rejected during
the cascade evaluation process. Similarly, it also shows that the OpenCV cascade face detection
latency pattern is quite similar to our cascade, but 4X slower when kernels are serially executed.
This slowdown may be also noticeable when the H.264 video decoding latency is also considered
for the concurrent OpenCV cascade evaluation.
Usually, thread divergence is one of the most undesired side effects that negatively affects
performance when porting serial applications to the multithreaded SIMD architectures of modern
GPUs. Due to the fact that each warp thread evaluates the cascade of classifiers for a different
sliding window, our proposed parallelization pattern may potentially yield a high percentage of
divergent branches. Under this scenario, multiple threads of a warp could trigger an early exit at
the first stages of the cascade during the evaluation, while the others finish in deeper stages. This
situation would force some warp threads to stall thus underutilizing GPU resources.
In order to determine the branch efficiency of the cascade evaluation kernel, we gathered the
ratio of non-divergent branches to total branches during execution using the GPU performance
counters. The obtained results showed that on average 98.9% of branches were non-divergent.
The reason for this behaviour is that when a given warp evaluates the boosted cascade of classifiers, adjacent integral image elements mostly end at the same stage. As our parallel face detector
stores in the GPU global memory the deepest stage reached during the cascade evaluation process,
we decided to keep this information saved in the CPU address space for all pixels and scales across
all video frames. The purpose of this task was to study the distribution of the deepest stage reached
by all GPU threads when evaluating pixels of a given video frame for each considered scale.
Figure 3.14 shows the aggregated results obtained for all the video frames of a selected movie
trailer. On average, a thread evaluating a window starting at a given (x, y) pixel yields a rejection
rate of 94.52% at the first stage of the cascade, and thus quickly discards non-face regions. Similarly, the average rejection rate for the second stage was 4%, and then it is dramatically reduced
for the remaining stages. The results for other movie trailers were virtually the same.
Additionally, we also evaluated the scalability of the parallelized cascade training algorithm
under two different SMP scenarios. In view of this process usually takes several days, we decided
just to measure the speedup obtained in the first iteration of the main loop of the GentleBoost algorithm. Furthermore, since each iteration of the main loop must test all possible Haar-like feature
combinations for all input images, the performance improvement should be noticeable. This latter
profiling was unrelated to the cascade evaluation kernel, but it was useful for showing how the
OMP NUM THREADS environment variable greatly affected the execution time of the cascade training
process as the number of OpenMP CPU threads were increased. In that sense, the algorithm was
executed using as an input the image dataset previously described (i.e. pictures containing faces
plus pictures not containing faces), and the number of threads modified between multiple runs by
setting the OMP NUM THREADS environment variable accordingly.
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Figure 3.13: Face detection elapsed time per frame for the movie trailer B. The obtained results
show differences between serial (gray) and concurrent kernel execution (black) for two different
cascades: the OpenCV frontal feature set (top) and the cascade trained by us (bottom).
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Figure 3.14: Rejection rates for each cascade stage and image scale for the movie trailer K.
As Figure 3.15 depicts, the obtained speedup was close to 3.5X in both scenarios when the
inner loops were parallelized with 8 threads. Although we executed the GentleBoost algorithm on
a workstation equipped with an Intel Xeon Silver 4110 CPU, and compiled our training framework
with AVX512 SIMD vector instructions by relying on the Eigen C++ library, an older quad-core
Intel Core i7-4770 featuring AVX2 instructions outperformed the latter with a 2X performance
improvement. This unexpected result was obviously due to the huge difference in clock frequencies
between both processors (2.10 GHz vs. 3.40 GHz).

Low-level Microbenchmarking
For understanding how the GPU schedules warps during the object detection process, we instrumented the cascade evaluation kernel for a given image scale using our newly trained cascade
feature dataset. The selected image is depicted in Figure 3.17 and includes 44 faces. Even though
the original image has a resolution of 3504x2336 pixels, we executed the kernel with a 1175x800
downscaled image to simplify the visualization process with a lower active thread count. Our kernel instrumentation mainly consisted in allocating two auxiliary matrices for storing timestamps of
each block thread by calling the clock() function available in the CUDA runtime API. Firstly, by
storing the timestamp corresponding to the issuance of each thread by the underlying warp schedulers of each simultaneous multiprocessor (SM). Thereafter, the timestamp obtained at the ending
of execution of each thread was also stored in the second matrix. In addition, concurrent kernel
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Intel Core i7-4770 @ 3.40 GHz

Figure 3.15: Execution time for a single iteration of the parallelized version of GentleBoost on
different SMP scenarios, as the value of the OMP NUM THREADS environment variable is increased.
execution was deliberately disabled to correctly instrument the kernel with just one image scale.
The latency in GPU clock cycles of each warp thread was determined by computing the difference
between the initial and final execution timestamps for the biggest image scale. Then, the obtained
values were 2D spatially distributed according to the blockIdx, blockDim and threadIdx CUDA
variables, and GPU clock latencies encoded using a color scale. By relying on this methodology, we also generated a video, which is distributed as a supplementary material of this work, and
clearly shows how warp threads are spatially scheduled across all pixels of the input image.
As it is shown in Figure 3.17, the cascade evaluation kernel latency ranged between 5500 and
1.1 million cycles. Image regions depicted using a warmer color palette (i.e. red color) represent
areas populated with faces, thus taking substantially more GPU clock cycles to compute. Therefore, those warmer regions highlight the fact they reach the final stage of the boosted cascade of
classifiers, so that the early discard of the cascade data structure is never triggered. Dimensions in
pixels of the regular structures in the form of boxes were measured and corresponded to the dimen-
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sions of the CUDA thread block (25x25). Similarly, the line structures that appear on the image are
related to the GPU scheduler and seemed to correspond to different warps, given that the length in
pixels of these lines is always 32 (i.e. the number of threads in a warp of the SIMT architecture).
This fact is easily observable in Figure 3.16, which shows the evolution of thread processing for
different δt sequence intervals extracted from the timestamps gathered during microbenchmarking.
Over time, warp threads (i.e. horizontal color lines) trigger the creation of sliding windows to
evaluate the boosted cascade of ensembles at each region, while progressing through the adjacent
CUDA block threads, which are responsible for analyzing a different memory chunk M (x, y) of
the input image (see the parallelization pattern depicted in Figure 3.7).

Figure 3.16: Detailed execution time lapse of the cascade evaluation kernel for an image chunk.
Referring again to Figure 3.17, it is also clear that warp threads taking longer clock cycles to
execute are closely related to image regions containing faces. Likewise, the obtained delay distribution is strongly biased towards low latency, which shows that the early discarding mechanism
of the cascade of classifiers worked as it was initially expected. Furthermore, we determined that
97.8% of measured latencies were less than 120,000 clock cycles, which essentially corresponds
to just one tenth of the observed spectrum. These results are in line with the low divergence values
previously obtained.
The microbenchmarking visual approach presented in this chapter is completely agnostic of the
low-level computer vision features used in the cascade of boosted ensembles. Therefore, it could
be easily implemented as a profiling tool for studying potential performance bottlenecks of any
GPU-based object localization framework based on boosting and sliding window image scanning.
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Figure 3.17: Latency in clock cycles for each GPU thread (bottom) after having executed the
cascade evaluation kernel on an image (top). Warp threads with the highest latency correspond to
regions containing faces.
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Cascade Accuracy
There exists several proposals of metrics in the literature to represent the degree of match between
an object detection di and an annotated region lj . One of the most widely used metrics is the ratio
of intersected areas to joined areas, defined in Equation 3.8, as follows:
Ssquare (di , lj ) =

area(di ) ∩ area(lj )
area(di ) ∪ area(lj )

(3.8)

Nevertheless, this score loses significance when the applied preprocessing face alignment techniques are different among cascades. The reason is that localization of facial content within the
candidate windows may not be aligned in this case. The score based on the ratio of intersected
areas also does not account for rotations of the face. Hence, the distance metric of Equation 3.9 is
proposed instead, which is based on the annotated and predicted localization of the eyes:
Seyes (di , lj ) =

dle + dre
min(d1 , d2 )

(3.9)

The dle and dre values are the pixel distances between predicted and annotated locations of
the left and right eye in the image, respectively; and d1 , d2 are pixel distances between the eyes
according to each cascade.
In practice, for each face in an image, our proposed face detection pipeline results in a large
number of detection windows at slightly different positions and scales. In order to associate them
with the available ground truth annotations, overlapping detections first require to be grouped together. To do so, we consider that two detection windows di and dj overlap whenever Seyes (di , dj ) <
0.5. Then, an iterative process reduces the initial set of windows by progressively averaging
those with the highest overlapping. Finally, each detection window in the reduced set is assigned
to the ground truth annotation lj employing the Hungarian algorithm [102], by establishing the
Seyes (di , lj ) metric as a cost function.
Based on the resulting associations, accuracy is evaluated by means of a curve similar to the
conventional ROC, following the recommendations discussed in [103]. Each non-matching association is accounted as a false positive (FP), whereas matchings increase the number of true
positives (TP). True positive rates (TPR) are obtained by dividing TP by the total number of faces
in the ground truth dataset. In addition, a large set of backgrounds (i.e. images not containing
faces) were used to obtain statistics about false positives (FP). Lastly, the resulting curve is plotted
by varying a threshold over the detection score, and thus obtaining different combinations of the
ratio TPR/FP.
Several tests were conducted over the subset of visible light mug shot frontal images of the
SCFace database [104], which has been increased with 3000 high-resolution background images.
The accuracy of the face detection algorithm at stages 15, 20, and 25 is shown in Figure 3.18 for
each of the two cascades. In addition, the level of discrimination increases as more stages are
considered. Although the proposed cascade contains less filters, the obtained results show that
generally outperforms the OpenCV 4.2 cascade in terms of TPR/FP.
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Figure 3.18: TPR/FP curves comparing OpenCV feature set vs. our cascade (15, 20 and 25 stages).

CHAPTER 3. EFFICIENT EVALUATION OF CASCADES OF BOOSTED ENSEMBLES

3.6

45

Conclusions

In this chapter, we have presented a highly parallel GPU-based object detector that relies on classic
low-level Haar-like features for finding faces in videos. Our proposal heavily exploits concurrent
kernel execution, local on-die caches, and a customized cascade for dramatically reducing the detection latency, while slightly improving the detection accuracy when compared to the frontal face
detection cascade shipped in OpenCV 4.2. The obtained results also show that the combination
of both techniques yields a 5X speedup over a conventional GPU implementation with serialized
kernel execution.
Even though we have relied on our own cascade for achieving these results, the usage of concurrent kernel execution with a fixed-sized sliding window has proven to be useful for increasing
the GPU occupancy of any cascade of boosted ensembles. Furthermore, we also presented a SMP
parallel GentleBoost framework and its corresponding implementation that exploits both task and
data-level parallelism for reducing the duration of the cascade training process. With the combination of OpenMP and AVX2/AVX512 vector extensions we showed that it was possible to obtain a
3.5X speedup over the conventional serial implementation with little effort.
The proposed parallelization pattern and GPU cascade evaluation kernel enable the adaptation
of our framework to other hand-crafted features that also work with integral images (e.g. integral
channel features (ICF) or speeded up robust features (SURF) among the most important ones).
Although, it is also possible to exploit concurrent kernel execution for the evaluation of cascades
of ensembles not requiring integral images (e.g. histograms of oriented gradients, local binary
patterns or multi-block variants of both methods).
Finally, we have proved that it is feasible to mitigate the impact of thread divergence when using
a cascade of classifiers. By training from scratch a cascade with a high rejection rate on its first
stage, non-face image regions are mostly rejected at this stage. As the obtained results have shown,
high rejection rates and low thread divergence are strongly correlated. Moreover, this chapter also
included a novel visualization technique based on microbenchmarking for studying at the lowest
level how GPU clock cycles are spent when evaluating cascades. Such technique is useful also for
graphically determining how warps are spatially scheduled during the cascade evaluation kernel
execution. Therefore, this novel warp visualization technique opens the door to the development of
a software profiler plug-in for studying bottlenecks in object detection frameworks targeting GPU
architectures. As supplementary material, we include a video depicting GPU warp scheduling
over time when executing our parallel object detection framework using as an input a large picture
containing dozens of faces.
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Chapter 4
Face Localization in Ultra High Definition
Resolution Video Streams
In the last few years, the resolution and pixel densities of image CMOS sensors have experienced
a dramatic boost. It is now not uncommon to find 4K resolution image CMOS sensors already
included in high-end smartphones, professional photo and video cameras or in automated optical
inspection industrial equipment. More recently, 8K image CMOS sensors have become available,
and due to the improvements in the compression ratio of video codecs such as H.265/HEVC [82],
[105] and AV1 [83], it is expected that workloads at such resolutions will become mainstream.
Furthermore, additional improvements in transistor count densities have enabled the emergence of ultra high resolution CMOS sensors featuring more than 100 million pixels. In 2017,
Sony Corporation announced the IMX461 and IMX411 sensors, which feature an image capturing
resolution of 100 and 150 megapixels, respectively. Similarly, Canon announced the availability
of a 250-megapixel APS-H image CMOS sensor with low noise ratios (120MXS) [106], which
is expected to be included in upcoming professional cameras. Even Samsung has released a 100
megapixel sensor for smartphones [107].
One application of high resolution CMOS sensors is large area surveillance at distant locations.
The massive pixel densities and image resolutions may be leveraged for performing unconstrained
face identification of crowds in densely populated areas at very far distances from the camera. As
an example, Figure 4.1 highlights how high resolutions could be used for allowing the digital magnification of arbitrary regions within a wide area in a football stadium. Even though that is possible
to accurately localize and identify objects using a conventional Full HD (1080p) resolution, it is
not possible to keep the original image properties and quality after magnifying it. This zooming in
process is absolutely required when the camera is located at far distances, and as a result of this,
captured image frames are prone to blurring and distortion.
Hence, it is unclear how current face detection and localization frameworks based on regionproposal [55] [108] [56] and single-shot CNNs [57] are going to cope with increasing resolutions,
while keeping a power/accuracy trade-off well enough for enabling inference at rates close to realtime speeds. An exhaustive benchmarking of the speed/accuracy trade-off of modern CNN-based
object localization frameworks was conducted by Huang et al. in [109]. In this study, a high-end
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(a) Conventional 2-Megapixel image CMOS sensor (1920x1080 resolution)

(b) 120-Megapixel image captured by the Canon 120MXS CMOS sensor (13272x9176 resolution)

Figure 4.1: Effect of blurring due to the zoom in process, and image quality comparison between
Full HD (a) and Ultra-high definition (b) CMOS sensors (image credit: Canon USA Inc.)
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NVIDIA Titan X GPU with 32 GB of RAM was used for comparing the inference speed/accuracy
of both single-shot and region proposal CNN object detection frameworks based on ResNet-101
[52], InceptionV3 [110], MobileNet [53], and VGG-based [51] architectures. The authors concluded that limiting the quantity of proposed regions, and adjusting the input image size was a
key factor for increasing the inference throughput while keeping a relative good accuracy. More
particularly, when the input resolution was decreased by a factor of two, the accuracy was lowered on average by 15.88% on the COCO dataset [111], while the inference time was reduced
by a relative factor of 27.4%. However, as it happens with most datasets and experiments used
for evaluating CNNs, the authors resized the COCO dataset input pictures to the input size of the
first layer of the tested CNN architectures: 300x300 (low-resolution network) and 600x600 (highresolution network), which roughly matched the dimensions of the pictures included in the dataset
(∼640x480 pixels). Other single-shot network meta-architecture alternatives such as feature pyramid networks (FPNs) [112] or region-based fully convolutional networks (R-FCNs) [56] barely
sustain frame rates of 5 FPS when inferenced on a NVIDIA Titan X GPU using pictures from the
COCO dataset (VGA resolution) according to their authors.
Unfortunately, as the image CMOS sensor resolution keeps growing due to the recent advances
in TSV stacking, and computer architectures reach the diminishing returns of Moore’s law [113]
[114], it will be increasingly difficult to inference networks in which the input size of its first
layer closely matches the dimensions of the input image due to the power and thermal constraints
imposed by integrated circuit packaging. On top of that, the dramatic increase in the number of
neural network parameters due to the bigger dimensions and complexity of the layers will also
balloon the amount of required SGEMM computations and memory usage. As a result of this,
the economic cost of storing CNN models fine-tuned for ultra-high definition images on die using
SRAM may become prohibitive due to the manufacturing yields of large monolithic dies [115].
Referring again to the particular case of faces, state of the art single-shot CNN-based face
detection frameworks such as S3 FD [116], which is optimized for obtaining the maximum accuracy on small faces, still deliver only 36 FPS on a power-hungry NVIDIA Titan X GPU at
VGA resolutions. Other alternatives, such as the MTCNN [117] framework for simultaneously
conducting face localization and alignment yield similar performance results on high-end GPU
platforms. Additional possible approaches explored for solving multi-scale face detection not relying on anchor-based architectures consists of combining several pre-trained CNNs in a cascade
to quickly process image regions [118]. This latter framework tries to mimic the strategies of cascaded ensemble methods but without relying on boosted learning algorithms. Therefore, as of the
time of writing this thesis, none of the previously proposed CNN-based face detection frameworks
are capable of delivering the required frame rate for sustaining a real-time throughput at ultra-high
definition resolutions when running on high-end GPUs.
Nevertheless, hand-crafted methods could still be useful for pre-processing large video frames
before feeding them to the input layer of a CNN. As Suleiman et al. [74], and Sze et al. [73]
noticed, classic computer vision features such as HoG [30] are 10X more energy-efficient than
high-end CNN architectures in terms of dissipated nJ/pixel. This observation also motivated Arm’s
Project Trillium [119] to develop two distinct hardware microarchitectures: an object detection
(OD) processor designed for hand-crafted features, and a neural processing unit (NPU) for CNNs.
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Figure 4.2: Performance per watt comparison of state of the art hardware architectures optimized
for neural network inference (credit: Tsinghua University [120]).

4.1

Neural Network Inference Hardware

Even though that initially most CNN inference engines and algorithms targeted GPUs due to the
programmability and flexibility of their compilers and debugging tools, the current trend is to
develop power/efficient ASICs to handle neural network workloads. The rationale behind designing ASICs is mainly to overcome the GPU memory wall and improve the energy efficiency of
data movement. Previous studies [121] have shown that GPU’s off-die memory power consumption (measured in bits/nJ) and its aggregated bandwidth are the most important bottlenecks when
inferencing neural networks. Therefore, these new ASIC plaforms further improve data locality by including large on-die SRAM memories close to the arithmetic units with the purpose of
caching CNN parameters on chip. Notable examples are the multiple versions of Google’s Tensor
Processing Units (TPUs) [122] [123] [124], Amazon AWS Inferentia [125], Sophon SC3 [126],
Cambricon MLU200 [127], Habana Goya HL-1000 [128], Huawei Ascend 310 [129] or Graphcore Colossus GC2 IPU [130] among others, which not only are optimized for inference but also
for speeding up backpropagation during training. Similarly, other commercial implementations
such as the NVIDIA Deep Learning Accelerator (DLA) [131] included in the embedded Xavier
SoC [7] are also heavily optimized for accelerating convolutions, and enable programmability for
implementing customized network layer kernels.
The underlying architecture of these neural network accelerators varies depending on the particular hardware implementation. For instance, TPUs are mainly systolic array processors [132]
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with tens of thousands of ALUs, whereas Habana’s inference chip rely on clustered low-power
VLIW cores packed with SRAM memories and GEMM accelerators. Other ASIC implementations such as Graphcore’s Colossus includes a 300 MB on-die partitioned SRAM memory [133],
which is distributed across the chip’s functional units to further improve both bandwidth and latency, while reducing the power consumption derived from data movement.
In order to ensure portability of the most popular open-source CNN inference frameworks
[71] [72] over the myriad of commercial hardware CNN accelerators, manufacturers implement
heavily optimized backends targeting their proprietary ISA. TensorFlow [71] internally leverages
a domain-specific compiler called XLA for ensuring backend portability across CPUs, GPUs, and
CNN accelerators. At the low level, this is achieved first by analyzing the input neural network
dataflow graph, and later by generating the intermediate representation (IR) code required for implementing all linear algebra primitives used in the neural network. In a later stage, XLA takes
the IR code and compiles it into the ISA of a particular CNN accelerator hardware. This mechanism is intended to work for efficiently running both training and inference steps on any CNN
hardware accelerator, as it works directly with the neural network dataflow graph. Similarly, the
Glow compiler [134] is also used to optimize neural network dataflow graph, and later to generate
code targeting the ISA of multiple CNN hardware accelerators in PyTorch [72].
Other efforts carried out for standardizing the inference backend across commercial CNN accelerator platforms include the ONNX Interface for Framework Integration (ONNXIFI). This specification provides a hardware-agnostic C API for loading CNN models, inferencing them, and finally handling the required I/O events. At the lowest level, manufacturers need to provide to end
users a driver and a runtime library conforming to the specification that targets the CNN hardware
accelerator proprietary ISA and architecture.
On the other hand, most academic proposals and publications developed either customized IP
cores targeting FPGAs or full-blown ASICs (see Figure 4.2 and Table 4.1). However, it is nearly
impossible to accurately compare their throughput since most of them do not enable adequate
programmability, as opposed to the commercial CNN accelerator counterparts, which seamlessly
integrate with the most widely adopted deep learning libraries and frameworks (e.g. Caffe/2 [135]
[136], TensorFlow or PyTorch among others). Moreover, these devices are usually benchmarked
and tested using image classification tasks. Therefore, completely discarding more complex object
detection frameworks based on region proposal networks and single-shot detectors.
Another important drawback of these academic hardware implementations is that they do not
include on-die graphics acceleration capabilities nor video decoding engines. This fact makes them
less suitable for video analytics and surveillance applications, in which video processing computed
prior to object localization may constitute a major bottleneck and negatively impact the frame rate.
As Wang et al. surveyed in [120], there is no existing neural network inference hardware (already
manufactured or simulated) capable of delivering a performance of 100 TOPS/W or beyond, while
high-end GPUs such as the NVIDIA Tesla V100 yield a performance per watt ratio that is competitive when compared to average neural network accelerators. Mainly, due to the inclusion of
on-die architectural support for implementing FP16 matrix multiply-and-accumulate operations on
4x4 matrices [90] [137] (i.e. fused multiply-add (FMA) instructions).
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Energy Efficiency
28.1 TOPs/W
10.0 TOPs/W
3.08 TOPs/W
8.1 TOPs/W
2.93 TOPs/W
1.42 TOPs/W
1.77 TOPs/W
462.1 GOPs/W
5.1 TOPs/W
2.1 TOPs/W
932.0 GOPs/W
1.28 TOPs/W
400.0 GOPs/W
166.2 GOPs/W
570.2 GOPs/W
490.7 GOPs/W
1.98 TOPs/W
76.7 GOPs/W
152.9 GOPs/W
24.1 GOPs/W
1 TOPs/W
349.4 GOPs/W
225 GOPs/W
100 GOPs/W
31.1 GOPs/W
24.4 GOPs/W
18.9 GOPs/W
14.2 GOPs/W
14.7 GOPs/W
7.2 GOPs/W
2.15 TOPs/W
380.7 GOPs/W
440 GOPs/W
442 GOPs/W
124.6 GOPs/W
92.5 GOPs/W
70.9 GOPs/W
61.5 GOPs/W
30.2 GOPs/W
30.4 GOPs/W
34.37 GOPs/W
18.7 GOPs/W
14.6 GOPs/W
8.3 GOPs/W
4.6 GOPs/W
3.3 GOPs/W
1.1 GOPs/W
1.2 TOPs/W
500 GOPs/W
250 GOPs/W
90 GOPs/W
31.97 GOPs/W
28.5 GOPs/W
20.4 GOPs/W

Table 4.1: Energy efficiency (operations per watt) of the neural network hardware architectures
represented in Figure 4.2, as reported by their respective authors.
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Finally, it should be noted that the TOPS/W metric may become meaningless for drawing fair
performance comparisons between platforms, as each CNN hardware accelerator relies on its own
proprietary instruction set architecture (ISA). Therefore, the total amount of instructions required
for implementing CNN backpropagation and forward pass on each platform may vary substantially
as well. For this reason, multiple actors of the semiconductor industry and academia have agreed to
develop a standardized set of models and datasets for evaluating the execution time and throughput
of both CNN training and inference. The MLPerf [176] initiative is a good step forward in the
comparison of CNN latency on a wide range of microarchitectures.

4.2

Boosted Ensembles vs. CNNs: A Latency Perspective

In Chapter 3, we proved that by relying on a proper multi-level parallelization pattern and local
on-die caching it is possible to complete the evaluation of cascades of boosted ensembles for face
detection in less than 2 milliseconds for 1080p video workloads on GPU platforms. However, these
methods based on hand-crafted features and integral images are currently phased out, as they were
surpassed by CNNs, which currently are the gold standard for object localization and recognition.
On the particular face detection use case, the early discarding properties of ensemble methods may
prove to be still useful in solving the problem of computing in real time face detection over ultrahigh definition (UHD) workloads. One possible idea is to exploit the early discard properties of
cascades of boosted ensembles to skip background regions in large video frames, and later analyze
surviving regions and image patches using a state-of-the-art single-shot CNN. We will further
elaborate the feasibility of this idea later.
From a performance perspective, ensemble methods yield a variable latency, as for a given
sliding window, the maximum stage region reached during evaluation characterizes thread survivability within warps on GPU platforms. Luckily, the high rejection rates of the first stages of the
cascade ensures that most regions are discarded after computing a few filters, therefore yielding
a very low but variable latency. On the other hand, conventional single-shot CNN face detectors
must always perform inference of all of its layers for a given input image, and therefore, they
should yield a near constant latency. In order to properly characterize this behaviour, we compiled
a dataset of UHD video benchmarks featuring dozens of simultaneous faces at both 4K and 8K
resolutions. The codec properties of the videos selected for experimentation are summarized below in Table 4.2. Moreover, an overview of the facial workloads appearing in the selected 4K/8K
videos are shown in Figure 4.3.
Dataset
gangnam.mp4
shibuya.mp4
forbidden.mp4

Duration
7 min. 38 s
6 min. 2 s
1 min. 59 s

Codec
H.264
H.264
HEVC

Resolution
3840x2026
3840x2160
7680x4320

Frame Rate
24 FPS
30 FPS
30 FPS

Bitrate
18.98 Mbps
23.82 Mbps
59.73 Mbps

Table 4.2: Codec properties of UHD dataset.
For each one of the selected videos, state-of-the-art CNN-based face detection frameworks
were benchmarked and its implementation code instrumented when running on an Intel Core i7-
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Legend
A
B
C
D
E
F
G
H

Framework
Faster R-CNN [55]
SSD [57]
S3 FD [116]
R-FCN [56]
FPN [112]
YOLOv3 [58]
Cascade R-CNN [177]
Mask R-CNN [108]

Feature Extractor Network
ResNet-50
ResNet-50
VGG-16
ResNet-101
ResNet-50
DarkNet-53
ResNet-101
ResNet-101
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Input Size
1000x600
300x300
640x640
1000x600
300x300
416x416
1280x800
1280x800

Table 4.3: Benchmarked CNN-based face detection frameworks.
4770 coupled with an NVIDIA Tesla T4. Similarly, a cascade of LBP features was also executed
on the same reference platform for illustrating its potentiality for early discarding in large images.
As Table 4.3 shows, selected CNN-based frameworks mostly rely on the widely used ResNet [52]
and VGG [51] networks as feature extractors, and implement different region proposal techniques
in order to reduce the burden of computations. In contrast, Table 4.4 shows the properties of the
selected face detection framework based on a cascade of boosted ensembles, which was trained
using the WaldBoost [70] algorithm and organized into 1000 stages, each one containing a single
LBP feature. The underlying GPU implementation of this framework follows the parallelization
pattern described in [69], and splits the evaluation of the cascade into four CUDA kernels using
thread rearrangement techniques to minimize the impact of thread divergence.

(a) gangnam.mp4

(b) shibuya.mp4

(c) forbidden.mp4

Figure 4.3: Appearance of selected 4K and 8K videos.
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WaldBoost [70] soft cascade
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Hand-crafted Feature
LBP / 1000 stages / 24x24 pixels

Table 4.4: Selected hand-crafted face detection framework.
More precisely, the first two cascade evaluation kernels set the cut-off point in the cascade at
80 features, a threshold value that has been experimentally determined to provide a good trade-off
between rejection rates and the amount of work to be computed by the kernels. The subsequent two
kernels glue together the results obtained by the previous two kernels while evaluating surviving
threads that successfully computed the first 160 LBP features. The outcome of this GPU parallelization pattern is observable in Table 4.8, which reports the average latency of executing k features on the Tesla T4 platform using the CUDA 10 runtime. On the selected 8K video, the obtained
results show that is possible to perform exhaustive face detection using a sliding-window approach
in roughly 40 milliseconds (the detailed execution trace is depicted in Figure 4.4), whereas in the
4K videos the average execution time is less than 17 ms. By setting up a cut-off point (k = 80), it
is possible to further reduce the execution time by at least a 30% percent in the worst case scenario.
[forbidden.mp4] 7680x4320 24 FPS
100
80 stages
1000 stages
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Figure 4.4: Elapsed time per frame of the LBP classifier for the forbidden.mp4 8K video.
Although the proposed cap avoids the complete evaluation of the classifier, and as such it is
not capable of detecting faces, it is sufficient for achieving the early discard of background regions
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shibuya.mp4
forbidden.mp4
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[Tedc ] Average Execution Time (ms)
k = 80
k = 1000
6.04
10.26
6.97
16.96
24.43
34.84

Table 4.5: Execution time of k stages of the LBP classifier for the selected workloads.
Dataset
gangnam.mp4
shibuya.mp4
forbidden.mp4

A
107.30
118.44
124.89

B
7.63
7.83
7.79

[Tcnn ] Average Inference Time (ms)
C
D
E
F
G
28.42 75.55 163.64 23.11 97.29
32.06 77.41 164.17 22.88 97.16
29.38 78.69 166.78 24.42 98.63

H
143.55
158.46
143.83

Table 4.6: Inference time of benchmarked CNN-based frameworks for the selected workloads.
not containing faces. On the other hand, as Figure 4.5 illustrates, a typical CNN-based classifier
tends to yield a near constant latency on a per frame basis. We found that the slightly positive
slope depicted in this graph was related to the progressive increase in GPU temperature due to the
selection of the adaptive power mode of the device. Table 4.6 shows the average inference time
per frame for the selected CNN-based classifiers when processing UHD video workloads. These
latter preliminary experiments were conducted on the same GPU platform as the LBP classifier,
but they did not involve in-house low-level CUDA kernels developed by us. They relied instead on
NVIDIA’s cuDNN 7.6 library and PyTorch 1.4.0.
It should be noted, though, that for this particular experiment video frames were downscaled
to the input size of each single-shot CNN, and as opposed to the LBP classifier, it did not perform an exhaustive brute force evaluation of images through a sliding window. Referring again
to Figure 4.5, this means 8K frames were dynamically resized to the input dimensions of the selected YOLOv3 model: 416x416. As a result of this huge downscale process, accuracy may be
severely hindered. Due to the lack of annotated UHD video datasets containing faces, it was not
possible for us to rigorously quantify the error. In that sense, Ruzicka et al. [178] reported roughly
a 20% improvement in average precision (AP) when performing crop and tiling on UHD images
before inferencing YOLOv2 over the PEViD-UHD pedestrian data set [179], rather than naively
downscaling them to the input size of the neural network.
However, the feasibility of relying on an hybrid approach combining a capped classifier based
on hand-crafted features followed by a CNN still remains valid. In particular, by summing up the
execution time of both classifiers (Tedc + Tcnn ) on the Tesla T4 platform, the obtained preliminary
results showed that it was possible to achieve near real-time throughput. Unfortunately, only a
few of the selected frameworks (SSD, S3 FD, and YOLOv3) were lightweight enough for this
purpose. Methods performing instance segmentation such as Cascade R-CNN and Mask R-CNN
were among the slowest, while others conducting simple object detection (Faster R-CNN, R-FCN,
and FPN) were not fast enough for meeting our timing constraints.
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[forbidden.mp4] 7680x4320 24 FPS - YOLOv3 416x416
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Figure 4.5: Elapsed time per frame when inferencing YOLOv3 on the forbidden.mp4 8K video.
Furthermore, the experiments we conducted for benchmarking CNNs over the selected UHD
videos already removed the warming up effect due to runtime loading, which typically triggers a
slowdown on the very first inferences. Therefore, there is little room for substantial reductions in
the average inference time.
Regarding the pre-processing step involving boosting ensemble frameworks, it is possible also
to consider other state-of-the-art hand-crafted features such as the NPD feature [18]. Nevertheless,
this particular feature was designed to reduce to the minimum extent computations, and heavily
exploits memoization, as it only needs to accumulate scores during the traversal of classifier nodes.
Therefore, when a face detection framework based on NPD features is trained using boosted decision trees, workloads are heavily skewed towards memory operations, and very few computations
actually take place during the evaluation of the classifier. For this reason, we hypothesize that the
performance of GPU kernels implementing NPD-based classifiers will be severely constrained by
the memory hierarchy. Firstly, by the huge amount of memory pointer indirections which will negatively impact the L2 GPU cache, and secondly by the bottleneck derived from the waiting time
of memory dependencies during tree traversal. As opposed to other hand-crafted features, NPD
features may not be able to trigger enough computations to overlap off-die memory accesses.
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Proposed Method

As we have explored, one possible approach for addressing the problem of face detection on UHD
workloads at a reasonable latency consists in leveraging the early-discard properties of the cascade
structure of hand-crafted features in conjunction with CNNs. Such hybrid strategy would exploit
the fact that the high rejection rates of the early stages of the cascade structure may be used for
proposing regions of interest (ROIs) to quickly discard large portions of the input image. As
Figure 4.6 shows, neural network inference will only be performed in ROIs effectively reducing
the burden of computations, as image regions not containing faces do not feed the neural network.
Input Frame

Proposed Regions

Gaussian
Pyramid

Early-Discard
Cascade

Partial Detections

Single-shot
CNN

Final Output

Merge

ROI Aggregation

Figure 4.6: Early Discard Region Proposal (EDRP).
We call this strategy early discard region proposal (EDRP), and it starts from a large image,
which is exhaustively scanned using a sliding window approach with the first stages of a conventional hand-crafted cascade-based classifier. Selected features must yield a low computational
footprint in order to reduce EDRP latency to the minimum extent. For this reason, we propose
to keep relying on lightweight features such as LBP and NPD, which do no to require computing
integral images for localizing faces, and also do not require floating point arithmetic for feature
extraction. Therefore, the EDRP preprocessing step runs the first m stages of the cascade at each
w × h sliding window. If the θs stage threshold of a given s stage within the sliding window is
violated, the w × h region enclosed by the sliding window is discarded, and further computation is
avoided. On the contrary, if the θs stage threshold is not violated, the region is tagged as a ROI only
when stage n has been reached. This process goes on and finally concludes when all possible w ×h
sliding windows are exhaustively analyzed. However, as we propose working with a fixed-sized
sliding window during the cascade evaluation process, it is required to execute the EDRP stage
over the gaussian image pyramid [87] of the input frame. This substep enables the construction
of ROIs of arbitrary size enclosing regions that are prone to contain faces. After interest regions
have been determined, we propose aggregating them in such a manner that a single big ROI groups
together smaller nearby ROIs.
The internals of the EDRP preprocessing step are depicted in Figure 4.7, which shows on the
left the gaussian image pyramid, and on the right the result of evaluating on a GPU the early stages
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Figure 4.7: Discarded regions in EDRP (right) derived from an NPD face classifier (20 stages).
(m = 20) of a 24x24 pixel NPD face classifier [18]. The NPD classifier quickly discards background regions, while surviving regions (m > 20) that are likely to contain faces are cropped and
forwarded to the single-shot CNN framework in order to complete the accurate facial detection process. As this framework is designed to work with very large input frames and relies on a gaussian
image pyramid for enabling multi-scale face detection, EDRP potentially increases the chances of
detecting small faces. Moreover, it also offers opportunities for enabling coarse grain parallelism
when inferencing the cropped regions either on the same GPU in which EDRP is computed or on
an additional neural network accelerator.
The pseudocode of the proposed framework is summarized in Algorithm 3. The EDRP process requires as an input the I image, a boosted cascade F of T stages, and the m cut-off point.
Internally, both the gaussian pyramid kernel and the cascade evaluation kernel are expected to be
executed on the GPU platform. The cascade evaluation kernel returns an S matrix of integers of
size W 0 × H 0 (corresponding to the dimensions of the gaussian pyramid), in which for all s ∈ S
each integer encodes the maximum stage of the cascade reached until meeting the m cut-off point.
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Figure 4.8: Estimation of ROIs (right) after applying CLIQUE clustering to the NPD classifier
responses (middle) obtained from the gaussian pyramid corresponding to an 8K frame (left).
In contrast to the two previous kernels, the ROI aggregation kernel should exhibit a low computational footprint in order to be executed on a multicore CPU in just a few milliseconds. We
decided to discard the design of a GPU kernel for solving the aggregation because unless there are
several millions of points to be aggregated, the launch overhead of a small GPU kernel with a few
thousands of points is typically uncompetitive when compared to a CPU implementing the underlying clustering process [180]. After the ROI aggregation is computed, Algorithm 3 proceeds with
the CNN inference of each r ∈ R region in parallel over the GPU or the neural network accelerator
resources. Finally, the EDRP process returns the D set of detections containing the union of the
coordinates of all detected faces in each region.
With regard to the construction and merging of ROIs, we initially proposed to rely on a gridbased clustering approach, in which the data space is partitioned using a finite number of cells
constituting a grid structure, and later generate clusters directly from the cells. By following this
strategy, it is possible to cluster the surrounding regions close to the data points enclosed by the
cells, thus effectively performing the merging of ROIs. In our scenario, data points are simply
the mapped (x, y) coordinates of the response of the w × h-pixel NPD classifier, and locations
with high cell point densities represent ROIs. Therefore, the two dimensional clustering process
vis-a-vis each cell within the grid effectively performs the desired ROI aggregation.
Formally, a proper ROI aggregation strategy should rely on this automatic subspace clustering
technique. A method that efficiently implements this process is the CLIQUE algorithm proposed
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Algorithm 3: EDRP-based Face Detection
Data: Matrix I of size W × H, Matrix F of size T , Integer m
begin
I 0 ← G AUSSIAN P YRAMID K ERNEL(I)
S ← C ASCADE C LASSIFIER K ERNEL(I 0 , F, m)
R ← AGGREGATE ROI(I 0 , S)
for each r in R parallel do
D0 ← I NFERENCE CNNM ODEL (r)
D00 ← D00 ∪ D0
end
D ← M ERGE D ETECTIONS(D00 )
end

by Agrawal et al. [181] (see Figure 4.8). The main benefits behind such algorihm is that it does
not require to provide beforehand any assumption on the amount of clusters, and its grid-based
strategy is designed for handling large data sets. In our use case, the time complexity of clustering
is significantly reduced, as the number of cells within the grid is usually smaller than the number
of data points (n), the grid structure is static, and input data belongs to the R2 space (k = 2).
Unfortunately, as we are constrained by the real-time nature of face detection, it might not be
possible to meet the tight deadline. In order to prove this hypothesis, we benchmarked an optimized
C++ implementation of CLIQUE [182] together with other well-known grid-based clustering algorithms and the Lloyd’s version of k-means [183] on an Intel Core i7-4770 CPU clocked at 3.40
GHz. These clustering algorithms were executed using as input data points the output response of
running the first 20 stages of a 24x24 pixel NPD face classifier over the 8K video frames of the
forbidden.mp4 dataset. The obtained results of this preliminary analysis are shown in Table 4.7.
AggregateROI
CLIQUE [181]
HDBSCAN [184]
DBSCAN [185]
k-means [183]

Worst-Case Time Complexity
O(nk + ck )
O(n2 )
O(n2 )√
O(2nk2Ω( n) )

Latency (ms)
170
152
105
31

Table 4.7: Average latency per frame during ROI aggregation on forbidden.mp4 video.
As we previously estimated, the sum of the execution of the early-discard cascade (Tedc ) and
CNN inference (Tcnn ) should be in line with the 40 ms of the real-time processing deadline. Therefore, the obtained results completely invalidate the usage of grid-based clustering algorithms. Even
k-means is not fast enough for enabling the real-time execution of the complete EDRP pipeline.
As a result of this, another strategy relying on simpler and lightweight heuristics must be followed
for implementing ROI aggregation.
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Algorithm 4: AGGREGATE ROI
Data: Matrix I 0 of size W × H, Matrix S of size W 0 × H 0 , Integer σ
begin
for each scale in I 0 parallel do
w ← +∞; C ← {∅}
for each s in S do
P ← {∅}; D ← S\{s}σ ; n ← |D|; i ← 0; k ← 0
S ORT(D)
while i ≤ n do
if k ≥ 2 then
~u = (P [k − 1].x − P [k − 2].x, P [k − 1].y − P [k − 2].y)
~v = (D[i].x − P [k − 2].x, D[i].y − P [k − 2].y)
end
while k ≥ 2 ∧ ~u × ~v ≤ 0 do
k ←k−1
end
k ← k + 1; P [k] ← D[i]; i ← i + 1
end
i ← n − 1; j ← k + 1
while i > 0 do
if k ≥ j then
~u = (P [k − 1].x − P [k − 2].x, P [k − 1].y − P [k − 2].y)
~v = (D[i − 1].x − P [k − 2].x, D[i − 1].y − P [k − 2].y)
end
while k ≥ j ∧ ~u × ~v ≤ 0 do
k ←k−1
end
k ← k + 1; P [k] ← D[i − 1]; i ← i − 1
end
m ← |P |
P
a ← m−1
i=0 (P [i].x ∗ P [i + 1].y) + P [m − 1].x ∗ P [0].y
Pm−1
b ← i=0 (P [i].y ∗ P [i + 1].x) + P [0].x ∗ P [m − 1].y
if abs(a − b)/2 < w then
w ← abs(a − b)/2
C←P
end
end
R←R∪C
end
end
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To overcome this issue, we decided to employ a heuristic that computes the smallest shape
closure of a given set of points. Our proposal is summarized in Algorithm 4, which borrows
ideas from the classic monotone chain algorithm [186] developed for the efficient estimation of
convex hulls. Formally, this family of algorithms perform the estimation of the smallest convex
polygon surrounding an input set of points in the R2 space. In our particular case, this coarse-grain
estimation, although is not as good as the previously discussed clustering methods, it is simpler to
compute. The algorithm uses as an input the I 0 matrix representing the gaussian image pyramid,
and the S matrix containing the responses from the previous execution of the face cascade classifier.
The algorithm then performs for each scale of the I 0 pyramid, the construction of a convex hull
enclosing point hotspots. This construction is performed in O(n log n) time as in the original
monotone algorithm proposed by Andrew [186], where n is the number of points in the input set.
In order to do so, the algorithm first sort the input points of a given scale (stored in the D set)
in ascending order to facilitate later the construction of the upper and lower convex hull in O(n)
time. Let P be a set containing the desired convex hull, each substep computes iteratively the
cross-product of the ~u and ~v vectors, which is used for estimating the resulting turn during the
construction of both the upper and lower hulls. After the convex hull has been built, the algorithm
concludes with the estimation of its area using the Gauss’ shoelace formula [187].
However, the proposed heuristic may suffer from the damaging effects of the outliers derived
from points obtained as a result of the false positives triggered by the early-discard cascade. As
Figure 4.9 depicts, the presence of outliers may force the convex hull substep of Algorithm 4 to
erroneously build an undesirable large polygon consuming a great portion of the area of a given
scale of the pyramid.
P1
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Figure 4.9: Convex hull considering outliers (left) vs. Convex hull after outlier removal (right).
Therefore, in order to mitigate this problem, our algorithm removes a σ percentage of the points
(represented by the statement D ← S\{s}σ ) before computing a convex hull. By considering all
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s ∈ S points, and removing the σ percentage at each iteration of the loop, the convex hull enclosing
S with the minimal w area among all possible combinations is effectively selected. Finally, the
obtained set of points constituting the selected convex hull (represented by C) is added to the R
list to be returned by the AGGREGATE ROI function.
An example of the execution of the proposed heuristic over the forbidden.mp4 video dataset
after having computed the gaussian image pyramid is shown in Figure 4.10 included below. Constructed convex hulls are highlighted in slightly gray color. It should be noted though that for
several smaller scales, the convex hull construction did not take place, as the execution of the
previous face classifier always triggered early rejections for all sliding windows.

Figure 4.10: Output of the AGGREGATE ROI heuristic.

After this process concludes, Algorithm 3 estimates the boxes enclosing the computed convex
hulls in order to crop ROIs and feed all subsequent CNN inferences (I NFERENCE CNNM ODEL),
which are scheduled and executed in parallel. Finally, EDRP concludes by merging the obtained
detections, and by applying a coordinate transformation to effectively map them from the gaussian
pyramid to the original input video frame.
The proposed algorithm and heuristics, although simple to implement when compared to advanced clustering methods, are targeted to real time workloads and exploit naive coarse grain parallelism, as each region corresponding to a different image pyramid scale is independently scheduled.
Moreover, further parallelization is still possible through vectorization during the estimation of the
convex hull areas.
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Experimental Setup

To evaluate the computational performance of EDRP, we relied on the LBP GPU face classifier
previously presented in Table 4.4. Since we were not able to find in the literature existing works
reporting the performance of NPD features on GPU architectures, we designed and wrote from
scratch a CUDA kernel to evaluate them. This latter classifier consisted in a quadratic boosted
tree of 1226 stages, as in the original work of Liao et al [18]. Under this classifier architecture,
each inner node encoded and evaluated a given NPD feature, while terminal nodes simply returned
scores computed during training. In our GPU implementation, pointers and tree nodes (including
thresholds, NPD coordinates, and scores) were stored as textures and recovered by texture fetches
within the kernel. The parallelization pattern implemented a 24x24 sliding window approach, in
which a given (x, y) thread performed tree traversal, accumulated the obtained scores, and finally
stored them together with the maximum stage reached in the global memory address space. We
omit including in this section the pseudocode of our CUDA GPU implementation, as it is similar
in nature to the one described in Chapter 3. Nevertheless, as opposed to the previously presented
implementation, our NPD evaluation kernel did not rely on the shared memory for bringing nearby
image pixels on die. The NPD kernel relied instead on tex2D() instructions, which properly
leveraged the GPU texture cache when accessing adjacent pixels.
The rationale behind selecting LBP and NPD features for the early discard substep of EDRP
was to study the impact on GPU performance of compute bound and memory bound features,
while determining which one were most suitable for handling UHD workloads in real time.
The G AUSSIAN P YRAMID K ERNEL was also implemented as a GPU kernel using the spatial
arrangement shown in Figures 4.7, 4.8, and 4.10. For performing the downscaling we depended
1
as a scaling factor. As an example,
on textures indexed by floating point coordinates using √
4
2
for a conventional input 8K video frame (7680x4320), the resulting pyramid had a resolution of
7680x15736 pixels totalling 32 different scales.
On the other hand, the AGGREGATE ROI function was derived mainly from a C++ CPU implementation of Algorithm 4, in which we considered σ = 10% during the point removal substep. The
I NFERENCE CNNM ODEL function extensively used the PyTorch C++ API, while the M ERGE D E TECTIONS step was implemented simply by computing boxes enclosing the obtained convex hulls.
All experiments were executed on the same hardware in which we conducted our preliminary
analysis: a multicore Intel Core i7-4770 clocked at 3.40 GHz and an NVIDIA Tesla T4 running
on top of the Linux Kernel 4.15. The host CPU source code was compiled using -O3 optimization level, whereas GPU kernels targeted the sm 75 architecture. CNN inference was accelerated
using cuDNN 7.6. To conclude, for obtaining timing measurements, we called multiple times the
high resolution clock::now() method shipped in std::chrono C++ library.
As UHD data sets, we selected the H.264 videos already presented in Section 4.2. The video
processing pipeline closely resembled the one presented in Figure 3.1 in Chapter 3. However, it did
not include the stage related to integral image computation, as the selected LBP and NPD features
directly work with the luminance component of a given video frame. Finally, video decoding was
accelerated at the low-level with fixed-function hardware by means of the NVDEC library [84],
which enabled 8K HEVC/H.265 decoding at high throughput on the NVIDIA Tesla T4 GPU.
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Average Execution Time (ms)
k = 20 k = 100 k = 1226
105.88
176.31
189.26
156.50
272.98
302.10
229.58
316.27
331.68

Table 4.8: GPU execution time of k stages of the NPD classifier for the selected workloads.

4.5

Results

In order to determine whether the cascade evaluation kernel of the NPD feature was suitable for
GPU architectures, we profiled its execution over the videos presented in Table 4.2. The aim of this
experiment was to determine if, as we hypothesized, the NPD evaluation kernel was effectively
memory-bound, and if so, to figure out whether the execution time per frame of this particular
kernel was lower than the previously discussed LBP feature (Table 4.8).
Unfortunately, the execution time of the NPD evaluation kernel on the Tesla T4 proved the
unfeasibility of relying on such feature for performing early discard in UHD video streams. Even
when running very few stages of the classifier (k = 20), the obtained latency was between 2.64 and
5.73 times higher than the 40 ms deadline required for real-time processing, as it is summarized
in Table 4.8. With the aim of finding out the reason why the execution time of this kernel was
so high, we sampled the assembly instructions of all active warps using the NVIDIA’s Nsight
Compute profiler. The sample distribution of stall latencies is depicted in Figure 4.11 below.

Other (13.84%)

Memory Dependency (39%)

Instruction Issued (5.71%)

Execution Dependency (29.87%)
Instruction Fetch (11.58%)

Figure 4.11: Distribution of latencies due to stalls during the NPD kernel execution.
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The profile distribution of latencies during kernel execution clearly shows that 68.87% of the
stalls were due to the unavailability of input operands during instruction execution (29.87%), or the
impossibility of executing the required load/store operations in the memory hierarchy (39%). This
latter fact means that memory dependences triggered stalls in the pipeline of the GPU microarchitecture when executing kernel instructions. The explanation of this behaviour lies in the quadratic
boosted tree structure used in the NPD face classifier. As scores are stored in the terminal nodes of
trees within each stage of the classifier, it is required to perform a significant amount of memory
indirections during tree traversal. As a result of this, very few computations are actually issued for
execution in the ALUs due to the unavailability of operands, and also because a given thread only
needs to accumulate the scores of terminal nodes when analyzing a 24x24-pixel sliding window.
Also, the hardware texture caches available in the memory hierarchy of the GPU are not able to
cope with large sequences of memory indirections. As Figure 4.12 illustrates, kernel performance
is limited by the latency of memory operations, and fine-grained thread-level parallelism over a
bandwidth-oriented microarchitecture is not the most suitable computational method to address a
memory-bound algorithm with an irregular control flow.

Classifier Cascade

Tree Node
Memory Indirections

Block (i,j)

xy

Evaluation Window

Figure 4.12: Memory indirections derived from the quadatric boosted tree.
Furthermore, the NPD cascade evaluation kernel yielded a low compute throughput (20% utilization of the computational resources and 15% of peak memory bandwidth) clearly indicating
that it was bounded by the latency of memory operations (Table 4.9). In summary, given the
obtained results, it is difficult to obtain additional performance gains through low-level code optimization, and the only remaining strategy should focus instead on a large reduction in the size of
the classifier cascade. Unfortunately, as we showed in Table 4.8, even considering 20 stages, it is
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GPU Resources [Tesla T4]
Arithmetic
Control Flow
Memory
Texture
Achieved Occupancy
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Utilization (%)
21
8
9
15
44.1

Table 4.9: Utilization of the different GPU resources while executing the NPD kernel.
Dataset
gangnam.mp4
shibuya.mp4
forbidden.mp4

Average Execution Time (ms)
1.54
1.21
2.79

Table 4.10: Average execution time per frame of the proposed AGGREGATE ROI. The heuristic
yields lower execution times than the clustering algorithms presented in Table 4.7
not possible to achieve real time throughput. As a result, there is no particular performance benefit to be obtained from training smaller cascades with degraded accuracy. For these reasons, the
memory-bound NPD classifier does not meet our performance requirements for early discarding
regions in EDRP. Consequently, our initial hypothesis turned out to be true, and compute-bound
features not requiring integral images such as LBP represent the only remaining viable option for
implementing our strategy.
On the other hand, the AGGREGATE ROI heuristic, which is key for quickly merging and generating ROIs after executing the hand-crafted LBP classifier, proved to be lightweight enough for
handling UHD workloads in real time. As Table 4.10 summarizes, the average execution time per
frame of the heuristic was less than 3 ms on the selected multicore CPU platform when processing
our UHD datasets. An in-depth analysis of AGGREGATE ROI is depicted in Figure 4.13. This
graph shows the elapsed time per frame of our heuristic when processing the output of the earlydiscard LBP (k = 80) substep in EDRP for the 8K forbidden.mp4 dataset. As it was previously
discussed, the resulting LBP classifier responses were mainly points in the R2 space, and video
frames featuring large quantities of points were highly correlated with the peak execution time of
the heuristic. Moreover, these results were consistent with the theoretical computational complexity of the algorithm. Also, we experimentally estimated that the AGGREGATE ROI heuristic was
between 15 and 60 times faster than the clustering methods previously mentioned in Table 4.7.
It could be argued that our heuristic is not robust and may not be able to properly handle outliers
in challenging situations, but due to the small time slot available for generating the ROIs, it is the
price to pay for handling UHD workloads in real time. Nevertheless, the presence of outliers is
not catastrophic, as it only produces larger ROIs that are subsequently processed by the underlying
CNN used in EDRP.
To conclude, we measured the computational performance of all the resource-intensive stages
constituting the EDRP-based face detection engine packed together. In order to do so, we benchmarked the complete framework using SSD, S3 FD, and YOLOv3 as the refining CNNs employed
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Figure 4.13: Elapsed time per frame of AGGREGATE ROI for the forbidden.mp4 8K video.
in the I NFERENCE CNNM ODEL stage over our UHD video datasets. The obtained results are depicted in Figure 4.14, which aggregates the average execution time in milliseconds of Algorithm 3
on a per frame basis. Even though that we extensively optimized EDRP to try to meet the real time
deadline also for 8K resolutions (forbidden.mp4), it was only possible to achieve 21 FPS (near
real-time performance) when we relied on the CNN-based SSD face detector. For this particular
setup, the average execution time per frame of face detection implementing EDRP was 48 ms for
8K resolutions, and roughly 18 ms for 4K resolutions (gangnam.mp4 and shibuya.mp4). However, due to the computational complexity of S3 FD and YOLOv3, and even considering that the
CNN inference process was optimized at the lowest level using cuDNN and accelerated in hardware by means of the tensor cores available on the Tesla T4, the resulting throughput of this latter
setup was too low to handle 8K resolutions in real time. Nevertheless, all tested configurations
(SSD, S3 FD and YOLOv3) succeeded on handling in real time the selected 4K video datasets.
It is also worth mentioning that the execution time of the image pyramid generation kernel
was constant, as the amount of scales depended on the input resolution. For 4K resolutions, this
particular kernel took 3 ms, whereas for the 8K video the execution time was 13 ms. This remarkable difference was due to the high number of scales and the resolution selected for the image
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EDRP / Face Detection

gangnam.mp4
shibuya.mp4
forbidden.mp4

Figure 4.14: Average execution time per frame of the proposed EDRP-based face detection engine
over the selected UHD video datasets. The dashed line represents the hard deadline not to be
surpassed for achieving real time throughput.
pyramid on 8K resolutions (7680x15736). This fact also explains why the execution time of the
LBP cascade evaluation kernel when processing the 8K dataset is four times higher than for the 4K
workloads. In that sense, the image pyramid generation kernel could be further optimized for 8K
resolutions by fine-tuning either the amount of considered scales or the downscaling factor applied.
The process described in Algorithm 3 concludes by calling the M ERGE D ETECTIONS kernel,
which is responsible for gathering and combining the partial detections obtained from each CNN.
The execution time of this kernel on the Tesla T4 platform was negligible. A detailed overview
of the low-level GPU parallelization of the non-maximum suppression implementation used in the
final step of EDRP is presented in Chapter 5.
Finally, the obtained performance results were in line with our initial expectations, and showed
that both the parallelization paradigm and hybrid object localization approach exposed in EDRP
represent a promising approach for addressing the issue of real-time face detection in ultra-high
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definition workloads. Moreover, EDRP offers enough flexibility for simultaneoulsy employing
multiple refining CNN architectures with different input resolutions. Consequently, they could
be later optimally mapped to the proper ROI generated as a result of the execution of the prior
hand-crafted classifier according to their dimensions.

4.6

Conclusions

In this chapter we have presented a practical approach and a heuristic designed to handle ultrahigh definition workloads by combining hand-crafted features with state-of-the-art CNN-based
face detection frameworks. Our analysis show that is a good step towards the goal of achieving
a full-blown parallel pipeline capable of processing in real time workloads at 8K resolutions and
beyond. Furthermore, emerging heterogeneous architectures such as NVIDIA’s Xavier [7] combining a CUDA-enabled GPU with neural network accelerator hardware [131] on a single die may
benefit from EDRP. For instance, it could be theoretically possible to concurrently exploit both
computational units while processing several video streams in parallel.
On the other hand, we found that only compute-bound hand-crafted features are suitable for
GPU-like microarchitectures during the early-discard stage of the EDRP framework. State-of-theart features fine-tuned for face detection exploiting memoization (i.e. NPD) are memory-bound,
as they were designed for latency-oriented CPU architectures. When combined with a boosted tree
classifier and executed on a GPU, they are not capable of issuing enough amounts of computational
work to keep the underlying ALUs busy due to the stalls triggered by the large sequences of
memory indirections.
Future work may involve studying other heuristics involving more robust approaches for efficiently handling outliers in challenging scenarios during the ROI aggregation process.
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Chapter 5
Work-Efficient Parallel Non-Maximum
Suppression Kernels
Recent advances in GPU computing performance have made the real-time execution of highly
complex computer vision algorithms a reality. Applications including advanced driver-assistance
systems (ADAS), autonomous driving, scene understanding, intelligent video analytics or face
recognition, among others, usually leverage multithreaded data-parallel GPU architectures. In
these environments, embedded computing is playing an increasingly important role due to the
power consumption and thermal design point (TDP) constraints imposed by ubiquitous devices.
Typically, the most widely used object and event detection techniques for analyzing images
and videos rely on a sliding window approach [118], [188] or a single-shot CNN meta-architecture
[57]. Both types of classifiers yield multiple overlapping candidate windows with similar high
scores around the true location of a particular object.
Non-maximum suppression (NMS) is the process of selecting a single representative candidate
within this cluster of detections, so as to obtain a unique detection per object appearing on a given
picture. State-of-the-art CNN meta-architectures have also renewed the interest in applying fast
NMS algorithms, as this process is mandatory after the forward pass of the multiple layers.
Since CNNs are inherently data parallel, they are usually built and fine-tuned using high-end
discrete GPUs, which lately incorporate aggressive low-level hardware optimizations for both
speeding up the training and inferencing processes [137]. However, for the evaluation and deployment of such CNN models on real-world scenarios, embedded platforms featuring mobile
programmable GPUs such as the NVIDIA Tegra [7] are quickly gaining traction.
Modern system-on-chip heterogeneous platforms feature low-power multicore out-of-order
Armv8 CPU cores combined with general-purpose GPUs, which consume a large part of the die
area. These embedded GPUs are quickly closing the performance gap with high-end discrete
GPUs, and they are now powerful enough for handling massively parallel CUDA and OpenCL
kernels. Starting from the Tegra K1 [189], all successive NVIDIA SoCs (e.g. Tegra X1 [190],
X2 [191], Xavier [7], Orin) implement scaled-down versions of the GPU architectures included
in the discrete GPU variants (i.e. Kepler [192], Maxwell [193], Pascal [89], Volta [90], Ampere
[194]) thus opening the door for scheduling and executing exactly the same CUDA kernels used
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in supercomputers and data centers, but at a substantially lower power budget. Unfortunately, the
NMS process is still sequentially executed on CPUs and thus cannot exploit the vast amount of
computing resources available on general-purpose embedded GPUs.
For real-time computer vision applications analyzing large amounts of simultaneous objects,
such as facial recognition in large crowds or autonomous vehicles featuring L5 capabilities [195], a
data-parallel GPU kernel that overcomes the latency constraints imposed by the data dependencies
of serial NMS implementations is becoming increasingly necessary. More particularly, as the input
resolution and the amount of camera video streams to be analyzed by a low-power SoC keeps
growing, it will be unfeasible to compute the NMS process on a given CPU core sequentially for
two main reasons: (i) the overwhelming number of objects detected, and (ii) the waste in DMA,
I/O, power and memory bandwidth resources as a result of unwanted GPU-to-CPU and CPU-toGPU transfers. These memory transfers are a must, should all remaining stages of the smart video
processing pipeline be fully offloaded to the GPU.
The problem is further compounded when it is required to track and recognize objects on a
frame per frame basis for safety or security reasons.

5.1

Non-Maximum Suppression Related Work

Traditional frameworks that compute hand-crafted features by evaluating a classifier derived from
boosting machine learning techniques [9] or SVMs [17] output multiple detections surrounding the
ground-truth location of a pre-trained object class. State-of-the-art CNN architectures also require
fusing multiple overlapping detections.
As Figure 5.1 depicts, this fusion is an important step in the context of face detection. Usually,
the output of each detected window is a score derived from the last layer of the CNN. More particularly, this score represents a measure of the likelihood that the region enclosed by the window
contains the object through which the CNN classifier has been trained. The score is thus degraded
as the location and scale of the sliding window containing the object varies. As a result, the maximum score is obtained at the precise location and window dimensions, corresponding to the local
maximum of the response function used by the CNN.
The goal of NMS is to extract a good, single representative from each set of clustered candidate
object detections. Therefore, NMS resembles a classic clustering problem, and typically relies on
two basic operations: (i) identifying the cluster to which each detection belongs, and (ii) finding a
representative for each cluster.
Assuming rectangular bounding boxes, the positive output of a given sliding-window classifier
yields a tuple {x, y, w, h, s}, namely 2D coordinates (x, y), window width and height w × h, and
a score s for a detection d ∈ D, in which D is the set containing all detected objects. This NMS
approach is usually implemented as a greedy iterative process, and involves defining a measure of
similarity between windows while setting a threshold θ for window suppression.
Recent works [54], [118], [196] commonly rely on the abovementioned greedy NMS technique.
These post-processing methods essentially find the window with the maximum score, and then
reject the remaining candidate windows if they have an intersection over union (IoU) larger than a
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Figure 5.1: Visualization of the NMS process for a CNN-based face classifier. Pre-NMS (green
boxes). Post-NMS (red box).
learned threshold. However, no NMS latency benchmarks were disclosed in those works, and also
parallelization remains unaddressed.
Another common NMS approach is to employ optimized versions of clustering algorithms,
particularly k-means [183] or mean shift [197]. Unfortunately, k-means requires a predetermined
number of clusters, which is unknown and difficult to estimate beforehand; and additionally only
identifies convex clusters, so it cannot handle very non-linear data. On the other hand, mean
shift is computationally intensive and often struggles with data outliers. Combining both methods
may solve many of these problems in practice, but their iterative nature makes them difficult to
parallelize, and highly uncompetitive from a latency perspective.
A recent NMS proposal [198] based on the affinity propagation clustering algorithm overcomes
the shortcomings derived from hard-coded thresholds of greedy NMS methods. Moreover, this
proposal is unworkable for real-time applications as the authors report a latency of 1000 ms to
cluster 250 candidate windows on an unreported computing platform.
Although it is possible to train a neural network for solving the NMS problem, recent works
prove that accuracy improvements of this approach are minimal when compared to the traditional
greedy NMS approach. Hosang et al. [199] designed a CNN architecture (GNet) to directly learn
and solve the problem of NMS without relying on an isolated human-designed algorithm for performing the clustering of detections. The authors report that GNet outperforms by 1.6% the traditional greedy NMS algorithm in terms of average precision (AP) on the PETS [200] and MS
COCO [111] datasets. Unfortunately, it requires huge amounts of training data, and most importantly, in terms of the overall latency of inferencing such NMS network, the authors report 14 ms
just for the NMS network inference. The evaluation was performed on a power-hungry NVIDIA
Tesla K40M when clustering pictures from the prior datasets, which contained on average only
67.3 detections per image.
Qiu et al. [201] proposed NMSNet, a network that relies on graph convolutions and self attention. This proposal improves the accuracy of greedy NMS only between 1% and 2% in terms of
mAP for some object classes in the PASCAL VOC 2007 [202] dataset. However, the authors report
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worse mAP than the classic greedy NMS in classes such as chairs, bottles, TVs or birds. Also, the
reported latency of NMSNet was 40 ms on an unspecified platform. Therefore, this network could
hardly be applied in real-time applications immediately after the output of an object detector, as by
itself consumes the 40 ms required for real-time processing.
Another recent proposal introduced by Song et al. [203] relies on a harmony search (HS) algorithm for solving the problem of NMS. Again, the reported mAP of this algorithm only improves
the accuracy 1% at most in the PASCAL VOC 2007 and MS COCO datasets when compared to
the traditional NMS. For 9 of the 20 object classes of the PASCAL VOC 2007 dataset, the obtained
accuracy was lower than the classic NMS method. The authors did not report the execution time of
HS-NMS, but as it internally relies on the classic NMS plus sorting and harmony search heuristics,
the latency of HS-NMS should be definitely higher than the greedy NMS.
Other proposals, such as FeatureNMS [204], extend the classic NMS by computing the L2
distance of feature embeddings between bounding boxes when the IoU is in a range that makes
difficult to make a decision. This approach improves roughly 2% the AP in the CrowdHuman [205]
dataset when compared to the classic greedy NMS. Other minimal modifications in the classic
greedy NMS are considered in Soft-NMS [206], which updates the detection scores by rescaling
them using a linear or Gaussian function, and keeping the rest of the algorithm equal. This minor
change improves the accuracy in terms of mAP 1.7% in the PASCAL VOC 2007, and roughly
1% in the MS COCO dataset. The computational complexity of the algorithm remains O(n2 ), as
in the generic greedy NMS. Similarly, AdaptiveNMS [207] also extends the classic greedy NMS
method. Internally, this proposal adaptively suppresses detections, and later scales their NMS
threshold according to their detection densities, which are learnt using a sub-network that must be
embedded in the preceding CNN-based detector. The authors report at most a 1.6% improvement
in terms of AP for the CrowdHuman dataset, but they compare their approach against the classic
NMS using different working points. For this reason, they rely instead on the miss rate on false
positive per image (denoted as MR−2 ). However, AdaptiveNMS only reduces a 2.62% the MR−2
when compared to greedy NMS, albeit at the cost of modifying the CNN used for performing
object localization.
In view of the recent works, the classic hand-crafted NMS algorithm still remains competitive
and effective in terms of mAP, as it outperforms state-of-the-art neural network-based approaches
in several object classes. Therefore, it is unclear how NMS methods based on neural networks are
going to evolve to support image workloads featuring thousands of simultaneous detections, while
clustering them in a few milliseconds to efficiently target real time applications. Moreover, these
NMS networks should also be rearchitected for embedded GPU platforms to enable the use cases
discussed earlier, as they were evaluated on high-end discrete GPUs. On the other hand, minor
variations of the classic NMS such as FeatureNMS, Soft-NMS or AdaptiveNMS share the same
core and inner workings of the greedy algorithm. As a result, the parallelization pattern studied
in this chapter is also applicable to these recent serial-based NMS proposals, as it only involves
minor modifications during the merging process of detections.
Besides of customized CNN architectures that learn the NMS process from annotated data,
there are no related works found in the literature trying to tackle the NMS problem by means of a
lightweight data-parallel algorithm specifically tailored to GPU architectures.
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Proposed Parallel Implementation

In order to exploit the underlying architecture of general-purpose embedded GPUs, an NMS kernel must expose a parallelization pattern in which each computing thread independently evaluates
the overlapping between two given bounding boxes. The idea is to avoid, to the maximum extent possible, data dependencies that serialize computations, and thus overcome the limitations in
scalability derived from the traditionally iterative clustering process. Our proposal addresses this
issue by adopting a map/reduce parallelization pattern which uses a boolean matrix both to encode
unsorted candidate object detections and to compute their cluster representatives.

d1

d6

d3
d8

d7
d2

d5

(a)

d9
d4

1
2
3
4
5
6
7
8
9

1 2 3 4 5 6 7 8 9

(b)

1
2
3
4
5
6
7
8
9

1 2 3 4 5 6 7 8 9

(c)

1
2
3
4
5
6
7
8
9

(d)

Figure 5.2: Visualization of our GPU-NMS proposal: (a) example candidates generated by a
detector (3 objects, 9 detections); boolean matrix after (b) clustering and (c) cancellation of nonrepresentatives; and (d) result after AND reduction.
Figure 5.2 depicts a toy example of the proposed algorithm, in which an image frame contains
three objects, three window clusters and nine detections. Our matrix encodes the relationship
among all detections, initially assuming that all are possible cluster representatives (all matrix
values are set to one after memory allocation). Therefore, a white color matrix element in Figure
5.2 represents updated elements that were reset to boolean true values (also, implemented using
ones), while an element depicted in gray color means the element has not been updated (original
values that were set to one during initialization). Finally, an element depicted in black color means
that has been reconsidered as non-representative and replaced by a zero (boolean false value).
Firstly, we decide that two windows di and dj belong to the same cluster if their areas are
overlapped beyond a given threshold; otherwise, a zero will be placed in the matrix coordinates
(di , dj ) and (dj , di ). Secondly, we evaluate the non-zero values of each row, and again place
zeroes if the row-indexed detection (di ) is strictly smaller than the column-indexed one (dj ), thus
discarding di as the cluster representative (blacked out in Figure 5.2). Finally, a horizontal AND
reduction will preserve a single representative per cluster, thus completing the NMS.
Formalizing this process, let D be the set of detection windows and C the set of clusters for a
given frame, with C ⊆ D. We build a boolean matrix B of size Dmax ×Dmax , being Dmax an upper
limit of the number of windows possibly generated by the detector at any frame. Let A(·) be an
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operator that returns the area of a window. Given an overlapping threshold θ ∈ [0, 1], two candidate
windows di and dj are assigned to the same cluster if A(di ∩ dj )/A(di ) ≥ θ. Candidates within
a cluster are discarded as representatives if A(di ) < A(dj ). The clipping process is performed in
parallel independently for each detection d ∈ D by a given computing thread. As there are no data
dependencies among detections, this mapping strategy scales properly as the amount of GPU cores
is increased.
Algorithm 5: M AP K ERNEL
Data: Matrix B of size Dmax × Dmax , and vector D
begin
i ← blockIdx.x * blockDim.x + threadIdx.x
j ← blockIdx.y * blockDim.y + threadIdx.y
if D[i].s < D[j].s then
a ← (D[j].z + 1) ∗ (D[j].z + 1)
w ← max(0, min(D[i].x + D[i].z, D[j].x + D[j].z)
−max(D[i].x, D[j].x) + 1)

h ← max(0, min(D[i].y + D[i].z, D[j].y + D[j].z)
−max(D[i].y, D[j].y) + 1)
B[i ∗ Dmax + j] ← ( w∗h
a < θ) ∧ D[j].z 6= 0

end
end

Algorithm 6: R EDUCE K ERNEL
Data: Matrix B of size Dmax × Dmax , value k, and vector V of size Dmax
begin
i ← blockIdx.x
j ← i ∗ Dmax + threadIdx.x
n ← Dmax /k
V [i] ← syncthreads and(B[j])
for 1 to k − 1 do
j ←j+n
V [i] ← syncthreads and(V [i] && B[j])
end
end
The only required parameters for this algorithm are the overlapping threshold θ and the maximum number of possible candidates that can be generated by the detector Dmax . Although this
last constraint may initially seem to be an important drawback, in general conservative values for
Dmax turn to be very relaxed constraints. As an example, it is common that face detection models
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have a minimum face resolution of 24 × 24 pixels. In that case, the worst case scenario for a HD
frame of 1920 × 1080 pixels would be a tiling of 80 × 45 faces of that size, yielding a matrix B of
36002 elements.
Internally, the map kernel (see the CUDA pseudocode in Algorithm 5) must first compute the
area a to effectively perform the overlapping test for each pair of detections di , dj ∈ D. With the
aim of preserving simplicity, we assume equal width and height for the bounding boxes. Therefore,
each detection is redefined as a {x, y, z, s} tuple, in which z = w = h. Moreover, each di detection
included in the D set, can now be formulated as a vector of tuples stored in any arbitrary order (i.e.
unsorted), as it is described in the following Equation 5.1:
D = h{x0 , y0 , z0 s0 }, ...{xn−1 , yn−1 , zn−1 , sn−1 }i

where n = Dmax

(5.1)

The process of constructing the boolean B matrix is implemented by relying on a classic 2D
parallelization pattern (see Figure 5.3) in which each thread within a CUDA block updates a matrix element, thus ensuring coalescing. This construction process is designed to work directly in
the GPU global memory and does not rely on shared memory to avoid bank conflicts. Initially,
all values of the B matrix are set to 1 by calling the cudaMemset() function before executing
the map kernel to ensure the correctness of the algorithm. At this point, considering that the D
vector constitutes a read-only input, it is possible to simultaneously access its values from multiple threads in the map kernel without relying on synchronization primitives for implementing the
pre-clustering of detections according to their scores. Therefore, in Algorithm 5, the if statement
checks D[i].s < D[j].s to ensure that a given block thread only updates a boolean element Bij ∈ B
corresponding to a detection di ∈ D when its score is higher than the one of dj ∈ D.
An additional second conditional check is encoded as a boolean expression in the kernel
w∗h
( a < θ) ∧ D[j].z 6= 0 for re-tagging the Bij element either as cluster candidate or non-candidate
depending on the area overlap between di and dj . The overlap is computed by means of max and
min functions using as an input the x and y coordinates and the height and width of each (di , dj )
pair, whose dimensions depend only on its z component (z × z). It also discards empty values of
the D vector, as its size is allocated to an upper limit Dmax that may not exactly match the total
number of detections. This is ensured by the D[j].z 6= 0 condition, which requires, as a prerequisite, all elements of the D vector initialized to 0 with cudaMemset() before storing on it the
input detections to be merged by the NMS algorithm. Finally, the Bij element is updated only if
the overlapping ratio w∗h
exceeds the hand-crafted θ threshold considered in the NMS process, as
a
it happens with the conventional serial greedy NMS.
Once the boolean matrix B has been computed, it is required to call a reduce kernel (see
Algorithm 6) for selecting the optimal candidate from each row as it is depicted in Figure 5.2. This
task is performed using AND operations in parallel for each row of B and can be implemented
in a CUDA kernel by means of syncthreads and(cond). This directive returns 1 only if the
cond predicate evaluates to true for all threads of the CUDA block, and is directly translated to
the hardware-accelerated BAR.RED.AND assembly instruction. Therefore, it is possible to split the
AND reductions of B by creating Dmax /k partitions per row, and then assigning each partition to
a given thread block.
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Figure 5.3: Representation of the NMS map kernel using the CUDA programming model notation.
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Figure 5.4: Illustration of the NMS reduce kernel showing partitions and CUDA blocks.

···
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As a proof of concept, Figure 5.4 shows how the reduce kernel creates n CUDA blocks per
partition (highlighted using dashed rectangles), thus precisely matching the number of rows of
boolean matrix B. Under this parallelization pattern, threads are synchronized, and simultaneously reduce the boolean values stored in the CUDA block of each row partition by relying on the
syncthreads and(V[i])directive.
Partial row reductions of B are later stored in V [i], a boolean vector V of size Dmax . Since
we are dealing with a square matrix, it is required to call k times the reduction directive within the
kernel assuming a CUDA block of size Dmax /k and a grid size equal to the size of the input set
detections D.
Consequently, after the first reduction ends, a for loop wraps up the remaining k − 1 reductions
by calling syncthreads and()using as an input the partial AND reduction values stored in
V [i]. An additional AND operation with the current thread block completes the operation (coded
as B[j] && V [i]), effectively computing the correct aggregated reduction. On the other hand,
parameter k must be experimentally determined so that the GPU achieves the highest occupancy
and yields the minimum latency.
When the execution of the reduce kernel finishes, the boolean values stored in the V vector
encode enough information to conclude the NMS process. Referring again to the D vector of
detections described in Equation 5.1, the bitmask information contained in V is used for indexing
which detections are survivors, and which ones must be discarded. This final post-processing step
can be formalized as follows in Equation 5.2:
D[
max

DNMS = h

(di ∧ vi )i

where

di ∈ D

and vi ∈ V

(5.2)

i=1

After having bitmasked all D vector elements with the boolean values stored in V , the DNMS
vector elements correspond to the merged set of detections (i.e. best representative of each cluster
of detections). At this point, the execution of the parallel NMS algorithm is fully completed.

Algorithm Correctness
M AP K ERNEL (B, D) specification:
• Precondition: D is a vector of unsorted detections of size Dmax , and B[0...n − 1][0...n − 1]
is a n × n boolean matrix in which all elements are set to true (represented with value 1).
The dimensions of matrix B correspond to the size of vector D (n = Dmax ).
• Postcondition: ∀i, j : 0 ≤ i ≤ n − 1, 0 ≤ j ≤ n − 1 : A given Bij element in boolean
matrix B encode if A(di ∩ dj )/A(dj ) < θ and score(di ) < score(dj ), in which detections
di , dj ∈ D, and n = Dmax .
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Theorem 5.2.1. The CUDA kernel pseudocode of Algorithm 5 meets the M AP K ERNEL (B, D)
specification shown above, in which all threads created independently generate in parallel a single
element of boolean matrix B.
Proof. The input matrix B values are generated in parallel by creating Dmax × Dmax threads using
CUDA 2D block partitions of size blockDim * blockDim. This two-dimensional parallelization
pattern ensures that a given (i, j) thread generates only a single Bij boolean matrix element in the
intervals 0 ≤ i ≤ n − 1 and 0 ≤ j ≤ n − 1. As i, j indexes detections di and dj , respectively;
and the D vector is only accessed by threads within the kernel for read operations (i.e. never
written), while B matrix values are never read by a thread, there is no chance for experiencing
race conditions. Therefore, it is guaranteed that a given (i, j) thread will independently produce
a single Bij element as all D data dependencies are read-only and remain unmodified throughout
the whole kernel execution. The i variable used in the kernel indexes B rows, whereas j is used to
index the matrix columns. Hence, the kernel overwrites a given Bij element only when the score
of detection dj exceeds the score of detection di . Due to the abovementioned 2D parallelization
pattern, when the kernel execution concludes, all possible detection pairs (di , dj ) derived from
vector D will be compared against each other. On the other hand, w and h variables are set to
the maximum width and height window dimensions of the considered (di , dj ) detection pair for
computing the thresholded clipping process with constant θ. As a result of this, the value stored
in Bij will be set with the boolean obtained by evaluating the thresholded area intersection A(di ∩
dj )/A(dj ) < θ. Therefore, after concluding the execution of the parallel kernel it is guaranteed
that the postcondition is correctly met.
R EDUCE K ERNEL (B, k, V ) specification:
• Precondition: B is n × n boolean matrix obtained after the execution of M AP K ERNEL, and
V a boolean vector o size n (n = Dmax ) in which all elements have been set to true. The k
value is a parameter used to fine-tune the size of row partitions of matrix B when performing
computations during kernel execution.
V
• Postcondition: ∀i : 0 ≤ i ≤ n − 1 : Vi = n−1
j=0 (Bij ) where n = Dmax .
Theorem 5.2.2. The kernel pseudocode of Algorithm 6 populates vector V by meeting the postcondition of R EDUCE K ERNEL (B, k, V ) described in the specification. The precondition must be
satisfied by executing such kernel immediately after M AP K ERNEL (B, D).
Proof. The unidimensional parallelization pattern computes a given Vi element of vector V by
creating k subsets of Dmax /k threads (i.e. CUDA block size of dimensions (Dmax /k) × 1), where
0 ≤ i ≤ Dmax . Accordingly, the statement i ← blockIdx.x ensures that a given CUDA thread
block is mapped to the i-th row of a B k submatrix of B containing Dmax × (Dmax /k) boolean
elements. By following this scheme, k submatrices of input B are considered:
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Therefore, in total, Dmax CUDA blocks of dimensions (Dmax /k) × 1 are created, in which the
j-th thread in the block is mapped to access in parallel a different row element of the submatrix,
where 0 ≤ j ≤ Dmax /k. As a result of this, the V [i] ← syncthreads and(B[j])statement
performs the aggregated AND operation of all elements on a given i-th row of B k and stores results
in each Vi ∈ V . At this point, vector V contains only the aggregated AND of submatrix B 0 , and
thus still lacks to take into account the remaining k − 1 submatrices of B (i.e. B 1 , ..., B k−1 ).
These remaining AND operations are performed in the for 1 to k − 1 do loop. Because the binary
AND operation satisfies both the associative and commutative properties, the order in which AND
operations are conducted between the different submatrices is completely irrelevant. Therefore,
the postcondition is met simply by computing the aggregated AND operation of each B 1 , ..., B k−1
submatrix, with the partial AND results stored in Vi . These operations are performed in the kernel
by executing V [i] ← syncthreads and(V [i] && B[j]), where the inter-AND operations between
the B 0 , ..., B k−1 submatrices and the partial AND results stored in Vi are denoted by the &&
operand. Finally, when the execution of the kernel concludes, the boolean values stored in vector
V meets the expression shown in the postcondition, thus guaranteeing that each Vi ∈ V , contains
a boolean value representing the aggregated AND of each row of the input B matrix.

5.3

Algorithm Complexity

One of the goals of our study is to determine the time complexity of the kernels implementing
the parallel NMS algorithm. In view of our kernels are meant to be executed on NVIDIA GPUs,
which are mainly multithreaded data-parallel and throughput-oriented processors, their asymptotic
time complexity must be determined using an idealized model of a parallel machine. In order to do
so, we selected the parallel random-access machine (PRAM) model [208] [209], which is mainly
an idealized shared address space parallel computer equipped with p processors lacking resource
contention mechanisms. The generic PRAM model assumes that a given p processor has random
access in unit time to any address of the external memory.
However, in order to realistically match a modern GPU, we selected a PRAM with concurrent
read and concurrent write (CRCW) capabilities to the shared memory address space, as these
particular read/write conflicts are usually managed by the programmer using the synchronization
and atomic primitives offered by the CUDA programming model. It should be noted that the
shared memory address space referred in the PRAM model corresponds to the global memory GPU
address space (external DRAM), and not to the on-die shared memory included in the simultaneous
multiprocessors (SMs) used in the standard CUDA-enabled GPU architecture.
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By following these assumptions, starting from an input D vector of detections of size n =
Dmax , the Algorithm 5 builds a matrix of size Dmax × Dmax . Therefore, this algorithm must
populate n2 elements of matrix B. As a result of this, the space complexity of our method is Θ(n2 ).
Considering that the PRAM model allows concurrent read accesses at zero cost to vector D, all
operations executed and enclosed by the if D[i].s < D[j].s statement are computed in Θ(1) time
on each processor p. Similarly, all store memory operations writing B elements are also computed
concurrently, even in the case when i = j in which B values are overwritten, albeit guaranteeing
the clustering correctness. Consequently, the asymptotic time complexity of Algorithm 5 can be
estimated as follows:
 2
n
where p = O(n)
(5.3)
TMAP = Θ
p
The TMAP asymptotic cost shown in Equation 5.3 treats the p amount of processors as another
variable in our analysis, in which p is expressed as a cost function of input n. This fact means that
when Algorithm 5 is executed on a PRAM machine that has exactly enough p processors to exploit
the maximum concurrency with n parallel operations TMAP = Θ (n).
On the other hand, assuming near-zero cost in thread synchronization primitives, the reduction
kernel listed in Algorithm 6 performs Θ(k) operations (i.e. internal for loop) on each processor p.
In this case, k corresponds to the column partitions in matrix B shown in Figure 5.4, whereas n
denotes the size of vector V , which precisely matches the size of each row of matrix B.
 
nk
where p = O(n)
(5.4)
TREDUCE = Θ
p
The asymptotic time complexity of the reduction kernel is summarized in Equation 5.4, and
considering again a PRAM machine with p processors capable of computing n concurrent operations, TREDUCE could be simply approximated as Θ (k).
Therefore, when adding the asymptotic time complexities of both map/reduce kernels (Equation 5.5), we can conclude that given enough processors, the proposed parallel NMS method approximately behaves as a linear algorithm:

 2
n + nk
' Θ (n + k)
(5.5)
TNMS = TMAP + TREDUCE = Θ
p
Although this time complexity analysis may be considered somewhat simplistic, as it does
not take into account the capabilities of SM warp schedulers to issue and execute several warps
concurrently nor considers the intrinsic low-level delays of the on-die GPU interconnect, it roughly
highlights the computational burden of the two CUDA kernels. As a result, further experimentation
and profiling on real platforms is required to determine the optimal k partition parameter, and also
to study the parallel NMS scalability as both the CUDA core count and the amount of objects to
cluster is increased.
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.global_Z23nms_mapP6float4Phf
.type_Z23nms_mapP6float4Phf,@function
.size_Z23nms_mapP6float4Phf,(.L_465 - _Z23nms_mapP6float4Phf)
.other_Z23nms_mapP6float4Phf,<no object>
_Z23nms_mapP6float4Phf:
.text._Z23nms_mapP6float4Phf:
MOV R1, c[0x0][0x20] ;
S2R R0, SR_CTAID.Y ;
S2R R5, SR_TID.Y ;
S2R R2, SR_CTAID.X ;
S2R R3, SR_TID.X ;
XMAD R5, R0, c[0x0] [0xc], R5 ;
XMAD.MRG R6, R0, c[0x0] [0xc].H1, RZ ;
XMAD.PSL.CBCC R0, R0.H1, R6.H1, R5 ;
XMAD R3, R2, c[0x0] [0x8], R3 ;
XMAD.MRG R4, R2, c[0x0] [0x8].H1, RZ ;
ISCADD R8.CC, R0.reuse, c[0x0][0x140], 0x4 ;
SHR R5, R0, 0x1c ;
XMAD.PSL.CBCC R2, R2.H1, R4.H1, R3 ;
IADD.X R9, R5, c[0x0][0x144] ;
ISCADD R4.CC, R2.reuse, c[0x0][0x140], 0x4 ;
SHR R3, R2, 0x1c ;
{ IADD.X R5, R3, c[0x0][0x144]
SLOT 0;
LDG.E R3, [R8+0xc]
SLOT 1}
LDG.E R6, [R4+0xc] ;
FSETP.GEU.AND P0, PT, R6, R3, PT ;
@P0 EXIT ;
LDG.E.128 R4, [R4] ;
LDG.E.128 R8, [R8] ;
FADD R3, R4, R6 ;
FADD R7, R5, R6 ;
FADD R6, R8, R10 ;
FADD R13, R9.reuse, R10 ;
FMNMX R12, R8, R4, !PT ;
FMNMX R14, R9, R5, !PT ;
FMNMX R3, R3, R6, PT ;
FMNMX R7, R7, R13, PT ;
FADD R3, R3, -R12 ;
FADD R7, R7, -R14 ;
FADD R4, R3, 1 ;
FADD R7, R7, 1 ;
FADD R3, R10, 1 ;
FMNMX R4, RZ, R4, !PT ;
FMNMX R7, RZ, R7, !PT ;
FMUL R3, R3, R3 ;
FMUL R4, R4, R7 ;
CAL `($_Z23nms_mapP6float4Phf$__cuda_sm3x_div_rn_noftz_f32) ;
ISCADD R0, R2, R0, 0xc ;
FSETP.GEU.AND P0, PT, R3, c[0x0][0x150], PT ;
SHR R2, R0, 0x1f ;
IADD R4.CC, R0, c[0x0][0x148] ;
XMAD.PSL.CLO R0, R0.H1, 0x1, RZ ;
IADD.X R3, R2, c[0x0][0x14c] ;
@!P0 FCMP.EQ R0, RZ, c[0x2][0x0], R10 ;
MOV R2, R4 ;
STG.E.U8 [R2], R0 ;
EXIT ;

(a) Map kernel

.global_Z21nms_reducePhS_i
.type_Z21nms_reducePhS_i,@function
.size_Z21nms_reducePhS_i,(.L_467 - _Z21nms_reducePhS_i)
.other_Z21nms_reducePhS_i,<no object>
_Z21nms_reducePhS_i:
.text._Z21nms_reducePhS_i:
MOV R1, c[0x0][0x20] ;
{ PSETP.AND.AND P1, PT, !PT, PT, PT ;
S2R R4, SR_CTAID.X }
S2R R2, SR_TID.X ;
{ ISCADD R0, R4, R2, 0xc ;
SSY `(.L_3) }
SHR R2, R0, 0x1f ;
IADD R0.CC, R0, c[0x0][0x140] ;
IADD.X R3, R2, c[0x0][0x144] ;
MOV R2, R0 ;
LDG.E.U8 R0, [R2] ;
IADD R4.CC, R4, c[0x0][0x148] ;
IADD.X R5, RZ, c[0x0][0x14c] ;
ISETP.NE.U32.AND P0, PT, R0, RZ, PT ;
BAR.RED.AND 0x0, P0 ;
NOP ;
NOP ;
NOP ;
NOP ;
B2R.RESULT RZ, P0 ;
SEL R6, RZ, 0x1, !P0 ;
STG.E.U8 [R4], R6 ;
@!P0 SYNC

(*"TARGET= .L_3 "*);

LDG.E.U8 R0, [R2+0x80] ;
{ ISETP.NE.AND P1, PT, R0, RZ, PT ;
SYNC (*"TARGET= .L_3 "*)}

(b) Reduce kernel (partial block view)

Figure 5.5: SASS assembly code of the proposed parallel NMS kernels (sm 62 architecture)

5.4

Static Code Analysis

In order to determine whether the proposed parallel algorithms implementing the kernels generate
or not the desired code optimizations discussed in Section 5.2, a brief static analysis of the kernel’s GPU assembly instructions was conducted. This analysis relied on NVIDIA’s nvdisasm tool
[210], which directly worked with the .cubin CUDA binary file (an ELF file containing CUDA
executable code sections) to parse and pretty print the assembly instructions of the target GPU
architecture. These assembly GPU instructions are known as SASS, and should not be confused
with the PTX (Parallel Thread eXecution) virtual instruction set [211] used to enable binary code
portability across multiple GPU generations.
Figure 5.5 shows the SASS instructions of the map/reduce kernels when targeting the sm 62
GPU architecture. As expected, the predicated instruction !PO EXIT in the map kernel yields an
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Figure 5.6: Theoretical active warp occupancy per SM derived from the register usage of the
map/reduce kernel SASS assembly code vs. actual active warp per SM in our NMS method.
early exit, thus ending the execution flow of a given thread (implemented as a D[i].s < D[j].s
check in Algorithm 5). On the other hand, the required max and min functions used in Algorithm
5 are effectively compiled to FMNMX assembly instructions. Therefore, the generated code does not
rely on any conditional branch instructions that may entail unwanted performance penalties. Similarly, the reduce kernel implemented the syncthreads and() primitive using the BAR.RED.AND
assembly instruction, as it was previously discussed in Section 5.2.
As a result of the SASS compilation, the register utilization of the map/reduce kernels was 15
and 8 registers, respectively, together with predicate register files P0 and P1. Consequently, the
register bank pressure for both kernels is low, and avoids a sharp reduction in active warp occupancy per simultaneous multiprocessor (SM). More precisely, Figure 5.6 shows theoretical values
of warp occupancy as hypothesized by the NVIDIA Nsight Compute profiler while the usage of
registers in the SASS code is increased for both kernels. The obtained theoretical figures determine
how our kernels would have behaved, should the amount of registers in the generated SASS code
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were higher than the actual register consumption values (15 and 8 registers, respectively). Given
that the actual obtained register usage of both kernels are in the optimal zone of the graphs depicted
in Figure 5.6, we can conclude that the code of our proposed algorithms lies in the upper bound of
theoretical warp occupancy for the selected CUDA block dimensions (see Table 5.1).
For the target sm 62 architecture the maximum number of active warps per SM supported by
the hardware is 64. This fact means the NMS kernels reach 100% of the expected theoretical
occupancy, as register spilling is not a limiting factor. Additionaly, the parallelization pattern implemented in the kernels does not rely on shared memory, effectively avoiding another bottleneck
that may further reduce the occupancy on a given SM.

Kernel

Block Dimensions

Map

(24 , 24 )

Reduce

(Dmax /k)

Grid Dimensions

(24 ∗

l

|D|
n

m

, 24 ∗

l

|D|
n

m

)

|D|

Table 5.1: Block and grid dimensions of the map/reduce CUDA kernels.

Referring again to the CUDA block dimensions, the map kernel is scheduled for execution
using a 2D block, which is tailored to the parallelization pattern described in Section 5.2. Starting
from the D input set of detections, the B matrix is computed by specifying a grid whose dimensions
are bounded to the nearest multiple of 16 to the number of elements of D. The selected grid
dimensions ensures that a 16 × 16 block will generate optimal integer partitions when computing
the boolean elements of matrix B. Nevertheless, the parallelization pattern used in the reduce
kernel relies on unidimensional blocks for performing per row AND computations. As a result,
the grid dimension precisely matches the number of elements of D (not the upper bound Dmax ,
which includes padding elements). Similarly, the selected block size is specifically designed for
performing Dmax /k partitions on each row of B to correctly call the required amount of times the
syncthreads and() primitive.
By following the kernel launch configuration described earlier, the theoretical values generated
by the profiler in Figure 5.6 highlight the fact that it might have not be possible to execute at all
the reduce kernel if the amount of consumed registers were higher than 64. For this reason, the
graph shows that the theoretical active warps per SM is exactly zero starting from 64 registers per
thread. Luckily, this outcome never materializes, as the SASS code generated by the reduce kernel
is small enough to consume only 6 registers.
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Experimental Setup

Several evaluations were conducted to precisely determine the latency of our proposed parallel
NMS method. Since the main use case of such algorithm is to enable the clustering of a high number of simultaneous detections per frame on low-power embedded devices, the platforms selected
for running the map/reduce kernels were the NVIDIA family of Tegra SoCs, which enable the
scheduling, execution, profiling and debuggability of CUDA kernels with minimal efforts.
Tables 5.2 and 5.3 included below summarize the three boards used for running the experiments, as well as the version of the flashed NVIDIA JetPack image, which includes the required
Linux for Tegra (L4T) OS distribution [212]. The source code of our kernels was compiled with
NVIDIA’s nvcc compiler using the -O3 flag on each Tegra platform. This architectural diversity helped us on quantifying the scalability of the parallel algorithms implemented in our NMS
kernels. More particularly, we were interested in benchmarking the NMS kernels across several
generations of the Tegra SoCs featuring on-die GPUs with higher CUDA core counts, improved
microarchitectures, memory bandwidth, bus width, and clock frequencies.
Tegra SoC
T124
T210
T186

CPU Cores
(4+1) Arm Cortex A15
(4) Arm Cortex A57
(2) Denver2 + (4) Arm Cortex A57

CUDA Cores
192
256
256

GPU Architecture
Kepler (GK20A) [sm 32]
Maxwell (GM20B) [sm 53]
Pascal (GP10B) [sm 62]

GPU Clock Frequency
72 MHz - 852 MHz
76.8 MHz - 998.4 MHz
114.75 MHz - 1.3 GHz

Table 5.2: Selected embedded NVIDIA Tegra platforms.
Board
Jetson TK1
Jetson TX1
Jetson TX2

Tegra SoC
T124
T210
T186

JetPack
v1.2
v3.2.1
v3.2.1

L4T
R21.5
R28.2
R28.2

CUDA Runtime
6.5
9.0
9.0

Table 5.3: Tested embedded boards and Linux distributions.
In order to do so, the clock rate of the GPU was manually set before each kernel execution by
means of the Linux kernel pseudo filesystem device interface (sysfs). The path for setting the
GPU frequency differed depending on the Tegra SoC model included in the embedded board (see
Table 5.4). This low-level fine tuning opened us the door for comparing the throughput-oriented
GPU architecture with the latency-oriented CPU cores when running both the conventional serial
CPU-based NMS and the GPU-based parallel NMS at multiple clock frequencies.
Tegra SoC
T124
T210
T186

Filesystem Path
/sys/kernel/debug/clock/gbus/
/sys/devices/57000000.gpu/
/sys/devices/17000000.gp10b/

Table 5.4: sysfs path for setting up GPU clock rates.
The dynamic voltage and frequency scaling (DVFS) mechanisms of the CPUs were also disabled on purpose, and their corresponding clock frequencies manually set up for conducting a fair
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embedded CPU versus GPU comparison. Unfortunately, only the clustered multicore CPU design
of the Tegra K1 SoC (T124) offered us the possibility of having access to an architecture packing
high-performance out-of-order CPU cores with a low-performing and low-power CPU core (the
so-called fifth companion core). The Tegra T210 SoC included in the Jetson TX1 board features
only four high-performance Arm Cortex A57 CPU cores. Even though that the SoC die includes
four additional in-order Arm Cortex A53 CPU cores, they were disabled on purpose during the
manufacturing process. Therefore, this SoC does not provide OS-level access to a low-power cluster set of cores for reducing the power consumption when running background tasks, as opposed to
other chips implementing Arm’s big.LITTLE technology [213]. On the other hand, the Tegra 186
SoC relies on a heterogeneous architecture that combines two high-performance Armv8-compliant
VLIW cores developed by NVIDIA (Denver 2) with four out-of-order Arm Cortex A57 cores. In
view of only the T124 SoC offered the possibility of running code at a true low-power CPU, we
benchmarked the serial NMS code on the two CPU profiles available on that platform (i.e. highperformance CPU cores and the low-performance CPU core).
Referring again to the GPU capabilities, even though that both T210 and T186 SoCs feature
256 CUDA cores, the latter one both runs at a higher clock rate and doubles the effective GPU
memory bandwidth by increasing the memory bus from 64 bits to 128 bits. This fact will enable
us later to study the impact of doubling the memory bandwidth when executing on the GPU the
parallel map/reduce NMS kernels.
Finally, the most important part of the evaluation was to carefully select the input datasets to
demonstrate how the proposed parallel NMS is able to cope with challenging real-world situations
that feature lots of simultaneous objects in high-resolution images and video frames. As we are
interested in human faces, we selected a 1080p input video from the SVT High Definition Multi
Format Test Set 1 (named crowd run), which was originally filmed by the Swedish Television at
50 FPS using 65 mm film professional equipment. This particular video features approximately on
average 60 simultaneous faces, but it was especially chosen because it yields hundreds of simultaneous detections per frame after having executed a CNN-based face classifier.
Input Dataset
crowd run
mosaic
oscars

Resolution (pixels)
1920x1080
3840x2160
4646x1800

Type
H.264 Video @ 50 FPS [00h:00m:10s]
H.264 Video @ 50 FPS [00h:00m:10s]
JPEG Picture

Table 5.5: Input datasets selected for benchmarking the parallel NMS kernels.
In order to further stress out the parallel NMS kernels, we post-processed the original 1080p
crowd run video stream to generate a 3960x2160 synthetic mosaic video incorporating four
streams on each frame (depicted in Figure 5.7), thus effectively quadrupling the number of simultaneous detected faces. Similarly, we also decided to study in detail the scalability of parallel NMS
as the number of simultaneous faces are linearly increased. For this particular experiment, we
selected a picture of the 83rd Academy Awards Nominees 2 captured during the Oscars ceremony
1
Sveriges Television High Definition Multi Format Test Set repository (ftp://vqeg.its.bldrdoc.gov/
HDTV/SVT_MultiFormat/)
2
83rd Academy Awards Nominees picture (http://tinyurl.com/o5n97ra/)
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Figure 5.7: Synthetic 3840x2160 video frame from the mosaic dataset (post-NMS).

Figure 5.8: Synthetic 83rd Academy Awards Nominees picture showing part of the faces covered.
(named oscars in Table 5.5), which shows 147 simultaneous faces. Once all faces were detected,
we coded and executed a script that generated 147 synthetic images from the original picture by
covering and uncovering faces using rectangles filled with black color (see Figure 5.8). Therefore,
a given pi picture (where 1 ≤ i ≤ 147) would just uncover an additional face when compared to the
previous pi−1 one. As an example, picture p0 starts the process by having all localized faces (147)
covered with black rectangles to enforce the face classifier to yield zero detections. Under this
rationale, picture p1 would cover 146 faces with black rectangles and uncover only a single face
throughout the whole picture. As the script keeps going on generating synthetic images, picture
p147 would conclude the process by showing all faces completely uncovered.
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Results

As it was previously discussed, first we started by determining how the latency of the GPU-based
parallel NMS algorithm compares against the traditional serialized version of OpenCV’s O(n2 )
greedy NMS, which is still used in many works [214] for clustering the bounding boxes obtained
after inferencing CNN classifiers. This comparison was conducted by executing both NMS algorithms on the Jetson TK1 board using as an input the oscars dataset picture. More precisely,
both NMS algorithms were executed at multiple frequencies on the two different CPU clusters
available in the T124 SoC (i.e. high-performance CPU-G cluster, and low-power CPU-LP cluster)
by properly setting up the parameters in the sysfs Linux kernel interface. The CPU-LP core
clock frequency ranges between 51 MHz and 1 GHz, while a given CPU-G core ranges between
204 MHz and 2.3 GHz. Similarly, the GPU clock ranges between 72 MHz and 850 MHz, as Table
5.2 shows. The results of this experiment are shown below in Figure 5.9.
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Figure 5.9: NMS latency on GPU, CPU-LP and CPU-G cores for the selected oscars dataset.
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Figure 5.10: NMS latency when processing the oscars dataset on the GPUs included in the
selected Tegra SoCs.
The graph in Figure 5.9 clearly shows that a GPU clocked at 50% of its maximum frequency
outperforms both CPU types also when they are operating at 50% of its peak operating frequency.
For this experiment, the overhead of memory allocations and initializations was not taken into account, and only the pure kernel execution time was considered. It should be noted that for batterypowered fanless solutions the chip must be underclocked or automatically managed by the underlying DVFS subsystem to avoid excessive overheating. Unsurprisingly, the GPU shows an advantage, especially for GPU-based object detection and recognition pipelines, in which unwanted
CPU/GPU memory transfers slowdown the throughput of real-time applications, as it would undesirably happen when relying on the serialized NMS targeting CPUs.
On the other hand, the proposed parallel NMS was evaluated on all GPUs of the selected
Tegra platforms, also by varying the clock rate of the GPU before executing the kernels during the
experiments, and using the same input dataset (oscars). The results of these experiments are
summarized in Figure 5.10. The reported latencies, aggregate the combined execution time of the
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map/reduce kernels within the parallel NMS algorithm, and shows a latency reduction improvement when scaling from 192 CUDA cores (Tegra T124) to 256 (Tegra T186 and T210). More
precisely, the latencies obtained when running the kernels at the maximum GPU clock frequency
were 11.24 ms (T124), 7.36 ms (T210), and 7.6 ms (T186), respectively, when clustering roughly
3000 simultaneous detections. Unexpectedly, although each experiment was executed three times
to avoid the bias introduced by the CUDA runtime and scheduler, the obtained NMS algorithm
performance was slightly faster on the Jetson TX1 board (T210) when compared to the results
gathered on the Jetson TX2 (T186), which features a wider memory bus.
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Figure 5.11: NMS latency as the amount of simultaneous faces is increased (oscars dataset).
The obtained latency figures did not prove the general assumption that executing kernels on
GPUs with equal core counts, but which differ in memory bandwidth and clock frequencies, would
yield better performance results when physical specifications are improved across chip generations
(see Table 5.2). Quite the contrary, it showed that for our proposed parallel NMS algorithm, it
seems far more important to increase by a 33% the amount of GPU cores rather than simply
increase the clock frequency and memory bandwidth, given a constant number of GPU cores.
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Figure 5.12: NMS latency on growing number of detections (oscars dataset).
As an example, the T186 GPU must be clocked at 1.3 GHz to achieve the performance figures
yielded by the T210 chip when clocked at 998.4 MHz. Therefore, the GPU scalability of parallel
NMS is more sensitive to the number of cores (a 33% increase in GPU cores yields a 55% latency
reduction), rather than to the improvements of the memory subsystem, thus highlighting that kernel
code bottlenecks are skewed towards the availability and quantity of ALUs included in the GPUs
(i.e. compute-bound kernel).
However, since the main benefit of the parallel NMS is the potential and flexibility offered for
handling the clustering of detections in workloads featuring huge amounts of simultaneous objects,
we decided to determine the scalability of the map/reduce kernels as the quantity of simultaneous
faces are increased. These experiments involved executing the parallel NMS kernels on the selected
Tegra platforms using as an input the synthetic set of pictures featuring covered faces (as it is shown
in Figure 5.8). The results of such experiments are summarized in the graph depicted in Figure
5.11, and are consistent with the previous observation that emphasizes the importance of the GPU
CUDA core count (both TX1 and TX2 outperform the older TK1). Hence, the slopes of both TX1
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and TX2 graphs are greatly reduced when compared to the baseline TK1 graph, thus proving that
our proposed parallel NMS algorithm properly scales as the CUDA core count is increased. In
order to further illustrate this fact, Figure 5.12 also shows an extra reduction of the graph slope
when the parallel NMS algorithm is executed on a discrete NVIDIA GeForce GTX 1060 GPU
featuring 1280 CUDA cores over a growing number of detections, and a further reduction when
executed on a Tesla T4 GPU with 2560 CUDA cores. More particularly, the GTX 1060 yielded
an 8.11X speed up over the TK1, 5.38X (TX2) and 5.23X (TX1), respectively. And the Tesla T4
yielded a 24.59X speed up over the TK1, 15.91X over TX2, and 16.44X over TX1.
Discrete GPU
GeForce GTX 1060
Tesla T4

NMS Latency (ms)
CUDA Cores Clock Rate n = 200
1280
1.70 GHz
0.107
2560
1.59 GHz
0.024

n = 1027
0.324
0.088

n = 2895
1.313
0.430

Table 5.6: NMS latency on discrete GPUs when clustering n detections (oscars dataset).
As Table 5.6 shows, discrete GPUs clocked at roughly the same frequencies, and relying on
comparable memory subsystem technologies (i.e. GDDR5 -GTX 1060- vs. GDDR6 -Tesla T4-),
but with increased number of CUDA cores trigger substantial reductions in the NMS latency. As a
result, increasing by a factor of 2 the amount of cores in the underlying hardware resources reduces
the NMS execution latency by a factor of 3 for 2895 detections, effectively proving the scalability
of our parallel NMS method as the amount of cores keeps increasing.
These results are in line with our initial expectations about the time complexity of the parallel
NMS. On these latter experiments, the GPU kernels were also compiled and benchmarked by
setting k = 32 and Dmax = 4096 (upper limit used for the GPU memory allocations required by
matrix B and vector V ).
In order to further study and optimize the NMS reduction kernel (Algorithm 6), several experiments were carried out to study the impact of parameter k with the aim of finding which partition
size minimizes the latency in the NMS reduction kernel. Table 5.7 summarizes the obtained results
on each SoC of the selected Tegra platforms on the oscars dataset.
Reduction Kernel Latency (ms)
k
TK1
TX1
TX2
4
2.972
1.641
1.692
8
2.311
1.394
1.465
16
2.027
1.301
1.369
32
1.842
1.273
1.326
64
3.234
1.654
1.520
128
5.602
2.775
2.035
256 10.695 4.440
3.895

Table 5.7: NMS reduction kernel latency depending on the k parameter.
According to the experiments, the optimal partition size yielding minimal latencies would be
k = 32, which was precisely the value used for obtaining the previously shown graphs (Figure 5.11 and 5.12). Interestingly, these results challenge conventional wisdom, as it is increasingly less costly to call k times syncthreads and()in the for loop when 4 ≤ k ≤ 32. As
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k = 32

k=4
Dmax

Figure 5.13: Thread synchronizations computed on a given B matrix row (k=32 and k=4).
thread synchronization is typically slow (i.e. theoretically, a barrier should be avoided if possible), it is considered counter-intuitive that an increasing number of thread synchronization operations could contribute to reduce the execution time. Taking into account that NVIDIA GPUs
offer architectural support at the ISA level for implementing these primitives, and GPU hardware thread synchronization primitives work at the CUDA block level, the amount of Dmax /k
partitions created per matrix row effectively serves as a mechanism for fine-tuning the quantity
of inter-block syncthreads and()calls executed in parallel (represented as arc symbols in
Figure 5.13). A comparison of the granularity of such thread synchronizations is highlighted in
the aforementioned figure, which illustrates how the k parameter greatly affects the number of
syncthreads and()calls executed in parallel, as the amount of CUDA blocks created varies.
Nevertheless, when k > 32, as both Table 5.7 and Figure 5.14 depict, the NMS reduction kernel latency keeps growing due to unoptimal CUDA block partitions when processing the B input
matrix.
Average NMS Latency (ms)
Tegra SoC
k
Map Reduce Total
4
5.17
2.41
7.78
8
5.16
1.87
7.22
TK1
16 5.17
1.64
6.97
32 5.17
1.54
6.88
4
3.74
1.34
4.84
8
3.37
1.11
4.57
TX1
16 3.38
1.03
4.53
32 3.38
1.00
4.48
4
3.52
1.37
4.93
8
3.50
1.16
4.71
TX2
16 3.50
1.07
4.61
32 3.49
1.03
4.56

Table 5.8: Average NMS latencies on TK1, TX1 and TX2 SoCs (mosaic dataset).
Finally, the crowd run and mosaic datasets described in Table 5.5 were also used as an
input of the map/reduce NMS kernels. The main objective of experimenting with those datasets
was to characterize the underlying performance scalability of both kernels when localizing faces
in videos featuring challenging real-world scenarios. Additionally, further experimentation was
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Figure 5.14: NMS reduction kernel latency according to parameter k.
carried out to determine the execution time distribution of both Algorithm 5 (map kernel) and
Algorithm 6 (reduce kernel).
As it was done with the oscars dataset picture, the NMS kernels were benchmarked over
time on the selected Tegra platforms after having firstly decoded H.264 video frames, and later
performed face detection. The obtained results are summarized in Figure 5.15, which shows both
the number of faces detected per frame (top dashed line), and the aggregated latency of the parallel
NMS kernels when executed on the selected SoCs (three lines shown at the bottom). Therefore,
the H.264 decoding latency was not taken into account, thus profiling only the map/reduce kernels
at the low level.
On this particular dataset (crowd run), the amount of detected faces per frame ranged between 360 and 698 detections. Again, these experiments were carried out by setting k = 32 and
Dmax = 4096 when clustering detected faces. The aggregated latencies yielded by the parallel
NMS were less than 2 ms. More particularly, it ranged between 0.5 ms and 1.8 ms when executed on the Jetson TK1 (T124). When switching to Jetson TX1 (T210) and Jetson TX2 (T186)
platforms, latencies were reduced a further 50% due to the increased GPU core counts. As it also
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Figure 5.15: NMS latency per frame vs. #det number of detections (crowd run).
happened with previous experiments, there were no major performance improvements between
TX1 and TX2 platforms when executing the parallel NMS algorithm. The latency reduction on
TX2 was on average 6.25% lower than on TX1 and very close to 0.5 ms, while the precise standard deviation of measured latencies was 0.18 ms on both platforms.
Therefore, in order to further spot differences and analyze the potential benefits of the improved
T186 SoC, it might be necessary to saturate the GPU resources. Moreover, the mosaic video
dataset was used as an input to quadruple the number of simultaneous detections per frame, so
that the amount of thread reductions per row triggered by the NMS reduction kernel is greater
than one. The results of these experiments are summarized in Table 5.8, which details the average
latencies for both map and reduce kernels after having executed them on a frame per frame basis.
Additionally, Table 5.8 reports how the execution time of the parallel NMS kernels was affected
by parameter k on the selected Tegra platforms.
According to the obtained measurements, after quadrupling the amount of simultaneous faces,
the main bottleneck of the parallel NMS algorithm lies on the construction of matrix B, which is
performed in Algorithm 5 (map kernel). This performance penalty is noticeable in Figure 5.16,

CHAPTER 5. WORK-EFFICIENT PARALLEL NMS KERNELS

98

[mosaic] 3840x2160 @ 50 FPS
14

3000
Map
Reduce
#det
2500

10
2000
8
1500
6
1000

Number of Detections

Map/Reduce Kernel Latency (ms)

12

4

500

2

0

0
0

50

100

150

200
250
Video Frame

300

350

400

Figure 5.16: Map/Reduce kernel latency per frame vs. #det number of detections (mosaic).
as the depicted map kernel latency per frame seems proportional to the number of detected faces.
These results are in line with the inner workings of Algorithm 5, since this kernel must populate
n2 elements to cluster n detections. Consequently, it is the map kernel the one saturating the
underlying hardware resources. On the other hand, the reduce kernel latency per frame remains
roughly constant throughout the mosaic video frames, even when the number of simultaneous
faces detected per frame is dramatically increased.

5.7

Conclusions

In this chapter, we have presented a novel highly scalable parallel NMS algorithm that is designed
from scratch to handle workloads featuring thousands of simultaneous detections per frame. The
proposed work-efficient NMS algorithm relies on a boolean matrix, which is constructed element
wise in parallel, and completes the cluster of detections by means of parallel reductions. Additionally, the input set of candidate windows does not require to be pre-sorted before running our
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method, as the proposed map kernel always selects the representative with the highest score among
all detections within the cluster while building the boolean matrix.
The obtained performance results show that the proposed map/reduce kernels are compute
bound, and properly scale on embedded GPUs as the amount of CUDA cores is increased. As
a result of this, the parallel NMS algorithm is capable of clustering 1024 simultaneous detected
faces per frame in roughly 1 ms on both Tegra X1 (T210) and Tegra X2 (T186) on-die GPUs,
while taking 2 ms on Tegra K1 (T124). Therefore, the parallel NMS execution time is effectively
reduced 53% when the GPU computing resources are increased by a 33% from 192 to 256 CUDA
cores. Thanks to additional experimentation, we also proved that this ratio is further improved as
the amount simultaneous detections per frame keeps growing (e.g. 2048 detections and beyond).
Moreover, when the proposed parallel NMS method is executed on powerful discrete GPUs
with high core counts and complex memory hierarchies, the execution time is even more drastically
reduced. Interestingly, our obtained results show that doubling the amount of cores from 1280 to
2560 reduces the NMS execution time by at least a factor of three, which is even more pronounced
than in the embedded GPU platforms. In this latter scenario, the parallel NMS is capable of
clustering roughly 3000 candidate windows in less than 0.5 ms. These results show that our NMS
method yields a minimal footprint in a GPU-only object recognition pipeline, as its execution
consumes only 1% of the 40 ms hard deadline required for the real-time processing of video feeds
at 25 FPS.
As future work, we plan to study the performance impact of implementing thread group synchronization in the reduction kernel grid. However, as this feature is only available on Pascal and
Volta GPU architectures, it would sacrifice portability of the parallel NMS kernel across legacy
GPU computing platforms.
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Chapter 6
Conclusions
In this thesis, we have explored several low-level parallelization techniques to enable the execution of face detection on heterogeneous GPU platforms at a high throughput. Since the thesis
was started, and our first contributions were made, the field has experienced an explosion in the
utilization of GPGPU computing for executing workloads in the areas of computer vision, machine learning, and most notably, convolutional neural networks. This fact proved that we clearly
succeeded on anticipating this major computing trend before it happened. Nowadays, almost all
state-of-the-art machine learning libraries involved in such workloads [67], [72], [136] rely on
CUDA and OpenCL kernels for parallelizing computations. It is also now very common to offload
computations to remote clusters and clouds of discrete GPUs [215] for conducting video analytics,
biometric template matching, object attribute search, and training models.
Although boosting-based frameworks were surpassed by highly accurate deep neural networks,
they are still useful in niche applications such as object or facial tracking for surveillance, and due
to its early discard properties, they still may play a key role for solving the problem of facial
detection at UHD resolutions. For this reason, we think the parallelization methods presented in
Chapter 3 and 4 are relevant, and further study should be devoted to improve split strategies during
the evaluation of feature cascades. More sophisticated approaches could involve prefetching and
stage prediction during the evaluation, which would enable additional on-die caching.
All GPU kernels presented in this thesis have proven to be scalable across several generations
of GPU platforms. The experiments carried out in our original research publications were updated for this dissertation on newer platforms, and their performance was significantly boosted in
a completely transparent manner, as the amount of cores and memory bandwidth were linearly
improved. Moreover, the low latencies obtained when running our kernels in combination with the
introduced coarse and fine-grained parallelization allows us to perform facial analytics on multiple
video streams in real time on a single device.
It could be argued that the only platforms and programming models we have studied are the
ones targeting NVIDIA GPU devices. However, from a low-level hardware perspective, they are
heterogeneous, as they include multiple programmable computational units, on-die memories and
blocks (e.g. video decoding engines, tensor cores, and texture units). In theory, all previously
presented parallelization strategies are valid for any massively parallel multithreaded architecture
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capable of executing OpenCL kernels. Newer platforms such as Intel’s X e or AMD’s RDNA
may be good candidates for efficiently running the contributed kernels with minimal adaptations.
Although emerging discrete neural network accelerator hardware may beat GPU performance and
power efficiency when running both training and inference, they are not capable of executing
traditional computer vision algorithms nor running any other kind of general-purpose kernels. For
this reason, we believe that high-end discrete GPUs will still be extensively used in the future
if transistor density and memory bandwidth keeps improving. Additional enhancements could
involve chiplet design structured in multi-chip modules (MCM) to push the boundaries of the
massively parallel many-thread architecture.
On the other hand, we also presented in Chapter 5 a novel and highly scalable parallel NMS
method that is useful not just for facial recognition pipelines targeting surveillance applications,
but also for autonomous driving, as it is designed for handling workloads featuring hundreds of
simultaneous detections. The contributed algorithm, as we have proved, is fast and lightweight
enough for running on an embedded SoC targeting real-time applications. Moreover, we also relied
on synchronized AND barrier instructions to perform reductions and cluster detections. To the best
of our knowledge, this is the first time that such synchronization method has been succesfully used
to apply parallel reductions.
Other upcoming architectures that have not been properly studied yet by academia but may also
offer potential for efficiently running parallel face detection algorithms are processing-in-memory
(PIM) devices [216]. These new technologies involve DRAM and Flash memories and embed
ALUs close to the memory cells to speed up computations by minimizing data movement bottlenecks. Currently, the most recent works on such platforms are mostly focused on bioinformatics [217], graph processing [218] or string matching to optimize database queries [219]. However,
these studies are still conducted on cycle-accurate performance simulators, and early manufactured attempts such as Micron’s Automata Processor [220] have been discontinued. We think that
memory-bound features such as NPD involving little computations offer a great potential when
ported to PIM devices when used in combination with ensemble learning. Also, stacked CMOS
sensors [221], in which DRAM and computational logic are vertically combined through-silicon
vias (TSV) in multiple layers could leverage NPD features in a power-efficient manner to perform
facial detection in camera equipment.
As a final conclusion, we expect that automated facial recognition systems partially based on
some of the techniques presented in this thesis will be deployed in public areas such as train stations
or airports to conduct ethical surveillance activities and live matching against blacklists. Although
face detection could be implemented by means of a low-power neural network accelerator integrated within smart surveillance IP cameras (i.e. edge computing [222]), there are hundreds of
millions of conventional CCTV cameras already deployed worldwide [223]. Therefore, in order
to avoid replacement costs, software products that retrieve video feeds from remote IP cameras by
performing facial analytics processing on high-end GPUs are still at the first stage of development
and offer a great market potential.
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