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Abstract. There is a significant market pull and technology push to incorporate computational
fluid dynamics (CFD) in the early vessel design phase. In this phase, one allows for large-impact
changes in the hull geometry. The computational cost of CFD deployment in this early phase
has two important drivers. Firstly, for an individual CFD simulation, accuracy is correlated
with cost—both in man and CPU hours. Secondly, when we increase the number of shape
parameters, we face the ‘curse of dimensionality’, an exponential increase of the number of
individual simulations that are required to obtain a target accuracy. By applying design and
analysis of computer experiments (DACE) methodology, as well as by employing potential flow
simulations, we can gather valuable insight in the performance of the vessel within a short
amount of time. In this paper, we present the multi-objective automatic shape optimisation of
a combatant with eight design parameters, as well as the inverse design of an offshore patrol
vessel with seven design parameters.

1 INTRODUCTION

During the initial design phase of a vessel, a number of important changes in the geometry can
have a large impact in various areas, one of which is the predicted hydromechanical performance.
In order to allow swift analysis of the result of such geometric modifications, thus enabling speedy
yet well-informed product development, it is important for a shipyard to develop and maintain
the ability to make quick updates of the performance predictions.
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The subject of this paper is the design and analysis (DACE) of the performance of a com-
batant and an offshore patrol vessel. DACE was introduced in the seminal 1989 paper by Sacks
et al. [1]. In this paper, Sacks et al. extended the idea of large-scale experimental set-up and
analysis to systematic sampling of the output of complex computer codes. Instead of providing
an analysis of the Physics of the computer model, DACE considers the computer code as a
black box, and provides a statistical analysis of the input/output relation. The objective of the
DACE analysis is to, efficiently, arrive at an accurate on-the-fly prediction of the output of the
computer code, without requiring a new, expensive, code evaluation.

The scope of coverage is the theoretical, computational fluid dynamics (CFD)-based resistance
analysis of two hull forms. The analysis is limited to a user-defined parametric description of the
hull, defined by eight shape parameters in the first application and seven shape parameters in
the second application. Both base-line hulls are closely related to vessels that are currently being
developed within our shipyard. Therefore, we are very grateful for your kind understanding that
we cannot publicly share all details of the designs and results.

The purpose of the paper is to emphasise the role that DACE can play in the early design
phase of a vessel. Our point of view is that the regression of a large number of purpose-dedicated
hull variations can be valuable for multi-objective optimisation as well as inverse design.

The paper is organised as follows. Section 2 provides an overview of the methodology—the
design-of-experiments, flow solvers, and meta-modeling. Section 3 provides the case descriptions.
In Section 4 we present our results. Section 5 is the conclusion.

2 METHODOLOGY

The DACE methodology consistst of four consecutive steps: creating a design-of-experiments,
running the flow solver, building a meta-model and, finally, exploiting the meta-model. These
steps are discussed in more detail in the following sub-sections.

The methodology used for the first application is the Python code HYDRA, which has been
developed by the Maritime Research Institute Netherlands (MARIN). This method combines a
3D CAD model in Rhinoceros through the use of a Grasshopper script to a flow solver RAPID
and finally to an optimiser Dakota [2]. In this paper the solver is a potential flow solver, but this
can also be a full RANS solver. The methodology used in the second application is an in-house
development, which acts as a pre- and post-processor for the potential flow solver ν-SHALLO.

2.1 Design-of-experiments

The design-of-experiments (DoE), alternatively known as a sampling plan, determines which
combinations of shape parameters, and therefore which hull shapes, will be simulated. The most
straight-forward, and perhaps most intuitive, is a full-factorial DoE. However, for a full-factorial
DoE, the required number of samples, and thus computational cost, increases exponentially with
the number of shape parameters—an effect known as the ‘curse of dimensionality’ [3]. Therefore,
alternative sampling strategies have been developed, which aim to mitigate this curse. The
two most important approaches are the deterministic sparse grid approach [4, 5, 6, 7] and the
pseudo-random space-filling approaches. The full-factorial, sparse grid and space-filling sampling
strategies are illustrated in Figure 1.
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Figure 1: Illustration of the three main types of DoE for two shape parameters. In both applications,
we use a space-filling DoE.

Presently, in the first application, where we consider multi-objective optimisation of a com-
batant, we use a statistical method for generating a near-random range of samples from a
multi-dimensional distribution, to be used as the DoE, generating the form variations in Rhino
by using a Grasshopper script, developed by Damen Schelde Naval Shipbuilding (DSNS), which
is coupled to the MARIN HYDRA framework. The space-filling DoE in Figure 1 presents an
indicative DoE as used in this application. Rhinoceros 3D is a software package from Robert
McNeel & Associates for 3D modelling of NURBS and mesh objects. Rhino can create, edit,
analyze, document, render, animate, and translate NURBS* curves, surfaces, and solids, point
clouds, and polygon meshes.[8] Grasshopper is a visual programming editor developed by David
Rutten at Robert McNeel & Associates. As a plug-in for Rhino, Grasshopper is integrated with
the robust and versatile modelling environment used by creative professionals across a diverse
range of fields, including architecture, engineering, product design, and more. [9] All 3D objects
are created based on given parameters and they are generated instantly when a parameter is
modified.

In the second application, for which Damen Shipyards Gorinchem (DSGo) considers simula-
tion and inverse design of an offshore patrol vessel (OPV), we use a space-filling approach for
our DoE. In the space-filling approach, the distribution of samples is pseudo-random, but is then
optimized to maximize a performance measure of the sample distribution. The exact measure
we use remains confidential.

2.2 Potential flow simulation

In comparison to viscous simulations, potential flow simulations provide a rough resistance
estimate at a relatively small number of man-hours and at low computational cost. The simula-
tion is based on a mesh representation of the vessel surface, to which a mesh representation of
the free surface is added by the solver. The panels above the free surface are iteratively deformed
to track the wave profile, therefore, breaking waves and spray cannot be modelled.

The code is mainly used in a comparative way during hull form optimisation. The potential
flow simulation provides an estimate of the wave making resistance—an ITTC friction line [10]
based estimate of the viscous resistance can be added a posteriori. It is up to the user to either
optimise for wave-making or for total resistance. Within the Damen group, we use two codes
for this purpose, RAPID and ν-SHALLO.
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2.2.1 RAPID

The computer code RAPID, used in the first application, is a non-linear free surface potential
flow solver for the computation of the steady inviscid flow around a ship hull, the wave pattern
and the wave resistance [11, 12]. The code has been developed by MARIN. The code takes into
account dynamic trim and sinkage and optionally an actuator disc can be defined for taking into
account the pressure field around the propeller disc. The form factor for estimation of viscous
resistance is pre-determined. RAPID is in use at DSNS for almost twenty years, it has been
validated for a range of vessels and is being used for all new designed vessels during the hull
form optimisation phase.

2.2.2 ν-SHALLO

ν-SHALLO, used in the second application, is a FORTRAN 90 non-linear free surface po-
tential flow solver for the computation of inviscid flow around ships [13]. The code has been
developed by the Hamburg Ship Model Basin (HSVA). It uses panels to discretise the hull as
well as the free surface, and uses Rankine point sources. The code predicts a form factor for
estimation of viscous resistance. In an internal project, DSGo has validated ν-SHALLO for a
range of relevant hull shapes and ship speeds.

2.3 Meta-model construction

The next step is the construction of meta-models for all solver outputs. In both applications,
we use a kriging meta-model. Regressing spatial data by means of a kriging predictor was
introduced independently in the field of meteorology by [14, 15] and in the field of geostatistics
by [16]. A discussion of kriging methodology is provided by [17, 18, 19]. In the present paper we
follow[20], who present kriging as a method within the framework of Bayesian data assimilation.

The aim of kriging is to predict a function—known as a meta-model, surrogate, or emulator—
which is, essentially, a prediction of the QoI (the output of the potential flow solver) as a result
of the selected input (the hull shape). On a computer, we do not represent the continuous
function, but rather the discrete predicted realisations X. In the present paper, X represents
each of the outputs of the solver, such as the resistance of the selected hull shape at a certain
speed—where it should be noted that each solver output is treated as a seperate QoI. As in [20],
we assume that we have a normally distributed prior

X ∼ N (µ, P ), (1)

where µ is the drift and P is the process covariance matrix. In the present paper, we assume µ
to be constant.

In order to make the prediction, we first compute values y, which form a subset of X. In the
present paper, an individual y represents, for example, the resistance of the vessel at a certain
speed, obtained from the solver, for a particular hull shape generated from the DoE. For the
computed values, we assume a normally distributed likelihood

Y |x ∼ N (Hx, R), (2)
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where H is the observation matrix, while R is the observation error covariance matrix. The
observation matrix H is an incidence matrix, which has elements of either zero or one, thus
selecting the simulated hull variations from the total number of predicted variations.

Using the prior (1) and likelihood (2), we apply Bayes’ Theorem [21, 22]

π(x|y) = π(y|x)π(x)
π(y)

, (3)

to find that the posterior mean of the predicted QoI is given by [20]

E(X|y) = µ+K(y −Hµ), (4)

where we have used the (Kalman) gain matrix

K = PHT (R+HPHT )−1. (5)

The predicted kriging covariance[20] is presently not exploited. In the present paper, (4) is the
kriging prediction of, for example, the resistance of the vessel at a certain speed, conditional on
the output of p solver runs.

So far, our analysis has not directly involved the shape parameters of the different hulls in
the DoE. We include the shape parameters during the construction of the covariance matrices P
and R. In the present paper, we use a process covariance function c(·, ·) to generate the process
covariance matrix.

Pij = σ2 c(h,θ), (6)

in which σ2 is the variance of the process, while θd is the correlation length for dimension d,

where each dimension represents one of the shape parameters, and hd = ‖ξ(j)d − ξ
(i)
d ‖ is the lag

for each dimension d. Our exact choice for the covariance function is confidential. In the present
paper, ξ(i) represents a particular hull variation, defined by the shape parameters in the DoE,
for which we are running the potential flow solver. The correlation lengths θ are found from
a maximum likelihood estimate (MLE)[23, 24, 25, 26], which is equivalent to minimising the
negative log-likelihood

log
∣
∣R+HPHT

∣
∣+ (y −Hµ)T (R+HPHT )−1(y −Hµ), (7)

where, for optimisation, it should be considered that P depends on θ through the process
covariance function (6).

The error covariance matrix contains the measurement uncertainty in the outputs y. It should
be noted that this is not the modeling error, but rather the change in output observed when
making small changes in the input—that is, the ‘noisiness’ of the solver. We presently include
a small ‘white noise’ uncorrelated observation uncertainty, such that we have

Rij = ε2δij , (8)

with ε estimated to be 1 % of the standard deviation of the output. As a result of this choice,
the kriging predictor sligthly smoothens the solver data.
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Figure 2: The base-line combatant

2.4 Meta-model exploitation

After constructing the meta-model, it can be exploited for various purposes, such as uncer-
tainty quantification, shape optimisation, and inverse design. In the present paper we present
two different applications: the aim of the first application is multi-objective optimisation, the
aim of the second application is inverse design. With multi-objective optimisation, we visualise
and/or quantify the trade-off between designing optimul hull forms for different objectives. With
inverse design, we allow the user to reverse the input/output relation.

3 CASE DESCRIPTION

In this paper we present two applications, a combatant and an offshore patrol vessel.

3.1 Combatant

The first application is of the new large combatant design family of DSNS. This new design
family is to provide the best mission capabilities to the navies with a flexible, scalable approach
for full customization—outfitted with the latest technologies to create a new frontier for combat-
ant vessels. A random design point within this family is created for this study and the starting
point is a new combatant type hull form with a round bilge mid ship section, deep V-sections
in the forebody and more pram type sections towards a flat transom stern. The propulsion for
this type of vessel typically consists of a twin shaft twin rudder arrangement with a centreline
skeg. The lines plan and main particulars of the parent hull remain confidential. An artistic
impression of the design is presented in Figure 2.

For the exploration of optimal hull forms in terms of resistance, we have defined a range of
eight parameters, being length Lpp, beam B, draught T , block coefficient CB, midship coeffi-
cient Cm, longitudinal centre of buoyancy LCB, stem angle and transom immersion. For each
parameter, we define an allowable range, with lower and upper bounds.
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Figure 3: Side-view of the base-line modified OPV

Table 1: Main particulars of the OPV

Quantity Value Unit

Length on waterline 77 m
Beam on waterline 12 m
Draft 3.8 m
Displacement 1.5× 103 m3

Block coefficient 0.43 -

3.2 Offshore patrol vessel

Our second application is inverse design of a modified offshore patrol vessel (OPV). A side-
view of the OPV is presented in Figure 3, while the main particulars are shown in Table 1. The
lines plan of this vessel remains confidential.

For the OPV, we consider changes in seven shape parameters. We shift an aft frame position
xa, the mid frame position xm and a fore frame position xf (it should be noted that the frame
shifts are set up such that they are independent parameters). Also, we change the dead-rise in
the stern zs, mid ship zm and bow section zb. Finally, we increase or decrease the draft T .

4 RESULTS

In this section, we present the results of the DACE analysis of the two different hull types.

4.1 Combatant

We create a DoE using the eight parameters mentioned in Section 3.1 for a fixed displacement
for the design of a new vessel. As a full-factorial DoE with a total of eight parameters and a few
steps in all directions will lead to a massive amount of possible combinations, we create a more
efficient DoE using a space-filling method as mentioned in Section 2.1. During the creation of
the DoE a check of the metacentric height is done in order to have a range of candidates which
are likely to fulfil the stability criteria.

For each of the samples in the DoE we run a RAPID calculation at a number of speeds. Of
course one speed can be taken for the optimisation; traditionally this is the top speed as this
determines the size of the propulsion system. However, nowadays more and more focus is put
on design for service, which requires the ship designer to look at optimal fuel consumption over
the operational profile. But since naval vessels usually have quite a broad operational profile a
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Figure 4: Example of a Pareto front, as envisaged for the combatant

minimum of two speeds is to be taken; e.g. the transit speed and the top speed. More speeds
can be added depending on the operational profile of the vessel.

A further extension can be made by using two displacements; e.g. full load and light load
condition. This will of course increase the size of the total design space, but it will provide with
the possibility of optimising not only over the speed profile, but also over the loading range.
However, since the displacement range for typical combatant does not change that much it is
usually sufficient to look only at an average loading condition.

Based on the calculated wave resistance from RAPID and the frictional resistance multiplied
with a form factor the total resistance for all of the samples is calculated automatically. The
form factor has been estimated a priori, and is, for now, equal for all cases. Using the Kriging
surrogate model a Pareto front is found. The optimal solution in terms of low resistance lies on
this Pareto front. The DoE can now be extended by calculating the resistance of a number of
design variants on the Pareto front and adding these to the DoE. After this extension of the DoE
a new Pareto front can be calculated, which is closer to the optimum solution. This Pareto front
can be displayed for two or three parameters; e.g. the resistance at two or three speeds under
investigation. In Figure 4 an example of the resulting resistance for the DoE at transit and top
speed is presented as well as the Pareto front. It illustrates that it is not possible to have the
lowest resistance in both speed regimes. Based on this Pareto front and weight factors for the
different speeds the optimum design point can be found for a particular operational profile.

Since this whole investigation has been done on potential flow calculations there is quite some
uncertainty when it comes to the actual value of the resistance. So as a final step, to obtain more
confidence over the total resistance and validity of the optimum design variants a full RANS
CFD calculation can be done.
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Figure 5: Convergence of the meta-model prediction error for the OPV, showing the various interpolated
solver outputs using an increasing number of hull variations

4.2 Offshore patrol vessel

For all hull variations, we compute the displaced volume, the block coefficient CB, the length-
wise centre of buoyancy LCB as well as the resistance Rt for a uniformly increasing range of five
Froude numbers. Because the results are confidential, in the present paper all shape parameters
and outputs have been normalised, by dividing by the range of the quantity, and by the range
of resistances for all speeds for the resistance.

Firstly, we create a space-filling design-of-experiments and run the simulations for those hull
variations. Secondly, we create meta-models for each output present and analyse the interpolated
results. Thirdly, we impose our desired outputs, and present the updated design variables and
outputs.

Figure 5 illustrates the convergence of the meta-models that are constructed from the solver
output. In general, an increase in the number of samples—i.e. the number of simulated hull
variations—leads to a decrease of the relative prediction error. It should be noted that the
present method of computing the block coefficient, which converges slowly, is rather crude; this
could be improved in future implementations. The exact number of samples we typically use for a
study like this, corresponding to 100 % on the horizontal axis, remains confidential. Importantly,
for 100 % of the number of samples, the normalised regression error in the resistance values—
important for hull-to-hull comparison—is in the order of magnitude of 1 %. The uncertainty of
the solver output would have to be added to this.

Figure 6 is an observed density plot of the solver output versus the shape parameters before
inverse design. The spread of the distributions is a result of the uniform spread, throughout the
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Figure 6: Density plots of interpolated solver output versus shape parameters for the OPV

design space, of the simulated hulls. Some important correlations can be observed. For example,
in general, shifting frame positions forward moves the lengthwise centre of buoyancy forward
and increasing the mid-ship dead-rise decreases the block coefficient. Further correlations can be
observed between the resistance, at different speeds, and the design parameters. For example,
increasing the draft generally increases resistance at all speeds.

Figure 7 is an observed density plot of the solver output versus solver output before inverse
design. It is interesting to note that, although the shape parameters are distributed uniformly,
the resulting resistances are distributed close to normal. Important correlations between various
solver outputs can be observed, for example between resistances at different speeds. As could
be expected, on average, resistance increases with increasing speed.

At this point we impose our—partly conflicting—design preferences. We would like to increase
displacement, and, at the same time, modify our resistance curve. At the lowest speed, we would
like to keep the resistance we have, while we prefer a small decrease in resistance at medium
speed combined with a larger decrease at high speed. Figure 8 shows the baseline values of the
design parameters and outputs, as well as the preferred values and the values resulting from
the inverse design procedure. The inverse design procedure results in an aftward shift of the
frame parameters, as well as a decrease in dead-rise in the stern and mid section and an increase
in dead-rise in the bow section. The draft is decreased by a small amount. The exact inverse
design procedure remains confidential.
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Figure 7: Density plots of interpolated solver output versus solver output for the OPV
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(inverse design) imposing design preferences
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5 CONCLUSIONS

Summing up, in this paper we have outlined two implementations of the design and analysis of
computer experiments (DACE) methodology, as they are currently utilised within our shipyard.
We have illustrated this approach with two design studies, one focusing on multi-objective shape
optimisation, the other focusing on inverse design.

We conclude that efficient DACE methodology can be an important tool in the early design
phase of a vessel. Both optimisation and inverse design offer the ability of making quick yet
well-informed design choices, which can accelerate product development.

The main recommendation is to further investigate the methodology of parametrisation of
the hull, the morphing methodology, and the recovery of the optimised or inverse-designed hull
geometry.

In the end, there is another important consideration. With the development of CFD, the
prediction and analysis of hydromechanic performance has been—more and more—pulled into
the domain of the CFD specialist. With DACE, we see the opportunity of transferring at least
part of this analysis and computation-based design trade-off back to the ship designer.
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