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Abstract 

 

 

 

 

The development of computer architecture standards for many years was 

mainly delegated to a few groups of companies that define most of the popular 

Instructions Set Architectures (ISAs). While the Information Technologies 

field is constructed through many efforts of interfaces resulting in abstraction 

layers at several levels, the interaction between software and hardware that 

an ISA define has particular importance in the field. RISC-V emerges as a 

potential instrument that unbound the limitations of privates standards and 

committing to the goal of developing a sustainable model capable of supplying 

the actual needs of the computation requirements of our society for a broad 

set of technological end-nodes. This work comprehends the design and 

implementation of a multithreading RISC-V core based in the Lagarto 1 

processor architecture and embedded in the preDRAC SoC inheriting the 

multicore capabilities of it; looking to contribute to the open-source hardware 

initiative. 
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Chapter 1 

1 Introduction 

In the past of computer architecture one of the main focus to get processor 

performance, was to exploiting ILP(Instruction Level Parallelism)  at a 

hardware level on single-thread applications, as a result of this, powerful 

high-performance out-of-order machines where developed in congruence with 

the constant enhancement of transistor implementation technologies 

enabling to double the amount of transistor in each processor generation and 

the available gap of the power wall  [1] [2]. In that progress, the inclusion of 

multithreading was a natural extension of a continuous seeking of 

performance at different levels, and at a time not only leading to get more 

IPC (Instructions per cycle) but also with different approaches such as the 

premise of efficiency in the usage of hardware resources. 

Nowadays multithreading architectures are commonly used across 

many different devices in the seek of more efficient execution, latency hiding 

aspects and also performance, multithreaded implementations have a wide 

range of design variations from low-end embedded applications to high-

performance general propose processors or even high in throughput HPC 

processors. In each of those designs, the reasons for implementing 

multithreading may have different goals, from trying to make an efficient 

pipeline execution to extract all the possible performance from an out-of-order 

processor. Therefore, the models of multithreading applied will vary on each 

design depending on the goals that are pursuit; nevertheless, there are three 

main general approaches to enforce multithreading: fine-grained, coarse-

grained, and simultaneous multithreading [3]. During this work, we analyze 

these models and implement a multithreaded processor integrated into the 

preDRAC SoC (System on Chip), which is an achievement of the DRAC 

(Designing RISC-V based Accelerators for next-generation Computers) project 

that combines the effort of different institutions to develop reliable RISC-V 

hardware IPs and includes the Lagarto 1 processor. [4] DRAC is an 
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international collaboration involving multiple institutions, including the 

BSC, Centre Nacional de Microelectrónica (CNM), Centro de Investigación en 

Computación del Instituto Politecnico Nacional (CIC-IPN) and Universitat 

Politècnica de Catalunya (UPC). DRAC is an internal BSC project, and it is 

partially supported by the Spanish Ministry of Science and Technology. 

1.1 Motivation 

Information Technologies (IT) had become a close partner of our society, and 

an active modifier of the way we interact in it. From a simple electro-domestic 

device or embedded application to a powerful supercomputer cloud service, 

exists an increasing need for computation to supply these commodities and 

tools that require a variety of reliable hardware support and continuous 

development of it in order to provide efficient and powerful machines capable 

of these tasks. 

During several years the semiconductor industry has been dominated 

for a reduced group of companies with proprietary technologies that had 

shaped the standards of the field. Many aspects of computer architecture have 

been delegated to these companies, and the more substantial research efforts 

have been made in higher levels of abstraction or migrated to the same 

private model of those companies.  In this context, a few ISAs had claimed 

the market and define many lines of research that, in some sense, result in a 

closed loop of private benefit.  

Aside of this, an imperative and usual motivation for hardware 

development is the concern of security that not only relay into be capable of 

build computational trustable devices, that can guaranty the integrity and 

privacy of information but also in the technological independence that an 

organization or even a country pursuit in order to have a resilient chain of 

development and certainty in its technological stack. 

Open-source hardware and software aim to give the necessary control of 

the design and implementation to IT applications; this could offer a 

sustainable and profitable model of development that brings a better social 

benefit in terms of allowing all parts contributions to be accessible to the 

society itself. This model can also give an immediate benefit to the companies 

due to the lack of license payments and a cost reduction of development and 

testings, since the contributions of a broad IT community with the common 

goal of obtaining the same benefits. In this context, RISC-V an open free, 
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industrial standard ISA, born in the academy at the University of California, 

Berkeley, look for this concept and cover the requirements of a wide range of 

application targets in the IT field, achieving a considerable advantage not 

only in the reduction of license fees but also in the flexibility that permits the 

designer to add custom extensions to the base architecture. In the last years, 

the research interest around the design and fabrication of open-source 

hardware systems have been increased. [5] Following this concept, this work 

pretends to contribute to this ideal by adding a multithreaded core to the 

Lagarto and DRAC projects, summing efforts to develop a reliable, robust set 

of RISC-V open hardware IPs.  

1.2 Objectives 

1.2.1 General Objective 

To design, implement, test, and evaluate a multithread core based on the 

RISC-V ISA and interface it with the preDRAC SoC. 

1.2.2 Specific Objectives  

 To define an architectural model and strategy to design a RISC-V 

64bit multithreaded core considering the actual state of the 

Lagarto and DRAC project. 

 To implement the resultant core design at RTL (Register Transfer 

Level) in System Verilog hardware description language. 

 To ingrate the multithreaded core design with the preDRAC SoC 

by replacing Lagarto 1 core, and giving the necessary support 

from the SoC to handle many threads by tile. 

 To debug and validate the correct functionality of the SoC with 

the added modifications. 

 To establish a test framework for multithreading, including the 

simulation support for basic multithread benchmarks at the bare-

metal level, that permits the evaluation of the performance and 

functionality achievements.  

 To test, measure, and evaluate the performance of the core. 
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1.3 Justification  

Modern CPUs apply several architectural techniques not only in the chase of 

exploit performance from a processor but also spanning the rage of tradeoffs 

and capacities for hardware devices looking for efficiency and addressed to 

specific market necessities. The actual IT market had guided society to 

demand a rapid and predictable growth in computing capabilities, that during 

the past years, with a constant increase in the number of transistors as 

Moore’s law predicts, has been possible to sustain it. [1] In this process, the 

chase of performance in single thread machines led to the development of 

potent deep pipelined out-of-order processors with high power consumption. 

This continuous seeking of performance through single thread ILP 

exploitation resulted in inefficiency in the energy consumption per instruction 

due to large out-of-order structures to handle many instructions in flight 

within the processor. [6] This, in consequence, gave rise to the look for 

performance and efficiency, taking advantage of different levels of 

parallelism, such as Thread Level Parallelism (TLP). As a result, MP and 

CMP systems were introduced to the market due to the available gap of 

silicon die area and with it the inclusion of multithreading as a continuum of 

the architectural processor development extending the bounds of exposed 

parallelism to the processor design. [7] [8] 

Now, the physical limit of silicon is close to being reached and is 

anticipated to flatten by 2025. [9] In this context RISC-V as a recent standard 

for computer architecture development, face the challenge of not only to be 

proven as a reliable ISA capable of supplying the same capabilities as its 

competitors but also to be an angular key of advancement to confront the ends 

of More’s Law and face it with novel architectural proposals from the research 

community in the look for efficient usage of the available silicon die area.  

 On the other hand, in the broad design choices of processor capabilities, 

multithreading as a proven well-known technique that potentially increases 

the efficiency and throughput of a processor with different profile objectives 

across many application targets. [10] And in the enforcement for the growth 

of the RISC-V ecosystem congruent with the motivations exposed before. This 

work looks to integrate this capability in the current development of Lagarto 

and DRAC projects to keep extending the features of our framework.  
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1.4 Related Work 

In recent years there has been substantial research work around RISC-V with 

the development not only of several processor core design but also with 

complete Systems on Chip that conform flexible compute platforms thanks to 

the enthusiasm of the computer architecture research community that follows 

the proposal of open hardware. [11] In this section, we present a brief 

description of some of the similar works around RISC-V. 

1.4.1 PULP 

The Parallel Ultralow Power Platform (PULP) is an open-source RISC-V 

hardware development that includes different processors versions, 

peripherals, communication buses that conform and entire SoC written in 

System Verilog: 

Ariane is a 64bit 6-stages processor that implements the RV64-IMCD 

extensions from the 2.1 User-Level ISA and the M, S, U privilege levels 

according to the 1.10 privilege extension. Ariane is prepared to boot a Linux 

system, and the project provides support for Verilator and QuestaSim RTL 

simulators as well as an FPGA implementation and a pre-build Linux image. 

Ariane has configurable size Table Lookaside Buffers (TLB), a hardware Page 

Table Waker (PTW), and also integrates a branch predictor.  

The Riscy cores are a set of Ultra-Low Power (ULP) cores targeting IoT and 

embedded applications. There are three different implementations of Riscy 

core series, Riscy, Zero-riscy, and Micro-riscy. [12]  

Riscy is a 4-stage core that implements the RV32-IMC extensions and has 

optional support for the floating-point but also custom DSP and SIMD 

extension. Riscy has extended capabilities to enhance performance, reduce 

code size, and increase the energy efficiency of signal processing algorithms.  

Zero-riscy is an area-optimized core that implements the same base 

extensions as Riscy. It has a 2-stage pipeline, and the Arithmetic Logic Unit 

(ALU) contains minimal hardware resources to implement the ISA: one 32b 

adder, one 32b shifter, and the logic unit. Zero-riscy implements a minimum 

set of control-status register defined by the privileged RISC-V 1.9 spec. 

Micro-riscy is a 2-stage further area optimized core, micro-riscy is the 

smallest core of the PULP platform integrating RV32-EC extensions by then 
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does not have hardware support for multiplications and divisions, and only 

dispone of 16 general-purpose registers.   

PULPino is a minimal single-core SoC platform oriented to energy-efficient 

embedded applications. PULPino can host all variants of the Riscy cores, and 

it is a   miniaturized version of PULP with separate single-port data and 

instruction RAMs, it also includes a boot ROM that contains a bootloader for 

load programs via SPI. The SoC uses AXI as its main interconnection bus, 

with a bridge to APB for simple peripherals connection, both with 32bit wide 

data channels. Figure 1.1 shows a diagram block of the SoC. 

 

Figure 1.1: PULPino SoC block diagram. 

1.4.2 Klessydra 

Klessydra is a recent development of a 32bit RISC-V compliant multithread 

IoT core family developed at the Sapienza University of Rome. Klessydra is 

prepared to be integrated with the PULPino SoC and shares the same signal 

disposition of the Riscy core; both belonged to the PULP platform.  Two main 

designs shape this core family, Klessydra-S0, which is a single thread 2-stage 

core, and Klessydra-T0, which is a reconfigurable design where different 

implementations come from, and they vary the number of active threads and 

stages of the core. Klessydra-T0 implements Interleaved Multithreading 

(IMT), i.e., changes the fetched hardware context in each cycle. The 
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parametrization of the code permits the following implementations labeled as 

Klessydra-T0BS, where B is the value of the Thread Pool Baseline (minimum 

number of active threads for the stall-free pipeline) and S is the value of the 

Thread Pool Size (maximum number of active threads). Presently the 

available implementations of this core are T022, T023, T024, T033, T034, 

while T012, T013, T014 are reported in [13] as internal designs used for 

evaluation proposes as well as a detailed description of the core family. Figure 

1.1 is a diagram of Klesstdra-T023, and Table 1.2 exposes the performance 

result from the core family related to the synthesis in FPGA on a Xilinx Series 

7 device, both obtained from [13]. 

 

Figure 1.2: Klessydra-T023 Microarchitecture Scheme 

Klessydra-T023 is a 3-stage pipeline core that saves the hardware 

context of each thread, replicating the hardware resources inherent to it; 

Program Counter (PC), Register File, and Control Status Registers (CSR). 

The hardware context counter “harc” multiplex a thread context each cycle in 

order to make efficient use of the pipeline by avoiding stalls or bubbles with 

other available contexts instructions. Klessydra-T0 cores avoid data 
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dependencies when enough threads are running in the pipeline since each of 

them has disjoint memory states; as a result, the throughput of the core is 

increased until the pipeline is full with sufficient threads according to each 

implementation, improving its efficiency.  

Table 1.1: Performance results of Klessydra. 

Core module  
Pipeline 

stage 

Cycle time 

[ns] 

Average throughput (MIPS) 

1 Thread 2 Threads 3 Threads 4 Threads 

S0 2 12.0 71.84 -- -- -- 

T012 2 12.7 67.88 78.74 -- -- 

T022 3 8.9 48.43 96.86 -- -- 

T013 2 13.9 62.02 71.94 71.94 -- 

T023 3 9.7 44.44 88.87 103.09 -- 

T033 4 7.3 30.22 59.05 118.09 -- 

T014 2 15.9 54.22 62.89 62.89 62.89 

T024 3 9.4 45.85 91.71 106.38 106.38 

T034 4 7.4 30.16 58.25 116.50 135.14 
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Chapter 2 

2 Theoretical Background 

Multithreading is the capacity of a processor to handle multiple software 

threads, “a multithreaded processor is one that can follow multiple 

instruction streams without software intervention” this definition involves 

CMPs (Chip Multi-Processor) [10]. However, a more conservative concept of 

a multithreaded processor implies not to duplicate the entire core processor 

as CMPs do. Instead, in the idea of this concept, multithreading shares most 

of the processor core between all the current threads in flight, duplicating 

only the private state of each thread. In general, to keep track of the state of 

a thread is necessary to save the registers and program counter [3]. In 

contrast with this definition, the first introduced concept of a multithreaded 

processor includes any machine that stores multiple program counters and 

keeps track of instruction flows, controlled by the hardware within the 

processor, and by then, spanning the range of multithreaded machines to 

include also chip multiprocessing. This last one is typically conceived as an 

alternative to multithreaded processing, but can be viewed as one border edge 

of the continuum of design choices for multithreaded processors, focusing the 

same idea of exploiting TLP [10].  

Nowadays, CMPs commonly have a multithreaded core, and 

independently of the thread performance, from the software perspective, any 

hardware thread is viewed as a virtual processing machine, a “logic 

processor.” Aside from this, resource sharing is a fundamental point of 

multithreading architectures that may distinguish the technique to exploit 

TLP by using a CMP or integrate a different multithread model inside each 

core. The objective of using multithreading is to increase processor utilization 

in the face of long-latency operations and limited available parallelism in a 

single thread, and by consequence, improve the throughput and efficiency by 

preventing a stalled instruction, or even a completely stalled thread, from 

stalling the processor. In the next subchapters, we are going to depict 
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processor utilization in terms of its waste and different multithread models 

in order to avoid it. 

2.1 Latency and processor waste 

Single thread superscalar processors can issue multiple instructions per cycle 

that potentially increase performance by exploiting ILP. However, in the long 

run, this is limited by instruction dependencies (i.e., the available parallelism 

itself) and long-latency operations within the single executing thread. A 

consequence of having dependencies and latencies in the pipeline, is a waste 

of the processor issue bandwidth in the thread execution, due to the delay of 

data or computation in the pipeline, this provokes an inefficient use of the 

processor since its inability to make use of the free execution hardware 

resources when the single thread in the pipeline is stalled.  This waste can be 

classified into two general categories, vertical and horizontal [14]. Figure 2.1 

shows these two types of waste represented in the issue window of a 

theoretical 4-way superscalar processor.  

 

Figure 2.1: Vertical and Horizontal Waste of the issue bandwidth of a four-wide 

superscalar processor. 
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Vertical waste will occur in the processors do to the presence of long-

latency operations that block the processor execution for one cycle or a 

sequence of cycles, making unable the usage of the issue bandwidth. Usually, 

this is attributed to memory faulty, complex integer, or floating-point 

operations. Even in an out-of-order processor, a long-latency instruction will 

cause that the instruction queues fill up with dependent instructions unless 

the reorder buffer fills the first limiting the fetching of new potential 

independent instructions. An in-order core is early exposed to vertical waste 

since every stall in the pipeline will cause vertical waste, while an out of order 

core will incur in vertical waste only when all the instructions in the 

instruction queue are stalled. Horizontal waste in a superscalar processor 

core occurs because of the lack of ILP caused by dependencies that do not 

allow to consume the entire processor bandwidth in a given cycle, in a 

superscalar machine single cycle dependencies of individual instructions can 

retard throughput. A scalar core can have vertical waste but not a horizontal 

waste since only issue one instruction per cycle. [10] [14] 

 

Figure 2.2: Dual-core CMP execution example. 

As we said before, CMPs represent a continuum of the multithreading 

design choices in the architecture of a processor. Multicore processors, as 
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CMPs are also known, does not share any hardware resource inside the 

processor core. However, a CMP can execute multiple instructions in the 

same cycle from different instruction streams, since the execution resources 

are distributed among cores within the same SoC and running different 

threads in each of them. Due to the lack of any resource sharing mechanism 

between threads in a single CMP core, there is no tolerance to address vertical 

or horizontal waste inside each core. Nevertheless, both wastes are reduced, 

since the partition of the total issue bandwidth among cores causes contention 

of the waste because of the issue window of a single-core limit either type of 

losses to its issue window in the worst case. For example, in a dual-issue 4-

Core CMP, the total issue window is eight, but when a thread gets stalled, 

the maximum waste is two instructions per cycle. Then a CMP will also be 

comprehended as a multithreaded processor where all resources are statically 

partitioned without sharing execution resources between threads. [15] [10] 

Figure 2.2 shows the representation of the waste in a dual-issue 2-Core CMP. 

2.2 Multithreading Models 

Multithreaded processors implement a wide range of model variations for 

executing multiple instruction contexts (Threads) within their designs, but 

those variations can be abstracted in the following general approaches for 

implementing multithreading. 

2.2.1 Coarse-grained multithreading (CGMT) 

Corse-grained multithreading perhaps is the more intuitive model among 

multithreaded systems since its concept behind is very close to the concept of 

time-shared systems, an old well-known technique commonly used by 

software to allow multiple jobs to share the same processor. [16]  

CGMT chases the idea of quick modest speed context switching of the 

hardware context in order to hide medium and long latencies such as L2 or 

L3 cache misses, blocked synchronizations, or main memory access. The 

central purpose of this approach is to prevent vertical waste by filling the 

pipeline with an available executable thread when a current thread in the 

pipeline gets stalled. CGMT tolerates vertical waste by including hardware 

with the ability to store the context of the present thread in the pipeline when 

it is detected a medium or long latency operation, since CGMT targets hiding 

of this type latency the store of the thread context could be out of the core 

processor.  CGMT gives relatively fast context switching in comparison with 



        Theoretical Background 

13 

 

the thousands of cycles that an OS (Operating System) could take, while an 

OS can only hide extremely long latency operations such hard disk or other 

I/O accesses, CGMT requires a small number of cycles orders of magnitude 

faster than a software context switch. CGMT keeps a record of the private 

states of all the threads, in such a way that the core can flush the current 

state in the pipeline and load the sate of a selected thread. Consequently, this 

model permits the execution of only one thread at a time across all stages of 

the pipeline. [10, pp. 25, 33-50] Figure 2.3 represents the execution model of 

a CGMT. 

 

Figure 2.3: Representation of the CGMT execution model. 

2.2.2 Fine-grained multithreading (FGMT) 

FGMT, also known as interleaved multithreading, aims to hide shorter 

latencies compared to CGMT by adding hardware support for fast context 

switching; it can execute instructions from different threads each cycle, i.e., 

the context in each pipeline stage can change from one cycle to the next 

without any delay. In contrast with CGMT, FGMT architectures share the 
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pipeline with several threads at the same time, but within a single pipeline 

stage, there is only one active thread. As a result of this, FGMT is unable to 

address horizontal waste in superscalar processor implementations since one 

thread cannot use the hardware resources of a given stage in the pipeline at 

the same time with other different thread. Nevertheless, with sufficient 

active threads in the pipeline, FGMT  is able to eliminate vertical waste due 

to the latency hiding exploited from the interleaved window generated by the 

context switching of all threads in the pipe. However, some of the vertical 

waste its translated into additional horizontal waste because of difficulty 

filling the full issue bandwidth of the processor in each cycle. Figure 2.4 

represents the execution of an FGMT model. 

 

Figure 2.4: Representation of FGMT model execution. 

2.2.3 Simultaneous multithreading (SMT) 

Simultaneous multithreading represents the state of the art model for better 

exploit TLP due to its capacity to address vertical and horizontal waste, 

making it more resilient to afford the lack of ILP. In contrast with CGMT and 
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FGMT, SMT its capable of issue multiple instructions from different threads 

at the same cycle; in this way, instructions from all threads shearing the 

processor are used to fill the issue bandwidth. As a result, the concept of 

context switching between co-resident threads that in a CGMT take a few 

cycles and in  FGMT one cycle is no longer useful, since any stage of the core 

can be shared for many threads at the same time. An SMT processor can 

manage vertical waste because all threads within the core can use the 

execution resources in case of long-latency operations, while horizontal waste 

is also addressed since all threads are competing to issue instructions at the 

same time. 

 

Figure 2.5 Representation of SMT model execution 

Nowadays, the integration of SMT in commercial processors is common across 

many design targets, [8] [17] which perhaps is influenced due to the 

compatibility that SMT has with the out-of-order processor's approach. In a 

general way, out-of-order processors issue instructions based on the 

availability of its source operands in order to keep busy as possible the 

functional units, this result handy, making easy to address horizontal waste 
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with the inclusion of more hardware contexts in the processor because, 

despite the thread that the instruction belongs, it will compete with other 

threads for the functional units available in the same cycle. Although this 

characteristic on out-of-order processors favors some aspects of its 

implementations with SMT, the model is not limited to be implemented only 

in this type of processor. Figure 2.5 represents the execution of an SMT model. 

2.3 Brief of RISC-V ISA 

A vital part of IT development relays on the careful design of interfaces among 

all levels. In this sense, a crucial part of it and perhaps the most important is 

the interaction of the hardware/software in a computer system, in which 

interfacing will result in an abstraction layer for the computational hardware 

resources of a machine, which nowadays we know it as an ISA. However, most 

of today's popular ISAs belong to the private sector, which can result in a 

disadvantage for the research community. RISC-V, as an open free ISA, closes 

the gap of the limitations of proprietary standards and proposes a complete 

instruction set for computer hardware development. [18] 

RISC-V is defined as a base integer ISA plus optional extensions to it, 

which gives the flexibility to be implemented for many technology end-nodes. 

RISC-V is very similar to other RISC instruction sets; however, it does not 

contemplate branch delay slots for its control instructions and support 

optional variable-length instruction encodings adding flexibility for ISA 

extensions. [19] The standard also describes a privilege instruction set, which 

gives support to different privileged levels of users that, at a time, enables 

the possibility of the execution in different levels of software stacks, including 

the ability to host an OS. [20] However, the inclusion of the privilege set can 

also be viewed as an extension since a machine can be designed to stay in only 

one level of privilege for its execution or even give partial support to the 

standard depending on the target application.  

Furthermore, RISC-V proposes a modular fashion of dedicated 

instruction sets targeting higher performance or specialized application 

domains, giving the possibility to integrate multiple accelerators to hardware 

designs. RISC-V instruction-set extensions are divided into standard and 

non-standard extensions. Standard extensions provide a more general degree 

of application, while non-standard extensions may be highly specialized 

proposed for a particular intention not included in the ISA description so that 

RISC-V is contemplated to be highly customizable through the inclusion of 
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both types of extensions. Table 2.1 shows a list of standard extensions 

included in the ISA with the status of its development, obtained from the last 

version of the specification at this time, which is version 2.2; however, this is 

constant change. 

Tabla 2.1: List of base and standard RISC-V extensions. 

Base Objective Version Frozen? 

RV32I Integer Base 32bit 2.1 Y 

RV32E Enbeded Integer Base 32bit 1.9 N 

RV64I Integer Base 64bit 2.0 Y 

RV128I Integer Base 128bit 1.7 N 

Extension Objective Version Frozen? 

M Multiplication and Division 2.0 Y 

A Atomic Instructions 2.0 Y 

F Single-Precision Floating-Point 2.0 Y 

D Double-Precision Floating-Point 2.0 Y 

Q Quad-Precision Floating-Point 2.0 Y 

L Decimal Floating-Point 0.0 N 

C Compressed Instructions 2.0 Y 

B Bit Manipulation 0.9 N 

J Dynamically Translated Languages  0.0 N 

T Transactional Memory 0.0 N 

P Packed-SIMD Instructions 0.1 N 

V Vector Operations 0.8 N 

N User-Level Interrupts 1.1 N 
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Chapter 3 

3 Core Design and SoC  

During this chapter, we are going to explore the design choices for 

multithreaded processors based in the RISC-V ISA; we are going to analyze 

the implications of implementing the multithreading models exposed in 

chapter 2 by describing a simple baseline RISC-V micro-architecture and 

consider the architectural constraints and requirements of each of them. 

3.1 Architectural Considerations for Multithread Processor 

For the case of analyzing CGMT and FGMT, we are going to consider as our 

baseline architecture, a classic organization of an in-order 5-stage core for the 

RV64I instruction set, and adjusted to some constrains given by the 

supposition of its inclusion in the preDRAC SoC such as cache latencies. Then 

we are going to present a series of modifications required to handle 

multithreading in it. The following block diagram represents this base design.    

 

Figure 3.1: Block diagram of the baseline RISC-V core. 
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Our baseline core considers a 2-cycle latency cache access for instruction 

and data in case of a hit in L1, and with pipelined caches in both cases. The 

fetch stage interfaces the instruction cache and saves a cache line of 4 

instructions words of 32 bits, the buffer ask for a refill when it reads its third 

element in order to hide the cache latency. This baseline design is not 

supposed to include a branch predictor. However, in further parts of this 

chapter, we discuss the implications of share also this resource in a 

multithreaded architecture. By now, in this design, since we are always 

speculating a not taken branch result due to the lack of branch predictor, in 

the case of a taken branch, we need to pay the instruction cache latency plus 

the flushes of the branch penalty. In the case of unconditional branches like 

“Jump and link” (JAL) instruction, the branch penalty will be one cycle since 

JAL instructions do not depend on any computation of EXE-stage and can be 

performed in ID-stage. While the other branches will be performed at EXE-

stage and therefor, the branch penalty will be 2-cycles. The “PC Updater” is 

in charge of load the next Program Counter (PC) considering all the possible 

sources of change, which for our design are three, at ID, EXE and WB stages, 

the first two, because the execution of jumps and branches, and at WB-stage 

because of the “System Co-Processor”(SCP), since in case of exception or 

interruption the SCP can change the PC.  ID-stage contains the register file, 

which is 32 * 64 bits length, with two read ports and one write port, ID-stage 

also decodes the control vector of all instructions.  

In EXE-stage, not only integer operations are performed but also 

memory requests to the data cache in case of load/store instructions. Since 

the data cache latency is two cycles and we can know if the cache hit one cycle 

after the request, we are able to stall the pipeline in MEM-stage due to misses 

of memory operations, and also have a result on time for the WB-stage.  This 

last one interface the SCP and the Control Status Registers (CSRs), which for 

our case of analysis, we assume both as outside of the core and part of the 

provided SoC environment as is the case of the preDRAC SoC. During the 

pipeline, exceptions are detected and prioritized for been attended at WB-

stage; if so, the exception handler will return a PC of the correspondent 

subroutine as a result of the exception treatment from the host.  

3.1.1 Architectural Considerations for CGMT 

Now that we described our baseline core system, we can now establish the 

requirements for modifying this baseline in order to implement a CGMT 

version of the same pipeline. CGMT describes a processor architecture that 
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executes a single thread at a time but can change threads in case of long 

latency events in the current execution thread. In consequence, it is intended 

that the hardware switching between threads will be faster than a software 

intervention for context saving. Our CGMT approach four context sharing the 

core. Figure 3.2 depicts a diagram of the proposed modifications for CGMT. 

 

Figure 3.2: CGMT adaptation of baseline pipeline. 

3.1.1.1 Changes to IF-stage 

The first thing to note in IF-stage is the hardware replication for context 

saving of each thread, the cache buffers, and the PCs, are recorded and 

available for fast swap in case of large stalls of the running thread. IF-stage 

now integrates a new module called “Thread Selector” (TS), which is in charge 

of selecting the actual context running in the pipeline by giving a unique 

Thread ID (TID) to all contexts within the core and managing a thread 

replacement policy. This TID will act not only as a selector for the recorded 

private states of each thread but also as an identifier for the shared resources 

of the processor, e.g., caches. When a miss is detected from the instruction-

cache, the TS will trigger a context swap to load an available not stalled 

thread and set the corresponding bit of the now-stalled thread in the “Waiting 

Vector.” It is important to note that in general multithread architectures will 

require non-blocking caches in order to support hit after a miss of the swapped 

context. However, in a CGMT, this is an essential characteristic to support in 

the memory hierarchy since the main target is to hide cache latency and the 

performance effectiveness of switching a context relays on its independence 

of been executed despite the memory faults of other contexts within the core 

processor.  CGMT has only one thread at a time running in the pipeline so 
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the “PC Updater” does not need to be aware of what thread is running since 

the possible source of branching in the pipeline continue to be exactly the 

same and only on the thread can make a jump or branch instruction along the 

pipeline. The instruction cache interface now needs to communicate the TID 

in each petition since the instruction TLB now identifies each entry, also 

comparing the TID in it; although this is not essential, it permits the 

segmentation of memory spaces. Furthermore, in case of an exception as a 

result of a cache request, e.g., “page fault,” the thread which causes the 

exception will be responsible for loading and execute the system routine from 

the host in order to attend the exception, in this case, for page replacement.   

3.1.1.2 Change to ID-stage 

The main change in ID-stage will be the extension of the register file to save 

each thread context and select it with the TID received from IF-stage. There 

are several ways to resolve the control of the register file depending on the 

physical resources of memory cells available; a straightforward approach is 

to extend the register file by adding the TID as the more significant bits in 

the address indexing, resulting in one big register file partitioned by the TID. 

The growth of the register file could result in an expensive hardware resource, 

e.g., if we decide to run four threads in our design the total size in bits of the 

register file will be 4 ∗ 32 ∗ 64 resulting in 8-Kbits of memory storage, we can 

reduce four registers since in each register file address cero is specified by the 

ISA to be hard-wired to logical “0”.  

3.1.1.3 Changes to EXE-stage 

EXE-stage does not require considerable changes apart from the integration 

of the TID in the data-cache request interface, for the same reasons as in the 

instruction-cache interface at IF-stage. 

3.1.1.4 Change to MEM-stage 

During MEM-stage data-cache misses and exceptions are received, so the TS 

needs to be aware of any event in the cache in order to decide if the running 

thread needs to be switched. In case of a hit, this stage will behave as the non-

multithreaded version. However, in case of a miss, the TS will trigger a thread 

swap, presenting the necessity of a non-blocking cache again, since the miss 

caused by the outgoing thread needs to be solved in background permitting 

new cache requests from the incoming thread. Memory fences will require 

that all memory instructions in flight end, despite the thread that they belong 
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and before any other instruction is executed. If a context swap is occasioned 

at this stage, IF, ID and EXE stages need to be flush, the PC of this stage will 

be stored in the PC register, and the thread selector will recover the outgoing 

thread from the PC at this stage once the memory operation is finished and 

another thread swap is required. 

3.1.1.5 Changes to WB-stage 

Similar to ID-stage, WB-stage needs to replicate the CSRs for each thread 

and select them with the TID; also, the SCP will be a shared resource that is 

muxed together with a corresponding set of CSRs. Every result from WB 

needs to communicate the TID to the register file.   

3.1.1.6 CGMT Summary  

CGMT’s main advantage over single-threaded designs is its ability to perform 

fast context swapping and hide memory latencies by doing so, with the 

tradeoff of additional storage for each context and more robust caches. 

Nevertheless, it shares this advantage with fine-grain, and simultaneous 

multithreading, which each have the potential to hide latencies more 

completely. CGMT does not require complex modifications of the pipeline and 

can be easily integrated into preexisting designs even in superscalar pipelines 

the modifications will be very similar since the pipeline only execute 

instructions from one context at a time. 

3.1.2 Architectural Considerations for FGMT 

 

Figure 3.3: FGMT adaptation of baseline pipeline. 
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FGMT pursuits the idea of refining the latency hiding with one cycle thread 

switching delay among several contexts, in contrast with CGMT, FGMT 

shares the pipeline with many threads at a time, by issuing instructions from 

a different thread each cycle but only a single thread can issue instructions 

in a particular cycle. This permits to hide shorter latencies than a CGMT such 

as floating points operations, or L2 caches hit latencies. Interleaved 

Multithreading (IMT), as FGMT is also known, induces new architectural 

design choices exploiting the data independence between threads as a result 

of interleaving instructions from different contexts across the pipeline. Figure 

3.3 shows a design proposal for the baseline design previously exposed. 

3.1.2.1 Changes to IF-stage 

The changes in IF-stage are very similar to the ones proposed for the CGMT 

with additions to robust the “PC Updater” and also changes in the thread 

selector. Now, ideally, a new instruction of a different thread is fetched each 

cycle, which simplifies the behavior of the Thread Selector converting it into 

a counter to do a round-robin context switching, which will work together 

with the cache buffers and the “PC Updater” since in the case of cache buffer 

miss the PC of the thread needs to remain the same, and the instruction 

resulted from the cache buffer will be a NOP or bubble. This behavior is 

needed since as we can note in Figure 3.3, the design does not have bypassing-

logic and also a relaxed pipeline control is proposed, so, the bubble is needed 

in case of unavailable instructions of a thread in order to maintain execution 

coherence in the pipeline because the distance between threads is needed to 

keep the design simple. However, this will not be so frequent once the buffers 

are load since the cache latencies can be easily hidden by the context 

switching, the advanced request of a cache line, and an immediate branch 

result request. In the baseline design, the cache buffer triggers a request for 

the next line to the instruction-cache when the third instruction word is being 

read, now this feature will be used for request the next cache line in the read 

of the last instruction of the buffer, this is enough to forward the request to 

the cache since before making a petition to the same buffer, the requests of 

other contexts are executed in the middle.  

 The execution of branches in this design will always be correct, and 

therefore the use of a branch predictor is not needed; this is simply because 

we know the result of a branch instruction before fetching new instructions 

of the same thread who execute the branching. As a result, when the branch 

instruction is performed, a cache request can be maid immediately in order 
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to hide memory latency. However, this also remarks on the necessity of 

maintaining the distance between threads in the pipeline execution. 

Moreover, needs further support in IF-stage from the “PC-Updater” that now 

needs to include a Branch Target Buffer (BTB), that will store the result of 

each branch instruction related with the TID of the thread who executed it, 

since the result is ready three cycles before the thread who own it has its 

opportunity to execute in fetch. A BTB will be necessary for each point of 

branching wich for this proposal are two, EXE, and WB stages since now the 

execution of unconditional branches do not inquire in branch-penalty and can 

be easily moved to EXE-stage, while WB-stage can also modify the PC as a 

result of system call or a service routine from the host. A design choice for 

this could be the replication of the entire PC-Updater for each context and 

using the proper PCs buffer to store the branch result. However, both 

solutions may have similar hardware resource usage.    

3.1.2.2 Changes to ID-stage 

In the CGMT design, we replicate the register file for each context in the 

processor, now for the FGMT  will be the same case, with the additional 

consideration that the change of context will be faster than in CGMT, but 

still, the number of ports for the register file is unchanged, two for reading 

and one for writing. The interleaving of threads also permits us to take out 

the bypassing in the register file for reading and writing the same address in 

the same cycle. This is because now, this can not happen in our FGMT since 

different contexts will read and write at the ID and WB stages at the same 

time, making the address discord since they belong to a different context, so 

this makes unnecessary the bypass logic. The other change already 

mentioned is the execution of Jump instructions that now will be attendant 

at EXE-stage in order to simplify the branching control at IF-stage with no 

mayor affection to the design. 

3.1.2.3 Changes to EXE-stage  

This stage does not require considerable changes, as the CGMT, just to 

request all memory petitions, including the TID, which is required for the 

buffers and control of the cache. 

3.1.2.4 Change to MEM-stage 

Memory access does not need significant changes in this design; however, the 

same consideration about non-boking caches needs to be taken into account, 
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and also a “Waiting Vector” (WV) is used to mark threads with pending 

memory operations. When there is a cache miss, the processor continues its 

execution of the next instruction behind, belonged to a different context, and 

the corresponding bit of the thread how miss the memory operation is set in 

the WV. The thread who fails the memory operation will try to execute the 

same instruction again, by avoiding commit at WB-stage and jumping to the 

same PC  in its corresponding turn, when the memory hierarchy has solved 

the memory fault, the bit in the WV will be cleared, and the thread which 

owns the instruction will be allowed to do the commit of it. 

3.1.2.5 Changes at WB-stage 

WB-stage will have similar modifications as the ones for the CGMT. CSRs 

need to be replicated for each thread, and the SCP will be shared among them. 

Additional to these changes, this stage now decides if an instruction is 

permitted to commit; if not, it produces a jump to its own PC. This mechanism 

permits to hide latencies by avoiding stalls in the core, not only for memory 

operation. By now, our initial baseline just considers the RV64I extension, 

which is the basic support for the RISC-V ISA and does not contemplate long-

latency math operations as integer division or floating-point. This design will 

be very effective in hiding this type of latencies and will improve the efficiency 

in the usage of hardware resources. In this design, when a thread makes use 

of a functional unit with long-latency, the pipeline does not need to stall the 

threads behind it. Instead, the pipeline will continue its execution of the other 

interleaved contexts, while the one how owns the long-latency instruction will 

be looped in the same PC of the instruction, the busy functional unit will 

continue its calculations and write the result in a buffer indexed by the TID, 

the corresponding thread will read a ready bit in the result buffer and turn 

off its corresponding bit of the Waiting Vector enabling it to do a commit of 

the instruction at WB-stage.  

3.1.2.6 FGMT Summary 

Interleave multithreading reduces vertical waste and, in the presence of 

sufficient contexts running in the processor, can completely suppress it. 

However, this is not always practical, and also have significant tradeoffs to 

consider. The first one and maybe most important is the consideration of large 

memory structures since the storage of the private states of threads begin to 

be a problem very quickly; fast, big multiport memories for the register file 

and CSRs are an expensive hardware resource to consider. Second, although 
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the efficiency on the processor could be highly increased with this model of 

multithread, the thread performance will be rapidly degraded as more 

threads share the processor, even contemplating an ideal IPC for our design 

which will be 1, we need at least five threads running in our processor to keep 

it always running, that leads us to end with a 0.2 IPC per thread. The third 

consideration is strongly related with the second, in terms of the minimum 

threads that need to be present in the core, not just for achieving the best 

throughput and efficiency of it, but also this is needed to keep the pipeline 

functional, so, in the lack of TLP, the processor will run just a single thread 

causing bubbles for each idle thread across the pipeline. There are some 

design options to reduce the number of threads that are needed to avoid stall 

the pipeline and to eliminate or reduce bubbles. From the side of data-

hazards, a FGMT design mainly needs to keep thread distance between the 

read and write of the register file, due to the lack of bypassing and reduced 

flush/stall control that acts only for fence instructions and SCP events. By 

adding a simple forwarding control to the register file in order to permit the 

read and write of the same address by the same thread, we can potentially 

reduce the number of threads needed in the pipeline down to three. However, 

this does not consider the control-hazards in the pipeline, and if we take them 

in to account together with the latency of the cache access, we will observe a 

harder bound of the number of threads needed. Seeing that the last stage in 

our design can change the PC of a thread, resulting in a limiting condition for 

reducing the number of context in the core. Although this situation is not 

common since only system calls, exceptions or interruptions cause a change 

of the program flow coming from this stage; it still is necessary a flush/stall 

control in case of this event. This occurrence also forces the system to pay the 

memory hierarchy latency but still will be less than in a single thread design 

since the other context continues its execution, hiding almost all the delay 

cycles of memory. On the other hand, in EXE-stage are performed all branch 

and jump instructions. Considering the number of stages behind EXE-stage 

up to IF-stage, which in this case are two, plus the latency of a cache hit in 

L1, which is two cycles, the minimum number of context needed to run 

completely hiding L1 instruction-cache latency and avoiding control-hazards 

are four contexts. This is in conjunction with the modifications for taking into 

account the control-hazards coming from WB-stage, which with only four 

threads, force us to include a flush condition for the IF-stage in case of control 

flow change at this stage. 
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FGMT enables design choices that are not possible in single-stream 

processors and could also result in high-efficiency implementations for simple 

pipelines, in comparison with CGMT can better hide latencies efficiently 

addressing vertical waste. FGMT does not extend easily to superscalar 

architectures since dependencies within a single thread in the same cycle 

require further control and detection, we may require the ability to buffer 

instructions at IF-stage in order to avoid introducing these dependencies in 

later parts of the pipeline. Control instructions will require something 

similar, but we may still be able to avoid the usage of a branch predictor. 

3.1.3 Architectural Considerations on SMT 

SMT bears a close relation with out-of-order machines. The transition from 

scalar to superscalar pipelines brought with it the problem of a new type of 

throughput loss. Since superscalar cores permitted the execution of more that 

one instruction per cycle when it was not possible to fully utilize the issue 

bandwidth, they started to present horizontal-waste, as is shown in Chapter 

2. In consequence, more aggressive models of execution were needed to 

provide better exploitation of the issue bandwidth. Out-of-order execution 

helped to close the gap of this problem, but still, in the lack of ILP or very 

aggressive out-of-order machines with large issue bandwidths, it still was 

difficult for the processor to achieve proper utilization of the hardware 

resources.   

SMT permits an out-of-order pipeline, further exploitation of the core. 

[21] Moreover, it integrates naturally in it, the same hardware that selects 

instructions for being issue, based on the availability of its operands and 

ignoring the order how they were fetched joins very smoothly with SMT since 

this mechanism can mix instructions with no consideration of the thread that 

they belong, just based on operad availability. While identifying operand 

names across contexts are explicit, scheduling, and dependence tracking 

applies the same way. This synergic makes SMT a strength forward design 

choice for out-of-order cores compared to implement it on top of an in-order 

core. [10]  

SMT is the only model of multithreading capable of address horizontal 

waste, which makes it an excellent option to enhance processor utilization. 

Although the model is not exclusively established to be used with out-of-order 

cores, the actual states of the Lagarto and DRAC projects, but mainly the 
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targets and time constraints for the development of this dissertation, do not 

focus on the goal of implement this model of multithreading.  

 

3.1.4 Considerations on Shared Resources 

While sharing hardware resources within a core processor improves efficiency 

trough hardware utilization, and also area, in some cases, it can impact 

performance negatively. Although many processors share hardware resources 

in some degree level, e.g., CMPs share interconnection busses and higher 

levels of memory. The interference generated among threads for the access of 

fine-grain shared resources in a multithreaded core is significantly increased 

and can either hurt or benefit performance.  

3.1.4.1 Caches 

Multithreading has a double effect in cache utilization, while it enhances the 

latency tolerance of misses, it also increases them since the competition 

among threads for the cache space. Generally, the first effect dominates, but 

even in such a case, an optimal configuration of the memory hierarchy for 

multithreaded cores diverges from single-threaded designs where further 

design choices can impact processor performance for the first mentioned. One 

of these options is to completely isolate the threads by statically partitioning 

the cache among them instead of sharing it. However, this not a complete 

solution since now threads dispose of a limited amount of cache space limiting 

locality, and the cache usage loses flexibility. Research around caches for 

multithreaded architectures points that a shared cache still is a better option 

for them. Dynamic sharing of the cache usually is more efficient than static 

partitioning since threads can naturally adapt their use of the caches to the 

size of the working set, i.e., threads will consume cache on demand, so, 

cooperating threads sharing the same data space can positively impact each 

other sharing data in a single cache. A dynamic shared cache maximize its 

utilization, adapting better to be used among different levels of 

multithreading, i.e., when there is just one thread executing, it can utilize the 

whole cache, and when there are many threads running, they will share it on-

demand usage. [22] [10] Intel Pentium IV uses a shared resource policy, 

which, in experimental comparations, the intel team showed that, on average, 

a shared cache had a 40-percent better cache hit rate and 12-percent better 

performance than a partitioned approach. [23] 
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 Despite these observations, a shared cache will always present 

interference between threads, because cache lines can be replaced by the 

other contexts competing for memory usage. In this sense, partitioned caches 

provide another set of qualities, such as performance predictability and 

thread execution isolation. While the performance of a thread in a shared 

cache environment could vary depending on the execution of all running 

threads within the processor and how they share the cache in a given moment, 

partitioned schemes do not have this dynamic variation, and therefore, 

performance bounds could be better estimated. However, in the look for 

design choices, both approaches could lead to a specific end; isolation itself 

often is viewed as valuable characteristic, while efficiency and adaptability 

obtained through shared cache schemes could be an essential requirement for 

some applications.   

However, through research, there are observed effects in multithreaded 

architectures for cache usage that a cache designer must consider to target 

this type of architecture [22] [24] [25]:  

 Higher pressure is put on L2 cache; due to reduced locality caused 

for the competed cache space, the latency hide of L1, and further 

dynamism of memory consequence of more context sharing cache 

space. 

 Since a multithreaded core generates more pressure on the cache 

capacity and tolerates better memory latency, larger slower 

caches could lead to a performance gain. 

 Multithreaded caches are highly susceptible to associativity and 

line size. Increasing associative and reducing the line size favors 

performance.  

3.1.4.2 Branch Predictor (BP) 

Similar to the effects in caches for multithreaded architectures, branch 

predictors are affected in the miss rate when they are shared with other 

contexts. However, tolerance to miss prediction is also increased, but in the 

case of BPs, it also depends on other factors as the general architectural 

design and the multithreading model included in it, so that branch miss-

predictions are addressed differently or just absorb. An SMT processor can 

run many threads in parallel, so assuming that one of does threads is 
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executing a wrong predicted stream of instruction, the other are independent 

and potentially doing useful work. Another aspect that helps to manage 

mispredictions is the propper share of the core resources since the impact of 

each thread to the general state of the execution will be minor because the 

fetched or miss-executed instructions that are lost are fewer that in a single 

thread core.  A CGMT can not address a miss prediction since there is just 

one thread executing in the pipeline at a time; nevertheless, the brach penalty 

is the same as in a single thread. In the case of FGMT, we show early in this 

chapter, that can prescind of a BP, by introducing enough interleaved 

contexts to avoid the control hazards. 

 Research around BPs shows essential effects to note on its general 

behavior, although the most apply for SMT architectures, they also help to 

conceive a broader concept of the implications of multithreading in shared 

hardware resources. Sebastien Hily and Andre Seznec worked on the analysis 

of three different BPs in an SMT architecture [26]; they show that the 

negative interference of a multi-programmed workload was relatively low if 

the Pattern History Table (PHT) and the Branch Target Buffer (BTB) were 

adequately sized. They observed that a decrease in the size of the tables has 

a negative effect on prediction accuracy by increasing the number of BTB 

misses. Also that for parallel workloads, there was slightly benefit from the 

positive interference between threads, strongly related, and more influenced 

by the type of branch predictor. Other studies of Ramsay, Feucht y Lipasti 

[27] show that the splitting of the BP resources by separating the branch 

history register for each thread results in higher prediction accuracy by 

eliminating the negative aliasing between threads. They conclude that a 

partitioned approach performs better than a shared predictor even when each 

thread is running the same code. Their study also demonstrates that 

permitting each thread to have its private history register accessing to a 

shared predictor table, performs close to that of a totally split predictor while 

using significantly fewer resources. Nevertheless, they comment a further 

observation regarding the influence of BPs in the global system performance 

on multithreaded architectures: “Overall system performance, as measured in 

CPI, is only marginally affected by branch prediction accuracy in a 

multithreaded environment because thread level parallelism allows for the 

hiding of long latency hazards, such as branch mispredicts.” 
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3.2 preDRAC SoC Overview 

Now that we have exposed the fundaments, motives, and design choices of 

multithreading, we will firstly explore the state of the preDRAC SoC in order 

to give a global idea of how it is conformed and the features that compound 

it. For then, describe Lagarto 1 core and finally end with the description of 

Lagarto Multithread architecture. 

The preDRAC SoC is a modified work of the lowRISC Untethered SoC 

platform version 0.2 [28]. lowRISC is a not-for-profit organization whose goal 

is to produce a fully open-source hardware computation platform through the 

development of a SoC based on the RISC-V standard capable of booting Linux. 

lowRISC at a time is primarily based on the Rocket chip generator, which is 

one of the first efforts to produce a complete open-source SoC supporting 

RISC-V developed at the University of California, Berkeley, which includes 

the Rocket Core. preDRAC takes out this Rocket core and instead includes 

the Lagarto 1 architecture as its core processor. The project was adapted in 

several ways in order to be fabricated with TSMC process at 65nm, compliant 

with the area, and pin count constraints, given by the budget of the project 

that also led to architectural design choices such as external memory 

interfacing, C. Rojas describe all details in [4].  The preDRAC project implied 

a joint effort from different teams among different institutions that 

successfully conclude in the development and fabrication of a custom chip 

processor. Figure 3.4 shows the physical chip. 

 

Figure 3.4: preDRAC SoC fabricated chip. 
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Figure 3.5 shows a block diagram of the preDRAC SoC single-core 

processor. The design integrates the Lagarto 1 core, which supports 

RV64IMA ISA extensions, besides the L1 instruction and data caches, a 

unified L2 cache, the peripherals UART, and a Secure Digital (SD) card, 

attached through AXI protocol supported by the NASTI bus to connect the 

processor with external devices such as main memory and PC serial ports and 

a JTAG interface for debug proposes. We also observe a custom design 

serializer module called “packetizer,” which comes out as a solution of the pin 

count and physical memory design constrains. Table 3.1 list the main IP 

blocks in the preDRAC processor design together with a short description of 

the block, the source of the code (including parts of the design that are based 

on external projects), and the language of the block obtained from [4]. 

Table 3.1: Table 3.1: preDRAC processor IP blocks. 

IP Block Description Source Language 

Lagarto 

core 

RV64IMA 5-stage in-order pipeline, 

Bimodal Branch Preditor with 1024 

entries. 

internal Verilog, Chisel 

(CSRs) 

Instruction 

cache 

4-way 16KB, 2-cycle access latency, 

VIPT, 64B cache blocks, 8-entry 

TLB. 

open, 

lowRISC0.2 

Chisel 

Data 

cache 

4-way 16KB, 3-cycle blocking access 

latency, VIPT, 64B cache blocks, 8-

entry TLB. 

open, 

lowRISC 0.2 

Chisel 

L2 cache 8-way 64KB, 3-cycle access latency, 

PIPT, 64B cache blocks, MESI 

protocol. 

open, 

lowRISC 0.2 

Chisel 

TileLink 128-bit wide 0.3.3 version. open, 

lowRISC 0.2 

Chisel 

UART AXI4-Lite Slave interface, 11 bit per 

packet, configurable baudrate, 

parity bit, and stop bits, up to 

3MBauds. 

based on 

Lagarto SoC 

v1.0, internal 

Verilog 

SD Card 

controller 

AXI4-Lite Slave interface, 

Bidirectional 8-bit wide SPI 

miso/mosi packets, up to 25Mbps. 

based on 

Lagarto SoC 

v1.0, internal 

Verilog 

JTAG Communication interface between 

(PC) C read/write functions and 

(Internal) in/out FIFOs, uses an 

FT2232H transceiver, clocked at 

50MHz. 

open, GLIP, 

OpenOCD, 

and Mohor- 

TAP. 

Verilog, C 

Packetizer AXI-4 front end interface, 64-bit 

wide, 50 MHz in 65nm TSMC 

standard I/O 

internal Verilog 

PMU 9 counters, user-accessible. internal Verilog 

Debug 

ring 

start/stop execution, read/write 

register values, write a program to 

L2 cache. 

internal Verilog 
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Figure 3.5: preDrac SoC block diagram. 

As we can observe in the block diagram of the preDRAC SoC is divided 

into two sections, one is the Application Specific  Integrated Circuit 

Development (ASIC), and the other is the FPGA side, both connected through 

a custom module, which implements its custom protocol to interface the 

DDR3 main memory controllers. Since the restrictions of pin count and 

physical memory controllers, given by the budget and time constraints of the 

project, this design increase the latency and reduce the bandwidth of main 
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memory interfacing. However, this proposal results in the remarkable 

achievement of the design and fabrication of a custom design processor 

capable of booting Linux. 

 

Figure 3.6: Lagarto I Microarchitecture. 

3.3 Lagarto 1 

Lagarto 1 is the hart of the preDRAC SoC; it is a 5 stage 64-bit in-order scalar 

core, which, as we said before, supports the Integer, Multiplication, and 
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Atomic extensions of the RISC-V standard. Lagarto 1 works in conjunction 

with the SoC to also support the Privileged ISA version 1.7, which, together 

to the memory hierarchy among others, gives the possibility to boot an OS. 

3.3.1 Core Pipeline 

The five stages that conform Lagarto 1 are: fetch, decode, read registers, 

execution/memory-access, and write-back, Lagarto 1 also integrates a 

Bimodal Branch Predictor of 1024 entries and a precise exception scheme that 

works together with the CRSs interface of the SoC. Figure 3.6 shows a block 

diagram of the microarchitecture of Lagarto 1. 

3.4 Lagarto Multithread 

Now that we have seen the design benefits of a multithreaded architecture 

and briefly reviewed the characteristics of the preDRAC SoC, we can 

introduce the focal contribution of work: the design of a multithreaded core.  

Lagarto Multithread (Lagarto MT) aims to continue extending the design 

options of the Lagarto project, by including a multithreading capability, 

looking to provide a throughput enchantment and latency tolerance to the 

present state of the design. Through this subchapter, we are going to depict 

and comment on the design desition and capabilities of Lagarto Multithread.    

3.4.1 Core Pipeline 

Lagarto MT presumes a pretty modest 64-bit in-order core with a pipeline of 

4 stages integrating FGMT; it supports the same ISA extensions of Lagarto 1 

in which is based. Lagarto MT doest not make use of a branch predictor since 

the interleaved of context in the pipeline permit to avoid data and control 

hazards; moreover, it hides the hit instruction cache latency looking for not 

to stall the pipeline even in branch instructions. The core also uses a precise 

exception and interruption scheme, for each context, according to the same 

privilege ISA version as Lagarto 1.  

The design of Lagarto MT is parametrizable in the number of hardware 

context supported in the pipeline, but the minimum number of context 

required to its correct functionality is four, due to the reduced pipeline 

control, and no bypassing logic, the upper bound of the number of threads is 

not defined. However, it is relevant to take into account that each thread will 

replicate the hardware resources inherent to the control and storage of its 

private state. Figure 3.7 shows a block diagram of the pipeline of Lagarto MT, 
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and all stages will be explained in detail in further parts of this chapter, in 

this explanation we will assume a context count of four; nevertheless, it 

applies the same for further contexts in the pipeline. 

 

Figure 3.7: Block diagram of the Lagarto MT pipeline. 

3.5 Fetch 

The first challenge of the core design was to propose a more robust fetch 

machine that could control the fetching of instructions of several threads and 

interface the instruction cache more adequately to its capabilities in order to 

be able to request it each cycle from a different thread and hiding the latency 

of hits once the cache is loaded.  The previous design of the cache access, 

utilized a finite state machine to establish communication; this obligates the 

core to wait for the cache response in every request, making not use of the 

pipeline design of the instruction cache. In this condition, the request of any 

context will be serialized with respect to the previous request, i.e., the access 

for a request must wait for the previous to finish. As a result, the total amount 

of cycles to fill the four cache buffers corresponding to each context will be 12 

cycles since the cache latency is two cycles plus the proper cycle when the 

request is made. The proposed modifications to avoid this was to change the 

cache interface not only to be able to do request each cycle but also to identify 

each request with its thread ID (TID). However, the cache interface must 

work together with the rest of the fetch machine, principally with the cache 

buffers, the PC-Updater, and the thread selector. Figure 3.8 shows a block 

diagram of IF-stage design. 



        Core Design and SoC 

37 

 

 

Figure 3.8: Fetch stage block diagram. 
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The cache interface will receive a petition from any cache buffer marked with 

a thread ID (TID), the design is pretty simple but help to synchronize the 

thread requests with the cache access to permit a request per cycle and 

responded to a specific cache buffer. If the request causes any fault, the cache 

will respond to it in the next cycle, and the interface will translate any flag or 

data to the cache buffers up to the second cycle after the request. Figure 3.9 

shows a representation of the cache interface. 

 

Figure 3.9: Cache Interface diagram. 

Cache buffers were crucial actors in the fetch stage design, although the 

thread selector indicates what thread is the next to be fetched, it only acts as 

a counter that generates the next TID for synchronizing the control of all 

other modules in the stage. When the next PC and TID are calculated, the 

cache buffer of the corresponding thread looks for the availability of the 

requested instruction. If the instruction is not in the buffer, then the thread 

who requests it is locked holding its PC, so a bubble is taken out of the cache 

line buffer, and consequently, from the fetch stage. At the same time, since 

the instruction is not in the cache buffer, this will request it to the memory 

hierarchy through the cache-interface. 

 The cache buffers can make a request to get a cache line with one of 

three different reasons: for a refill, a “speculative-request,” or a “FIFO-

request,” all the requests will be marked with the TID, and so responded with 

the same TID by the cache interface. The requests that a thread can do 

typically will be in its execution time at fetch-stage, except for “FIFO-
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requests,” its mechanism permits a request to the memory independently of 

the presence of the thread which owns the buffer at fetch-stage. All cache 

buffers have a hardwire constant that in the diagram is referenced as 

CTID_PARAM; this identifier is intended to address the petitions made on 

shared buses among all threads. A thread will make a petition for an 

instruction word only to its cache buffer by comparing the CTID of the buffer 

with its TID. Also, the incoming responses from the cache interface are 

addressed with this mechanism. Figure 3.10 shows a diagram of the cache 

line buffers. 

 

Figure 3.10: Cache buffer diagram. 

A request for refill is a contention request, mining that a thread tried to 

get the instruction, but this was not available in the buffer, this type of 

request generates a bubble in the pipeline. A “speculative-request,” is no more 

than a sort of prefetching for the next line with the assumption that the next 

instruction to be requested will be the PC + 4, this type of request is intended 

to avoid the cache latency and maintain the flow of the pipeline 

uninterrupted, this request is made every time the buffer is reading its last 

instruction word. The last type of request is the “FIFO request” and is related 

to the branch instructions and interacts directly with the EXE-BTB (EXE-

Branch Target Buffer) module of the PC-Updater in the look of two things: a 

prefetch of branch results and a highly parametrizable design.  

Since results of branch instructions in a FGMT are calculated before 

they are required, it is possible to prefetch the PC of a resulted branch. The 

EXE-BTB will save the PC associated with the TID of any contexts that 
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execute a branch instruction only when its result is taken. The EXE-BTB 

module will try to request the next branch target PC of the nearest thread to 

be fetched immediately when it is received in the module and every cycle if 

there is not another type of request made at the same time for another 

context. If the request is made successfully or the thread which owns the 

branch is the one to be fetched, the pointer of the queue is incremented, and 

the cache line buffer will store the result of the request. For doing this, the 

EXE-BTB module implements a FIFO queue that stores the TID of the 

contexts that execute a taken branch. This queue results in a non-expensive 

hardware resource since with four threads, each slot of the queue will storage 

2 bits, and the size of the queue in slots and the BTB is as big as the number 

of threads in the pipeline. However, the BTB needs to store the resulted 

branch target PC of all contexts, which requires 40 bits per thread, and the 

growing of the size in bits of the queue is given by a proportion of n*log(n) 

where n is the number of threads in the pipeline since in the queue we only 

store the TID per each thread. Figure 3.11 shows a representative diagram of 

the branch target buffers design. The WB-BTB does not use the FIFO control 

logic since the control flow instructions from WB-stage are not quite often, 

since only exceptions cause a branch from this stage; nevertheless, the design 

of the BTB is the same denoted above of the dotted line. 

 

Figure 3.11: Branch Target Buffer diagram. 

 The use of BTBs also helps the easy parameterization of the design; if 

we increase the number of context running in the pipeline, they will manage 

the early branching results and prefetch them through the cache line buffers, 
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just by increasing their size. These last ones also have another important 

task, which is the synchronization of the memory request faults.  

Each thread is responsible for handling the misses, and exceptions that 

its requests generate, nevertheless these faults appear without synchronous 

awareness of the thread, i.e., a cache buffer can make a request, and this 

request cause a miss or exception, but the thread which owns the cache buffer 

can be in a different stage of the pipeline or even waiting its turn to be fetched, 

the cache buffer then needs to keep this results until the thread which owns 

it, be at fetch stage, this will read the buffer and act in consequence for solving 

the memory fault.  However, in this design, the instruction cache provided by 

the  SoC does not support hits under a miss, i.e., is a blocking cache, mining 

that if a request cause a miss or an exception, all request will be blocked and 

will wait until the memory hierarchy solve the request. Nevertheless, the 

other threads have a potential remaining of 4 instructions in the cache line 

buffers, mining that if a thread fails, the others can still fetching up to 12 

instructions that could partially hide the latency of L2 cache.  Part of the 

future work will be to enhance the memory hierarchy to provide a non-

blocking instruction cache. 

The fetch unit of Lagarto MT provides a control for handle multiple 

threads with a cache interface that permits one request per cycle and also a 

branching model that, with sufficient contexts and depending on the cache 

efficiency, can avoid staling the pipeline at a low hardware cost. In a 

branching instruction on Lagarto 1 architecture, the cache access delays the 

fetching on a hit of the BP, since the cache latency of hits is absorbed by the 

finite state machine of the cache interface. This could result in a bottleneck 

for the processor since, even without the presence of branch instructions, 

every cache line request will cause the core to pay the cache latency. Lagarto 

MT can potentially improve the usage of memory cache bandwidth that will 

result in a throughput increase with the inclusion of several contexts taking 

advantage of these design observations. Nevertheless, as we comment about 

the implications of shared caches in multithreading architectures in early 

parts of this chapter, a remarkable condition of having a blocking-cache and 

the miss rate increase caused by the sharing of this resource by many threads 

can considerably impact the performance.  
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3.6 Decode 

Decode stage was proposed to support the management of the register file as 

other similar RISC-V core designs proposals [13] [12] [29], this was motivated 

in the look for not stall the pipeline in the projection of the evolution of the 

core design. Since the control decode and the register file access can be made 

in parallel with no extra hardware cost. At the same time, the future 

integration of a memory stage separately from the execution stage could 

permit better addressing of the data cache latency; this is related in the 

considering that the core use FGMT, and the number of stages impact the 

number of minimum contexts needed in the pipeline to avoid hazards. The 

decode stage is conformed by three module-blocks: the register file, the control 

decoder, and an immediate decoder. The register file can read two registers 

belonged to a context indicated by the TID coming from IF-stage, and at the 

same time, another register from a different thread can be written as a result 

of a committed instruction at WB-stage. As we commented before in this 

chapter, data hazards are avoided by the interleave of context across the 

pipeline in a FGMT, in this design, data hazards can be eliminated with a 

minimum of three threads without any kind of forwarding logic between ID 

to WB stages. Even with a minimum bypassing logic at the register file to 

permit the read and write at the same time of the same register from the 

same thread, the number of contexts can be reduced down to two. However, 

control hazards limit the number of threads up to four since WB can result in 

a control flow change of the execution, and with four threads, we do not need 

to flush the pipeline when this happens. The control decoder receives the 

incoming instruction from fetch and generates a control vector for EXE-stage, 

while the immediate-decoder conform and sign extends the immediate values 

from the instructions that require it. 

 In this stage, the “fencei” instruction is decoded and immediately 

attended, causing the flush of the instruction at IF-stage and the invalidation 

of the instruction cache and cache buffers in order to update the data on them, 

for that the barrier takes effect, and all thread read potentially new 

instructions.    

3.7 Execution 

By now, this stage conserves most of the original state of Lagarto 1 design, 

since in general, there is no need for thread awareness in the functional unit. 

However, the branch unit needs to communicate the TID and now executes 
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all types of branches, including unconditional jumps that in Lagarto 1 

architecture were executed at decode-stage; this is no longer needed in a 

FGMT design because of the addressing of control hazards through 

interleaved threads. On the other hand, there are particular considerations 

to comment on memory accessing as it is in the actual design, principally 

related to two things: performance and barrier instructions treatment. By 

now, the interfacing of data cache does not take advantage of the Miss Status 

Holding Registers (MSHR) capability that the data cache has. Moreover, the 

accessing to the cache also dismiss its pipeline requesting capabilities. From 

one side, this limits performance since every access to memory absorbs all the 

cache latency not permitting the flow of the pipeline until the previous 

request finish, furthermore and perhaps more important when a thread cause 

a fault in a memory request the core will be completely locked limiting the 

main proposes of a multithreaded architecture.  

However, a collateral benefit of this situation is that all operations from 

any thread can be considered as atomic since the serialized access to memory. 

So from the perspective of the coresident threads within the same core, 

coherence and consistency are completely transparent, i.e., there is no need 

for further hardware support to manage coherence inside the core. While the 

coherence between  Tiles, which are the conjunction of a core and private L1 

caches, is managed by the L2 cache communication bus that supports MESI 

as its coherence protocol. The serializing of memory operation leads to a 

performance lost simplifying the core design, but as a first attempt and a 

probe of concept, this condition could be a sufficient start on the continuum 

of the design extensions for the Lagarto project. Nevertheless, a highlighted 

and an essential improvement for taking advantage of multithreading is the 

modification of the data cache interfacing. Wich is also related to the memory 

accessing stage that we comment before, both attached with high priority to 

the future work of this dissertation.    

In other aspects of this stage, almost all integer operations have a one 

cycle latency; nevertheless, the “M” extension provides an integer division, 

which is a long latency operation. However, this type of operation is usually 

avoided by compilers by using code optimizations of shift and add/subtract, 

yet, this is not always possible. By now, this type of operation completely 

stalls the core causing the loss of throughput since other threads can 

potentially use the available hardware resources of this stage. A result buffer 

is a potential solution to allow the execution of useful work that other threads 
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can perform, while the thread that is waiting for the operation is looped in 

the pipeline until this is ready in the buffer for then permit the commit of the 

instruction. However, this would suppose additional hardware to support 

barrier instructions; this modification is integrated with the future work 

together with the already mentioned, to optimize processor utilization in 

further versions of the core. 

3.8 Write Back 

WB stage represented a particular challenge since, in this stage, lean the 

identification of threads through the correct management of CSRs and its 

synchronization with the SCP. This last one is an abstraction of the services 

provided by the SoC for the support of interruption, exceptions, machine 

counters, and CSR interfacing with those. However, for the case of a single 

thread core, this is completely transparent and does not need any design 

intervention. A multithreaded core requires synchronization of some of these 

resources to properly commute the interface of CSRs with the SCP in the 

interaction with the memory hierarchy since all sets of CSR of all threads 

share the same SCP. 

 The SoC integrates a Page Table Walker (PTW), which is in charge of 

handle TLB misses and replace a page table entry every time is needed. 

During a TLB miss, communication between the SCP, PTW, and CRSs is 

established while the miss is solved. When the core receives a TLB miss, all 

cache requests are dropped, the communication between the set of CSRs of 

the thread which received the TLB miss, and the PTW is maintained, causing 

a stall of the core awaiting the miss is solved, or an exception rises. However, 

this is not an efficient solution since the other threads potentially can 

continue its execution, but neither the PTW or the TLB are thread awareness 

since the memory hierarchy is not prepared for a multithread architecture. 

This stage provokes the larger control hazard in the pipeline since its capacity 

to change the flow of the program in case of an exception or interruption, 

making necessary the inclusion of at least four threads to avoid the flushing 

earlier stages of the core.  
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Chapter 4 

4 Testing 

In this chapter, we describe the tools and debug strategy used in the core 

design for the compliance of the ISA extensions that it supports. The process 

of debugging prove the functionality of the core using the RISC-V Tools, a 

cycle-accurate RTL simulator, and a linting tool. Also, we describe the 

software support developed for multithread bare-metal testing and the 

benchmarks used to measure the design performance.  

4.1 Functionality Test  

Once the core was implemented and interfaced with the SoC, the debug 

process of it mainly laned in the evaluation of the correct execution of the 

supported ISA extension with the use of the RISC-V Software Tools, more 

specifically the riscv-isa-tests. [30] These set of tools provide a cross compiler 

and a set of open-source assembly programs that evaluate the correct 

execution of each supported instruction individually; the tests integrate 

exception subroutines to determine the success or failure of the execution 

through a proxied exit code to the host. The RISC-V cross-compiler compiles 

each test, and all regular assembly directives can be used. The test includes 

integer, floating-point, and vector extensions; it is possible to use different 

levels of execution privilege, virtual memory, and the timer interrupt. After 

passing the riscv-isa-tests, an implementation can execute a program, yet, 

this not guaranties the non-existence of bugs in the architecture. However, 

for our testing proposes it permit us to execute more complex code in our 

design. The preDRAC SoC with Lagarto 1 can boot a Linux Kernel, yet this 

image is not prepared to boot a multithreaded core, and this does not take 

part in this dissertation. Still, the compliance of the riscv-isa-tests is 

sufficient to permit us further evaluation of the core through the testing of 

bare metal multithreaded benchmarks.   
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4.1.1 RTL simulation 

In order to run the riscv-isa-test into the RLT design and establish a test/fix 

loop for the debug process, we use a cycle-accurate RTL simulator in such a 

way that were possible to run the output binaries of the RISC-V cross 

compiler in an executable model of the whole SoC. With this target in mind, 

the Verilator simulator [31] was selected as the tool for this task because of 

its simulation features, Verilator compiles synthesizable RTL code 

supporting Verilog, SystemVerilog and Synthesis assertions and transforms 

it into a C++ or System C code. The resultant C code is again compiled to 

generate an executable cycle resolution simulation model of the processor 

design that is capable of reading RISC-V binaries and generate waveform files 

of the resulted response of the model to the given input.  

 Verilator supports Direct Program Interfaces (DPIs), which permit to 

establish communication between the RLT design at Verilog or System 

Verilog level and a foreign programming language, providing source code 

compatibility with the C language and binary compatibility for applications 

compiled for the same platform where the simulator its been used. The 

integration of a DPI allows the inclusion of behavioral models within the RLT 

design, permitting the evaluation of the architecture, emulating 

environmental conditions, or even replacing functional modules in the design. 

A DPI permits to call C functions from SystemVerilog and to export 

SystemVerilog functions so that they can be called from C. The execution of 

the RISC-V test makes use of a DPI in order to emulate the behavior of a 

hosted OS and manage a system call to proxied the result of the execution to 

the simulation terminal of the host. 

4.1.2 SpyGlass Linting 

While the RTL simulation is the principal way to test the functionality of the 

RLT design, a linting tool is a highly useful instrument to provide quick code 

checking at the same time that the code is being implemented. SpyGlass Lint 

is an enterprise tool developed by Synopsys that offers early design analysis 

[32]; this tool is intended to be used in order to reduce the debugging 

iterations in further stages of the development process. SpyGlass provides 

code analysis for debugging and fixing with a comprehensive set of 

capabilities for structural, electrical issues detection, and even code style 

conventions. While spyglass does not target a simulation of an input to the 

design and does not create a model, it does provide robust code checkers for 
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evaluating code correctness reporting important code mises as inferred 

latches, floating paths, variable replications, combinational loops, and many 

others that improve the quality and velocity for writing RTL code.  

SpyGlass works through the execution of a set of rules call it goals; these 

goals are applied to a group of files targeting a top module. In order to 

automate the usage of the tool, we develop a Makefile and a Phyton program 

that automates the script generation for the executions of our defined goals, 

and parse the RTL source code to apply the linting hierarchically and obtain 

a global perspective of the code state.  

4.2 Proxy Kernel and Emulated Host 

In most multi-threaded programming systems, one thread begins execution 

at main(), who must then call some sort of fork() or thread_create() function 

to initialize more threads with help from the OS. In contrast with a typical 

multi-threaded environment, we do not have support from an OS on bare 

metal applications, for this reason, the Proxy Kernel (PK) of the RISC-V Tools 

provides us with a basic system library that handles the thread run 

directives. However, the PK that is included in the version of RISC-V Tools 

compliant with our supported privilege ISA version does not include support 

for simulation, only for FPGA testing, this PK delegates the system call for 

printing to consol to the UART. Although the testing in FPGA could be an 

option, the restriction of the available logic elements limits the inclusion of 

several cores in the system very quickly; for this reason, we modify the DPI, 

which serves as an emulated host for the simulation with Verilator and give 

it support to emulate a system call for print to a proxied terminal and write 

an output console file. The support for a print function in simulation permits 

us to measure the core performance with the same stats functions provided 

by the PK library for benchmarking proposes. 

 Originally the usage of the PK was designed in such a way that all 

threads begin its execution at a function called thread_entry(); there is no 

main() function. Each thread is provided with a coreid (its unique core id 

number) through the reading of the mhartid (machine hardware thread ID) 

CSR register, and a constant variable that defines the ncores (number of 

cores) which at software level there is no distinction of hardware threads and 

cores. As there is no OS, it is not possible to use malloc to allocate more 

memory dynamically. By default, the code will allocate space on the stack. 

However, each thread is provided with a very small amount of stack space 
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controlled at compilation time. So, in order to allocate large amounts of data, 

the “static” keyword is used to allocate memory statically in the binary, where 

it is visible to all threads. 

 The original version of the proxy kernel was modified in the sense of 

providing a more general and typical framework to program multithread 

kernels and test multicore and multithread hardware stacks. In this new 

version, only the core-0 starts the execution at main, and it is responsible for 

initializing and sleep other threads with fork and idle functions. The PK 

provides a get_core_count() function that automatically detects the number of 

hardware threads through atomic operations and barriers, a _cores_fork_() 

function that receives the number of threads for enabling them, a 

get_core_id() function that uses the same mechanism as the original PK to 

identify each thread and a _core_idle_() function that receives the ID of a 

thread and will send to idle all threads except for the thread-0. This modified 

proxy kernel was originally developed to be used with the multicore stack of 

Lagarto 1, with these modifications to the PK, we were able to generate a 

skeleton for compile and test our multithread benchmarks, and work 

completely transparent for multicore or multithread architectures of Lagarto 

since from the software perspective a hardware thread is viewed as a core. 

After passing all the riscv-isa-test, before starting with the benchmark 

test, and as a final functionality test, we make a thread acknowledgment 

prove, based on a simple code that tests all the basic functionalities of the PK 

and the DPI for emulating the host. The test simply consists in the addition 

of two matrices of 64 elements, where the additions of the elements of the 

arrays are divided equitably among the cores (threads) automatically 

recognized by the PK, the thread ID of each thread will be added to the 

corresponding elements that it affects. Listing 4.1 shows the code of the test, 

and Figure 4.1 shows a consol out of the executed code in a 4-core 4-threads 

by core implementation of Lagarto MT. 

4.3 Benchmarks 

This section aims to analyze the behavior of several hardware 

implementations of Lagarto MT in different execution conditions that help to 

reflect its performance achievements for then reference them with its brother 

Lagarto 1.  The benchmarking code set of RISC-V Tools has different 

implementations of bare-metal vector addition for multi-threaded 

architectures that for the propose of evaluating our design can highlight the 
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different behaviors of the hardware depending on its circumstances: number 

of threads per core, number of cores and how is managed the memory access 

at the software level in each test. The number of cores will be changed in both 

architectures Lagarto1 and Lagarto MT. However both cores dispose of the 

same memory hierarchy configuration; L1 instruction and data caches are 64 

sets (the index, in this case, has 6 bits) and 16 words(32 bits) per set (64 bytes 

per set), with 4-ways associativity Virtual Indexed Physically Taget (VIPT) 

caches, giving a resultant size of 16 KBytes.  

The L2 is a shared cache for instruction an data and all cores with the 

following configuration: 256 sets (the index, in this case, has 7 bits), 8-ways, 

and 16 words(32 bits) per set (64bytes per set), this makes a total amount of 

128 KBytes. Table 4.1 summarize the access time of the cache hierarchy, yet, 

is important to recall that the coherence management is performed at the 

second level of the cache hierarchy affecting its response time, this approach 

is incorporated by the LowRisc project and as part of the future work is 

considered to change the memory hierarchy in order to improve the access 

latency of L2 cache. 

Table 4.1: Acces time of the cache hierarchy. 

Cache Level Access Latency 

L1 Instruction-

cache 

3 Cycles 

L1 Data-Cache 3 Cycles 

L2 Shared 33 Cycles 
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Code Listing 4.1: Multithread acknowledgment test. 

 1 

 2 

 3 

 4 

 5 

 6 

 7 

 8 

 9 

10 

11 

12 

13 

14 

15 

16 

17 

18 

19 

20 

21 

22 

23 

24 

25 

26 

27 

28 

29 

30 

31 

32 

33 

34 

35 

36 

37 

38 

39 

40 

41 

42 

43 

44 

45 

46 

47 

48 

49 

50 

51 

52 

53 

54 

#include "util.h" 

 

int a[64] = {1, 1, 1, 1, 1, 1, 1, 1, 

      1, 1, 1, 1, 1, 1, 1, 1, 

      1, 1, 1, 1, 1, 1, 1, 1, 

      1, 1, 1, 1, 1, 1, 1, 1, 

      1, 1, 1, 1, 1, 1, 1, 1, 

      1, 1, 1, 1, 1, 1, 1, 1, 

      1, 1, 1, 1, 1, 1, 1, 1, 

      1, 1, 1, 1, 1, 1, 1, 1 

     }; 

 

int b[64] = {2, 2, 2, 2, 2, 2, 2, 2, 

      2, 2, 2, 2, 2, 2, 2, 2, 

      2, 2, 2, 2, 2, 2, 2, 2, 

      2, 2, 2, 2, 2, 2, 2, 2, 

      2, 2, 2, 2, 2, 2, 2, 2, 

      2, 2, 2, 2, 2, 2, 2, 2, 

      2, 2, 2, 2, 2, 2, 2, 2, 

      2, 2, 2, 2, 2, 2, 2, 2 

     }; 

 

int c[64] = {0, 0, 0, 0, 0, 0, 0, 0, 

      0, 0, 0, 0, 0, 0, 0, 0, 

      0, 0, 0, 0, 0, 0, 0, 0, 

      0, 0, 0, 0, 0, 0, 0, 0, 

      0, 0, 0, 0, 0, 0, 0, 0, 

      0, 0, 0, 0, 0, 0, 0, 0, 

      0, 0, 0, 0, 0, 0, 0, 0, 

      0, 0, 0, 0, 0, 0, 0, 0, 

     }; 

 

int cores_count; 

int core_data_lenght; 

 

int main(int argc, char** argv) 

{ 

 

// get the number of hardware coresavailable in the system 

cores_count = get_core_count(); 

core_data_lenght = 64/cores_count; 

 

// Printing some info 

printf("Executing with : %u", cores_count); 

printf(" Cores\n"); 

printf("ID : %u\n", get_core_id()); 

 

// wakeup all the cores 

_cores_fork_(cores_count); 

 

// get the local core hardware id 

int coreID = get_core_id(); 

 

// Calculate the cores begin and end of the data chunks 
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55 

56 

57 

58 

59 

60 

61 

62 

63 

64 

65 

66 

67 

68 

69 

70 

71 

72 

73 

74 

75 

76 

77 

78 

int begining = coreID * core_data_lenght; 

int ending = (coreID + 1) * core_data_lenght; 

 

 // Execute the program 

 for(int x=begining; x<ending; x++){ 

  c[x] = a[x] + b[x] + coreID; 

 } 

 

// synchronize the cores execution 

barrier(cores_count); 

 

// put the core except the 0 to idle mode 

_core_idle_(coreID); 

 

printf("Output : "); 

 

for (int x=0; x<64; x++) 

 printf("%u,", c[x]); 

 

printf("\n"); 

 

 

return 0; 

} 
 

 

 

Figure 4.1: Acknowledgment test of a 4-core 4-threads by core Lagarto MT 

implementation. 

The benchmark code implementations were adapted to rely on the 

custom version of the PK. We create a skeleton to call the different kernel 

implementations of the vector addition from it; the tests make use of the 
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standard consol-out through a proxy of the functions required by the 

simulations to the host system with the use of the PK and the DPI as we 

comment before. The skeleton of the benchmarks calls the vector-add 

functions two times, the first one with independent memory variables (C = A 

+ B) and the second reusing them (A = A + B), the code appendix 1 shows the 

implementation of the code-skeleton. The performance results were 

calculated with values of the counter registers provided by the CSRs through 

a stats() function defined in the original PK. Listing  4.2 shows the code of 

this function. 

 

Code Listing 4.2: Stats function of the proxy kernel. 

 1 

 2 

 3 

 4 

 5 

 6 

 7 

 8 

 9 

10 

11 

12 

13 

14 

// Calculates the cycles that the code takes and print them 

// in decimal format using modulo operations, iter refers to  

// the number of elements in the vector (DATASIZE) 

#define stats(code, iter) do { \ 

    unsigned long _c = -rdcycle(), _i = -rdinstret(); \ 

    code; \ 

    _c += rdcycle(), _i += rdinstret(); \ 

    if (cid == 0) \ 

      printf("\n%s: %ld cycles, %ld.%ld cycles/iter, \ 

            %ld.%ld CPI\n", stringify(code), _c, _c/iter, \ 

            10*_c/iter%10, _c/_i, 10*_c/_i%10); \ 

  } while(0) 

 

#endif 
 

 

Each of the following benchmark codes has been tested with a 1, 2 and 

4 core configurations for both core designs, Lagarto MT also was tested in 

each of those configurations with one up to four threads per core. Then is 

listed the five benchmark codes used for the test with a simple scheme 

representing how the memory accesses are performed by each. The output of 

these tests is presented in further parts of this chapter for its analysis. 

Code listing 4.3 corresponds to the VVADD0 implementation; this code 

splits the memory in equal contiguous chunks of data for each thread; the 

remaining elements will be accessed in an interleaved way. In this code, each 

core will access only its part of the data set independently; this approach is a 

simple implementation of the algorithm. However, it could result in an 

efficient memory accessing since the data is contiguous for each core and 

independent from the others, and therefore the cache line fetched from each 

core will not be invalidated by another one through the coherence protocol. 

Figures 4.2 shows a representation of the memory access. 
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Code Listing 4.3: VVADD0 benchmark. 

 1 

 2 

 3 

 4 

 5 

 6 

 7 

 8 

 9 

10 

11 

12 

13 

14 

15 

16 

17 

#include "stdlib.h" 

#include "dataset.h" 

 

void __attribute__((noinline)) vvadd0(int coreid, int ncores,  

                                      size_t n, const data_t* x,  

                                      const data_t* y, data_t* z) 

{ 

  size_t i; 

  size_t leftover = n % (n / ncores); 

  for (i = coreid * (n / ncores); 

       i < (coreid + 1) * (n / ncores); i++) { 

    z[i] = x[i] + y[i]; 

  } 

  for (i = (n - leftover) + coreid; i < n; i += ncores) { 

    z[i] = x[i] + y[i]; 

  } 

} 
 

 

Figure 4.2: VVADD0 memory access representation. 

The next vector add implementation VVADD1 is shown in Listing 4.4, 

this code access data by chunks of four contiguous elements by doing a double 

unroll interleaved since the cache sets are 64 bytes long, in this code each core 

access only the half of it and then the other half is invalidated by the other 

cores. However, in Largato MT, the threads within the same cores will not be 

affected by this effect since they share the same cache. The remaining 

elements are executed by the next core in line with the interleaving. This 

implementation is expected to have low performance because of the waste of 

bandwidth of the cache from the multicore perspective, yet, for the 

multithread core it could result in benefit with a positive interference on the 

shared caches because the coresident threads in the same core will utilize the 

same cache set; nevertheless, between cores, it will also cause performance 

lost. Figures 4.3 shows a representation of the memory access of VVADD1. 
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Code Listing 4.4: VVADD1 benchmark. 

 1 

 2 

 3 

 4 

 5 

 6 

 7 

 8 

 9 

10 

11 

12 

13 

14 

15 

16 

17 

18 

19 

#include "stdlib.h" 

#include "dataset.h" 

 

void __attribute__((noinline)) vvadd1(int coreid, int ncores, 

                                      size_t n, const data_t* x,  

                                      const data_t* y, data_t* z) 

{ 

   size_t i; 

   for (i = coreid*4; i < n; i += 8*ncores) { 

      z[i]   = x[i]   + y[i]; 

      z[i+1] = x[i+1] + y[i+1]; 

      z[i+2] = x[i+2] + y[i+2]; 

      z[i+3] = x[i+3] + y[i+3]; 

      z[i+ncores*4]   = x[i+ncores*4]   + y[i+ncores*4]; 

      z[i+ncores*4+1] = x[i+ncores*4+1] + y[i+ncores*4+1]; 

      z[i+ncores*4+2] = x[i+ncores*4+2] + y[i+ncores*4+2]; 

      z[i+ncores*4+3] = x[i+ncores*4+3] + y[i+ncores*4+3]; 

   } 

} 
 

 

Figure 4.3: VVADD1 memory access representation. 

The VVADD2 benchmark code is shown in Listing 4.5  and uses an 

unroll of two elements, the interleaved access is increased, and by 

consequence, there is a poor use of the cache bandwidth, that again cause 

invalidation of cache lines among cores but no among threads in the same 

core. Figures 4.4 shows a representation of the memory access of VVADD2. 

Code Listing 4.5: VVADD2 benchmark. 

 1 

 2 

 3 

 4 

 5 

 6 

 7 

 8 

 9 

10 

#include "stdlib.h" 

#include "dataset.h" 

 

void __attribute__((noinline)) vvadd2(int coreid, int ncores,  

                                      size_t n, const data_t* x,  

                                      const data_t* y, data_t* z) 

{ 

   size_t i; 

   for (i = coreid; i < n; i += 2*ncores) { 

      z[i] = x[i] + y[i]; 
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11 

12 

13 

      z[i+ncores] = x[i+ncores] + y[i+ncores]; 

   } 

} 
 

 

Figure 4.4: VVADD2 memory access representation. 

The VVADD3 program implements an unroll of eight elements, and the 

remaining elements are evaluated at the beginning of the execution. Since 

this implementation split the data in chunks of eight elements of 64-bits, 

which is the same length as the cache sets, and also the remaining is 

contiguously accessed by each core, this implementation is expected to have 

a good performance for both cores. However, this code only works with data 

sizes that are multiples of the core counts.  Figures 4.5 shows a representation 

of the memory access of VVADD3 and Listing 4.6 the code. 

Code Listing 4.6: VVADD3 benchmark. 

 1 

 2 

 3 

 4 

 5 

 6 

 7 

 8 

 9 

10 

11 

12 

13 

14 

15 

16 

17 

18 

19 

20 

21 

22 

23 

24 

#include "stdlib.h" 

#include "dataset.h" 

 

void __attribute__((noinline)) vvadd3(int coreid, int ncores,  

                                      size_t n, const data_t* x,  

                                      const data_t* y, data_t* z) 

{ 

  data_t* to = &z[coreid * (n / ncores)]; 

  const data_t* from1 = &x[coreid * (n / ncores)]; 

  const data_t* from2 = &y[coreid * (n / ncores)]; 

  size_t count = n / ncores; 

  size_t c = (count + 7) / 8; 

  switch(count % 8) { 

    case 0: do {  *to++ = *from1++ + *from2++; 

    case 7:       *to++ = *from1++ + *from2++; 

    case 6:       *to++ = *from1++ + *from2++; 

    case 5:       *to++ = *from1++ + *from2++; 

    case 4:       *to++ = *from1++ + *from2++; 

    case 3:       *to++ = *from1++ + *from2++; 

    case 2:       *to++ = *from1++ + *from2++; 

    case 1:       *to++ = *from1++ + *from2++; 

  } while(--c > 0); 

  } 

} 
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Figure 4.5: VVADD3 memory access representation. 

The last vector-add code VVADD4 implements a simple full interleaved 

access; this code is expected to have bad performance because there is no 

contiguous access to memory, and the code is using just one data of the cache 

set by each core, and the rest will be rapidly invalidated by the other cores. 

The code is shown in Listing 4.7, and Figure 4.6 shows the representation of 

the memory access. 

Code Listing 4.7: VVADD4 benchmark. 

1 

 2 

 3 

 4 

 5 

 6 

 7 

 8 

 9 

10 

11 

12 

13 

#include "stdlib.h" 

#include "dataset.h" 

 

void __attribute__((noinline)) vvadd4(int coreid, int ncores,  

                                      size_t n, const data_t* x,  

                                      const data_t* y, data_t* z) 

{ 

   size_t i; 

   for (i = coreid; i < n; i+=ncores) 

   { 

      z[i] = x[i] + y[i]; 

   } 

} 
 

 

Figure 4.6: VVADD4 memory access representation. 



        Testing 

57 

 

4.3.1 Results 

As we commend before, the tests were performed on both cores designs 

configuring the SoC to have 1, 2, and 4 cores in the system. In this subsection, 

we show the graph results of each test for a vector length of 500 elements, 

except for the code of VVADD3, which is of 512 elements. The tests divide the 

three different configurations of each processor; in each graph, the results of 

Lagarto 1 are denoted as the baseline of comparison for referencing the 

performance marks, and the conditions of reuse of variables in each test (A = 

A + B) and (C = A + B) are quantified separately in the same graph.  

The results graphs are splitted by the core count in the systems; 

however, Lagarto MT can go from 1 to 4 threads in each core configuration. 

So each test will generate three graphs of comparison also containing the 

possible configurations for Lagarto MT in each of them; nevertheless, the 

analysis of the impact of the different ways of accessing memory open a 

crucial point of discussion since the interaction of the cores with the coherence 

protocol managed at the L2 cache and the local interaction of the threads 

within a single core, relying on a single cache can perform each test 

differently.  

In the execution of the benchmarks, several effects caused by the 

hardware/software interactions act together, affecting the resultant 

performance in each of the code implementations, during the analysis of the 

results we look for expose those effects individually.  For this reason, we also 

add benchmark comparison graphs that contrast the best execution case of 

each test in each design, for then comment on the global observations. The 

results graphs show the performance gain/loss percentage at the top of each 

bar, the abbreviation for referring Lagarto 1 is “L1”, and for Lagarto MT is 

“LMT.”  
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4.3.1.1 VVADD0 Results 

 

Figure 4.7: Single-core VVADD0 results graph. 

 

Figure 4.8: Dual-core VVADD0 results graph. 

 

Figure 4.9: Quad-core VVADD0 results graph. 
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4.3.1.2 VVADD1 Results 

 

Figure 4.10: Single-core VVADD1 results graph. 

 

Figure 4.11: Dual-core VVADD1 results graph. 

 

Figure 4.12: Quad-core VVADD1 results graph. 
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4.3.1.3 VVADD2 Results 

 

Figure 4.13: Single-core VVADD2 results graph. 

 

Figure 4.14: Dual-core VVADD2 results graph. 

 

Figure 4.15: Quad-core VVADD2 results graph. 
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4.3.1.4 VVADD3 Results 

 

Figure 4.16: Single-core VVADD3 results graph. 

 

Figure 4.17: Dual-core VVADD3 results graph. 

 

Figure 4.18: Quad-core VVADD3 results graph. 
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4.3.1.5 VVADD4 Results 

 

Figure 4.19: Single-core VVADD4 results graph. 

 

Figure 4.20: Dual-core VVADD4 results graph. 

 

Figure 4.21: Quad-core VVADD4 results graph. 
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As we see in the graphs, Largarto MT increases throughput permitting 

the end of multithreaded tasks in fewer cycles on most on the code executions. 

For the case of the independent variables (C = A + B), it increases 

performance up to more than 70%, which is the case of VVADD0 in the Quad-

core 2 threads per core configuration. In general, in each core count setup for 

independent variables tests, there is a multithreaded version of Lagarto MT 

that improve performance execution of the code with the increase of hardware 

threads in the pipeline with rages from 2% up to 70%. However, for the case 

of the reused variables (A = A + B), Lagarto 1 highly increases its performance 

with regard to the independent case, while Lagarto MT does not experiment 

the same advancements. This behavior causes the loss of performance in some 

cases of execution, particularly the execution of VVADD0 and VVADD3 

benchmarks have performance losses in Quad-core and Dual-core 

configurations, where there is not a multithread configuration of Lagarto MT 

that help to prevent this performance degradation, yet, it is contained in the 

range from -0.04% to -13.23%. While for the other cases and benchmark tests 

for reused variables, there is still a performance gain in the rage of 3.43% to 

27.52%.   

In order to get a complete view of the hardware/software interactions 

related to the different implementations of the mt-vvadd benchmark, we first 

show the comparison graphs of which of these code implementations perform 

better for the different hardware configurations. In these graphs, we show the 

best performance cases of each core count setup for both core designs. Each 

pair of bars belong to the same code implementation, the blue ones 

corresponding to the reused-variables case also show the performance gain 

regard to the independent case on top of each of them. 

 

Figure 4.22: Single-core Lagarto 1 benchmarks comparison. 
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Figure 4.23: Single-core Lagarto MT benchmarks comparison. 

 

Figure 4.24: Dual-core Lagarto 1 benchmarks comparison. 

 

Figure 4.25: Dual-core Lagarto MT benchmarks comparison. 
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Figure 4.26: Quad-core Lagarto 1 benchmarks comparison. 

 

 

Figure 4.27: Quad-core Lagarto MT benchmarks comparison. 

In general, from the software perspective is expected that the contiguous 

access of memory from a hardware thread outperforms an interleaved access; 

however, the hardware disposition of a multithread architecture can close the 

gap of this behavior due to the positive interference of threads in a shared 

cache. This effect is the case of the VVADD1 benchmark executed in the Dual-

core configuration of Lagarto MT with four threads per core. If we compare 

the execution of the same code with the Quad-core configuration with two 

threads per core, both having the same total thread count of eight threads, 

we can appreciate in Figure 4.25, and 4.27 that the interleave access in case 

of the Dual-core performs very close of the VVADD3 which is the 
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implementation with contiguous access of the size of a cache set and in all 

cases has the best performance. While in the Quad-core configuration with 

the same number of threads, the execution loss performance because of the 

invalidation of cache lines provoked by the interleaved access by different 

cores. In this configuration, despite that, the total number of threads is the 

same as in the Dual-core configuration; the intervention of the coherence 

protocol invalidates the half of every cache set that is shared by two cores 

generating a negative interference among them and therefore degrading 

performance. This effect is also perceived in VVADD2 and VVADD4; 

nevertheless, due to the increase of the interleaved granularity in memory-

access is less notorious compared to VVADD1. However, in the case of Dual-

core configurations comparing both designs Largato 1 and Lagarto MT 

(Figures 4.24 and 4.25), the positive interference in local caches plus the 

throughput increase caused by the inclusion of more context within the same 

core result in a representative performance gain and a closing of the negative 

interference gap between the interleave memory access (VVADD1, VVADD2, 

and VVADD4) and the contiguous one (VVADD3). VVADD0 also performs 

contiguous access; however, the nature of its behavior will be analyzed 

forward since it highlights a particular condition of the cores designs.  

As we already said, the VVADD0 and VVADD3 benchmarks both 

perform contiguous access, and for both designs is expected that they 

outperform the other implementations, particularly when several threads are 

increased for the execution. Since the contiguous access, the negative 

interface of the coherence protocol among the cores is avoided. However, in 

VVADD0, the remaining elements resulted from vector sizes non-multiples of 

the thread count are executed interleaved, this as we comment, reduce 

performance by producing cache bandwidth waste. Furthermore, this code 

has a particular condition that affects performance for both designs regarding 

the evaluation of the “For-loop” cycle condition. This code includes a division 

in the condition evaluation of the loop, a division for both design is a long 

latency operation that stalls the core several cycles, and its performed every 

cycle since the number of cores, and the coreid are provided as variables by 

our version of the PK functions in the benchmark skeleton, causing that the 

compiler does not perform substitution optimizations. This condition affects 

the most to Lagarto MT for two reasons, the first regards to the fact that each 

hardware thread included will perform a division per cycle, while in Lagarto 

1 this means the inclusion of a divider functional-unit by each thread 

included, in Lagarto MT this does not happen since all threads within the 
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same core share the same functional units. The second reason regards to the 

stalling of the core while this operation is performed, in both designs, the 

cores are stalled, however, in Lagarto MT this also implies that the other 

threads with potential useful work are also stalled, causing a considerable 

throughput loss. As we comment in chapter 3, the integration of a mechanism 

to avoid this condition is considered as part of the future work.  

Despite these conditions, if we see Figures 4.7, 4.8, and 4.9 regarding 

the graphs of results evaluation of VVADD0, we can note a performance 

increase in the three core count configurations for execution with independent 

variables. Nevertheless, we can note a rapid increase of overhead and the 

inflection of the performance behavior making notorious Amdahl’s Law [3] in 

the  Dual-core with four threads per core configuration, where the increase of 

more threads starts to damage performance.  For the case of the reused 

variables tests, there is only performance gain for the Single-core 

configuration, yet, this is also related to aspects of the architecture regarding 

memory access. However, the impact of long-latency operations combined 

with the complete lock of the core can seriously damage performance in 

Lagarto MT.  

In order to confirm our assumption of the impact of division operations, 

we change the “For-loop” condition evaluation and run gain the tests in both 

core design; the only difference for the anterior code is that it operates the 

division once and read the stored result value every time is needed. Code 

Listing 4.8 shows the modifications. 

Code Listing 4.8: Modified VVADD0 benchmark. 

 1 

 2 

 3 

 4 

 5 

 6 

 7 

 8 

 9 

10 

11 

12 

13 

14 

15 

16 

17 

18 

#include "stdlib.h" 

#include "dataset.h" 

 

void __attribute__((noinline)) vvadd0(int coreid, int ncores,  

                                      size_t n, const data_t* x,  

                                      const data_t* y, data_t* z) 

{ 

  size_t i; 

  int ws = (n / ncores); 

  size_t leftover = n % ws; 

  for (i = coreid * ws; 

       i < (coreid + 1) * ws; i++) { 

    z[i] = x[i] + y[i]; 

  } 

  for (i = (n - leftover) + coreid; i < n; i += ncores) { 

    z[i] = x[i] + y[i]; 

  } 

} 
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The results of this modification are presented bellow; Figure 4.28 

shows the percentage of performance improvement achieved thought the 

modification; the graph considers all the configuration made in the tests. The 

general average improvement for Lagarto 1 is 34.82%, while for Lagarto MT 

is 43.13%. As expected, the most benefited configurations are the ones that 

have the lowest relations between division functional-units over threads, 

being the Single-core four threads per core configuration (1C4TCP_LMT), the 

most beneficiated one. However, both core designs achieve considerable 

performance improvements. Figures 4.29, 4.30, and 4.31 show the results 

graphs by core count, in general, the behavior remains similar to the previous 

implementation of VVADD0 in terms of the performance gains regard to 

Lagarto 1. Nevertheless, there is an improvement of the performance gap 

between Lagarto 1 and Lagarto MT; consequently, the performance loss for 

the case of the reused variables test change and is eliminated for the case of 

the Dual-core changing from -0.04% to 6.42% of performance gain and 

reduced fo the Quad-core case from -6.05% to -5.41%. Furthermore, with this 

code modification, the comparations among benchmarks behave more likely 

to the expectations in terms of memory-accessing, especially for the case of 

Lagarto MT. The comparison graphs with the modification of VVADD0 

included are shown in Figures 4.32 to 4.37 and help to corroborate the 

hypothesis of the impact of the division in the design since now both code 

implementations with contiguous access achieves competitive performance 

results for all cases.  

 

Figure 4.28: Performance gain thought VVADD0 code modifications. 
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Figure 4.29: Single-core modified VVADD0 results graph. 

 

Figure 4.30: Dual-core modified VVADD0 results graph. 

 

Figure 4.31: Quad-core modified VVADD0 results graph. 
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Figure 4.32: Single-core Lagarto 1 benchmarks comparison (vvadd0-mod). 

 

Figure 4.33: Single-core Lagarto MT benchmarks comparison (vvadd0-mod). 

 

Figure 4.34: Dual-core Lagarto 1 benchmarks comparison (vvadd0-mod). 
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Figure 4.35: Dual-core Lagarto MT benchmarks comparison (vvadd0-mod). 

 

Figure 4.36: Quad-core Lagarto 1 benchmarks comparison (vvadd0-mod). 

 

Figure 4.37: Quad-core Lagarto MT benchmarks comparison (vvadd0-mod). 
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In the new comparison graphs, the effect of the positive interference on 

a shared cache for Lagarto MT is more notorious since the reduction of the 

gap among interleaved and contiguous memory-access codes, and now a more 

homogeneous behavior of this last ones. Furthermore, another apparent effect 

in the graphs already mentioned but not commented is the disparity of the 

improvements between Lagarto 1 and Lagarto MT related to the execution of 

the tests with reused variables (A = A + B ). There are two potential causes 

for this effect; the consequence of the reused variables condition implies a 

reduction of the memory address space accessed for all cores, meaning that 

stress due to the competition of data in the coherence bus is reduced since the 

cache sets accessed are less than in the independent case. This leads to a 

better locality exploit in each core since the condensation of the address space; 

now, every shared address is accessed twice. Although both cores potentially 

take advantage of this condition. Lagarto MT can not have any benefit of this 

condition in threads sharing the same cache in the same core. The second 

cause is related to the fact that as well as division operations, the memory 

access in Lagarto MT completely locks the core taking out all the possible 

throughput harness in it. So the reduction of memory address space can not 

benefit as well as in Lagarto 1 since the number of access is the same and will 

completely lock the core while in Lagarto 1, the memory latency of each 

thread does not directly impact the others. Furthermore, the cache bandwidth 

in a multithreaded core is shared among all the threads within it. While in a 

multicore, the cache bandwidth is for the single thread (the core itself).   

However, the analysis of this effect is not conclusive, and part of the final 

diagnostic of it will be the change of the architecture for memory accessing 

already discussed in Chapter 3. The inclusion of a memory stage will permit 

better control of the core and prevent the staling of all threads during memory 

operations, being this also part of the future work. 
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Chapter 5 

5 Conclusions 

The conclusion of this work attaches the objectives of its definition, fulfilling 

them from the general to the specific perspective. This work achieves the 

development of a multithreaded core architecture based on the RISCV-ISA 

and successfully interfaced with preDRAC SoC. Below are discussed the 

particular accomplishments of each of the specific objectives approached by 

this dissertation. 

The first objective was to define an architectural model and strategy to 

design a RISC-V 64bit multithreaded core considering the actual state of the 

Lagarto and DRAC projects. In this sense, the architectural decisions exposed 

on the charter 3, result in the design of a fine grain multithreaded core, also 

known as interleaved multithread. This design supports the same 64bit 

RISC-V ISA extensions as his brother Lagarto 1. In the fulfillment of the 

second and third specific objectives of this work, the proposed design was 

implemented at RLT level using System Verilog hardware description 

language, achieving a parametrizable design where the number of hardware 

threads is modifiable, for then been successfully integrated into the preDRAC 

SoC giving it support to handle multiple contexts in each Tile. 

Debugging and validation of the core functionality within the SoC was 

exposed in chapter 4 and performed using the RISC-V Software Tools 

together with the development of an automation infrastructure to perform 

several tests and increase the velocity of bug detections and reducing the 

debug iterations with early design analysis tools. After the validation of the 

core functionality, we were able to establish a test framework for 

multithreading, including the simulation support for basic multithread 

benchmarks at the bare-metal level, and software support of custom thread 

control routines based in the proxy kernel which permitted us to evaluate the 

accomplishments of the core in terms of performance. 
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Finally, we develop a custom benchmarking code skeleton using the 

testing infrastructure previously developed, and we were able to evaluate the 

performance in different hardware/software scenarios for a chosen 

multithreaded test (vector addition). However, the infrastructure serves for 

many other benchmark applications proposes, but also the results already 

obtained show that the improvement of core utilization through a multithread 

architecture can lead to general performance enhancement for throughput 

oriented tasks.  As part of the conclusion of this dissertation, we present in 

Figures 5.1, 5.2, and 5.3 the performance achievements for the execution of 

the proposed benchmark analyzed and discussed in chapter 4. Lagarto MT 

was able to achieve a performance gain for 90% of the cases of analysis taking 

as baseline Lagarto 1; nevertheless, these results are based on cycle count 

metrics, so, until now, it is not possible to determine an accurate performance 

estimation since the lack of physical implementation metrics of Lagarto MT.  

 

Figure 5.1: Single-Core Lagarto MT performance achievements graph. 

 

Figure 5.2: Dual-Core Lagarto MT performance achievements graph. 
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Figure 5.3: Quad-Core Lagarto MT performance achievements graph. 

From the software/hardware interaction perspective, when the objective 

is to exploit the maximum performance that a Multithreaded (Multicore, 

Multitithread ) system can provide, the way that the code is written has a 

huge impact. The more cache misses an execution has the more drops in 

performance it will have. In this context, a shared memory system should 

exploit the spatial locality of the memory in any case of the hardware 

implementations and should have an efficient way to prevent unnecessary 

cache line invalidations. However, as we see in our core evaluations, some 

improvements in memory accessing from the hardware side could prevent 

loss of throughput and conform part of our future work. 
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Chapter 6 

6 Future Work 

Along with the chapters of this work, we discuss some of the planed 

aggregations in the continuum of the architectural design of the processor 

core. This chapter compiles these ideas and add others in the look for present 

a  future line of work, and primordially ponder the already mentioned 

opportunities for the improvement that our benchmark analysis suggests. 

6.1 Opportunities for improvement 

In any design, there is always an opportunity to improve, and the 

improvements of a given design must pursuit a particular end or application. 

At this time, this work looked to integrate a multithreading capability in a 

series of core designs that the Lagarto and DRAC projects look for promote 

and support. The model of multithreading that the design supports and the 

main characteristics of it suit it principally for embedded end-nodes. 

However, as we discuss in chapter 3 and remark in chapter 4, there are some 

needed changes in the design to improve not only performance but also 

enhance efficiency and processor utilization, which perhaps the most 

highlighted characteristic of a multithreaded core. Below we list the main 

opportunities for improvement prioritizing from high to low. 

I. Add a memory stage in the architecture design to prevent the stalling 

of the core during memory operations.  

II. In consequence of the first change, the data cache interface needs to 

be modified to take advantage of the non-blocking capabilities of it.   

III. Add a result buffer at EXE-stage to prevent stalling of the core due to 

long-latency operations. 
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IV. Enhance the memory hierarchy by providing thread awareness to it at 

all levels and also improve L2 cache response analyzing different 

coherence management approaches. 

V. Support more robust interfacing with the system coprocessor of the 

SoC to provide system call capabilities to all thread within a core. 

These five changes are in congruence with the observations during the testing 

process and also sustained in the architectural evaluation in chapter 3; 

therefore, they are expected to retribute a positive effect in the most crucial 

parts of the architecture design. 

 On the other hand, the development of validation, debugging, and test 

environments represent an essential part of the hardware design; in this 

sense, the evolution of the infrastructure developed for this project is planned 

to follow improvement opportunities in the followed listed ítems. 

I. The functions developed in the PK use a poling approach to handle the 

initialize and drop of the threads, causing unnecessary stress of the 

coherence manager, this needs to be changed to an interrupt approach 

in order to avoid it. 

II. Develop separately testbench for each module in the core. 

III. Develop a Golden model for multithreaded cores based on the Spike 

simulator of the RISC-V Tools. 

IV. Develop a torture test environment adapted to multithreaded 

architectures that compare the signatures of the golden model every 

commit of an instruction. 

Further optimizations can be done in the core design, yet, the already 

mentioned conform part of the most latent and more near to be implemented. 

However, this is just the beginning of the development of multithreaded cores 

for the Lagarto project.
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Appendix 

Code Appendix 1: Skeleton for MT-VVADD Benchmarks. 

  1 

  2 

  3 

  4 

  5 

  6 

  7 
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 48 

 49 

 50 

// MT-VVADD SKELETON 

// to print out arrays, etc. 

#define DEBUG 

 

// Number of hardware threads available in the pipe  

#define PH_THREADS  4 

 

//---------------------------------------------------------- 

// Includes  

 

#include <string.h> 

#include <stdlib.h> 

#include <stdio.h> 

 

//---------------------------------------------------------- 

// Input/Reference Data 

 

#include "dataset.h"  

   

//---------------------------------------------------------- 

// Basic Utilities and Multi-thread Support 

 

#include "util.h"    

  

//---------------------------------------------------------- 

// vvadd function 

extern void __attribute__((noinline))vvadd(int coreid, int ncores,  

                                      size_t n, const data_t* x,  

                                      const data_t* y, data_t* z); 

 

int thread_count; 

int threads_by_core = _NTHREADS; //Variable passed by makefile 

 

int main(int argc, char** argv) 

{ 

    int soft_thread_id = 0 ; 

    int thread_id      = 0 ; 

    // static allocates data in the binary,  

    // which is visible to all threads 

    static data_t results_data[DATA_SIZE]; 

 

    // get the number of hardware cores we  

    // have available in the system 

    thread_count = get_core_count(); 

 

    // Printing some info 

    printf("\nExecuting with: %u Thread(s), ", thread_count); 

    printf("%u Core(s), %u Thread(s) by Core.\n",  

          thread_count/threads_by_core, threads_by_core); 
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 97 

 98 

 99 

100 

101 

102 

103 

104 

105 

106 

    // wakeup all the cores 

    _cores_fork_(thread_count); 

 

    // get the local core hardware id 

    thread_id = get_core_id(); 

 

    soft_thread_id = thread_id - ((thread_id/PH_THREADS)* 

                         (PH_THREADS - threads_by_core)); 

 

    barrier(thread_count); 

    stats(vvadd(soft_thread_id, thread_count,  

             DATA_SIZE, input1_data, input2_data, results_data);  

             barrier(thread_count), DATA_SIZE); 

  

   if(thread_id == 0) { 

    #ifdef DEBUG 

        printArray("in-place results: ", 

                   DATA_SIZE, results_data); 

        printArray("in-place verify : ",  

                  DATA_SIZE, verify_data); 

    #endif 

     int res = verify(DATA_SIZE, results_data, verify_data); 

     if(res) { 

        printf("\n Verify Fail.\n" ); 

        exit(res); 

     }  

   } 

   // Second do in-place vvadd 

   // Copying input 

   size_t i; 

   if(thread_id == 0) { 

     for (i = 0; i < DATA_SIZE; i++) 

           results_data[i] = input1_data[i]; 

   } 

 

   // get the local core hardware id 

   thread_id = get_core_id(); 

 

   soft_thread_id = thread_id - ((thread_id/PH_THREADS)* 

                                (PH_THREADS - threads_by_core)); 

    

   barrier(thread_count); 

   stats(vvadd(soft_thread_id, thread_count,  

            DATA_SIZE, results_data, input2_data, results_data);  

            barrier(thread_count), DATA_SIZE); 

  

   if(thread_id == 0) { 

    #ifdef DEBUG 

        printArray("in-place results: ", 

                   DATA_SIZE, results_data); 

        printArray("in-place verify : ",  

                   DATA_SIZE, verify_data); 

    #endif 

     int res = verify(DATA_SIZE, results_data, verify_data); 

     if(res) { 

        printf("\n Verify Fail.\n" ); 
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108 

109 

110 

111 

112 

113 

114 

115 

116 

        exit(res); 

     }  

   } 

    

   barrier(thread_count); 

 

   _core_idle_(thread_id); 

 

   return 0; 

} 
 

 


