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Abstract

A geometric multigrid algorithm is introduced for solving nonsymmetric linear systems resulting
from the discretization of the variable density Navier-Stokes equations on nonuniform structured
rectilinear grids and high-Reynolds number flows. The restriction operation is defined such that
the resulting system on the coarser grids is symmetric, thereby allowing for the use of efficient
smoother algorithms. To achieve an optimal rate of convergence, the sequence of interpolation
and restriction operations are determined through a dynamic procedure. A parallel partitioning
strategy is introduced to minimize communication while maintaining the load balance between
all processors. To test the proposed algorithm, we consider two cases: 1) homogeneous isotropic
turbulence discretized on uniform grids and 2) turbulent duct flow discretized on stretched grids.
Testing the algorithm on systems with up to a billion unknowns shows that the cost varies lin-
early with the number of unknowns. This O(N) behavior confirms the robustness of the pro-
posed multigrid method regarding ill-conditioning of large systems characteristic of multiscale
high-Reynolds number turbulent flows. The robustness of our method to density variations is
established by considering cases where density varies sharply in space by a factor of up to 104,
showing its applicability to two-phase flow problems. Strong and weak scalability studies are
carried out, employing up to 30,000 processors, to examine the parallel performance of our im-
plementation. Excellent scalability of our solver is shown for a granularity as low as 104 to
105 unknowns per processor. At its tested peak throughput, it solves approximately 4 billion
unknowns per second employing over 16,000 processors with a parallel efficiency higher than
50%.

1. Introduction1

Elliptic partial differential equations (PDE) appear in the modeling and analysis of problems2

ranging from heat transfer to low-Mach number flows, where material properties and density3

typically vary in space and time. Solution to these PDE systems is generally obtained by reducing4

them into a system of algebraic linear equations through spatial and temporal discretization.5

Solving the resulting linear system, which varies in size and may contain thousands to billions of6

unknowns, accounts for a significant portion of the computational cost in an elliptic PDE solver.7
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Therefore, efficient solution of such linear systems is of high importance given the continuously8

growing size of computational problems with scientific and engineering applications.9

The cost of direct methods for solving linear systems, such as variants of LU factorization,10

is of O(N p), with N being the number of unknowns and p > 1. Thus, they are an unattractive11

option for large systems. They might be an attractive choice in case of systems with the constant12

coefficient matrix that needs to be solved successively at each time step, where the coefficient13

matrix is factorized and reused at each time step to reduce the overall cost. Recycling the factor-14

ized matrix is not, however, an option in the application targeted in this study, where the density15

variation changes the coefficient matrix in time.16

Iterative methods are another option to offset the high cost associated with direct methods17

[1]. Despite their superior scaling properties, iterative methods suffer from the ill-conditioning18

of linear systems that deteriorates their convergence rate [2, 3, 4]. The ill-conditioning, which19

is a consequence of grid non-uniformity, inhomogeneity in the material properties, and separa-20

tion of scales, is a common challenge in solving elliptic problems. The use of preconditioners21

to alleviate this problem is often hindered by the problem-specific tuning requirement and the22

introduction of additional computational cost [5, 6, 7].23

The ill-conditioning of elliptic problems becomes a pressing issue as the size of the system24

grows. Since numerical representations of PDEs are based on local stencils, larger systems25

require more iterations to establish a correct coupling between physically distant points governed26

by an elliptic system. As a result, larger problems require more iterations, leading to a scaling27

worse than O(N). One technique to tackle this issue is the multigrid approach [8, 9, 10]. The28

underlying idea behind multigrid methods is to accelerate the propagation of information to29

distant points by mapping the problem to a coarser grid. The solution on the coarser grid is30

then used as a surrogate to reduce the iterations needed for resolving large-scale structures of the31

solution at the fine grid. In general, multigrid methods can be divided into two classes: algebraic32

and geometric ([11, 12, 13, 14, 15]). Algebraic multigrid techniques, although applicable to33

a wider range of linear systems, are often less robust, more complex to implement, and less34

efficient than the geometric counterpart. Geometric multigrid methods, on the other hand, are35

well suited for applications with simple geometry that are large enough in size to justify the36

added complexity.37

In this study, we are interested in the efficient solution of linear systems arising in incom-38

pressible flows with density variations, in which the boundary conditions are arbitrary and the39

grid is structured, rectilinear, and nonuniform. Fractional time-stepping methods are often used40

in this class of problems, where the conservation of mass is satisfied by solving an elliptic lin-41

ear system [16]. This linear system, as a result of grid non-uniformity and density variation, is42

not symmetric and varies in time. Typically, the entries of the associated matrix vary signifi-43

cantly due to the grid refinement near the walls. The linear system may contain up to billions44

of unknowns, considering the intended application in direct numerical simulation of relatively45

high-Reynolds number flows. The geometric multigrid method is well suited for this class of46

problems, considering the simplicity of the cuboid geometry and the size of the linear system.47

Therefore, the objective of this study is to design an efficient and scalable geometric multigrid al-48

gorithm for large nonsymmetric linear systems resulting from discretization of elliptic operators49

on cuboid domains. Although we develop this algorithm and benchmark it for the class of prob-50

lems described above, the outcome applies to any elliptic PDE that conforms to our formulation51

in the discrete setting.52

The key components of a multigrid method that broadly affect its convergence rate are in-53

terpolation and restriction operations. A wide range of variants of these operations has been54

2



introduced in the past with the intention of improving efficiency, stability, and generality of the55

underlying multigrid method [17]. In particular, methods have been introduced based on the56

local solution of the underlying PDE [9], decomposition of stencil points [18], agglomeration57

of neighboring elements [19, 20], retriangulation of a subset of nodes [21], energy minimization58

[22], and incomplete Gauss elimination [23] as candidates for interpolation and restriction op-59

erations. In this study, we propose a new approach that maps the nonuniform grid to a uniform60

coarse grid such that the two grids may not have overlapping nodes. The interpolation and re-61

striction operations are constructed based on this mapping through a straightforward procedure.62

Apart from simplicity and robustness, this method achieves convergence rates that are indepen-63

dent of the number of unknowns and density ratio. The robustness of our algorithm to sharp64

variation in the density field allows for its utilization in two-phase flow problems, where density65

varies in space by several orders of magnitude.66

The massive size of the linear systems under consideration mandates the use of parallel com-67

puting [24, 25, 26]. Maintaining the efficiency is the main challenge in the design of parallel68

algorithms since it is desirable to minimize the time-to-solution by employing a large number of69

processors. The design of a scalable algorithm is intertwined with that of the underlying itera-70

tive method as it relies on minimizing processor-to-processor communications and maintaining71

a load balance between all processors [27, 28, 29]. A naive design that relies on a static parti-72

tioning encounters load imbalance on nonuniform grids and loses efficiency on the coarser grids.73

To address these challenges, we will discuss a partitioning approach that is built on top of the74

proposed geometric multigrid technique.75

This paper is organized as follows. In Section 2, we present a geometric multigrid technique76

for nonuniform grids that relies on a mapper to uniform grids and discuss a recursive imple-77

mentation of this algorithm for optimal rate of convergence. In Section 3, we introduce our78

partitioning approach, designed for improved parallel scalability. In Section 4, after describing79

the adjustable parameters of the present multigrid solver, we discuss a reproducible test case80

for independent validation of our results. We then perform numerical experiments using (1)81

triply periodic isotropic turbulence on uniform grids, and (2) variable density duct simulations82

on nonuniform grids. These cases are selected, considering the application of the present multi-83

grid in the study of particle-laden turbulent flows [30] and particle-based solar receivers [31, 32].84

We present weak and strong scaling results to establish the parallel performance of our method.85

Two-phase flow problems are also considered to establish the robustness of our algorithm to large86

density variation. To benchmark our method, we compare it against a multigrid technique from87

the Trilinos package [33] and conventional Krylov-based iterative methods [34] in Appendix A.88

2. A geometric multigrid method89

In this section, we discuss our geometric multigrid method, which includes restriction (fine-90

to-coarse) and interpolation (coarse-to-fine) operations, a recursive implementation of the multi-91

grid method, and the main algorithm. In what follows, roman superscripts are used to denote92

variable names, and italic subscripts are used as indices. Superscripts c and f are used to denote93

variables on coarse and fine grids, respectively. Indices i, j, and k are used for fine, and I, J, K94

are used for coarse grids.95

The multigrid technique tackles the issue of ill-conditioning by reducing the number of cells96

in all directions, thus reducing the number of iterations required for the propagation of informa-97
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tion. Hence, given the linear system defined on a fine grid98

Af xf = bf , (1)

the objective is to solve an equivalent system on a coarse grid as99

Acxc = bc, (2)

such that the difference between xc and xf is minimal when mapped to the physical domain. To100

obtain Eq. (2) from Eq. (1), one needs to map bf to bc and define Ac such that the solutions to101

both systems are as close as possible when mapped to the same grid. More specifically, we seek102

a linear system defined on the coarse grid that its solution is close enough to the solution of the103

original system on the fine grid such that the difference between the two can be resolved with104

minimal computational effort. To achieve this goal, we take the PDE that produces Eq. (1) and105

re-discretize it on a coarse grid. This process reduces to two core operations, which are mapping106

a field from the fine grid to the coarse grid and vice versa. We denote the former (restriction) by107

C and the latter (interpolation) by F . Exploiting these two operators, the right-hand side (RHS)108

of Eq. (1) is mapped to the coarse grid using109

bc = C(bf), (3)

and the solution to Eq. (2) is mapped back to the fine grid using110

xf = F (xc). (4)

Denoting the cardinality of a set or vector by | • |, F : R|xc | 7→ R|xf | and C : R|bf | 7→ R|bc |.111

The left-hand side matrices in Eqs. (1)-(2) are discrete nonsymmetric elliptic operators. In a112

continuous form, they represent a class of PDEs of the type113

∇ · (κ∇T ) = q, (5)

which governs heat conduction in a solid with variable conductivity, κ(ξ), under volumetric heat-114

ing, −q(ξ), and temperature, T (ξ), with ξ the position vector. Here, the heat equation is chosen115

to provide a physical intuition; same equation governs the pressure field in a variable density116

flow by replacing T with pressure, κ with the inverse of density, and q with the divergence of117

predicted velocity plus the contribution from the energy equation [35].118

The differential operator in Eq. (5) can also be defined in the discrete form for a given grid G.119

We denote the discrete form of the elliptic operator, which would be a function of κ, by Dκ{G}.120

With this definition, the left-hand-side matrix in Eq. (1) is the discrete elliptic operator on the121

fine grid Gf , and thus122

Af = Dκf {Gf}. (6)

Through numerical experiments, in which we considered various combinations of calculating Ac
123

directly from Af and the underlying PDE itself, we found that124

Ac = Dκc {Gc} (7)

where κc = C(κf), provides a good estimate of an “optimal” Ac. An optimal Ac in this context for125

given arbitrary non-singular Af and bf can be defined as argminAc

∥∥∥∥(Af)−1bf
− F

(
(Ac)−1C(bf)

)∥∥∥∥.126
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Figure 1: One-dimensional mapping of a field b between a fine (top/green) and a coarse (bottom/red) grid.

Before proceeding any further, it is necessary to specify operators C and F . To satisfy con-127

servation of energy (or mass), the integral of q in Eq. (5) over the entire computational domain128

must be preserved. In a discrete setting, this constraint translates to a similar condition on C129

pertaining to Eq. (3). To satisfy this constraint on any interval, we enforce it locally on all grid130

points, i.e., bc
I with I ∈ {1, · · · , |bc

|}. As shown schematically in Figure 1 for a one-dimensional131

grid, we accomplish this by relating bf to all the cells that overlap with bc
I .132

The definition of C relies on the exact relationship between Eqs. (5) and (1), which itself133

depends on the underlying spatial discretization method. To design a consistent method, one134

could compare the dimension of entries of bf relative to q for a given discretization approach.135

For a finite-volume technique, bf
i is computed by integrating q over cell i and thus has a unit of136

heat (W), whereas, for the finite-difference discretization, its unit is identical to q that is heat137

per unit volume (W/m3). In what follows, the restriction operation is defined assuming bf
i has138

a unit of W/m3 and is computed through a finite-difference scheme. To adopt this formulation139

for a finite-volume discretization, either entries of bf must be multiplied by cell volumes and140

Af adjusted accordingly or a volume ratio pre-factor be incorporated in the definition of C as141

outlined below.142

To define C, we first define wI,i as the fraction of length of cell i that overlaps with cell I143

(Figure 1). Note that w has a unit of length, wI,i ≥ 0, and wef = lc, where lc is an array that144

contains the length of coarse grid cells and ef is a vector with one at all its entries defined on145

Gf . Also, wTec = lf , in which lf is an array that contains length of coarse grid cells. These two146

properties are a direct consequence of the fact that w preserves the integral quantity.147

The conservation of energy in one dimension requires lcI b
c
I that is the heat released in cell I148

to be equal to the sum of heat released in the fine grid cells overlapping with cell I. As a result,149

lcI b
c
I =

∑
i wI,ibf

i condition must be satisfied, allowing us to define C operator as C(bf) = bc = vbf
150

with151

vI,i =
wI,i

lcI
. (8)

In three dimensions, v is extended to three matrices, vx, vy, and vz for x, y, and z directions,152

respectively. Thus, C is expressed as153

C(bf)IJK = bc
IJK =

∑
i

∑
j

∑
k

vx
I,iv

y
J, jv

z
K,kbf

i jk. (9)

In Eq. (9), each summation must be carried out on a limited number of overlapping cells; hence,154

the computational cost remains as O(|bf
|).155
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Figure 2: The dynamic pattern of multigrid restriction and interpolations for two representative cases: 1) a uniform 1283

grid (blue solid) and 2) a nonuniform 120 × 80 × 80 grid (red dashed).

Operator F is also defined and extended to three dimensions in a similar manner. The only156

difference is that w is normalized by lf in this case. Defining157

ui,I =
wI,i

lfi
, (10)

in one dimension we have bf = ubc, and in three dimensions158

F (bc)i jk = bf
i jk =

∑
I

∑
J

∑
K

ux
i,Iu

y
j,Juz

k,Kbc
IJK , (11)

in which ux, uy, and uz are the corresponding weights for x, y, and z directions, respectively.159

Note that uec = ef , viz. a field on Gc with constant value is mapped to a constant value on Gf .160

If b is computed by volumetric integration over the cells, as is the case with the finite-volume161

discretization, C definition changes by setting vI,i = wI,i/lfi in Eq. (8). The definition of F , on the162

other hand, remains unchanged as long as the state variable is temperature T and x is a sample163

or volumetric average of T .164

Conventionally, multigrid methods have a preset pattern of restriction and interpolation oper-165

ations. The most common patterns are V cycle, i.e., m restrictions followed by m interpolations,166

and W cycle, i.e., m levels of restriction followed by m̃ ≤ m interpolations, m̃ restrictions, and m167

interpolations. The performance of each of these methods depends on the quality of the solution168

on the coarser levels. For one class of problems, one cycle of restriction might be sufficient,169

while for another, several cycles might be necessary. Therefore, we do not preset a pattern, but170

rather allow it to be determined dynamically through a recursive implementation (see Figure171

2). This recursive implementation is adopted to achieve a performance that is less sensitive to172

the underlying problem by dynamically emphasizing on levels that require more iterations to173

converge.174

Apart from the cycle pattern, the overall cost depends on the efficiency of the smoothing oper-175

ations, which are the few iterations performed at the intermediate levels of the multigrid scheme176

to remove high wavenumber errors. The Krylov-based iterative methods, namely the conjugate177

gradient (CG) for symmetric matrices and the bi-conjugate gradient (BCG) for nonsymmetric178

matrices, as well as other smoothing techniques such as Gauss-Seidel and relaxed-Jacobi [36]179
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are examined as candidates for smoother. Our results in Section 4.2 show that the choice of180

smoother moderately influences the overall performance of the multigrid solver. Therefore, we181

use the CG and BCG for symmetric and nonsymmetric matrices, respectively, throughout this182

study unless stated otherwise. These two iterative methods act as the smoother at the intermedi-183

ate levels and solver at the coarsest level of the multigrid algorithm.184

In our numerical experiments, the CG outperforms the BCG. To exploit this superior perfor-185

mance, we ensure that all restriction operations lead to a symmetric matrix. This way, the BCG186

is only used to solve a given nonsymmetric matrix at the finest level and smooth the original187

system. To ensure a restriction operation leads to a symmetric matrix, we build the coarse grid188

such that it is uniform in any given direction, i.e., lci = lc, in which189

lc
≡ |lc
|−1

∑
i

lci (12)

is the average grid size. Note that |lc
| and

∑
i lci are equal to the number of cells and the length190

of the domain, respectively. Through numerical experiments, we found that the best restriction191

strategy is to increase the average grid size at maximum by a factor of two in each direction while192

simultaneously restricting to a more isotropic grid. On a highly stretched grid, this translates into193

significant coarsening to no coarsening (or even refining) on different segments of the grid and194

in different directions. This strategy is superior to an evenly-distributed coarsening of the grid,195

in which lc is nonuniform and has a similar profile to lf . Mathematically, given the average grid196

size of the fine grid in x, y, and z directions as, lf,x, lf,y, and lf,z, respectively, we define a target197

coarse grid size as198

∆ ≡ 2 min
(
lf,x, lf,y, lf,z

)
. (13)

Setting the size of the grid to ∆ in all directions can lead to refinement in the direction with the199

largest lf . Hence, lc in each direction is determined based on max
(
∆, lf

)
. More specifically,200

lc,x = max
(
∆x, lf,x

)
, (14)

in which ∆x is the nearest value to ∆ with
∑

i lf,xi /∆x ∈ N. Similar expressions can also be written201

for lc,y and lc,z.202

We next put together all these components to build a multigrid algorithm for a problem de-203

fined as: given A, b, and ε, find x such that ‖Ax − b‖2 /‖b‖2 ≤ ε, where ‖ • ‖2 is the 2-norm204

operator. First, let A = {A0, A1, · · · Am} be a set of matrices in which A0 = A, Ai relative to205

Ai+1 is analogous to Af relative to Ac with their relationship fully described above, and m is206

the maximum number of multigrid levels. Additionally, we define function K(Ã, b̃, n, ε) to be207

represented by an iterative solver (the CG for a symmetric and the BCG for a nonsymmetric Ã)208

that returns x̃ as the solution to Ãx̃ = b̃ with a tolerance ε and a maximum number of iterations209

n. Now, we define a recursive multigrid function M
(
A, b̂, i

)
that returns x̂ as the solution to210

Ai x̂ = b̂ with a tolerance ε. With this definition, it is clear that x =M(A, b, 0) is the solution to211

the original problem. We define operatorM as212

213

Algorithm 1. Find x =M (A, b, i)214

215

i f i = m216
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x← K (Ai, b, n, ε)217

re turn x218

219

x← K (Ai, b, ns, εs)220

bf ← b − Ai x221

whi le ‖bf‖2/‖b‖2 > ε222

bc ← C
(
bf

)
223

xc ←M
(
A, bc, i + 1

)
224

xf ← F (xc)225

bf ← bf − Ai xf226

x← x + xf227

xf ← K
(
Ai, bf , ns, εs

)
228

bf ← bf − Ai xf229

x← x + xf230

231

re turn x232

233

In this algorithm, b is the given right-hand-side vector that is not modified throughout the234

algorithm whereas bf is the residual that is updated as the new solution candidates are computed235

and added to x. Hence, due to the condition on the while loop, x is returned only when the236

solution is converged to the specified tolerance, i.e. ‖Ax − b‖2 /‖b‖2 ≤ ε is always satisfied in237

case of a successful function return. The maximum number of iterations and tolerance of the238

iterative solver at the coarsest level, when i = m, are n and ε as opposed to ns and εs, respectively,239

with n � ns and ε � εs. These differences are to ensure the solution to the coarsest problem240

fully converges before returning. In other words, two later calls toK are smoothers while the first241

call is for solving a linear system. Also, note the recursive call to the next level of the multigrid242

solver inside the while loop. To prevent an infinite loop, one may add a counter or an upper limit243

on ‖bf
‖2 that calls an exit command in case of excessive iterations. The singularity of the linear244

system or choosing ε to be smaller that machine precision are some of the reasons that prevent245

‖bf
‖2/‖b‖2 < ε to be satisfied.246

3. Partitioning approach247

The scalability of an iterative algorithm is a function of its communication overhead and load248

balance. The communication overhead is directly proportional to the partitioning granularity,249

which is the ratio between the number of cells shared between processors to the total number250

of cells, while the load balance relies on an equal number of cells assigned to each processor.251

Partitioning a Cartesian grid to equal-sized cubes with an equal number of cells in each direction252

is an optimal choice concerning both the communication overhead and load balance. However,253

this is not possible in general for an arbitrary grid G and an arbitrary number of partitions np.254

Hence, a compromise must be made between these two factors.255

To improve flexibility and increase the number of partitioning combinations, we create a256

partition-grid, which is a rectilinear grid of partitions that is constructed by dividing the com-257

putational grid into a certain number of slices in each direction, with each of its blocks having258

different sizes. This added flexibility is to obtain an algorithm that remains optimal for a wider259

combination of G and np. As a one-dimensional illustration, consider a grid with 10 cells. A260

partitioning strategy that only allows for equal-sized partitions only accepts 1, 2, 5, or 10 as261

the number of processors. In three dimensions, mandating equal-size partitions limits the range262
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of possible partitioning options significantly. With this limitation removed, the average number263

of cells in a direction of a partition block, denoted by ni, can be a positive real number, i.e.,264

ni ∈ R+ ∀i ∈ {1, 2, 3}, and not necessarily an integer.265

To calculate ni, we first decompose the total number of partitions to prime numbers266

np =
∏

i

pki
i , (15)

in which p = {2, 3, 5, 7, 11, 13, 17, 19} is a truncated sequence of prime numbers, and ki ∈ N is267

the repetition associated with prime number pi, which must be calculated for a given np. Given p,268

k, and the total number of cells in each direction N = [N1,N2,N3] = [|lx
|, |ly
|, |lz
|], n is calculated269

as270

271

Algorithm 2. Find average number of partitioned cells n = n(p, k, N)272

273

n← N274

do i = |p|, · · · , 1275

whi le ki > 0276

j← argmax(n)277

n j ← n j/pi278

ki ← ki − 1279

280

re turn n281

282

For example, a 300 × 200 × 100 grid partitioned to np = 30 will produce n = [60, 66.667, 50],283

viz. partitioning x-direction to 5, y-direction to 3, and z-direction to 2. In y-direction, this leads284

to slices with a thickness of 67, 67, and 66 cells, hence yielding a small load imbalance of 1.5%.285

Additionally, since it is the largest entry of n that is divided by pi, the partitioned blocks are the286

closest possible cuboids to cubes.287

To maximize parallel efficiency, we separately partition all the m grids employed in the multi-288

grid algorithm according to the algorithm described above. These independent partitions can be289

significantly misaligned between adjacent levels (specifically between uniform and nonuniform290

grids). This misalignment has a direct implication on the implementation of C and F in terms of291

processor-to-processor communication. To simplify such implementation, we perform each of292

those operations in three steps. In the first step, considering C for example, values from the fine293

grid are copied into a buffer according to Eq. (9). Second, we communicate the buffer between294

processors, and third, assign it to the coarse grid. Using a buffer simplifies treatment of bound-295

aries, specifically when multiple cells, each from a different partition, contribute to a single cell296

on the coarse grid.297

Finally, we note that in the case of large m and np, there can be an excessive number of298

processors for solving a small system at the coarser grids. To prevent this issue, we impose a299

lower bound on ni to ensure a minimal number of cells per processor. Inevitably, some processors300

will be idle when this lower bound is reached. Not employing the full capacity of the machine301

in these cases has minimal effect on the overall performance because the cost of calculations on302

these coarse grids constitute a negligible fraction of the entire cost. The optimal choice of this303

lower bound depends on the hardware latency among others, and thus, is machine dependent.304

However, our numerical experiments show that its choice has a negligible effect on the overall305

performance. Hence, the lower bound on ni is set to 10 in all the calculations below.306
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4. Numerical test cases307

The multigrid method described in the previous sections is implemented in an in-house code308

that is designed for solving the Navier-Stokes equations for variable-density flows. The coupling309

between the multigrid solver and the main fluid solver allows for substitution of the present310

multigrid solver with an external linear solver, an exploited feature in Appendix A. Manufactured311

solutions are employed to validate the solver by comparing numerical and analytical solutions312

and ensuring the error drops as the square of the grid size. The solution obtained from the313

multigrid solver is verified outside of the linear solver by examining the residual and ensuring314

that it is within the specified tolerance ε.315

The only performance related parameter that impacts the end-user is the computational cost,316

a parameter that is selected as the figure of merit in this study. Although the computational cost317

depends on the system architecture, the machine hardware, various software components, and the318

user-specific implementation of the algorithms, nevertheless, it provides a comparative measure319

of the overall performance of the multigrid solver. In contrast to the number of iterations, which320

is adopted as the figure of merit in some studies, it captures the cumulative cost associated with321

various components of the multigrid algorithm. Moreover, it provides a mean for examining322

the parallel efficiency of the algorithm described in Section 3. The dependence on the system323

architecture is expected to influence the absolute performance values uniformly for all the test324

cases, thereby not changing any conclusion drawn based on the relative performance values.325

After each numerical experiment, we record the physical time to solution ts as a basis for326

comparison of the cost. It is of critical importance to note that ts is obtained based on the multi-327

grid solver portion of the code only and the calculations outside of the multigrid solver, such328

as the construction of the linear system, do not contribute to the performance estimates. Using329

ts, the performance results are reported in terms of computational throughput T , defined as the330

number of unknowns solved per second331

T = N/ts. (16)

N = N1N2N3 refers to the number of unknowns of the original system that are solved to the332

tolerance of ε = 10−7. We also report parallel efficiency η, computed as the ratio of throughput333

per processor to the maximum throughput per processor334

η =
T /np

max(T /np)
. (17)

4.1. The adjustable parameters of the multigrid335

The parameters of the multigrid method, described in Section 2, are chosen according to the336

following set of guidelines and are kept fixed throughout this study. The first parameter is the337

maximum number of iterations at the coarsest level n. The choice of n is straightforward because338

the linear system at the coarsest level must converge to the given tolerance. In other words, we339

design the solver at the coarsest level such that the exit decision is based on the tolerance only and340

not the number of iterations. In our computations, we found the choice of n = 500 is sufficiently341

large to ensure convergence at the coarsest level over a broad range of mesh and field conditions.342

The best choice of parameters for the smoother, namely the tolerance εs and the maximum343

number of iterations ns, lies in a finite range of values. For a moderate εs and sufficiently large ns,344

the performance of the multigrid solver will be independent of ns. Conversely, for a moderate ns
345

and sufficiently small εs, the results will be independent of the choice of εs. However, choosing346

10



a large ns or a small εs is not advised. Large ns may lead to resolving the large features of347

the solution (low wavenumbers) by the smoother at fine levels, which are otherwise captured at348

much lower cost at the coarser grids. Therefore, we need to compromise between the higher349

cost of computation at the fine grid and the necessity of resolving high wavenumbers by the350

smoother. The correct balance is not always achieved at a particular ns or εs. For instance, when351

the contribution of low wavenumbers is large, it is better to choose a smaller ns and resolve the352

solution at the coarser grid. To ensure sufficient smoothing while preventing excessive iterations,353

we adopt a loose tolerance and a bounded maximum number of iterations. Through several354

numerical experiments with different cases, we found εs = 0.15 and ns = 8 are universally nearly355

optimal. The reported results, however, could be slightly improved if these parameters were to356

be optimized case by case.357

Two remaining parameters are the maximum number of restriction levels m and the toler-358

ance of the overall algorithm ε. In practice, ε is application-dependent, and its choice directly359

determines the cost. log(1/ε) is linearly related to the number of required iterations. This linear360

dependence is shown in Figure 3, which is extracted from the simulation of turbulent flow in a361

duct on a 480×320×320 grid that is described in details later in Section 4.3. The absolute number362

of iterations – calculated as the number of matrix-vector products at the finest grid – might ap-363

pear to be excessive in comparison to a typical multigrid solver. This higher number is primarily364

due to the ill-conditioning of the underlying system and the large number of restriction levels m.365

Regardless of m, a linear convergence is observed up to machine precision. Provided this linear366

convergence, the comparison between various test cases is not affected by the choice of ε, and367

hence is fixed at 10−7 for all the results reported. The number of multigrid levels m can have a368

large influence on the cost if it is too small. One can verify that for m = 0, the multigrid algorithm369

reduces to a standard iterative method, significantly reducing the overall performance in case of370

large linear systems. As m increases, the total number of iterations increases and the effect of the371

coarser grid on the error, which is highly oscillatory at larger m, becomes more apparent (Figure372

3). Note that in this case, the lower number of iterations at the finest grid does not translate373

into a lower overall cost because the cost of the coarser grid solver dramatically increases for374

smaller m. For the problem sizes considered in this study the overall performance asymptotes375

to its minimum for m ≥ 3 to 4. Therefore, m = 4 in all our computations. Although m = 4 is376

sufficiently large for all cases discussed here, larger m might produce a detectable improvement377

in performance for problems that are significantly larger than those considered here.378

4.2. Heat conduction test cases379

In this section, the effect of grid spacing and anisotropy and also various smoothers on the380

performance of the multigrid solver is examined. The test case is constructed as a benchmark381

to allow for the reproduction of our results in the future. Additionally, the discrete solution is382

compared against an asymptotic solution to demonstrate the physical relevance of the under-383

lying linear system. Hence, we first describe the problem setup in detail and then present the384

performance evaluation of the multigrid solver.385

A cuboid solid with a constant heat conductivity that is heated at its center is considered (Fig-386

ure 4). The faces normal to the y-direction are isothermal walls. A periodic boundary condition387

is imposed on other faces. The grid is uniform in the periodic directions and nonuniform in the388

y-direction with389

lyi =
2

α − 1

[
α2i/N2 − 1
α2i/N2−1 + 1

−
α2(i−1)/N2 − 1
α2(i−1)/N2−1 + 1

]
, i = 1, · · · ,N2. (18)
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Figure 4: The temperature contours for a block of solid that is heated at its center, extracted from case T5 in Table 1. Top
and bottom surfaces are kept at T = 0 while the other boundaries are periodic.
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Case K N α AR κ Nitr T CR

T0 BCG 27 × 35 × 43 43 10 20 91 0.46 1.00
T1 GS 27 × 35 × 43 43 10 20 108 0.45 1.02
T2 RJ 27 × 35 × 43 43 10 20 150 0.46 1.00
T3 BCG 17 × 19 × 21 47 10 5.2 77 0.48 0.96
T4 BCG 53 × 69 × 85 40 10 80 95 0.35 1.31
T5 BCG 105 × 137 × 169 39 10 324 119 0.27 1.70
T6 BCG 27 × 35 × 43 1 1 1.3 32 0.85 0.54
T7 BCG 27 × 35 × 43 20 5 7.4 71 0.54 0.85
T8 BCG 27 × 35 × 43 233 50 240 222 0.23 2.00
T9 BCG 27 × 35 × 43 480 100 760 308 0.17 2.71

Table 1: The effect of grid spacing and anisotropy and the choice of smoother on the performance of the present multi-
grid. Results correspond to a cuboid solid heated at its center (Figure 4). K denotes the employed smoother (BCG:
Bi-conjugate gradient, GS: Gauss-Seidel, RJ: Relaxed Jacobi [36]). The grid has N points in each direction and is nonuni-
form in the y-direction according to Eq. (18) and α. AR denotes the grid aspect ratio in y-direction, i.e. max(ly)/min(ly).
κ is the condition number of the matrix, viz. the ratio of the largest eigenvalue of the matrix to the smallest, in thousands
(estimated for T6). Nitr is the total number of matrix-vector products at the finest grid for the entire solve. T is the
throughput of unknowns per second in millions and CR is the cost normalized by the cost of the reference case T0.

α in Eq. (18) determines stretching of the grid such that as α increases, the grid becomes more390

squeezed near the walls. For our second order discretization scheme, the resulting A is nonsym-391

metric with entries relating two adjacent cells j and j + 1 being 2/[lyj (l
y
j + lyj+1)] at row j and392

column j + 1 and 2/[lyj+1(lyj + lyj+1)] at row j + 1 and column j. The heating at the center is trans-393

lated to bi = 0 except for a single cell at the center of the domain at which b has a non-zero entry.394

The size of the domain, which is π×2×exp(1), is selected to be irrational and the number of grid395

points to be arbitrary to test the generality of the coarsening strategy. In total, ten cases are tested396

where the smoothers, grid spacing, and grid stretching are varied (Table 1). To have a one-to-one397

comparison of various smoothers, we compute Nitr as the total number of matrix-vector products398

rather than the number of calls to the smoother. Provided the homogeneity of the conductivity399

and the linearity of the system, all the reported results are independent of the absolute value of400

the heat conductivity and the heat source at the center. These computations are performed using401

a single Intel R© Xeon R© processor E5630.402

Cases T0, T1, and T2 show that the choice of smoother has minimal effect on the overall403

performance of the multigrid solver (Table 1). Despite lower Nitr of BCG, its overall cost remains404

similar to the other smoothers due to the additional operations in BCG algorithm such as vector-405

vector inner products. Increasing the number of grid points results in a significant increase in406

the condition number, a slight decrease in throughput, and an increase in Nitr. Comparing the407

cases T3 and T5, N is increased by a factor of 358 (corresponding to over 7-time grid refinement408

in each direction) whereas the performance only drops by a factor of 1.78. This disproportional409

drop in T , where T ∝ κ−1/7, shows the reasonable robustness of the present multigrid solver to410

the ill-conditioning of large systems, an observation that is reaffirmed by results in Section 4.3.411

The multigrid solver is less robust to the increase in grid aspect ratio as examined by cases T6,412

T1, T7, T8, and T9. T drops by a factor of five as the aspect ratio increases from 1 (uniform grid)413

to 100 and κ from 1.3 × 103 to 7.6 × 105. Although this drop is significant, it occurs at a lower414

rate than the rate at which the range of length scales widens from T6 to T9, i.e. T ∝ κ−1/4 in this415

case. In overall, these results show the performance of the multigrid solver is insensitive to the416
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Figure 5: Temperature T variation as a function of distance from the center of the cube r in Figure 4, measured along
the x-axis (solid black), y-axis (dashed red), and z-axis (dashed-dot blue). Dotted line shows T ∝ 1/r and is included to
show the decay rate of T (r).

choice of the smoother and is reasonably robust against variation in grid spacing and anisotropy.417

The solution obtained from the multigrid solver is compared against an asymptotic solution418

in Figure 5. For the simple setup under consideration, where the heat is released in a small cell419

at the center of the domain, the temperature drops as 1/r with r being the distance from the420

center (1/r is an analytical solution to the Poisson equation in the spherical coordinate system).421

Near the boundaries, where the solution is affected by the periodicity or isothermal conditions,422

temperature deviates from 1/r behavior. Nevertheless, there is an excellent collapse between423

T (r) computed along various axes away from the boundaries.424

4.3. Fluid dynamics test cases425

We consider two sets of test cases in this section. The first set involves direct numerical426

simulations of isotropic homogeneous turbulence in a cubic box, where the grid is uniform in427

all directions, and density (1/κ in Eq. (5)) is constant. These cases are considered for testing the428

components of the multigrid algorithm under simplified conditions, in which the linear system is429

symmetric. The second set involves direct numerical simulation of a radiated particle-laden flow430

in a duct with square cross section [32, 31]. Particles absorb radiative energy and transfer it to431

the fluid, hence density varies (i.e. 1/κ in Eq. (5)) in space by a factor of approximately 3 (Figure432

6). In these cases, while the grid is homogeneous in the x-direction, which is the direction of the433

bulk flow, it is stretched near the walls in the y- and z-directions. The grid is stretched according434

to Eq. (18) and α = 58 such that the cells near the walls have a much smaller li in comparison435

with those at the duct center. For 240 × 160 × 160 grid, this choice of stretching parameter leads436

to max(ly)/min(ly) ≈ 15, ly/min(ly) ≈ 7, and lx/min(ly) ≈ 28. The domain is cuboid with an437

aspect ratio of 6 × 1 × 1. The number of cells in the x-direction is approximately 1.5 times that438

of y- or z-direction. This set of test cases will evaluate the performance of the present multigrid439

algorithm for nonsymmetric matrices. For each of these two sets of cases, we ensure that the flow440

is sufficiently evolved in time such that all wavenumbers are present in the linear system. These441
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Figure 6: The snapshot of the density field in turbulent particle-laden duct flow simulations. For top to bottom: 120 ×
80× 80, 240× 160× 160, and 480× 320× 320 stretched grids. The bulk Reynolds number of the flow simulated on these
three grids are 5× 103, 104, and 2× 104, respectively. Fluid density at the side walls and outlets are shown in the left and
right, respectively.

two cases are also employed in Appendix A to benchmark our solver by comparing it against the442

Trilinos’s multigrid solver.443

To show the ill-conditioning of the linear systems under consideration, we computed the444

condition number of a series of relatively small systems by varying N, max(ρ)/min(ρ) =445

max(κ)/min(κ), and allowing for grid stretching (Figure 7). The results show that the condi-446

tion number increases with the number of cells and density ratio. Comparing the stretched grid447

cases with density ratio of one and the uniform grid cases with an equivalent N shows approxi-448

mately two orders of magnitude increase in the condition number. This increase in the condition449

number can be explained by lx/min(ly) ≈ 28 for the stretched grids and the change of boundary450

conditions from periodic to physics based conditions consistent with no-slip adiabatic walls.451

All of the results reported here are obtained from calculations on Titan supercomputer at452

the Oak Ridge Leadership Computing Facility (OLCF). Titan contains 18,688 compute nodes,453

each composed of a 16-core 2.2GHz AMD OpteronTM 6274 (Interlagos) processor and 32 GB of454

RAM. Two nodes share a GeminiTM high-speed interconnect router.455

To test the strong scalability and O(N) behavior of the present multigrid algorithm for the456

first set of test cases described above, three grids with 2563, 5123 and 10243 cells are considered.457

Simulations are performed at different np, ranging from 16 to over 3 × 104, and throughput458

and parallel efficiency are computed for each run (Figure 8). The results have a number of459

implications. The linear increase in throughput for a given grid shows parallel scalability of our460

implementation since an increase in the number of processors is followed by the same increase461

in the rate at which the system is solved. At peak performance, 5 × 109 unknowns are solved per462

second. The collapse of throughput curves at lower np in Figure 8-a shows that the cost is O(N).463
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Figure 7: The effect of number of grid points N, mesh anisotropy, and density ratio on condition number: (a) the
homogeneous turbulence with isotropic mesh N1 = N2 = N3 = N1/3 at a constant density, and (b) heated duct flow with
stretched grids where condition number is computed at different level of heating (i.e. max(κ)/min(κ) in Eq. (5)) for two
grids 30 × 20 × 20 (red squares) and 60 × 40 × 40 (black circles). Lines with slope of 1 are shown for reference.

In other words, for fixed number of processors, the number of unknowns solved is proportional464

to the required time for the solution. The collapse of 5123 and 10243 curves is observed, whereas465

T for 2563 is slightly lower than 5123 (Figure 8-a). The linear extrapolation of 5123 curve to466

lower np coincides with 2563 curve, suggesting that the lower performance of 2563 is partly a467

result of lower parallel efficiency rather than the super-linear variation of the cost versus N.468

To further investigate the variation of parallel efficiency, η is computed for each simulation469

and also shown in Figure 8-b. The absolute value of efficiency depends on the maximum per-470

formance, i.e., max(T /np), that is only measured on a discrete set of np. The measured peak471

efficiency appears to be a good representative of the actual peak efficiency of the solver, since all472

curves plateau at large N/np. The overall trend of η(N/np) shows the importance of communica-473

tion latency and granularity. Parallel efficiency increases sharply at low N/np and asymptotes to474

its highest value as N/np → ∞. These two behaviors are typical of the fine-grained (low N/np)475

and coarse-grained (high N/np) parallelism, where the communication overhead is significant476

and negligible in comparison to computations, respectively. The grain size, i.e., the number of477

unknowns per processor, at which the efficiency drops is of prime importance. It provides an478

estimate of the largest number of processors that can be efficiently used for a given problem size.479

The sharp drop in η varies slightly with the problem size. For a larger problem, a larger grain is480

required to achieve the same level of efficiency as a smaller problem. Considering η = 50% as the481

minimum acceptable efficiency, the 2563 case can be run efficiently as long as there are 15, 000482

unknowns per processor, whereas a minimum of 60, 000 unknowns is needed per processor for483

the 10243 case.484

The reduction in efficiency versus problem size is further analyzed through the weak scaling485

study of the solver performed by a series of simulations at which the number of unknowns in each486

partition is held fixed as the number of partitions is increased. Two cases are considered with487

N/np = 25, 000 (fine-grained) and 50,000 (coarse-grained). These results are also based on the488

simulations of homogeneous isotropic turbulence on uniform grids (Figure 9). The results show489
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Figure 8: Throughput T as a function of number of processors np (a) and parallel efficiency η as a function of number
of unknowns per processor N/np (b). Results, showing the strong scalability for a symmetric matrix, are related to the
isotropic turbulence simulation on 2563 (blue stars), 5123 (red squares) and 10243 (black circles) grids.

an almost linear increase in throughput up to np ≈ 10, 000. The throughput of the case N/np =490

50, 000 at np = 8 and np = 128 indicates that the number of iterations is almost independent491

of N. The linear increase in throughput is observed in both cases, showing O(N) scaling of the492

solver even at the finer grain size of N/np = 25, 000 (Figure 9-a). The O(N) variation of the cost493

underscores the main advantage of the multigrid algorithm in comparison with the conventional494

iterative techniques, in which the cost increases super-linearly with N.495

Parallel efficiency is also computed from the results of the weak scaling study (Figure 9-b).496

The efficiency remains above 60% for the large-grained case, while for the fine-grained case,497

it drops to approximately 40% at np = 4, 048. This drop in efficiency is mainly a result of the498

latency of the collective communications, which hinders scalability by introducing additional499

cost at large np. Increasing N/np from 25,000 to 50,000 improves efficiency as the computations500

account for a larger portion of the overall cost at larger N/np.501

To test the performance of the solver for nonsymmetric linear systems, we next consider duct502

flow simulations (Figure 6). These cases allow for benchmarking the solver when the restriction503

operation C involves a nonuniform-to-uniform mapping and the smoother at the finest grid is504

based on the BCG. These are in contrast to the cases considered above, where the grid was505

uniform at all levels and the CG was employed as the smoother. We consider three nonuniform506

grids, i.e., 320 × 180 × 180, 480 × 320 × 320, and 1024 × 768 × 768. The approximate number507

of unknowns in these three cases are 107, 5 × 107, and 6 × 108, respectively. The number of508

cells in each direction is dividable to small prime numbers, namely 2 and 3, hence allowing for509

a wider selection of np that leads to efficient partitioning. Computations are performed using510

16 ≤ np ≤ 18432 and throughput is measured for each case and plotted in Figure 10-a.511

The overall trends observed in Figure 10 are similar to Figure 8, showing that our solver be-512

haves similarly for symmetric and nonsymmetric matrices. For all three problem sizes, through-513

put increases linearly at lower np, showing the linear parallel scalability of our solver. The514

collapse of the curves, as discussed before, indicates that the cost is of O(N) and the number of515

iterations of the multigrid is independent of the problem size. In comparison to the uniform grid,516
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Figure 9: The weak scalability study of throughput T (a) and efficiency η (b) as a function of number of processors np.
Results are obtained from the isotropic turbulence simulations on a uniform grid with 25,000 (red squares) and 50,000
(black circles) unknowns per processor.
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Figure 10: Throughput T as a function of number of processors np (a) and parallel efficiency η as a function of number
of unknowns per processor N/np (b). Results, showing the strong scalability of the multigrid solver for nonsymmetric
systems, are related to the duct simulation on 320 × 180 × 180 (blue stars), 480 × 320 × 320 (red squares), and 1024 ×
768 × 768 (black circles) nonuniform grids.
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Figure 11: Throughput T (a) and efficiency η (b) as a function of number of processors np. These weak scaling results are
obtained from the duct simulations on nonuniform grids with 12,000 (red squares) and 48,000 (black circles) unknowns
per processor.

throughput at a given number of unknowns is slightly lower. Considering np = 16, throughput517

for the uniform grid is approximately 50% higher than that of nonuniform (Figures 8-a and 10-a).518

This difference is attributed to the use of the BCG, as opposed to the CG, in the computations519

involving nonsymmetric systems on nonuniform grids. The maximum throughput achieved in520

these computations is 6.1 × 108, which is approximately 8 times lower than that of the uniform521

computations. This larger gap is due to the smaller problem size (by 56%) and lower number of522

processors (by 56%) utilized in the case of computations with the nonuniform grid.523

Parallel efficiency is also computed (Figure 10-b), showing a similar trend to the results524

obtained from uniform grid computations. Consistent with our previous observation, parallel525

efficiency drops as grain size decreases. A minimum of 104, 2.5×104 and 13×104 unknowns per526

processor is required for the three studied problem sizes to achieve η > 50%. Comparing these527

numbers with that of the uniform grid shows that the granularity requirement of the multigrid528

solver is not affected by the symmetric properties of the underlying system. The granularity529

requirement, however, is affected by the size of the problem, increasing as N increases.530

To further investigate the behavior of the solver at larger problem sizes, we employed a range531

of nonuniform grids to perform a weak scaling study. The number of unknowns per processor532

is kept fixed at 12,000 (fine-grained) and 48,000 (coarse-grained) in these computations. The533

increase in throughput as a function of the number of processors is slower than linear, particularly534

for the fine-grained case (Figure 11-a). This slower than linear growth is in contrast to the535

simulations with the uniform grid, which showed T = O(np) (Figure 9-a). The sub-linear growth536

in the case of the nonuniform grid is partly a result of the grid and np selection that leads to537

an inefficient partitioning. To satisfy the N = 1.2 × 104np or N = 4.8 × 104np condition, the538

number of grid points in each direction must be selected according to the number of processors.539

The constructed grid, as a result, may not be dividable to cubes, hence producing an inefficient540

partitioning and reducing the overall throughput. In practice, analogous to our grid choice in541

the strong scaling study, it is better to select the number of grid cells from the product of small542

prime numbers to achieve higher efficiency. This choice of the number of grid cells is particularly543
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Figure 12: The schematic of a duct flow with three drops (red spheres). The fluid density ρr inside these drops is r times
larger than the surrounding fluid.

important for fine-grained computations, where the communication latency is sufficiently large544

to impact the overall performance of the solver.545

The sub-linear behavior of throughput for the weak scaling study is reaffirmed by the ef-546

ficiency results (Figure 11-b). In comparison to the uniform grid computations that showed a547

plateau at a small number of processors (Figure 9-b), the efficiency drops sharply for the nonuni-548

form computations, even at small np. Analogous to the uniform grid computations, the coarse-549

grained nonuniform computations show a higher efficiency in comparison to the fine-grained550

computations.551

4.4. Two-phase flow test cases552

To ensure robustness of the present multigrid method to large density variation, we consider553

the duct flow simulations on the nonuniform grids. The three cases shown in Figure 6 are con-554

sidered. To obtain different levels of density variation, we generate additional artificial density555

fields, ρr, that have significantly higher or lower fluctuations, by post processing the available556

physical density data, according to the following mapping557

ρr(x) =
(r − 1)〈ρ〉

max(ρ) − 〈ρ〉 + r(〈ρ〉 −min(ρ))
(ρ(x) − 〈ρ〉) + 〈ρ〉, (19)

where r is the desired density ratio, ρ(x) is the density field extracted from the reference simu-558

lation (shown in Figure 6), and 〈•〉 denotes spatial averaging. Equation (19) is formulated such559

that r = max(ρr)/min(ρr) and also 〈ρr〉 = 〈ρ〉. Furthermore 0 < ρr < ∞, viz. the PDE coefficient560

(κ in Eq. (5)) remains physical, bounded, and nonzero. Additionally, to test the robustness of our561

multigrid algorithm to sharp changes in the density field, we consider a two-phase flow problem562

shown in Figure 12. In this case, three droplets are placed inside the duct with four side walls. ρr563

is uniform everywhere expect at the interface where it increases by a factor of r to the droplets564

density that is higher than the surrounding fluid. For a fair comparison with the previous case,565

where density varies continuously in space, we keep the grid and boundary conditions the same566

between two sets of cases. All these computations are performed on local computing resources567

(Certainty compute cluster at Stanford University), using 192 processors.568
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120 × 80 × 80 240 × 160 × 160 480 × 320 × 320

ρr r T CR T CR T CR

– 100 8.5 1 11.2 1 9.5 1
C 101 10.3 0.83 11.0 1.02 8.7 1.09
C 102 12.1 0.71 11.7 0.96 11.0 0.86
C 103 6.9 1.24 21.1 0.53 15.1 0.63
C 104 5.1 1.67 26.9 0.43 14.7 0.65
S 101 7.8 1.09 10.9 1.04 9.0 1.05
S 102 8.0 1.06 10.7 1.05 8.7 1.10
S 103 7.9 1.07 10.3 1.09 8.3 1.14
S 104 8.0 1.06 10.1 1.11 7.9 1.20

Table 2: The effect of density ratio on the performance of the present multigrid. ρr = C denotes continuous spatial
variation of density extracted from the heated duct flow simulations (Figure 6). ρr = S denotes sharp spatial variation of
density extracted from the two-phase-flow problem (Figure 12). r is the density ratio, T is the throughput of unknowns
per second in millions, and CR is the cost normalized by the cost at the density ratio of 1. These computations are
performed using 192 processors on 120 × 80 × 80, 240 × 160 × 160, and 480 × 320 × 320 nonuniform grids.

The results are tabulated in Table 2. It is clear that the performance is not adversely affected569

by large density ratios. On the contrary, time-to-solution decreases at higher density ratios in570

some cases regardless of the size of the system. For continuous density field cases, as r grows,571

the throughput of 480×320×320 and 240×160×160 cases generally increases. The improved rate572

of convergence is achieved despite the higher condition number at higher r, as was demonstrated573

in Figure 7-b. Replacing the continuous (Figure 6) with the discontinuous (Figure 12) density574

field has little effect on the results reported in Table 2 since the cost ratio remainsO(1). These test575

cases show the robustness of the present multigrid to large density ratio, extending its potential576

use to two-phase flow problems where density ratios as large as 10000 and sharp changes in ρ577

are commonplace.578

5. Conclusions579

A scalable geometric multigrid method is introduced for efficiently solving nonsymmetric580

linear systems resulting from the discretization of elliptic PDE operators on rectilinear grids.581

This method is constructed based on the underlying PDE, exploiting its conservation properties.582

A restriction operation is defined such that the resulted grid is always uniform, producing a sym-583

metric linear system at all levels except the finest grid. An optimal pattern of restriction and584

interpolations is obtained through a recursive implementation. To improve parallel scalability,585

we introduced a flexible partitioning approach that produces nearly optimal partitioning. Re-586

gardless of the multigrid level, all grids are partitioned such that the communication overhead is587

minimized and the load on all processors is balanced.588

The symmetric and nonsymmetric test cases showed that the proposed algorithm is scalable589

in terms of both the problem size and the number of processors. Increasing the size of the prob-590

lem led to a linear increase in cost, confirming O(N) behavior of the solver and its robustness591

against ill-conditioning of the linear system due to the presence of wide range of wavenum-592

bers. For a given problem size, increasing the number of processors led to a linear increase in593

throughput, confirming parallel scalability of the proposed implementation up to N/np = 104 to594
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105. The excellent robustness of our algorithm to the large spatial variation of density was also595

demonstrated.596

Only a few adjustable parameters appeared in our algorithm. General guidelines were pro-597

vided for their adjustment. The overall performance of the solver was minimally affected by598

varying these parameters around the recommended values. The recommended values appear to599

be universally optimal as a near optimal performance was achieved in all the reported computa-600

tions that were based on a fixed set of values. Application of our algorithm to a wider range of601

test cases, where the optimality of these adjustable parameters can be explored, remains a subject602

for future studies.603
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Appendix A. Comparison against Trilinos611

To benchmark our results, we repeated some of the calculations presented earlier using the612

Trilinos software [33]. For these cases, the same linear systems employed for testing our al-613

gorithm were loaded to Trilinos. The pre-existing template files, found in the library’s docu-614

mentation, are used to set up the problem. The pre-installed Trilinos library on Titan (version615

cray-trilinos/11.12.1.3) is employed with the multigrid and CG solvers from MueLu [37] and Be-616

los [38] packages, respectively. The adjustable parameters are tuned based on the recommended617

criteria and our numerical experiments. In particular, the problem type is set to Poisson-3D for618

the multigrid solver and the Chebyshev polynomial is employed as the smoother with a V-cycle619

pattern, as recommended for Poisson linear systems. We selected the remaining parameters ac-620

cording to the default settings. We acknowledge the possibility of achieving higher performance621

with Trilinos if the different combination of parameters were to be examined to minimize the622

cost. We did not fully optimize all input parameters for practical reasons, as such an exercise623

entails an exploration of an over 20-dimensional parameter space.624

The direct numerical simulation of homogeneous isotropic turbulence on a uniform 2563 grid625

is performed using the present and Trilinos multigrid solver (Table A.3). To provide a reference626

point, we repeated the same computations using the Trilinos CG solver. From these results, the627

present multigrid outperforms the Trilinos’s multigrid and the CG by a factor of approximately628

3 and 10, respectively. As suggested by Figure 7-a, the increase in condition number will lead629

to higher cost ratio on larger grids. Regarding parallel efficiency, the present implementation is630

more scalable in comparison to the Trilinos. The better scalability is observed on coarse- and631

fine-grained computations with N/np ranging from millions to few thousands.632

To establish consistency of the results with respect to the symmetric properties of the linear633

system, we considered the duct flow simulations on the nonuniform grids (Figure 6). The den-634

sity variation in the entire domain (i.e., max(ρ)/min(ρ)) is approximately 3. Computations are635

performed on three grids 120 × 80 × 80, 240 × 160 × 160, and 480 × 320 × 320 with the number636
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present MG Trilinos MG BCG

Case N np N/np T η CR T η CR T η CR

U1 17 16 1048 1.2 100 1 0.75 100 1.6 0.11 100 11
U2 17 32 512 2.4 100 1 1.3 84 1.9 0.20 93 12
U3 17 64 256 4.6 97 1 1.9 65 2.4 0.35 82 13
U4 17 128 128 8.7 90 1 2.9 49 3.0 0.59 68 15
U5 17 256 64 16 82 1 4.3 36 3.7 0.88 51 18
U6 17 512 32 29 76 1 8.6 36 3.4 1.8 51 16
U7 17 1024 16 45 59 1 12 26 3.7 3.1 45 14
U8 17 2048 8 54 35 1 15 16 3.6 5.3 38 10

Table A.3: Strong scaling of the present multigrid method and its comparison to the Trilinos’s multigrid and the standard
CG algorithm. Results correspond to homogeneous isotropic simulations on a 2563 uniform grid. np is number of
processors, N is number of unknowns in millions, N/np is the number of unknowns per processor in thousands, T is
throughput of unknowns per second in millions, η is parallel efficiency with respect to the most efficient case of the
corresponding algorithm, and CR is the cost normalized by the cost of the present multigrid.

of processors proportional to the problem size. The same computations are also carried out using637

the multigrid method from the Trilinos package and the standard BCG (Table A.4).638

From Table A.4, the present multigrid outperforms the Trilinos’s multigrid and the BCG by639

approximately one and two orders of magnitude, respectively. This difference is much larger640

than the corresponding difference in the uniform grid computations. Using a standard iterative641

solver is not a viable option for these computations as a solve that takes a second with the present642

multigrid takes minutes with the BCG. The extremely low performance of the BCG, which be-643

comes even worst on finer grids, is due to the ill-conditioning of the linear system as discussed644

in Section 1.645

The difference between the performance of the present multigrid and the Trilinos’ multigrid646

becomes larger as N increases. The throughput of the Trilinos’s multigrid is 3 times lower than647

the present multigrid on the coarser grid, whereas, on the finer grid, it is over 10 times lower.648

The difference between the two solvers is partly due to the better scalability of the present solver649

in this particular configuration. Consistent with the foregoing results (Figure 11), the present650

multigrid scales well when the number of unknowns per processor drops from 48,000 to 24,000.651

The efficiency of the Trilinos’s multigrid solver, on the other hand, drops significantly as np
652

increases (e.g. η drops by 50% from case N5 to N6), leading to its lower overall performance.653
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