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Universidad Politécnica de Cataluña
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Abstract

The main purpose of Feature Selection (FS)is
to find a reduced subset of attributes from
a data set described by a feature set. This
implies a search process in the space of pos-
sible solutions, trying to optimize an objec-
tive function. This work introduces TAFS,a
Thermodynamic Annealing Feature Selection
algorithm. Given a suitable objective func-
tion, TAFS uses a special-purpose implemen-
tation of simulated annealing to find a good
subset of attributes that maximizes this ob-
jective function. A distinctive characteristic of
TAFS over other search algorithms for feature
subset selection is its probabilistic capability
to accept momentarily worse solutions. TAFS
has been evaluated against one of the most
robust and reliable algorithm, the Sequential
Forward Floating Search method (SFFS). Our
experimental results show that TAFS achieves
significant improvements over SFFS in the ob-
jective function for classification tasks with a
reasonable reduction in subset size.

1 Introduction

The importance of FS is beyond doubt in in-
ductive machine learning and data mining [7].
The FS problem in terms of supervised in-
ductive learning can be expressed as: given
a set of candidate features, select a subset de-
fined by one of two approaches: a) the sub-
set with a specified size that optimizes an ob-
jective function, b) the subset of smaller size
that satisfies a certain restriction on the ob-

jective function. The generic purpose pursued
is the improvement of the inductive learner,
either in terms of learning speed, generaliza-
tion capacity or simplicity of representation.
Other advantages are easier understanding of
the results obtained by the inducer and reduc-
tion of the noise generated by irrelevant or re-
dundant features, thereby eliminating useless
knowledge. An important family of algorithms
perform an explicit search in the space of sub-
sets by iteratively adding and/or removing fea-
tures one at a time until some stop condition
is met. This process is guided by the objective
function (usually the inducer itself).

This work addresses the problem of select-
ing a subset of features from a given set
in an inductive learning setting by introduc-
ing TAFS (Thermodynamic Annealing Fea-
ture Selection) a novel algorithm for FS. Given
a suitable objective function, the algorithm
makes uses of an special-purpose simulated an-

nealing technique to find a good subset of at-
tributes that maximizes the objective func-
tion. The algorithm is parameterized by the
initial and final temperature settings and the
value of the ǫ parameter. These values are nec-
essary to achieve the desired eventual explo-
ration of worse solutions. A further charac-
teristic of TAFS over other search algorithms
for feature subset selection is its probabilistic
capability to accept momentarily worse solu-
tions, which in the end may result in better
hypotheses. The TAFS algorithm is evalu-
ated against the Sequential Forward Floating

Search (SFFS) proposed by [10], one of the
most robust and reliable algorithms. In our ex-



perimental results, TAFS achieves significant
improvements in the maximization of the ob-
jective function for classification tasks, along
with a reasonable reduction in subset size (less
reduction than that obtained with SFFS). In
contrast, SFFS needs the specification of the
desired size of the final solution, a value very
difficult to estimate in many practical situa-
tions.

Figure 1: Algorithm SFFS. SFG (SBG) means the
addition (removal) of the best (worst) feature. The
set Xk denotes the current solution (of size k).

The document is organized as follows: first
we briefly review the FS problem and the
SFFS algorithm. Next, we review relevant
material on Simulated Annealing. The TAFS

algorithm is then introduced in pseudo-code
form. The methodology and setting used in
the empirical evaluation are covered in the
next section, followed by the results. Next,
several experiments are conducted to illus-
trate the behaviour of the algorithm, measur-
ing some indicators of the annealing process.
The paper ends with the conclusions and di-
rections for future work.

2 Feature Selection

Let X = {x1, . . . , xn}, n > 0 denote the full
feature set. Without loss of generality, we
assume that the objective function (OF) J :
P(X) → R

+ ∪ {0} is to be maximized, where
P denotes the set of parts. At all times in the
discussion, Xk ⊆ X denotes a subset of cur-

rently selected features, with |Xk| = k. Hence,
by definition, X0 = ∅, and Xn = X. The se-
lection of a feature subset can be made under
two premises:

• Set 0 < m < n. Find Xm ⊂ X, such that
J(Xm) is maximum.

• Set a value J0, the minimum J that is
going to be accepted. Find the Xm ⊆ X

with smaller m such that J(Xm) ≥ J0.
Alternatively, given α > 0, find the Xm ⊆
X with smaller m, such that |J(Xm) −
J(X)| < αJ(X).

Notice that, with these definitions, the opti-
mal subset of features always exists but is not
necessarily unique. In the literature, several
suboptimal algorithms have been proposed for
FS. Among them, a wide family is formed
by those algorithms which, departing from an
initial solution, iteratively add or delete fea-
tures by locally optimizing the OF . Here lo-

cal has to be understood has “in a neighbor-
hood of the current solution”. These algo-
rithms leave a sequence of visited states with
no backtracking and can be cast in the gen-
eral class of hill-climbing algorithms. Among
the proposed such algorithms are the sequen-
tial forward generation (SFG) and sequential
backward generation (SBG), the plus-l-minus-

r (also called plus l - take away r) [1], the Se-

quential Forward Floating Search (SFFS) and
its backward counterpart [10]. The high per-
formance of this algorithm has been studied by
[3] and [6] and is best described in flow-chart
form, in Fig. 1.

3 Simulated Annealing

Simulated Annealing (SA) is a stochastic tech-
nique inspired on statistical mechanics for
finding near globally optimum solutions to
large (combinatorial) optimization problems.
SA is a weak method in that it needs almost no
information about the structure of the search
space. The algorithm works by assuming that
some part of the current solution belongs to
a potentially better one, and thus this part
should be retained by exploring neighbors of
the current solution. Assuming the OF is to
be minimized, then SA can jump from hill
to hill and hence escape or simply avoid sub-
optimal solutions. When a system S (consid-
ered as a set of possible states) is in thermal
equilibrium (at a given temperature T ), the
probability that it is in a certain state s, called
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PT (s) depends on T and on the energy E(s) of
the state s. This probability follows a Boltz-
mann distribution:

PT (s) =
exp(−E(s)

kT
)

Z
,

with Z =
s∈S

exp(−
E(s)

kT
)

where k is the Boltzmann constant and Z acts
as a normalization factor. Metropolis and his
co-workers [8] developed a stochastic relax-
ation method that works by simulating the be-
havior of a system at a given T . Being s the
current state and s′ a neighboring state, the
probability of making a transition from s to s′

is the ratio PT (s → s′) between the probabil-
ity of being in s and the probability of being
in s′:

PT (s → s
′) =

PT (s′)

PT (s)
= exp(−

∆E

kT
)

where we have defined ∆E = E(s′) − E(s).
Therefore, the acceptance or rejection of s′

as the new state depends on the difference of
the energies of both states at T . If PT (s′) ≥
PT (s) then the “move” is always accepted. It
PT (s′) < PT (s) then it is accepted with proba-
bility PT (s, s′) < 1 (this situation corresponds
to a transition to a higher-energy state). Note
that this probability depends upon and de-
creases with the current T . In the end, there
will be a T low enough (the freezing point),
wherein these transitions will be very unlikely
and the system will be considered frozen. In
order to maximize the probability of finding
states of minimal energy at every T , thermal

equilibrium must be reached. To do this, ac-
cording to [8], there is an annealing schedule
designed to prevent the process from getting
stuck at a local minimum. The SA algorithm
proposed by [4] consists on using the Metropo-
lis idea at each T for a finite amount of time.
In this algorithm the T is first set at a ini-
tially high value, spending enough time at it
so to approximate thermal equilibrium. Then
a small decrement of the T is performed and
the process is iterated until the system is con-
sidered frozen. If the cooling schedule is well
designed, the final reached state may be con-

sidered a near-optimal solution. However, the
whole process is inherently slow, mainly be-
cause of the thermal equilibrium requirement
at every T .

4 A Thermodynamical Algorithm

for Feature Selection

In this section we introduce TAFS (Thermo-
dynamical Algorithm for Feature Selection),
a novel algorithm for FS useful for problems
of moderate feature size (up to one hundred).
Considering the simulated annealing as a com-
binatorial optimization process [11], TAFS
finds a subset of attributes that maximizes
the value of a given OF . A special-purpose
FS mechanism is embedded into the Simu-
lated annealing framework, taking advantage
of its most distinctive characteristic, the prob-
abilistic acceptance capability of worse sce-
narios over a finite time. This characterisic
is enhanced in TAFS by the notion of an ǫ-
improvement: a feature ǫ-improves a current
solution if it has a higher value of the OF or
a value not worse than ǫ%. This mechanism
is intended to account for noise in the evalu-
ation of the OF . The pseudo-code of TAFS
is depicted in Fig. 2. The algorithm consists
of two major loops. The outer loop waits for
the inner loop to finish and then updates T ac-
cording to the chosen cooling schedule. When
this loop reaches Tmin, the algorithm halts. It
keeps track of the best solution found (which
is not necessarily the current one). The inner
loop is the core of the algorithm and is com-
posed of two interleaved procedures: Forward

and Backward, that iterate until an equilib-
rium point is found. These procedures work
independently of each other, but share infor-
mation about the results of their respective
search in the form of the current solution.
Within them, FS takes place and the mecha-
nism to escape from local minima starts work-
ing. These procedures iteratively add or re-
move features one at a time in such a way
that an ǫ-improvement is accepted uncondi-
tionally, whereas a non ǫ-improvement is ac-
cepted probabilistically. The pseudo-code for
Forward and Backward, and ǫ-improvement is
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Inputs:
Xn Full Feature set x1 . . . xn

J() Objective Function
α() Cooling Schedule
ǫ Epsilon
T0 Initial Temperature
Tmin Final Temperature

ALGORITHM TAFS(Xn, J, α, ǫ, T0, Tmin)
Xcur := ∅ Initial current subset
Jcur := 0 Initial objective function value
T := T0 Initial temperature
While T > Tmin

Repeat
Y := Xcur

Forward (Xcur)
Backward (Xcur)

until Y = Xcur

T := α(T )
endwhile
END ALGORITHM

Figure 2: TAFS algorithm for feature selection.

outlined in Fig. 3.

When Forward and Backward finish their re-
spective tasks, TAFS checks is the current so-
lution is the same as it was prior to their execu-
tion. If it is the case, T is adjusted according
to the cooling schedule. If it is not, another
loop of Forward and Backward is carried out.

5 An Experimental Study

In order to determine the potential of TAFS,
a number of experimental tests to obtain the
best possible subset were developed. These
experiments try to be a mixture of different
real-life situations. In particular, full feature
size ranges from just a few (7) to dozens (60),
sample size from hundredths (129) to the thou-
sands (12000) and feature type is either con-
tinuous or categorical. The problems have
also been selected with a criterion in mind
not very commonly found in similar experi-
mental work, namely, that these problems are
amenable to FS. By this it is meant that per-

PROCEDURE Forward (var Z)
Repeat

x := argmax{ xi ∈ Xn \ Z | J(Z ∪ {xi})}
If >ǫ (Z, x, true) then accept := true

else
∆J := J(Z ∪ {x}) − J(Z)

accept := rand(0, 1) < e
∆J

T

endif
If accept then Z := Z ∪ {x} endif
If J(Z) > Jcur then Jcur := J(Z) endif

Until not accept

END Forward

PROCEDURE Backward (var Z)
Repeat

x := argmax{ xi ∈ Z | J(Z \ {xi})}
If >ǫ (Z, x, false) then accept := true

else
∆J := J(Z \ {x}) − J(Z)

accept := rand(0, 1) < e
∆J

T

endif
If accept then Z := Z \ {x} endif
If J(Z) > Jcur then Jcur := J(Z) endif

Until not accept

END Backward

FUNCTION >ǫ (Z, x, d)
RETURNS boolean

If d then Z′ := Z ∪ {x}
else Z′ := Z \ {x} endif
∆x := J(Z′) − J(Z)
If ∆x > 0 then return true
else return −∆x

J(Z)
< ǫ endif

END >ǫ

Figure 3: Top: Forward procedure. Middle:
Backward procedure (note Z is modified). Bot-
tom:Function for ǫ-improvement.

formance benefits clearly from a good selection
process (and less clearly or even worsens with
a bad one). Further, some of them are artifi-
cially generated. Demonstrating improvement
in synthetic data sets is sometimes more con-
vincing than doing so in scenarios where the
true solution is unknown. This has the added
advantage of controlling the amount of rele-
vant features and the sample size.
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5.1 Data Sets

There are 11 data sets, five of them corre-
sponding to real problems drawn from the UCI
repository and six that were generated arti-
ficially, as described below. The UCI data
sets are Splice, Hepatitis, Wisconsin Diagnos-

tic Breast Cancer (BC), Ionosphere (IO) and
Liver Disorder (LD). Artificial problems are
Gmonks (categorical) and Kdnf, Knum, Ma-

jority, MofN and Parity (binary), generated
as follows, letting x1, . . . , xn be the relevant
features of a problem f , the artificial problems
are: GMonks: This problem is a generaliza-
tion of the classic monks problems. Refer to [9]
for a complete definition. Kdnf : A boolean
formula in n features is generated in Disjunc-
tive Normal Form (DNF), making sure that
all features x1, · · · , xn appear at least once in
the formula but none appears more than once
in each clause. f is 1 if the formula evaluates
to true in the considered example and 0 other-
wise. Knum: The example is split into three
equal-sized parts, each interpreted as a natural
number, which are then added up. f is 1 if the
result is greater than a given threshod, and 0
otherwise. Majority: f(x1, · · · , xn) = 1 if
the majority of xi is equal to 1 and 0 other-
wise. MofN: f(x1, · · · , xn) = 1 if at least M

of the n features are equal to 1 and 0 other-
wise. Parity: The output is 1 if the number
of xi = 1 is odd and 0 otherwise. The main
characteristics of these problems are summa-
rized in Table 1. It is important to mention
that all the data sets represent two-class tasks.
In the case of Splice data set, it was converted
from three to two classes by grouping the two
less representative classes.

6 Experimental setup and results

Each data set was processed with both TAFS
and SFFS in wrapper mode [5], using as the
OF the accuracy of several classifiers: 1-
Nearest Neighbor (1NN) and Decision Tree
(DT) for categorical data sets; 1-Nearest
Neighbor, Linear and Quadratic discriminant
analysis (LDA and QDA) for continuous data
sets. In spite of taking more time, Leave-

Name size features type

Gmonks 12000 60 artif, categ
Kdnf 4000 40 artif, categ

Knum 4000 30 artif, categ
Majority 1000 21 artif, categ

MofN 1000 20 artif, categ
Parity 1000 20 artif, categ

Hepatitis 129 17 real, categ
Splice 3175 60 real, categ

Breast Cancer 569 30 real, cont
Ionosphere 351 34 real, cont

Liver Disorder 345 6 real, cont

Table 1: Problem characteristics. Size is
the number of instances, features is that of
features, type is artificial/real and categori-
cal/continous.

One-Out Cross validation (LOOCV) was used
to obtain reliable generalization estimates.
The TAFS parameters are as follows: ǫ =
0.001, T0 = 10 and Tmin = 0.0001. The
cooling function was chosen to be geometric
α(t) = ct, taking c = 0.8, following educated
guesses in the literature [11].

The SFFS algorithm needs a user-specified
parameter d (Fig. 1), the desired final size of
the solution, acting as a stop criterion1. This
parameter is difficult to estimate in practice.
To overcome this, we decided to perform two
sets of experiments (E1 and E2). In experi-
ment E1 SFFS is modified so as to stop when-
ever there is no improvement in the mandatory
SFG step (therefore no d value is needed). In
experiment E2, the algorithm is used in its
original form and d is set to the optimal size
of the solution found by TAFS. Although this
heuristic distorts the comparison (in a practi-
cal application, certainly one would not use
TAFS to initialise SFFS), it does so in fa-
vor of SFFS, which is given sort of a “priv-
ileged information”. The alternative (choos-
ing a heuristically obtained value) would have
been unfair to SFFS. Note this has the effect of
equaling final subset sizes for both algorithms.
A number of questions are raised prior to the
realization of the experiments:

1. Does the FS process help to find solutions

1In all cases we set ∆ = 0.
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TAFS NR
1NN DT 1NN DT

Data Set Jopt k Jopt k Jopt Jopt

Gmonks 0.87 7 0.81 2 0.81 0.81
Kdnf 0.77 12 0.59 2 0.59 0.59

Knum 0.91 12 0.52 2 0.68 0.52
Majority 0.95 9 0.64 2 0.64 0.64

MofN 0.84 12 0.62 2 0.65 0.62
Parity 0.58 11 0.51 2 0.53 0.51

Hepatitis 0.91 4 0.90 8 0.81 0.81
Splice 0.90 6 0.52 2 0.77 0.52

Table 2: Performance of TAFS on categorical
data sets. Jopt is the final (best) value of the
objective function; k is the reduction in feature
size. NR are the results with no reduction.

of similar or better accuracy using less
features?

2. Is there any systematic difference in per-
formance for the various classifiers?

3. In the settings of E1 it is reasonable to
expect that SFFS finds smaller subsets
(probably smaller than TAFS). Which of
them finds better solutions in terms of J?

4. In the settings of E2 both algorithms end
up in the same size. Which of them finds
better solutions in terms of J?

SFFS (E1) SFFS (E2)
1NN DT 1NN DT

Data Set Jopt k Jopt k Jopt Jopt

Gmonks 0.81 2 0.81 2 0.86 0.81
Kdnf 0.62 4 0.59 2 0.71 0.59

Knum 0.90 17 0.52 2 0.90 0.52
Majority 0.73 3 0.64 2 0.94 0.62

MofN 0.71 3 0.62 2 0.81 0.64
Parity 0.54 2 0.51 2 0.56 0.50

Hepatitis 0.90 4 0.81 2 0.90 0.82
Splice 0.90 6 0.52 2 0.90 0.51

Table 3: Performance of SFFS on categorical
data sets.

Final TAFS and SFFS performance results are
presented for both sets of experiments, as fol-
lows, the results for categorical data sets are
displayed in Tables 2 and 3 and the results

for continuous data sets are displayed in Ta-
ble 4. Tables also display the results obtained
with no feature selection, as a reference. In
all cases, the final (best) values of the objec-
tive function J and the size of the solution are
shown.

7 Discussion

Upon realization of the results we can give an-
swers to the previously raised questions.

1. The FS process indeed helps to find solu-
tions of similar or better accuracy using
(much) lower numbers of features. This is
true for both algorithms and most of the
classifiers.

2. In all cases, and for categorical data sets,
1NN outperforms DT. This is because
DT has its own feature selection process
which, in the end, yields very small sub-
sets. For the continuous data sets the re-
sults are non-conclusive, but LDA/QDA
seem a bit superior.

3. In the settings of E1 the hypothesis that
SFFS finds subsets of smaller size than
TAFS is confirmed. In this situation
TAFS outperforms SFFS in all of the data
sets in terms of the OF , no matter the
classifier. This result should not be over-
looked, since it is by no means clear that
solutions of bigger size should have bet-
ter value of the OF . Further, in order
to avoid the danger of loosing relevant in-
formation, many times it is better to ac-
cept solutions of somewhat bigger size if
these entail a significantly higher value of
the OF . The only exception is the Splice

data set for which both algorithms are in
ties. However, in this case, TAFS finds a
solution of smaller size.

4. In the settings of E2 both algorithms are
forced to end up in the same size. In
this scenario the two algorithms yield so-
lutions of similar OF value. Nonetheless,
TAFS is always on the lead.

It is observed that TAFS produces slightly big-
ger relative reductions with respect to data
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TAFS NR SFFS (E1) SFFS (E2)
1NN LDC QDC 1NN LDC QDC 1NN LDC QDC 1NNLDCQDC

Jopt k Jopt k Jopt k Jopt Jopt Jopt Jopt k Jopt k Jopt k Jopt Jopt Jopt

BC 0.97 18 0.97 23 0.98 13 0.97 0.99 0.96 0.95 5 0.96 3 0.96 3 0.92 0.97 0.97
IO 0.93 20 0.89 16 0.95 18 0.36 0.84 0.87 0.91 5 0.87 4 0.91 6 0.90 0.87 0.91
LD 0.67 3 0.68 4 0.64 4 0.61 0.68 0.56 0.63 2 0.65 2 0.61 2 0.64 0.64 0.62

Table 4: Performance of TAFS and SFFS on the continuous data sets. Jopt is the final (best) value
of the objective function; k is the reduction in feature size. NR are the results with no reduction.

sets having more features, representing this
matter a promising characteristic, under these
conditions. Also, if the solutions delivered by
SFFS are worse that those delivered by TAFS,
this is because SFFS did never came across
them in the search process (otherwise they
would have been recorded). In this sense it is
conjectured that TAFS can have a better ac-
cess to hidden good subsets than SFFS does.
Further, TAFS gives priority to optimize the
OF , without any specific concern for reduc-
ing the final size, resulting in better values of
accuracy.

8 How does TAFS work?

In order to apply any generic sampling tech-
nique like SA over many classes of nonlinear
problems, it should be expected that tuning
of some basic search parameters will be re-
quired. One must specify at least the neigh-
bor selection method and the annealing sched-
ule. These choices can have a significant im-
pact on the method’s effectiveness. The two-
phase interleaved mechanism for forward and
backward exploration seems to improve the
neighborhood exploration of a configuration,
thereby contributing to a faster relaxation of
the algorithm. In consequence, the setup of
the algorithm is then made easier than a con-
ventional SA algorithm since the time spent at
each T is automatically and dynamically set.
Furthermore in our experiments this mecha-
nism does not lead to the stagnation of the
process. If T is reduced sufficiently slowly,
TAFS can reach a steady state or equilibrium.

To illustrate the mechanism and perfor-
mance of the TAFS algorithm, we will use one
of the experiments using the Kdnf problem.

Fig. 4 shows the evolution of the annealing
process going from initial to final T values.
This data set consists of 4000 examples and
40 binary features2. In this same run SFFS
gets a J value of 0.71 with 12 features (exper-
iment E2). TAFS starts its process reaching
one good solution at the seventh cycle. It per-
mits degradation of J at several cycles (e.g.
13, 19, 22, 23). Stabilization initiates approx-
imately at cycle 28. A steady state is reached
at the 38th cycle, giving a notorious increment
in the final value of accuracy over SFFS: TAFS
gives 0.77 of J with a different subset of 12 fea-
tures.

0 10 20 30 40 50 60
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0.6

0.65

0.7

0.75

0.8

Cycle

A
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u
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cy

TAFS BSFS

SFFS BSFS

Figure 4: TAFS performance on the Kdnf Data
Set. The boxes labeled ’BSFS’ indicate the final
solutions. That obtained SFFS only indicates the
final objective function value.

Another issue analyzed is the distribution
of features as selected by TAFS. In order to
determine this, a perfectly known data set is
needed. We chose the Majority data set, of
which 10 different data samples of 1000 exam-
ples each were generated with the correspond-
ing 20 features and using 31 diferent values of
the epsilon parameter (from 10−1 to 10−7 in
steps of 1

3
10−3) , amounting to a total of 310

2This run took 3 hours to complete and 52 anneal-
ing cycles.
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Figure 5: Distribution of features for the Majority

data set as selected by TAFS.

runs. The truth about Majority data set is: 8
relevant features (1-8), 8 irrelevant (9-16) and
5 redundant (17-21). Results are shown in Fig.
5. It is remarkable that TAFS gives priority
to all the relevant features in almost all cases,
rejects all the irrelevant features, and some of
the redundant features are allowed (which ac-
count for the performance of 0.95. These fig-
ures should be compared to the performance
of 0.64 obtained with the full feature set.

9 Conclusion

A new algorithm for FS has been introduced
based on simulated annealing. Experimental
results indicate that it offers a solid and re-
liable framework for moderate-size FS tasks.
The final subsets generated by TAFS in clas-
sification problems using a number of inducers
as wrappers show remarkable results in most
cases superior to the full feature set. In com-
parative results with the floating forward al-
gorithm, TAFS generates feature subsets with
substantially better classification power with
a higher number of features, representing this
an interesting option for data mining practi-
tioners. The future work is devised to explore
the precise influence of the ǫ parameter and
the use of simulated annealing enhancements,
such as simulated re-annealing [2].
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