
 

 

 

 

 

INTEGRATION OF GPU KERNELS 

WITH DEEP LEARNING 

FRAMEWORKS 

 

 

 

 

 

 

 

 

 

August Boza i Dieguez 

21/10/2019 

Eduard Ayguadé i Parra - Arquitectura de Computadors 

Antonio Pena 

Bachelor Degree in Informatics Engineering 

Computer Engineering 

Facultat d’Informàtica de Barcelona (FIB) 

Universitat Politècnica de Catalunya (UPC) - BarcelonaTech 



2 
 

Abstract 

The neural networks have experience an exponential growth in the lasts years. 

They have grown in complexity and size, but although there have been 

improvements in performance there is still a lot to do. In this project it is exposed 

how to integrate a study from a research center like the BSC into a real world 

environment to prove their results. The approach has been to integrate kernels 

developed at the BSC into a deep learning framework like Tensorflow. During the 

project there have been different problems that have affected to not finish the 

integration, but it has been possible to extract some conclusions about 

Tensorflow. 

Resumen 

Las redes neuronales han experimentado un crecimiento exponencial en los 

últimos años. Han crecido en complejidad y tamaño, pero, aunque ha habido 

mejoras en el rendimiento, todavía queda mucho por hacer. En este proyecto se 

expone cómo integrar un estudio de un centro de investigación como el BSC en 

un entorno real para corroborar sus resultados. El enfoque ha sido integrar los 

kernels desarrollados en el BSC en un entorno de deep learning como 

Tensorflow. Durante el proyecto han ocurrido diferentes problemas que han 

afectado a la no finalización de la integración, pero ha sido posible extraer 

algunas conclusiones sobre Tensorflow. 

Resum 

Les xarxes neuronals han experimentat un creixement exponencial en els darrers 

anys. Han crescut en complexitat i mida, però tot i que hi ha hagut millores en el 

rendiment encara hi ha molt per fer. En aquest projecte s’exposa com integrar un 

estudi d’un centre de recerca com el BSC en un entorn realista per comprovar  

els seus resultats. L'enfocament ha estat integrar els kernels desenvolupats al 

BSC en un entorn de deep learning com és Tensorflow. Durant el projecte hi ha 

hagut diferents problemes que han provocat no poder acabar la integració, però 

s’han pogut extreure algunes conclusions sobre Tensorflow.  
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1. Problem formulation 

1.1 Problem 

This project developed at Facultat d’Informàtica de Barcelona (FIB) with the 
collaboration of the Barcelona Supercomputing Center (BSC1) it is intended to 
integrate a new Graphics Processing Unit (GPU) kernel developed at the BSC 
with a deep learning framework in order to its performance. 

The neural networks have a considerable execution time, especially during the 
training and prediction phases. This fact has a significant impact on the 
development time of a neural network. 

1.2 Objectives  

The main objective of this project is to develop an integration between the new 
GPU kernel and at least one deep learning framework like Tensorflow2. Also, this 
project intended to measure the performance gain when using the new kernel. 
The final integration is expected to be the most generic possible to have the best 
integration rate. 

 

2. Scope 

2.1 Project scope 

For this project, it is necessary to understand what are neural networks and which 
are the frameworks and libraries to be developed for this type of applications. 
Also, it is necessary to study which is the best way to accomplish the integration 
of all the elements. In the end, the results obtained will be compared with the 
results from the BSC in order to be properly analyzed and revised. 

2.2 Risks and possible solutions 

During the development of this project, may occur different types of problems 
which can jeopardize the project itself. Below, there is a list of the most probable 
risks and their solutions. 

2.2.1 Doesn’t have access to the right machine. 

Working with neural networks requires some specific hardware like a GPU 
powerful enough to run this type of applications. Normally this time of applications 
runs on clusters3. 

                                            
1 The Barcelona Supercomputing Center (BSC) is a public research center located in Barcelona, 
Catalonia, Spain 
2 Tensorflow is an open source software library for neural networks. 
3 A cluster is a set of connected computers that can be viewed as a single system 



7 
 

The solution is to search for a new cluster or fix the actual one if it has suffered 
some damage. Although, this type of hardware is usually expensive and difficult 
to fix in a short period of time, on the other hand, these clusters normally have 
duplicated hardware for these scenarios.  

2.2.2 Lack of connectivity 

A cluster is usually shared among a group of researchers. One of the 
characteristics is his considerable dimensions requiring some space to be 
installed. As a result, the cluster cannot be accessed physically really often, and 
it requires a secure connection over the internet. 

This problem is more frequently to happen on the developer machine because 
the cluster has a very low downtime due to their redundant connections and 
systems. 

2.2.3 Training time of the neural networks 

The neural networks need constantly training using known results before their 
execution so it can be guaranteed that the network recognizes the expected 
results. This process may take several hours or days depending on the size of 
the neural network.  

There isn’t and specific solution to improve the considerable amount of time 
invested in this process because it depends on the neural network. For example, 
to tackle this issue the size of the network can be reduced, but doing that may 
cause worse results.  

 

3. Methodology and rigor 

3.1 Work method 

For the development of this project will be used the methodology Scrum because 
it is an agile method adequate for this project due to the following characteristics: 

 - Incremental development: the planning can be adapted during the 
project. 

 - Overlapping tasks: some tasks can be overlapped in depending on the 
stage of the project 

3.2 Follow up tools 

In order to keep track of the project, we will use version control software. 
Consequently, we can track all the changes applied and makes easier to control 
the process. 
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3.3 Validation method 

To guarantee the correct progress of the project, there will be different 
checkpoints along the development process to determinate the variations in the 
planning. Moreover, every two weeks will schedule a meeting with the director of 
the project to follow up with the process. 

 

4. Contextualization 

4.1 Definitions of terms and concepts of the subject 

In the past years, the use of a Convolutional Neural Network (CNN) has increased 
due to their high precision on applications like image recognition. Besides their 
computational cost is lower than other neural networks, their execution time is 
higher because of the training and the prediction process. 

The BSC is researching to improve the performance of the convolutional layers 
that form a CNN. To achieve that, the BSC has analyzed which parameters affect 
the execution time and has developed a new GPU kernel to improve the 
execution time of these neural networks. A GPU kernel is a program that uses a 
GPU to do all its functions. (Jorda, Valero-lara, & Peña, 2019) 

The objective of this project is to accomplish the integration of the new GPU 
kernel developed at the BSC with a neural network framework like Tensorflow for 
example. measure the performance improvement in a real environment. 
Consequently, all the researchers using CNNs an Nvidia GPU and Tensorflow 
could benefit from this improvement. 

Fort the implementation it will be used the development library cuDNN (CUDA 
Deep Neural Network), a library developed by Nvidia (a GPU manufacturer) that 
uses CUDA4. 

4.2 Actors involved 

In this project, there is a group of actors directly and indirectly involved. From the 
development process to the final benefactors. In the following section, it is 
described every actor involved. 

4.2.1 Developer 

The developer is the person in charge of the development process of the project. 
From the initialization to the final report going through every step in the 
development process.  

 

                                            
4 CUDA is a programming model for Nvidia graphic cards, and the library cuDNN is specific for 
neural networks 
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4.2.2 Director and Co-director 

This project is directed by Eduard Ayguadé, a professor from the FIB and co-
directed by Antonio Pena researcher from the BSC. Their functions are to guide 
the developer throughout the whole project. Also, Marc Jordà a researcher who 
has developed the GPU kernel will be supporting the developer. 

4.2.3 Users 

This project is intended to be used by those who work with neural networks.   

4.2.4 Beneficiaries 

In this part we can highlight two types of beneficiaries: 

 Direct: Are those who use the integration on their applications, and take a 
benefit from the improvements on performance. 

 Indirect: Are those who take a benefit from applications that use this 
integration. 

 

5. State of the art 

5.1 Actual state on the Project field 

The neural networks are computational systems inspired by biological neural 
networks that conform the brains of the animals. This system works with different 
algorithms to process a large amount of data. The neural networks work using 
examples. They need to learn how to do their specific task by a training process 
where the neural network process a data set with expected results. An example 
is the ability to recognize a person in an image. To do so in the training process, 
the neural network needs images with persons an images without persons to 
learn what a person is. (Gerven & Bohte, n.d.) 

In this project, there will be using a specific type of neural network, a convolutional 
neural network (CNN). These networks use convolutional layers, the 
convolutional layer uses a subset of the dataset and not the full data set. 

This reduction implies a lower computational cost from a CNN against any other 
neural network. Also, CNN can learn the characteristics of the network 
automatically during the training process. (Cires, Meier, Masci, & Gambardella, 
2003) 

On the other hand, this type of networks needs a lot of different calculations, 
which may take much time even weeks. That is why it is necessary to use 
accelerators like graphic cards, which reduces the computational time to hours. 

To reduce the training and prediction times of the CNN, the BSC has researched 
a way to improve the performance of CNN by studying algorithms used before. 
This study evaluates the performance of the different algorithms of CNN like the 
GEMM algorithm based on BLAS (Basic Linear Algebra Subprograms). That 
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transforms the input in a matrix where every column has the number of filters 
needed for every convolution. 

Another algorithm is the FFT (Fast Fourier Transform) which calculates the 
transformation of Fourier and the inverse in a faster way. Finally, it has been 
studied the filter algorithms based on the Winograd algorithm, which use the plus 
operation instead of multiply operations that has a higher computational cost. 
(Jorda, Valero-lara, & Peña, 2019) 

The results of the study have determined that for 32-bit float numbers, the best 
algorithm depends on the filter used. With a 1x1 matrix filter, the best algorithm 
is the GEMM. For the 3x3 matrix, the filter is the Winograd, except when the input 
data set is extensive, then the best algorithm is the GEMM. In the end, when 
using the 5x5 matrix filter, the best algorithm is the Winograd. However, when the 
input dataset is more significant than 32, for small inputs, the best is GEMM, and 
for medium inputs, the best is FFT. 

If the application can use 16-bit float numbers, the best configurations are GEMM 
for the 1x1 and 5x5 and Winograd for the 3x3 matrix filters. 

This study identifies which algorithms suits best depending on the configuration 
of CNN. This way, we can improve the performance by using the best algorithm 
and configuration, and it is not necessary to test every algorithm to choose the 
best one. The BSC has developed a GPU kernel that applies the best algorithm 
depending on the configuration automatically with the use of cuDNN. 

Developing a neural network from scratch can be a tedious task; that is why exists 
the deep learning frameworks, which helps developers making this task easier. 
For this project, it is intended to integrate the kernel from the BSC with a deep 
learning framework to improve the CNN development and prediction process. 

 

6. Time planning 

The scheduled time for this project is expected to be 4 months, more specifically 
the period between February 2019 and June 2019. Next, are specified the tasks 
for this project and their schedule. it is probably that for many reasons any 
variation may occur, to overcome any variations a plan of action is also specified. 

6.1 Task specifications 

The next section is presented a detailed description of tasks in chronological 
order. The estimated time is based on spending 30 hours per week. 

6.1.1 Understanding Tensorflow 

The first step in this project should be to be familiar with the tools and libraries 
that will be needed for development. In this case with the deep learning 
framework Tensorflow. 

It is necessary to know how Tensorflow works, and how it is compiled so we can 
modify its source code. 
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This task is estimated at approximately 25 hours. For its realization, it is needed 
a computer with access to the internet to access the Tensorflow code and 
documentation. 

6.1.2 Understanding CUDA and cuDNN 

This task is really similar to the previous one, but in this case, it is understating 
the libraries CUDA and cuDNN. These libraries will be used to program the GPUs 
and are the ones used by the GPU kernel from the BSC. These libraries are very 
specific because they only work with Nvidia graphic cards which are a 
requirement for the development of this project. 

The goal of this task is to understand how the libraries work and how to program 
a simple GPU kernel. 

This task is estimated at approximately 25 hours. For its realization, it is needed 
a computer with access to the internet to access the libraries code and 
documentation and an Nvidia graphics card to test simple kernels. 

6.1.3 Analyze cuDNN 

The most important resource for this project is the cuDNN library. Studying this 
library is essential to know which functions will have a greater impact during the 
project and how they should be used. 

Before analyzing the libraries deeply, it is necessary to have a basic knowledge 
of the libraries. For that reason, this task depends on the previous one.  

For this task, they have also been estimated about 25 hours. The necessary 
resources are the same as the previous task. 

6.1.4 Thesis management 

This task includes all the work carried out during the GEP (Gestió de Projectes) 
course. This subject consists of 4 deliveries that aim to frame the context, plan 
and manage the entire project. The deliveries are: 

1. Scope of the thesis and contextualization 
2. Work plan 
3. Sustainability and social commitment 
4. Oral presentation 

This task is estimated in 60 hours, and a computer with Internet access, a word 
processor and access to el Racó de la FIB and Atenea is needed. This task 
corresponds to the initial goal of the project. 

6.1.5 Analysis of possible solutions 

Once you acquire the basic knowledge of Tensorflow, CUDA, and cuDNN, you 
can consider the possible solutions to the problem exposed in this thesis. In this 
case, the developer seeks several possible solutions that will be discussed with 
the director, co-director and the assistant of the project in order to determine what 
is the best solution. 
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This task has an estimated 25 hours. The most important resource for this task 
is the availability of a space where the developer can meet with the directors and 
assistants of the project. 

6.1.6 Solution implementation 

This task is the most important of the whole project since it is when all the code 
will be developed based on the solution chosen in the previous task. During this 
task is when most of the deviations can occur for various reasons. That is why 
the estimated duration of this task is the longest one. Furthermore, it has been 
overestimated to try to foresee these deviations. 

Consequently, the estimated duration for this task is 240 hours. The necessary 
resources are from a computer with internet access and an account at 
gso.ac.upc.edu, a server that has everything you need to be able to develop and 
test the software. 

6.1.7 Checking the implementation 

Once the software is developed, it is necessary to verify if it works correctly before 
analyzing it. During this task, some errors could be found in the implementation 
needed to correct before proceeding with the following steps. 

For this reason, 40 hours have been estimated for this task. The necessary 
resources are the same as the previous task, adding tools for checking the 
implementation. 

6.1.8 Analysis of the implementation 

After verifying if the solution is implemented correctly, it is necessary to calculate 
the performance improvement obtained. In this task, the results will be compared 
with the study carried out by the BSC and examples that do not use the 
implemented solution. So it is possible to compare the real impact of the solution 
and whether there has been any deviation from the BSC study. Before completing 
this task, the follow up milestone must be met. 

For this reason, 40 hours have been estimated for this task. The necessary 
resources are the same as the previous task. 

6.1.9 Final phase 

This stage consists of completing the drafting of the final report and preparing the 
oral defense. 

The estimated time for this task is approximately 50 hours. The necessary 

resources are a computer with a word processor and access to the Racó de la 

FIB. This task corresponds to the final milestone of the project. 
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6.2 Estimation of time by task 

Code  Task Estimated time (h) 

T1 Understanding Tensorflow 30 

T2 Understanding CUDA and cuDNN 30 

T3 Analyze cuDNN 30 

T4 Thesis management 60 

T5 Analysis of possible solutions 30 

T6 Solution implementation 120 

T7 Checking the implementation 90 

T8 Analysis of the implementation 90 

T9 Final phase 75 

  TOTAL = 555 
Table 1: Estimation of time by task 

Table 1 shows a summary of the estimated time for each task explained above 
and the estimated total hours of the project. 

6.3 Task dependencies 

In the following table (Table 2), It can be found all the dependencies for each 
task. Also, there are listed the milestones of the project, since they depend on 
the tasks. 

From Table 2 it can be seen that the only tasks without any dependency are T1, 
T2, and T4. All the other tasks depend on the previous one.   

The initial milestone (F1) corresponds to the delivery of the Thesis management 
task (T4). The follow up milestone depends on the completion of the initial 
milestone (F1). The delivery of the final report (F3) depends on the Final phase 
(T9) and finally, the Reading of the TFG (F4) depends on the Report delivery 
(F3). 

Code  Task Dependencies 

T1 Understanding Tensorflow - 

T2 Understanding CUDA and cuDNN - 

T3 Analyze cuDNN Understanding CUDA and cuDNN 

T4 / F1 Thesis management - 

T5 Analysis of possible solutions Analyze cuDNN 

T6 Solution implementation Analysis of possible solutions 

T7 Checking the implementation Solution implementation 

T8 Analysis of the implementation Checking the implementation 

F2 Follow up milestone Thesis management 

T9 Final phase 
Analysis of possible solutions and thesis 
management  

F3 Report delivery Final phase 

F4 Oral defense  Report delivery 
Table 2: Task dependencies 
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6.4 Gantt diagram 

The Gantt diagram attached in Annex 1 (Figure1) summarizes the project 
planning including the estimation time and dependencies described in Tables 1 
and 2. 

Also, the tasks with a higher risk are highlighted in orange. Every task is 
developed by the developer. The black points in the diagram represent the 
milestones of the project: 

 - Initial milestone - 29/03/2019 

 - Follow up milestone - 31/05/2019  

 - Final milestone - 1/07/2019 

6.5 Planning review 

After 3 months of development, at the follow up milestone, we find out that it 
wasn't possible to complete de project at the scheduled time. Several problems 
affected the development, especially during the implementation phase. All these 
problems will be explained later in section 10. 

Because of this situation, we had to reschedule the final milestone for the 21rst 
of October of 2019. The new Gantt diagram with the corresponding changes can 
be found in annex 2.  

 

7. Resources 

7.1 Human resources 

The human resources for this project consist of:  

 A developer, who will carry out all the tasks described in section 6. 
 Two co-directors, that will supervise the development of the project. 
 An assistant who will be in contact with the developer to help in the 

progress of tasks. 

7.2 Material resources 

For this project, the materials resources used are: 

 A Dell XPS 13 laptop will be used for the vast majority of tasks and project 
development. 

 A cluster that has 4 Nvidia graphics cards and it is located on 
gso.ac.upc.edu.  
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7.3 Resources by task 

In the following Table 3, there are specified all the resources needed by every 
task described in section 6. 

Code  Task Resources 

T1 Understanding Tensorflow Computer, Internet access, Tensorflow 

T2 
Understanding CUDA and 
cuDNN 

Computer, Internet access, Tensorflow, Nvidia graphic card, 
CUDA SDK and cuDNN SDK. 

T3 Analyze cuDNN 
Computer, Internet access, Tensorflow, Nvidia graphic card, 
CUDA SDK and cuDNN SDK. 

T4 Thesis management 
Computer, Internet access, Microsoft Office, Atenea, Racó de 
la FIB 

T5 Analysis of possible solutions Computer, Internet access, Meet up space 

T6 Solution implementation 

Computer, Internet Access, Nvidia Graphics Card, CUDA SDK 
and CuDNN SDK, Access to gso.ac.upc.edu, Text Editor, 
Debug Tools, Tensorflow 

T7 Checking the implementation 

Computer, Internet Access, Nvidia Graphics Card, CUDA SDK 
and cuDNN SDK, Access to gso.ac.upc.edu, text editor, debug 
tools, test programs, Tensorflow 

T8 Analysis of the implementation 

Computer, Internet Access, Nvidia Graphics Card, CUDA SDK 
and CuDNN SDK, Access to gso.ac.upc.edu, text editor, 
debug tools, test programs, Tensorflow, time analysis tools, 
profiling tools 

T9 Final phase 
Computer, Microsoft Office, Internet Access, Athena, FIB 
Corner 

Table 3: Resources by task 

 

8 Deviations and action plan 

Probably during the development of the project will be deviations concerning the 
planned exposition. However, applying the Scrum methodology allows us to 
modify the planning as long as the project is being developed. 

Previously, it has been specified the most considerable risks and its solutions. 
These risks may eventually lead to a deviation from the planning of the project. 
Apart from these risks, deviations may occur due to other unexpected causes.  

The potential deviations that may occur are: 

 The task lasts less than the estimated time; the following task begins. 
There is no additional problem. 

 The task lasts longer than the estimated time; it should be extended and 
start the next task later.  
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In order to solve any deviation that may affect the project planning documented 
in section 6 the following action plan has to be applied depending on the risk of 
the task involved: 

 High-risk task: Continue with the task and the next one will be started later. 
 Low-risk task: Start the next task, while finishing the task involved. 

Regarding the resources, there will be no affections even if there is a deviation 
as there is unlimited access to resources. 

The project will be monitored by regular meetings to evaluate the current state 
and avoid these deviations.  

With the actual planning and the chosen methodology, it is outlined to comply 
with the scheduled milestones. 

 

9. Sustainability and social commitment 

 

In this section, are exposed the economic management and sustainability of the 
project. In order to develop these fields deeply, it has been approached through 
three different points: environmental, social and economic.  

To begin with the first point, it is important to present essential information about 
sustainability in order to have a better understanding of this subject. Therefore, 
in the next section is exposed a personal thinking about sustainability.  

9.1 Sustainability self-assessment 

During the realization of any project, in any project, it is necessary to study the 
environmental, social and economic impact to recognize if there are potential 
sustainable solutions. For example, how the equipment can be reused once the 
project is finished. 

Not only is it about knowing the concepts related to sustainability and all the 
factors involved, but it also needs to know how to apply sustainability techniques 
to the project. 

First of all, for the environmental impact is important to consider the 
environmental indicators and what technologies can be applied to the project. 

Regarding the social impact, it is necessary to analyze the positive and negative 
impact on society. Before that, it is important to highlight some aspects to take 
into account such as accessibility, ergonomics, security and the impact on social 
equity, diversity, and transparency. In summary, it is crucial to evaluate the direct 
and indirect consequences of the project on society and try to maximize the 
positive impact. 

Finally, at an economic level, it is important to determine whether it is 
economically feasible or not in order to know the economic impact.  

From my point of view, my strengths in this field will be in the social aspect 
because I already have experience in this field, as it is studied during the degree. 
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On the other hand, the weakest point will be the economic aspect due to the lack 
of work and a lower level of expertise in this area. 

At the environmental level, I know the problems and consequences of specific 
actions in this type of projects. For example, the energetic impact of being running 
a server twenty-four hours a day seven days a week.  But I don't know all potential 
technical solutions to resolve the problems in this field. 

9.2 Matrix of sustainability 

Scope  PPP Useful life Risks 

Environmental I The environmental 
impact is produced by the 
equipment that will be 
used, the one that has the 
greatest impact is a 
cluster with a great power 
of calculation that is 
shared with research 
personnel from the BSC 
and the UPC. 

If the solution is implemented, 
this impact can be much 
larger as it is distributed 
among all those who use the 
software developed 

 

Environmental F The cluster is shared 
among multiple projects, 
which makes it more 
sustainable on the 
environment. 

The use of graphic cards 
requires more power than a 
CPU, but with the solution 
proposed, it can improve the 
performance, which 
translates to less execution 
time 

The not correct use of the 
software may reduce the 
performance of the GPUs, 
which can have a negative 
impact on the environment 

Economic I The costs of the project 
are in the human 
resources and in the 
maintenance of the 
cluster that is used for the 
development 

If the solution is implemented, 
this impact can help reduce 
certain costs, as it tries to 
reduce the run time therefore 
less time using calculating 
processors 

 

Economic F The problems occurred in 
the implementation 
phase has affected the 
budget of the project 
significantly 

The cost of the project during 
the useful life it's from the 
maintenance of the software 

The worst scenario for the 
project it's that Tensorflow 
or the cuDNN libraries 
suffer a significant change 
or even disappear, 
although it's improbable 

Social I On a personal level, it 
would be a great 
satisfaction that the 
project is satisfactory and 
can be used in real cases 

The social impact depends on 
why the developed integration 
is used, this impact could be 
large or virtually insignificant 

 

Social F The neuronal networks 
can significate a great 
advantage to the general 
public. 

The project can help 
researchers working with 
CNN. The impact depends on 
the usage of the software 

The project aimed to help 
the research community; 
the risk depends on the 
uses of the software, which 
it's expected to be for good 

Table 4: Matrix of sustainability 
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9.3 Environmental management 

9.3.1 Project Laying in Production 

During the execution of the project, the resources with the most significant 
environmental impact is the cluster found at gso.ac.upc.edu. The cluster has 4 
Nvidia 40k graphics cards with an Intel processor, 7-5930k, with full consumption 
approximate yield of 1,080 kW. This cluster works 24 hours a day, but it is shared 
between the BSC and UPC research staff. Despite having high consumption with 
a tremendous environmental impact, it is divided among all the projects that use 
this cluster. 

In more detail, the cluster environmental impact cost can be measured by usage 
and power. As it is exposed in the project planning in section 6, the power 
consumption was estimated for 3110,4 kWh, but as explained before the project 
lasted three additional months which translates into additional 2332.8 kWh. This 
fact makes a total consumption of 5443.2 kWh for the entire project. However, 
the cluster was only used for approximately 476 hours by this project, which are 
514,08 kWh. Therefore, the cluster has consumed 4929,12 kWh that were not 
used for the project. Although this cluster is shared between multiple projects that 
will reduce the final impact. Unfortunately, the final project impact cannot be 
calculated by the lack of information on other projects.  

9.3.2 Useful life 

Being a software development project, the useful life of the project is 
approximately two to three years, then it should be updated. The purpose of the 
project is to reduce the training and prediction time of the neural networks, then 
throughout the useful life, all the projects in neural networks that use the kernel 
developed in the BSC and the integration developed in this project can be 
benefited of this reduction of time. 

The resources used during the useful life of the project depends on the usage of 
the integration. The most probable scenario is to be used in a similar environment 
as the one used in this project, using clusters to run the applications. 

9.3.3 Environmental risks 

There should not be any risk, because the project it is aimed to improve the 
performance of the neural networks. Consequently, improving the performance 
should reduce the usage of the cluster being more productive. Despite the 
expected improvement in performance, it can occur that in an untested system it 
may cause a reduction on the performance that causes a more significant 
environmental impact. 

9.4 Social management 

9.4.1 Project Laying in Production 

During the development of the project, the social impact is only seen by the 
developer, as it is still under development. 
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During the development of this project, significant advantages that can be offered 
to the general public are being discovered due to the endless possibilities of 
properly developed neural networks.  

9.4.2 Useful life 

Regarding the useful life, the impact from the kernel developed by the BSC 
depends on the use of the developed integration. If there are a large number of 
social applications that use this integration developed, the social impact of this 
project will be even bigger. However, in the current state of the project, this impact 
cannot be speculated. 

With this integration there an improvement in the development of neural networks 
which can help researchers in this field. Depending on their applications this 
integration could cause a social impact. 

9.4.3 Social risks 

The social risks also depend on the use of the integration. Hopefully, it will be 
used for the advantage of the general public and will not be harmful to any 
population group. 

9.5 Economic management 

9.5.1 Project Laying in Production 

In Table 5, it can be observed the budget for the project broken down into direct, 
indirect, contingency, and unforeseen costs. 

First of all, the direct costs consist of the cost for each task. Since it is not 
necessary to buy any material, the costs are human resources. All the tasks are 
implemented by a computer engineer, which have support from an external 
engineer from the BSC. 

Secondly, the indirect costs of the project are the amortization of the hardware 
and monthly costs of light and internet. Since using free software is not necessary 
to count it.  

In this section, it takes into account that the cluster is shared among many 
different projects. Therefore, it is likely to be already amortized. However, 
depreciation has been calculated based on the number of hours that is strictly 
necessary (300 hours). 

On the other hand, the cluster works 24 hours a day, although we do not use it. 
The entire project would have a power consumption of 3110.4kWh. The used 
amortization is counted according to the total hours of the project (555 hours), 
since is running during all the tasks. The cost of light and the optical fiber is also 
calculated during the project period since it works remotely and not where the 
cluster it is located. 

Other deviations may affect the final cost of the project. In this case, the most 
likely deviation is to spend more hours of those accounted for a task; this would 
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make the cost of human resources bigger. To try to avoid this deviation, the 
developer must adjust to the maximum number of hours allocated to each task. 

Activity Units Unit cost Useful life 
(years) 

Estimated 
amortization 

Cost 

Direct Costs           

Understanding Tensorflow      

Human Resources (Computer Engineer) 30 30,00 €   900,00 € 

Understanding CUDA and cuDNN      

Human Resources (Computer Engineer) 30 30,00 €   900,00 € 

Analyze cuDNN      

Human Resources (Computer Engineer) 30 30,00 €   900,00 € 

Thesis management      

Human Resources (Computer Engineer) 60 30,00 €   1.800,00 € 

Analysis of possible solutions      

Human Resources (Computer Engineer) 30 30,00 €   900,00 € 

Human Resources (BSC Engineer) 2 40,00 €   80,00 € 

Solution implementation      

Human Resources (Computer Engineer) 120 30,00 €   3.600,00 € 

Human Resources (BSC Engineer) 5 40,00 €   200,00 € 

Checking the implementation      

Human Resources (Computer Engineer) 90 30,00 €   2.700,00 € 

Human Resources (BSC Engineer) 4 40,00 €   160,00 € 

Analysis of the implementation      

Human Resources (Computer Engineer) 90 30,00 €   2.700,00 € 

Human Resources (BSC Engineer) 4 40,00 €   160,00 € 

Final phase      

Human Resources (Computer Engineer) 75 30,00 €   2.250,00 € 

Total Direct Costs     17.250,00 € 

Indirect Costs           

Laptop Dell XPS 13 1 1.500 € 5 2,70 € 2,70 € 

gso.ac.upc.edu Cluster 1 15.000 € 5 50,00 € 50,00 € 

Cluster maintenance 3110,4kWh 0,15 €   466,56 € 

Light 4 20,00 €   80,00 € 

Optic fiber 4 60,00 €   240,00 € 

Total Indirect Costs     839,26 € 

Contingency        10% 1.808,93 € 

Unexpected Costs     Risks     

Change full Cluster  1 750,00 € 5%  750,00 € 

Repair graphic card  1 225,00 € 15%  225,00 € 

Repair laptop 1 75,00 € 5%  75,00 € 

Total Unexpected Costs     1.050,00 € 

Total         20.948,19 € 

Table 5: Budget 
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This project is not aimed to be sold in-licenses, because it uses open free 
software, but the kernels developed at the BSC could be marketed. 

9.5.2 Useful life 

The purpose of this project is to reduce the training and prediction time of the 
neural networks. Usually, these networks need clusters with a large capacity for 
calculation. If the operating time is reduced, energy and money can be saved. 

During the useful life of the project, the major economic impact is being produced 
by software maintenance because it depends on using new libraries updates. It 
can be difficult to estimate the costs, because it depends on every new release 
and how the changes affect the integration. 

9.5.3 Economical risks 

The worst scenario for the project it is that Tensorflow or the cuDNN libraries 
suffer a significant change or stopped receiving updates. The first case is the 
probable every couple of years, because it is approximately the useful life of any 
software and it needs updates. The risk comes when one of these updates will 
require a to redo most of the work already done, which could cost even more than 
the actual project.    

9.5.4 Deviation control  

In order to keep on track the estimated budget as much as possible, once the 
project it will be finished it is necessary to revise the economical deviation 
occurred from the original budget. The final state of this control can be found 
below in Table 6. 

As can be seen in Table 6, the current total deviation is quite significant due to 

the increment of hours dedicated, especially on the implementation, that those 

estimated previously in the management section.  

Activity 
Estimated 
Hours Unit Cost 

Estimated 
Cost 

Real 
Hours Real Cost 

Hours 
Deviation 

Costs 
Deviation 

Direct Costs               

Understanding Tensorflow               
Human Resources (Computer 
Engineer) 30 30,00 € 900,00 € 30 900,00 € 0 0,00 € 
Understanding CUDA and 
cuDNN               
Human Resources (Computer 
Engineer) 30 30,00 € 900,00 € 30 900,00 € 0 0,00 € 

Analyze cuDNN               
Human Resources (Computer 
Engineer) 30 30,00 € 900,00 € 30 900,00 € 0 0,00 € 

Thesis management               
Human Resources (Computer 
Engineer) 60 30,00 € 1.800,00 € 63 

1.890,00 
€ -3 -90,00 € 
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Analysis of possible solutions               
Human Resources (Computer 
Engineer) 30 30,00 € 900,00 € 30 900,00 € 0 0,00 € 
Human Resources (BSC 
Engineer) 2 40,00 € 80,00 € 1 40,00 € 1 40,00 € 

Solution implementation               
Human Resources (Computer 
Engineer) 120 30,00 € 3.600,00 € 

295 
325,00 € -175 -5.250,00 € 

Human Resources (BSC 
Engineer) 5 40,00 € 200,00 € 

10 
50,00 € -5 -200,00 € 

Checking the implementation               

Human Resources (Computer 
Engineer) 90 30,00 € 2.700,00 € 

90 
120,00 € 0 0,00 € 

Human Resources (BSC 
Engineer) 4 40,00 € 160,00 € 

4 
44,00 € 0 0,00 € 

Analysis of the 
implementation       

        

Human Resources (Computer 
Engineer) 90 30,00 € 2.700,00 € 

90 
120,00 € 0 0,00 € 

Human Resources (BSC 
Engineer) 4 40,00 € 160,00 € 

4 
44,00 € 0 0,00 € 

Final phase               

Human Resources (Computer 
Engineer) 75 30,00 € 2.250,00 € 

75 
105,00 € 0 0,00 € 

Total Direct Costs     17.250,00 €     -182 -5.500,00 € 
Table 6: Deviation control 

 

10. Development process 

10.1 Solution proposal 

At the beginning of this project, the first approach has been to study the possible 
solutions which this project tries to solve. There are two possible solutions: 

 Implement a new library to act as a layer between Tensorflow and cuDNN. 
 Integrate the new kernel inside Tensorflow. 

It has been decided to integrate the new kernel inside Tensorflow for many 
reasons. First of all, if it is integrated inside Tensorflow it will be faster rather than 
a library, because a new library will most probably add an overhead in the 
execution time. Secondly, the new library may seem easier to implement but most 
of the work is from redirecting function from the library to cuDNN. This process 
takes a lot of work therefore will not be useful, but it’s necessary for the solution 
to work. Another reason that makes the integration possible is that Tensorflow is 
an open source software which means that everyone has access to modify the 
code.  
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10.2 Technical description of the solution proposed 

After choosing the solution exposed on the previous section, now is explained 
the technical description of it.  

First, it has to be identified where Tensorflow performs the convolutions5, more 
specifically where it performs the call to the function cudnnConvolutionForward() 
from the cuDNN library. 

Just before performing the convolutions, Tensorflow checks all the defined 
algorithms to find the fastest one with the inputs given. This is time consuming 
and is what the integration wants to improve. To do so, it is needed to add a new 
algorithm that once activated will skip the other algorithms and will directly use 
the new kernel added. With this solution, it is intended to solve the overhead 
added by testing all the algorithms. 

Additionally, it is important to identify the data types used by Tensorflow and 
CUDA, both use tensors6 to define the data layers, these objects can be defined 
differently so it is needed to develop a function to adapt the data from Tensorflow 
to the kernel. More specifically, the layout of the tensors. The layout defines how 
the data is organized. The most common layout in cuDNN is the NCHW in which 
the data is organized as follows: batch size, number of feature maps, the height 
and the width. 

About the new kernel, it has to be adapted to be used by a framework like 
Tensorflow. It is necessary to remove those parts that will not be needed to avoid 
any overhead and modify the code to be called from Tensorflow with the correct 
data layout.  

Once the integration is working, Tensorflow has a small profiling tool built-in, 
which can be used to compare the results between the new kernel and the 
original kernel used. Also, the BSC tested their kernel with specific data models. 
If it is intended to get conclusive results it is recommended to test the same data 
models with Tensorflow and the new kernel.  

To sum up, a very high-level pseudocode of the technical description exposed in 
this section will be like: 

Tensorflow: 

    if (algorithm.descriptor == KERNEL_BSC) { 

      transformTensorToBSC(&tensor_input, &tensor_filter); 

      startTime = getTimestap(); 

      kernelBSC(&tensor_input, &tensor_filter); 

      endTime = getTimestap(); 

      totalTime = endTime - startTime; }  

                                            
5 A convolution is a mathematical operation on two functions that produces a third 
function expressing how one is modified by the other. 
6 A tensor is an algebraic object that describes a linear relationship between two sets of 
algebraic objects 
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BSC kernel wrapper: 

bsc_kernel(&tensor_input, &tensor_filter) { 

  copyDataCPUToGPU(); 

  <<kernel>> 

  copyDataGPUToCPU(); 

} 

10.3 Problems during the development 

Once the project was on the implementation process multiple problems started 
to occur that affected the correct planning of the project. In the following section 
there are exposed all the problems occurred during the implementation. 

10.3.1 Cluster configuration 

First of all, it was needed to install the libraries and software into the cluster to 
compile and run Tensorflow. The problem encountered was that the cluster was 
not able to compile Tensorflow correctly. After trying multiple solutions, it was 
decided to change the cluster to another hosted in a different port. It is still 
unknown what was the cause of this error. 

10.3.2 Tensorflow compilation time  

Tensorflow is a very complex framework and the full compilation took on around 
one hour and a half with the cluster working only on this task. Linked to the 
previous problem, when Tensorflow was not able to compile, it took a great 
amount of time before the compilation error, which made a really hard start. 

10.3.3 Tensorflow code complexity 

Tensorflow has hundreds of thousands of lines of code, it is an open source 
project started by Google and has more than two thousand contributors. This 
makes Tensorflow a very complex framework to edit, but it is intended to be very 
user friendly. The problem encountered was to understand how Tensorflow works 
internally and how uses the cuDNN library.  

The approach was to do a reverse engineering process, where the first step was 
to locate the call to the cuDNN library, and from that point discover how 
Tensorflow process the input data. In this step, the most consuming part was the 
executions of Tensorflow to check that the reverse engineering process was 
working correctly. 

Once it is known how it works and where the changes will be made inside 
Tensorflow, it is time to know how to add the new kernel. 

10.3.4 Compatibility problems 

The new kernel developed by the BSC was not prepared to be used inside any 
framework at the beginning, so it was needed to modify the kernel to be used 
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inside Tensorflow. The incompatibility mostly came from the inputs generated by 
Tensorflow and the ones used by the kernel. In general terms, the problem was 
how the data is organized in memory. 

10.3.5 Bazel and Tensorflow compilation 

After adding the new modified kernel into Tensorflow, it necessary to modify the 
compiler in order to add the new kernel into the compilation process. As 
Tensorflow has lots of dependencies it uses Bazel as a compiler. In this step 
there was a little learning curve to finally be able to compile the kernel due to the 
lack of knowledge on Bazel.  

10.3.6 The debugging process 

For all the problems detailed in this section, the actual state of the integration is 
the debugging process. This step consists of fix every error till that everything 
works correctly. The problem it has been that due to the complexity of Tensorflow 
and its compilation and execution times it takes a lot of time to fix a very small 
error approximately could take several hours per error.  

10.3.7 The next steps 

As a result of all these problems occurred during the development process the 
integration could not be not finished as expected. Therefore, the next step to 
complete the integration are to finish the debugging process and next check that 
everything runs as expected.  

Once the integration is working, it has to be studied the increase of performance 
obtained and compare the results with the study from the BSC. To compare the 
results, it's important to use the same data models from the BSC, these models 
are: 

 VGG19 
 GoogleNet 
 Resnet50 
 SqueezeNet 
 AlexNet 

The problem with these models is that any of them has an implementation to be 
used with Tensorflow, so it is necessary to implement them.  

The process for each model will be to first test with Tensorflow without the 
integration to have a base result and execution time, and next test Tensorflow 
with the integration and compare the results with the base execution. From there 
it is possible to study if the results from the BSC are applicable to a real 
environment. 

10.3.8 A new version of Tensorflow 

In the last few weeks of this project, it has been released a new version of 
Tensorflow, version 2.0 to be exactly. The actual implementation is at version 
1.13, which will be deprecated in the next year. This situation makes to rethink if 
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it is appropriate to continue with the actual implementation, or with the knowledge 
learned in this project, start again but with the new version which has several 
major changes.  

 

11. Conclusions 

Once overcome all the stages of this project and have a broad vision, experience 
and knowledge, I present below the respective conclusions.  

First of all, in my opinion, developing this project helped me a lot to expand not 
only technical skills on programming GPU kernels and neural networks but also 
in non-technical skills like in project management. Although, the integration is not 
finished, I had been able to learn a lot from solving all the problems encountered 
during the development, from how to reverse engineer a complex system as 
Tensorflow to how to program a kernel for a GPU to improve the performance of 
certain applications. 

Secondly, I have applied knowledge that I acquired from the degree, but also I 
could learn more about other things that are not studied during the degree, for 
example, how does the neural networks work and how to implement an 
application with Tensorflow. Also, I have expanded my knowledge about the 
GPUs and how to develop its kernels specially for applications in deep learning. 
Although I already studied the GPUs it was my first time using cuDNN for neural 
networks. 

Moreover, I had developed skills in project management, that I could not have 
improved without a project of this magnitude. All the problems encountered have 
taught me to plan better the tasks by dividing them into subtask, so it is more 
understandable the implications for every task. 

Finally, for the next steps, I think it is really important to discuss the state of the 
integration with the new Tensorflow release. The new release adds changes in 
the code structure which may affect the current integration and also improves the 
performance. Without studying deeply, the new release, it is not possible to 
determinate the effects to the integration. This could mean that to implement the 
integration to the new release can mean to rethink the entire project. To get the 
best performance it is recommended to update the integration to the new release, 
because the actual version used will be deprecated in a year. To do so, I 
recommend to first study the release notes and determine the effects to the actual 
integration to reuse the maximum code possible. 

To sum up, even though I wasn't able to achieve the project objective, I am 
satisfied that I could progress in these skills, which I have been applying already 
in my current job.  
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ANNEX  1 

Gantt Diagram 

 

Figure 1: Gant Diagram



ANNEX  2 

Gantt Diagram reviewed 
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Figure 2. Gantt Diagram reviewed 


