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Abstract
Data pre-processing is one of the most time consuming and relevant steps in a data analysis
process (e.g., classification task). A given data pre-processing operator (e.g., transformation) can
have positive, negative, or zero impact on the final result of the analysis. Expert users have the
required knowledge to find the right pre-processing operators. However, when it comes to nonexperts, they are overwhelmed by the amount of pre-processing operators and it is challenging
for them to find operators that would positively impact their analysis (e.g., increase the predictive
accuracy of a classifier). Existing solutions either assume that users have expert knowledge, or they
recommend pre-processing operators that are only “syntactically” applicable to a dataset, without
taking into account their impact on the final analysis. In this work, we aim at providing assistance
to non-expert users by recommending data pre-processing operators that are ranked according to
their impact on the final analysis. We developed a tool, PRESISTANT, that uses Random Forests
to learn the impact of pre-processing operators on the performance (e.g., predictive accuracy) of
5 different classification algorithms, such as Decision Tree (J48), Naive Bayes, PART, Logistic
Regression, and Nearest Neighbor (IBk). Extensive evaluations on the recommendations provided
by our tool, show that PRESISTANT can effectively help non-experts in order to achieve improved
results in their analytic tasks.
Keywords: Data pre-processing, data mining, meta-learning

1. Introduction
Although machine learning algorithms have been around since the 1950s, their initial impact has
been insignificant. With the increase of data availability and computing power, machine learning
tools and algorithms are making breakthroughs in very diverse areas. Their success has raised
the need for mainstreaming the use of machine learning, that is, engaging even non-expert users
(i.e., individuals with no proficiency in statistics and machine learning) to perform data analytics.
However, the multiple steps involved in the data analytics process render this process challenging.
Data analytics as defined in [1], consists of data selection, data pre-processing, data mining,
and evaluation or interpretation. A very important and time consuming step that marks itself out
of the rest, is the data pre-processing step. Data pre-processing is challenging but at the same
time has a heavy impact on the overall analysis. Specifically, it can have significant impact on the
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generalization performance of a classification algorithm [2, 3], where performance is measured in
terms of the ratio of correctly classified instances (i.e., predictive accuracy).
The main tools used for data analysis (i.e., Weka, RapidMiner, Knime, Orange, SAS, IBM
SPSS Modeler, scikit-learn, R) overlook data pre-processing when it comes to assisting non-expert
users in improving the overall performance of their analysis. These tools are usually meant for
professional use, for users who know exactly which pre-processing operators to apply. However,
the staggeringly large number of available pre-processing operators (transformations) overwhelm
non-experts, and they require support.
To this end, our work focuses on assisting users by reducing the number of pre-processing
options to a bunch of potentially relevant ones. The goal is to retain only transformations that
have high positive impact on the analysis. Like this, by recommending only a small set of transformations, we aim at reducing the time consumed in data pre-processing and at the same time,
retaining only the relevant transformations, we aim at improving the final results of the analysis.
As a case study, because of their use in practice, we focus on classification problems. Therefore,
our method can be used to recommend pre-processing operators that improve the performance of
a selected classification algorithm (i.e., increase algorithms predictive accuracy in a given classification problem). However, note that our method can be easily extended to deal with regression
problems too.
Contributions. The main contributions of this paper can be summarized as follows:
• We apply meta-learning techniques to develop a system that is capable of recommending
pre-processing operators (transformations) that positively impact the final result of some
classification tasks. Our method is based on training an algorithm to learn the impact of preprocessing operators and then use it to predict and ultimately rank different pre-processing
operators.
• We perform an extensive experimental evaluation to compute the accuracy of the rankings
with regards to a) the whole set of transformations and b) the top-K. For the former, we
obtain an accuracy of 61% as an average for all the algorithms we consider. For the latter
(i.e., K=1), the accuracy increases up to 68% on average.
• We evaluate our rankings with regards to the benefit or gain obtained from the user’s point of
view and we measure it using a classical information retrieval metric, Discounted Cumulative
Gain (DCG). For the whole set of transformations we are as close as 73% to the gain obtained
from the ideal rankings, whereas for the top-1 we are as close as 79%.
• We perform an empirical study comparing the ability of real users against our approach
on finding a transformation that positively impacts the classification accuracy, on a set of
randomly selected classification problems. Our approach, on average, performs 2.5 times
better.
The remainder of this paper is organized as follows. In Section 2, we give an overview on data
pre-processing and perform an empirical study on the impact of pre-processing. In Section 3, we
report on what has been done so far in the line of automating the data pre-processing step, thus
the related work. In Section 4, we provide background information on meta-learning and its use on
learning the relationship between pre-processing operators and data mining algorithms. In Section
5, we present our tool — PRESISTANT, and its core functionalities. In Section 6, we provide
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Transformation
Discretization
Discretization
Nominal to Binary

Technique
Supervised

Attributes
Local

Input Type
Continuous

Output Type
Categorical

Unsupervised

Local

Continuous

Categorical

Supervised

Global

Categorical

Continuous

Nominal to Binary

Unsupervised

Local

Categorical

Continuous

Normalization

Unsupervised

Global

Continuous

Continuous

Standardization

Unsupervised

Global

Continuous

Continuous

Replace Miss. Val.

Unsupervised

Global

Continuous

Continuous

Replace Miss. Val.

Unsupervised

Global

Categorical

Categorical

Principal Components

Unsupervised

Global

Continuous

Continuous

Table 1: List of transformations (data pre-processing operators)

an extensive evaluation of our approach, and finally in Section 7, we provide the conclusions and
discuss some ideas for future work.
2. Data pre-processing
Data pre-processing consumes 50-80% of data analytics time [4]. The reason is because data
pre-processing encompasses a broad range of activities. Sometimes data needs to be transformed
in order to fit the input requirements of the machine learning algorithm (e.g., if the algorithm
accepts only data of numeric type, data is transformed accordingly). Sometimes, data requires to
be transformed from one representation to another e.g., from an image (pixel) representation to a
matrix (feature) representation [5], or data may even require to be integrated with other data to
be suitable for exploration and analysis [6]. Finally, and more importantly, data may need to be
transformed with the only goal of improving the performance of a machine learning algorithm [7].
The first two types of transformations are more of a necessity, whereas the latter is more of a
choice, and since an abundant number of choices exist, it is time consuming to find the right one.
In this work, we target the latter type of pre-processing, and as such, the transformations taken
into consideration are of the type that can impact the performance of data mining algorithms (i.e.,
classification algorithms). In our experiments, we consider the transformations that are used the
most in Weka [8]. The types of transformations and their characteristics are listed in Table 1.
In Table 1, a transformation is described in terms of: 1) the Technique it uses, which can be
Supervised — these transformations consider the class of the value when applied, and Unsupervised
— when the class of the value is not considered and the transformation is applied only considering
the attribute being transformed, 2) the Attributes it uses, which can be Global — the transformation is applied to all compatible attributes at once, and Local — the transformation is applied
to selected attributes, 3) the Input Type, which denotes the compatible attribute type for a given
transformation, and it can be Continuous — when it represents measurements on some continuous
scale, or Categorical — when it represents information about some categorical or discrete characteristics, 4) the Output Type, which denotes the type of the attribute after the transformation
and it can similarly be Continuous or Categorical. A short description for each category of
transformations from Table 1 follows.
Discretization - the process of converting or partitioning continuous attributes to discretized or
nominal/categorical attributes.
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Figure 1: Distributions of the (relative) impact induced by transformations on the selected algorithms

Nominal to Binary - the process of converting nominal/categorical attributes into binary numeric
attributes.
Normalization - the process of normalizing numeric attributes such that their values fall in the
same range.
Standardization - the process of standardizing numeric attributes so that they are in the same
scale.
Missing Value Imputation - the process of imputing missing values.
Principal Component Analysis - linear dimensionality reduction technique. The goal is to reduce
the large number of directly observable features into a smaller set of indirectly observable
features.
Note that the list of transformations considered is not exhaustive and thus many other transformations can be added (e.g., Outlier Detection).
2.1. Empirical analysis on the overall impact of data pre-processing
Other than theoretical analysis [3], to the best of our knowledge, there is not much work on
empirically studying the impact of pre-processing operators on real world classification problems.
Therefore, in order to assess the impact of pre-processing, we randomly selected 533 datasets1 from
1
See http://www.essi.upc.edu/~bbilalli/presistant.html#datasets for a list of datasets and their characterstics.
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Category

Algorithm

Default Configuration

Tree

Decision Tree (J48)

-C 0.25 -M 2

Bayes

Naive Bayes

-K False -D False -O False

-K use kernel density estimator
-D use supervised discretization
-O display model in old format

Rules

PART

-C 0.25 -M 2 -Q 1 -R False
-N 3 -B False 3 -U 1

-Q seed for random data shuffling
-R use random error pruning
-N number of folds
-B use binary splits
-U generate unpruned dec. list

Function

Logistic Regression

-R 1.0E-8 -M until convergence

-R set ridge in log-likelihood
-M maximum number of iterations

-K 1 -F False -E False
-X False -A LinearNNSearch

-K number of nearest neighbors
-F weight neighbors by their distance
-E minimise mean squared error
-X use cross validation
-A nearest neighbor search algorithm

Lazy

Nearest Neighbor (IBk)

Description
-C Confidence value
-M Minimum number of instances
in the two most popular branches

Table 2: List of ML algorithms

the OpenML [9] repository and applied the pre-processing operators shown in Table 1. The datasets
used in our experiments are: 34% of Continuous type — containing only numeric attributes, 11% of
Categorical type – containing only categorical attributes, and 55% of Combined type — containing
both categorical and numeric attributes.
Finally, we used 5 different classification algorithms (i.e., J48, Naive Bayes, PART, Logistic
and IBk)2 — cf. Table 2 for their default configurations, and measured their performance (e.g.,
predictive accuracy) on datasets before and after the transformations were applied. In Figure 1, we
show the scatter plots of the relative change in predictive accuracy (evaluated with 10-fold crossvalidation). In each scatter plot, we visualize the impact of all the transformations for a given
algorithm, where, red, blue, and green, denote negative, zero, and positive impact, respectively.
Moreover, each point represents a transformation applied to a dataset and a different dataset is
represented along every horizontal line. The total number of individual transformations applied
— hence the number of points, to all the datasets is approximately 25,000. This number comes
as a result of the fact that transformations are applied depending on whether they are Local or
Global (as classified in Table 1). If a transformation is of type Global it is applied only once to the
set of all compatible attributes (e.g., normalizing all numeric attributes), whereas if it is Local, it
is applied to: 1) every compatible attribute separately (e.g., discretizing one attribute at a time),
and 2) all the set of compatible attributes (e.g., replacing missing values of all attributes).
Furthermore, the application of transformations depends on the attribute types of datasets.
Therefore, certain transformations cannot be applied to certain datasets because of the mismatch
with respect to the expected types of attributes (e.g., Discretization cannot be applied to a dataset
with only Categorical attributes).
Finally, out of the total number of transformations applied per algorithm, 7% are of type Global
and the rest are of type Local. This is rather expected because a Global transformation is applied
2

We chose one representative algorithm for 5 different classes of classification algorithms in Weka.
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Figure 2: The overall impact of transformations expressed in percentage

only once — to all the compatible attributes, whereas a Local transformation can be applied many
times — to different combinations of attributes.
Observing Figure 1, one may conclude that:
– overall, transformations impact the final result of the analysis (i.e., they impact the predictive
accuracy of the classification algorithms considered),
– the magnitude of the impact is heterogeneous, and
– there is no clear winner when it comes to the sign of the impact, i.e., transformations do not
always impact positively or they do not always impact negatively.
To confirm the latter, in Figure 2, we show the percentages of the positive, negative and neutral
impacts using bar plots.
Figure 2 shows that transformations are almost uniformly distributed with respect to the sign
of impact, which means that it may be challenging to distinguish among transformations that affect
positively or negatively the final result.
2.2. Empirical study on the impact, per pre-processing operator
In the previous section, we argued that in general, the impact of pre-processing is sound,
but it may be difficult to find or predict the transformations that have positive impact. The
analysis was performed on all transformations without distinguishing their types. The point now,
is to check whether the previous conclusions still hold when we delve into studying categories of
transformations separately (e.g., discretization), or conversely to the general picture, there exist
some patterns (e.g., discretization has mainly positive impact).
In Figure 3, in a matrix like structure, we show the impact of every transformation from
Table 1, for every algorithm considered. Circles are sized by the distance from a perfectly uniform
distribution of the impact (i.e., 33% negative, 33% zero, 33% positive), and they are colored by the
winner sign (i.e., red if negative, blue if zero, and green if positive impact is the winner). Thus, the
bigger the circle and the sharper the color, the more obvious the pattern for a given transformation.
For the sake of illustration let us consider a real execution. Nearest Neighbor for Normalization
has a distribution of 10%, 80%, 10% for negative, zero, and positive impact, respectively, and
NaiveBayes for the same transformation has a distribution of 25%, 30%, 45%. Then, the sizes of
the circles are determined by the euclidean distance between (10, 80, 10) and (33, 33, 33) for the
first algorithm, and the distance between (25, 30, 45) and (33, 33, 33) for the second algorithm.
The distance for the first algorithm (57.15) is obviously higher than the distance for the second
algorithm (14.73), and hence the size of the circle. Furthermore, to define the colors of the circles,
the distributions for negative, positive and zero impact, participate proportionally to the RGB
(red, green, blue) coloring scheme. Hence, for the above mentioned example for the first algorithm,
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Figure 3: Impact of pre-processing operators

color blue will be more decisive, and for the second, green. Yet, for the first algorithm, the color
will be sharper than for the second, because of the values being higher.
The patterns emerging from the plot may help in two directions. First, they can be used to
devise basic rules or heuristics, i.e., if a transformation has a big blue circle for a given algorithm,
then the transformation can be discarded because it is basically of no use for that particular
algorithm — since most of the time it does not affect the final result. Secondly, the patterns reveal
the more difficult transformations with respect to finding the impact, i.e., if a transformation has
a small circle and no clear color for a particular algorithm, it means that the distribution of the
impact is close to uniform and hence a simple rule may not help in finding the impact of the
transformation. The latter rises the need for developing more sophisticated techniques. To this
end, we propose to learn the relationship between data pre-processing operators and data mining
algorithms using meta-learning, and we delve into its details in the next section.
2.2.1. Simple heuristics/rules as result of the empirical study
In Figure 3, circles of bigger size give clear patterns for devising simple heuristics. Notice that
the bigger circles are usually of blue color. This means that the transformations for the corresponding algorithms are not of much use, since they do not impact the performance of the algorithms
7

on the tested datasets. Some of the blue circles are obviously expected. For instance, it is well
known that Normalization and Standardization do not impact the performance of Decision Trees
(i.e., J48). Hence, a simple heuristic would be that, when a Decision Tree is chosen, Normalization
and Standardization should not appear in the palette of possible transformations. The same holds
for Logistic Regression. These transformations do not impact its performance.
However, a counter-intuitive pattern appearing is that of Normalization and Standardization
with Nearest Neighbor. One would expect an impact of transformations, yet the circles are big
and the color is blue, implying no impact. We checked the actual Weka implementation in order to
understand why was this happening. It resulted that Nearest Neighbor in Weka, by default uses a
normalized Distance algorithm. Hence, Normalization is implicitly performed inside the learning
algorithm and as a consequence, an external Normalization does not impact the performance.
Similarly, for Logistic Regression we realized that NominalToBinary and Missing Value Imputation
are applied implicitly in Weka. Mind that this kind of implicit default configurations may lead to
unexpected results and as noted in [10] may have significant implications for both practitioners
and researchers.
The rest of the transformations in Figure 3 have smaller circles, and this implies that they have
impact on the performance of algorithms. However, in the case of PCA for instance, although
smaller, the circles are reddish. This indicates that although PCA impacts the performance, it
needs to be carefully applied. An agnostic application of PCA may lead to a negative impact
on the overall performance, which indicates that PCA may need to be used by more experienced
users.
3. Related work
A lot of ongoing research aims at addressing the problem of providing user assistance for the
different steps of knowledge discovery3 . In general there is a tendency to develop (semi) automatic
systems that provide user assistance in one or many steps altogether. At the earliest stage the
focus has been to provide support exclusively for the data mining step. Recently however, the
direction has shifted towards designing systems that specifically provide user assistance in the data
pre-processing step and also systems that aim at fully automating the knowledge discovery process
(i.e., automatically generate data analytics flows). Therefore, these works can be grouped into 3
broad categories: support for data pre-processing, support for data mining, and support for data
analytics.
User support for data pre-processing. As defined in [11], data pre-processing is typically
performed either to repair data (e.g., based on some quality rules), or to transform data such
that it yields better results in the later stage of statistical analysis (e.g., when applying a machine
learning algorithm on top of it). To provide a classification of different systems with regard to
the user support for pre-processing, we followed an approach similar to [11]. That is, we classified
different systems under the questions of What, How, and Why. Under What, we are interested on
what pre-processing task [12] a system supports, and this can be cleaning, preparation, curation,
or wrangling, and what kind of support is provided, whether automatic (i.e., the user does not
interact with the system) or interactive (i.e., the user plays a key role in the process). Next, under
How, we seek an answer to the question of how the system manages to provide such a support,
3

It is interchangeably refer to as data analytics
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Table 3: Classification of the related work

that is the method and the input used by the system. Finally, in Why we have two options only,
whether the support provided is intended to impact the analysis (i.e., application of a machine
learning algorithm on top of the pre-processed data) to be performed at a later stage, or not.
In Table 3, we provide a classification of the related work ordered by year of publication. To find
the systems for comparison, we first started with Wrangler [13], which is one of the most influential
works in this area and then for each following year we selected one or more other influential works.
As a measure of influence, we consider the number of citations for a given work.
As observed from the table, most of the systems provide user support for cleaning tasks. However in terms of operators used, the intersection of different pre-processing tasks is not an empty
set. For instance, sometimes a wrangling operator (e.g., string manipulation), can be used both
for wrangling or cleaning. For more details about the different pre-processing tasks the reader is
referred to [12].
Furthermore, as it can be read from the table, there are systems that discover patterns and
detect errors in data and then automatically infer relevant transformations. For instance, in Wrangler [14], Foofah [25], and SST [16], relevant transformations are learned either by demonstration
or by example, the difference being that in the former the user directly manipulates the visualized
data and in the latter she needs to provide the output (to be) data. A clear requirement here is
that the user needs to know the final shape of the data.
Next, systems like GDR [15], NADEEF [18], Llunatic [19], and BigDansing [21] (semi) automate the detection and repairing of violations with respect to a set of heterogeneous and ad-hoc
constraints. Many types of quality constraints like functional dependencies, conditional functional
dependencies, multivalue dependencies, and ETL rules can be defined. Their goal is to cope with
multiple queries holistically and optimize their application, considering as well the implications of
a Big Data setting [21]. Yet, a clear requirement of these systems is that the quality rules need to
be defined in advance.
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KATARA [22] and DataXFormer [24] also infer transformations, however, this time using external knowledge stored in knowledge bases, web tables, or even by knowledge obtained interacting
with crowds.
In DataTamer [17], they deal with the end to end curation (e.g., integration, de-duplication) of
data from different sources and a learning algorithm is used to learn the transformations applied
by the user such that it can recommend transformations at later stages. Likewise in CDC [20], an
algorithm is trained to learn the evolution of the data and its semantics in order to dynamically
suggest repairs based on the accumulated evidence to date.
Note that to guide the user support, none of the aforementioned systems considers the impact
of pre-processing on a potential analysis. Clearly pre-processing is considered in isolation from
data analysis (i.e., data mining). Only systems like ActiveClean [23], and the more recent ones like
Learn2Clean [26] and DPD [27] consider the impact of pre-processing on the final analysis.
In ActiveClean [23], the system aims at prioritizing the cleaning of records that are more likely
to affect the results of the statistical modeling problems, assuming that the latter belong to the
class of convex loss models (i.e., linear regression and SVMs). Hence, instead of recommending the
transformations to be applied, the system recommends the subset of data which needs to be cleaned
at a given point. The type of pre-processing to be applied is left to the user, assuming that the user
is an expert. Next, based on a reinforcement learning technique, for a given dataset, and an ML
model, Learn2Clean [26] selects the optimal sequence of tasks for pre-processing the data such that
the quality of the ML model result is maximized. Similarly in DPD [27], a Bayesian Optimization
technique is used to demonstrate how it can automatically select and tune pre-processing operators
to improve the baseline score with a restricted time budget. The latter two, in terms of the goal and
the input used qualify as the most related ones to our approach, however in terms of the technique
used to provide user support they differ a lot. That is, after each exploration of pre-processing
operators they apply the machine learning algorithms for real and therefore induce an additional
cost. Although they intend to optimize the search space and therefore reduce the number of
times the ML algorithm is applied, the ML algorithm is still applied on the pre-processed data. In
PRESISTANT however, we aim to predict the impact of pre-processing operators without applying
the ML algorithm and therefore we do not incur an additional time cost.
Lastly, RapidMiner4 and IBM SPSS Modeler5 also provide modules to facilitate the data preprocessing step. However, these modules are based on rule based methods (e.g., if the percentage of
missing values is greater than 50% exclude the variable from the subsequent analysis) and therefore
are complementary to our approach (cf. Section 5.1). For a better understanding, in Figure 4 we
provide a SWOT analysis of our approach.
User support for data mining (model selection) [28]. The main systems for providing support
in data mining are dubbed as Expert systems and Meta-learning systems.
Expert systems [29, 30, 31] are the first and simplest systems to provide help to the user during
the data mining phase. Their main component is a knowledge base consisting of expert rules. Given
the input, either from the user or extracted from the dataset, the rules are used to determine the
mining algorithms to be recommended.
Meta-learning systems (MLS) [32, 33, 34] are more advanced than Expert systems. The rules
that were statically defined by the experts in the previous category are dynamically learned here.
4
5
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Figure 4: SWOT analysis

MLSs try to discover the relationship between measurable features of the dataset and the performance of different algorithms, which is a standard learning problem. The learned model is then
used to predict the most suitable data mining algorithm for a given dataset.
In general, the drawback of these systems is that they overlook the impact of pre-processing.
User support for data analytics (knowledge discovery) [35]. When it comes to automating the whole knowledge discovery process we distinguish between Case-based reasoning systems,
Planning-based data analysis systems, and AutoML (automated machine learning) systems.
Case-based reasoning systems (CBS) [29, 36, 37] store the successfully applied workflows (i.e.,
machine learning pipelines) as cases, in a case base, with the goal of reusing them in the future.
When faced with a new problem (i.e., dataset) provided by the user, these systems return k similar
cases, which can be further adapted to the current problem.
Planning-based data analysis systems (PDAS) [38, 39, 40] are able to autonomously design
valid workflows without relying on similarities. To this end, the workflow composition problem
is treated as a planning problem, where a plan is built by combining operators that transform
the initial problem into accurate models or predictions. In order to construct valid workflows,
the input, output, preconditions, and effects (IOPE) of each operator (e.g., pre-processing or
data mining algorithm) need to be formally defined. Plenty of workflows are then generated by
combining operators that syntactically complement one another.
AutoML systems [41, 42, 43] refer to systems that try to automatically optimize the hyperparameters of operators. The goal is to automatically generate workflows or machine learning
pipelines that give optimal results for the task at hand. Typically, Bayesian optimization methods
are used to tune and optimize the hyperparameters. Since Bayesian optimization is randomized
and it starts from a random configuration of hyperparameters, meta-learning has been used to find
a good seed for the search [44].
In summary, full automation of knowledge discovery has been an ultimate goal of many research
works. Yet, such an automation has shown to be computationally expensive, mainly due to the
search space involved (i.e., pre-processing and mining operators). Therefore, the usability of such
approaches in realistic scenarios is rather limited. However regardless of the latter, our approach
11

of finding a set of relevant transformations can be seen as complementary to these solutions, since
it helps in pruning the large search space.
4. Background: meta-learning for predicting the impact of pre-processing
Meta-learning is a general process used for predicting the performance of an algorithm on a
given dataset. It is a method that aims at finding relationships between dataset characteristics and
data mining algorithms [32]. Given the characteristics of a dataset, a predictive meta-model can be
used to foresee the performance of a given data mining algorithm. For instance, in a classification
problem, meta-learning can be used to predict the predictive accuracy of a classification algorithm
on a given dataset and hence provide user support in the mining step [45].
In other cases, meta-learning has been used to find workflows for the complete data analytics
process [46], or it has shown to provide good heuristics for the combined algorithm selection and
hyperparameter (CASH) optimization problem [42].
In our previous works, we showed that meta-learning can also be used to provide support in
the pre-processing step [47, 48]. This can be done by learning the impact of data pre-processing
operators (transformations) on the result of the eventual analysis. This way, meta-learning pushes
the user support to the data pre-processing step by enabling a ranking of transformations according
to their relevance to the analysis. The ranking is made possible through the following three phases,
shown in Figure 5.

Perform
learning

Predict

prediction

meta
dataset

Establish
meta-learning
space

Dataset characteristics

meta
model

Meta-learner

Metadata

Figure 5: Meta-learning process

First, a meta-learning space is established using metadata [49]. The metadata consists of dataset
characteristics along with some performance measures for data mining algorithms on those particular datasets. Then, the meta-learning phase generates a model (i.e., predictive meta-model), which
defines the area of competence of the data mining algorithm [50]. Finally, when a transformed
dataset (i.e., a transformation was applied on the dataset) arrives, the dataset characteristics are
extracted and fed into the predictive meta-model, which predicts the performance of the algorithm
on the transformed version of the dataset. At this point, we are able to obtain predictions for different transformed datasets (e.g., different transformations applied to the same dataset). Ordering
the predictions from highest to lowest allows ranking transformations according to their predicted
impact on the given dataset. This concludes the prediction phase.
In summary, to enable meta-learning, the first thing to do is to create a dataset for each classification algorithm, that is, a matrix-like structure consisting of variables/features/predictors and a
response. The variables of this dataset are dataset characteristics — in this case, characteristics of
the transformed datasets (e.g., number of instances, number of missing values, etc.). The response
is a performance metric of the classification algorithm (e.g., predictive accuracy). Since all these
are metadata, this dataset is called a meta-dataset. Consequently, its variables are referred to as
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No

Name

Type

Modifiable

1..2

[Number|Percentage] of Continuous Attributes

Continuous

Yes

3..6

Min[Means|Std|Kurtosis|Skewness] of Cont. Att.

Continuous

Yes

7..10

Mean[Means|Std|Kurtosis|Skewness] of Cont. Att.

Continuous

Yes

11..14

Max[Means|Std|Kurtosis|Skewness] of Cont. Att.

Continuous

Yes

15..17

Quartile [1|2|3] of Means of Continuous Attributes

Continuous

Yes

18..20

Quartile [1|2|3] of Std of Continuous Attributes

Continuous

Yes

21..23

Quartile [1|2|3] of Kurtosis of Cont. Att.

Continuous

Yes

24..26

Quartile [1|2|3] of Skewness of Cont. Att.

Continuous

Yes

27

Number of Categorical Attributes

Categorical

Yes

28

Number of Binary Attributes

Categorical

Yes

29

Percentage of Categorical Attributes

Categorical

Yes

30

Percentage of Binary Attributes

Categorical

Yes

31..33

[Min|Mean|Max] Attribute Entropy

Categorical

Yes

34..36

Quartile [1|2|3] Attribute Entropy

Categorical

Yes

37..39

[Min|Mean|Max] Mutual Information

Categorical

Yes

40..42

Quartile [1|2|3] Mutual Information

Categorical

Yes

43

Equivalent Number of Attributes

Categorical

Yes

44

Noise to Signal Ratio

Categorical

Yes

45..48

[Min|Mean|Max|Std] Attribute Distinct Values

Categorical

Yes

49

Number of Instances

Generic

Yes

50

Number of Attributes

Generic

Yes

51

Dimensionality

Generic

Yes

52,53

[Number|Percentage] of Missing Values

Generic

Yes

54,55

[Number|Percentage] of Instances with Miss. Vals.

Generic

Yes

56

Number of Classes

Generic

No

57

Class Entropy

Generic

No

58,59

[Minority|Majority] Class Size

Generic

No

60,61

[Minority|Majority] Class Percentage

Generic

No

Table 4: Meta-features (Dataset characteristics)

meta-features and the response variable is named meta-response. Furthermore, the process of
learning on top of this meta-dataset is referred to as meta-learning and the learning algorithm
used, is referred to as meta-learner. The meta-features, the meta-response and the meta-learner
are the key ingredients, and we will delve into details of each one of them, in the following sections.
4.1. Meta-features
Meta-features characterize a dataset, and two main classes have been proposed:
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• General measures: include general information related to the dataset at hand. To a certain
extent they are conceived to measure the complexity of the underlying problem. Some of
them are: the number of instances, number of attributes, dataset dimensionality, ratio of
missing values, etc.
• Statistical and information-theoretic measures: describe attribute statistics and class distributions of a dataset sample. They include different summary statistics per attribute like
mean, standard deviation, class entropy, etc.
Additional meta-features measuring the association between the predictors and the response
have been proposed. These measures are grouped into the Landmarking and Model-based class
[51, 52]. This class is related to measures asserted with simple machine learning algorithms, so
called landmarkers, and their derivatives based on the learned models. They include error rates
and area under the roc curve (AUC) values obtained by landmarkers such as 1NN, DecisionStump
or NaiveBayes. When performed on bigger datasets however, these simple machine learning algorithms introduce significant computational costs [42, 53]. Hence, we do not consider Landmarking
and Model-based measures as dataset characteristics and they do not participate as meta-features
in our experiments.
The meta-features we specifically consider are shown in Table 4. These are the set of metafeatures extracted from OpenML6 [9], which is an open science platform developed with the aim of
allowing researchers to share their datasets, implementations, and experiments (machine learning
and data mining) in a way that they can easily be found and reused by others. It is the biggest
source of data and metadata for advancing meta-learning studies. Note that similar statistics have
been used by other works too [54].
In Table 4, column Type, specifies the type of the meta-feature, and it can be Continuous —
the meta-feature can be extracted only from datasets that contain attributes of continuous type,
Categorical — the meta-feature can be extracted only from datasets that contain attributes of
categorical type, Generic — the meta-feature can be extracted from any dataset, regardless of its
attributes types.
Column Modifiable indicates whether the meta-features are modifiable through the transformations used (listed in Table 1). If meta-features are not modifiable, they are not considered, because
they remain constant and they do not reflect the impact of transformations.
Note that the ultimate goal is to predict the impact of transformations, and the impact per
se is measured as the relative change of the performance of the algorithm before and after the
transformation is applied. To this end, to the set of meta-features we consider, we attach also the
base performance of the classification algorithm (i.e., the performance before the transformation
is applied) and in addition we add features that capture the difference between the meta-features
before and after the transformation is applied. We call these features delta meta-features. As a
result, every meta-feature has its corresponding delta meta-feature. For instance, let us say that
in a given dataset, before applying a transformation, the number of continuous attributes is 5.
Assume we apply a transformation that is discretizing only one continuous attribute, then, the
number of continuous attributes becomes 4 and thus the delta of this feature is −1 (i.e., the delta
of the number of continuous attributes).
Taking the deltas into account the total set of meta-features becomes large. We apply metafeature extraction and selection in order to select only the most informative (with more predictive
6

See https://www.openml.org/search?type=measure for more detailed explanations of the meta-features
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Measure
Accuracy

Formula
TP + TN
TP + FP + FN + TN

(1)

Precision

T P /(T P + F P )

(2)

Recall

T P /(T P + F N )

(3)

AUC

P rob(X2 > X1)

(4)

TN - True Negatives; TP - True Positives; FN
- False Negatives; FP - False Positives; X1, X2 Score functions of the classes
Table 5: Performance evaluation measures for classification algorithms

power) meta-features. Details on the meta-feature extraction/selection performed can be found in
our previous work [53].
4.2. Meta-response
The goal of meta-learning is to correctly predict the impact of transformations on the performance of machine learning algorithms. Different measures can be used to evaluate the performance
of machine learning algorithms. Since we are dealing with classification problems, and hence the
algorithms we consider are of classification type, the performance is usually measured in terms of
predictive accuracy, precision, recall, or AUC [55]. Moreover, classification algorithms are usually
evaluated using either 10-fold cross-validation or leave-one-out validation (LOOV) [56]. In Table
5, formulas for calculating these measures are given. Briefly, Accuracy is a measure of the overall
effectiveness of a classifier. Precision is the class agreement of the instance labels with the positive
labels given by the classifier. Recall measures the effectiveness of a classifier to identify positive
labels. Finally, one can think of AUC as the classifier’s ability to avoid false classification. For
more details regarding these measures and how they extend to multi-class classification problems,
we refer the reader to [57].
These measures are collected before and after the transformations have been applied. The relative change between the performance obtained after the transformation and the base performance
(performance obtained before the transformation) is the impact of a transformation on the predictive power of a classification algorithm, and this is the meta-response. Based on the meta-features
and delta meta-features mentioned previously, the goal of the meta-learner is to correctly predict
this impact, which can be positive — the performance increases after the transformation, negative
— the performance decreases after the transformation, and zero — the performance remains the
same.
4.3. Meta-learner
Given the meta-features (including delta meta-features) and the meta-response, the next step
is to define the meta-learning problem. Since the meta-response — the impact of transformations,
is of continuous (numeric) type, the meta-learning problem naturally fits to a regression problem.
However, since we are mainly interested on the sign of impact and not on the exact amount of
15
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Figure 6: Overview of PRESISTANT

impact, the problem may as well be defined as a classification problem, where three classes would
be required, positive, negative, and zero. In general, regardless of the type of the meta-learning
chosen, the problem can be defined as follows . Given algorithm A and a limited number of training
data D = (x1 , y1 )...(xn , yn ), the goal is to find a meta-learner with optimal/good generalization
performance. Generalization performance is estimated by 10-fold cross-validation, which splits
(1)
(n)
(i)
(i)
the training data into n (i.e., n = 10) partitions Dvalid , ..., Dvalid , and sets Dtrain = D\Dvalid
for i = 1, ..., n. Note that x ∈ x1 , x2 ...xn are the meta-features and delta meta-features and yi
is the impact of the transformation on the performance of algorithm A run on that particular
transformed dataset. Hence, x and y altogether are the extracted metadata. Since y consists of 4
different performance measures (shown in Table 5) for algorithm runs, we build meta-datasets for
each specific measure separately (we discuss only the results on predictive accuracy). Then, for
each meta-dataset, we generate meta-models — using a meta-learner.
5. PRESISTANT
When dealing with a classification problem, the data analyst has to choose between a large
number of classification algorithms, and a plethora of different pre-processing options. Typically,
the aim is to combine the latter two, such that the obtained results allow for valid decision making.
Yet, finding such a combination is challenging for non-expert users.
Therefore, in this regard, once the classification algorithm is chosen (i.e., one of the algorithms
considered), our tool PRESISTANT (refer to [58] for a demonstration paper) assists the user by
reducing the number of pre-processing options to only a set of relevant ones (i.e., operators that
have positive impact). To do this, PRESISTANT uses a method consisting of three phases, shown
in Figure 6.
In the first phase, rules are applied to prune the irrelevant transformations such that the search
space is reduced. In the second phase, a model is trained to learn the impact of transformations
on the performance of classification algorithms. Finally, in the third phase, the trained model is
used to rank the newly arriving transformed versions of datasets.
5.1. Pruning phase
Given that there is an overwhelming number of different transformations that can be applied to
a dataset, in Section 2.2.1, we argued that simple rules can help on discarding transformations that
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Algorithm 1 Establish meta-database
Output: meta db[1..#algs][1..#trans][1..#metadata];
. meta-database; meta-dataset per
classification alg.
1: function CreateMetaDB(datasets,transformations,classificationAlgs)
2:
metadata = [];
. the set of features to be collected
3:
ds mf = [];
. meta-features of the non-transformed dataset
4:
trans ds mf = [];
. meta-features of the transformed dataset
5:
∆mf = [];
. delta meta-features
6:
for each algorithm alg in classificationAlgs do
7:
for each dataset ds in datasets do
8:
ds mf = ComputeMetaFeatures(ds);
. see Table 4
9:
ds pm = GetPerformanceWith10FoldCV(alg,ds);
. see Table 5
10:
for each transformation tr in transformations do
11:
trans ds = ApplyTransformation(tr,ds);
12:
trans ds mf = ComputeMetaFeatures(trans ds);
13:
∆mf = trans ds mf − ds mf ;
14:
trans ds pm = GetPerformanceWith10FoldCV(alg,trans ds);
15:
mr = |trans ds pm − ds pm| / ds pm;
. relative diff., meta-response
16:
metadata = trans ds mf ∪ ∆mf ∪ ds pm ∪ mr;
17:
meta db[alg][trans ds] = metadata;
18:
return meta db;

have no impact. This translates to having a repository of Expert Rules (cf. Figure 6), that can be
extended to contain any types of rules (e.g., the types of rules used in IBM SPSS Modeler7 ), that
may help on reducing the number of potential transformations to be applied on datasets. Our first
basic set of rules are derived from the experiments whose results were shown in Figure 3, where for
instance we define rules in order to exclude Standardization and Normalization when considering
algorithms like, IBk, Logistic, J48, and PART.
5.2. Learning phase
Two important activities are performed in the learning phase. First, a meta-database (i.e., set
of meta-datasets) is generated for all the classification algorithms considered (cf. Algorithm 1),
and then on top of it, a learning algorithm is applied (cf. Algorithm 2). As a result, a statistical
model (meta-model) is generated for every classification algorithm considered.
The inputs required to construct the meta-database are datasets, transformations — that are
likely to improve the performance of classification algorithms, and the classification algorithms in
consideration.
For the sake of simplicity, let us consider that we want to create the meta-dataset for a single
classification algorithm. In line 8 of Algorithm 1, we first extract the dataset characteristics
(i.e., meta-features from the original non-transformed datasets). Next, we apply all the available
transformations to all the datasets and hence obtain transformed datasets, see line 11. We extract
7

Rule based method for automated data preparation used by IBM: https://www.ibm.com/support/
knowledgecenter/en/SS3RA7_15.0.0/com.ibm.spss.modeler.help/idh_idd_adp_objective.htm
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Algorithm 2 Create meta-models
Input: datasets
. available datasets of classification type
transformations
. available transformations to be applied
classificationAlgs
. available classification algorithms
Output: models
. meta-model for each algorithm
1: function PerformMetaLearning
2:
meta db = CreateMetaDB(datasets,transformations,classificationAlgs);
3:
meta learner = RandomF orest();
. a meta learner of choice
4:
for each algorithm alg in classificationAlgs do
5:
models[alg] = ApplyMetaLearner(meta learner,meta db[alg]);
6:
return models;
the meta-features from the transformed datasets in line 12, and take the difference between them
and the meta-features from the original non-transformed datasets in line 13. Like this, we obtain
the delta meta-features. Furthermore, to both original non-transformed datasets — line 9, and
the transformed ones — line 14, we apply the classification algorithm and then take the relative
difference between their corresponding performance measures (e.g., predictive accuracy) — line
15. The latter is the meta-response, which together with the meta-features of the non-transformed
version of the dataset, the delta meta-features, and the performance measure of the original dataset
compile the complete set of metadata (list of features that will be used in the learning phase) —
see line 16.
Once a meta-dataset is obtained for each classification algorithm, next a learning algorithm (i.e.,
meta-learner) is applied — line 6 of Algorithm 2. As a result, a meta-model (i.e., statistical model)
for each of the classification algorithms is obtained. PRESISTANT uses the Random Forest [59]
algorithm as meta-learner. The XGBoost [60] algorithm was also tested as meta-learner. Even
though similar results were obtained, we opt for the models obtained from Random Forests because
they are easier to interpret.
Lastly, note that since separate models are built for each algorithm, the predictive power of
meta-features slightly differs depending on the algorithm [53]. We refer the reader to our previous
work [53] for a detailed analysis of the most important meta-features and their predictive power.
5.3. Ranking/Recommending phase
The recommending phase starts when a user wants to analyze a dataset. She selects an algorithm to be used for the analysis and the system automatically recommends transformations to be
applied, such that the final result is improved. This phase is described in Algorithm 3. In Algorithm 3, first the meta-features and the performance of the classification algorithm are extracted
from the original non-transformed dataset in lines 3 and 4, respectively. Next, different transformations are applied to the dataset and from each transformed version of the dataset the necessary
features (i.e., meta-features, delta meta-features) are computed — see lines 5-9. These features
are then fed to the predictor in line 10. The predictor in line 10, applies the meta-model to the
extracted features in order to find the predicted impact of a transformation on the performance of
the algorithm.
After the predicted impacts are obtained for all the transformations, they are ranked in descending order using the probabilities of being positive, which are provided by the model, in line
11.
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Algorithm 3 Recommend transformations
Input:
models;
. meta-model for each algorithm
transformations;
. available transformations to be applied
ds
. new dataset chosen by the user
Output: transformations;
. trans. ordered according to predicted impact
1: function RankTransformations(datasets,transformations,classificationAlgs)
2:
predictions = [][];
. predictions for transformed datasets
3:
ds mf =ComputeMetaFeatures(ds);
4:
ds pm =GetPerformanceWith10FoldCV(alg,ds);
5:
for each transformation tr in transf ormations do
6:
trans ds = ApplyTransformation (tr,ds);
7:
trans ds mf =ComputeMetaFeatures(trans ds);
8:
∆mf = trans ds mf − ds mf ;
9:
features = trans ds mf ∪ ∆mf ∪ ds pm;
10:
predictions[tr] = ApplyModel(features,models[classAlg]);
. predict perf.
11:
transformations =RankByProbabilities(predictions,desc = true);
12:
return transformations;
To this end, a strong feature of PRESISTANT is that it actually only predicts the performance of the algorithms, otherwise the classification algorithms need to be applied for real on the
transformed datasets. The former, as shown in Table 6, is orders of magnitudes faster than the
latter.
Furthermore, the number of total transformations executed per dataset determines the level of
interactivity that one can get with PRESISTANT. The cost of executing the transformations, as
shown in Table 7, is very cheap, unless more complex transformations like PCA are considered.
However, as we already mentioned in Section 5.1, the task of an expert in the pruning phase would
be to define rules that would filter the useless transformations and at the same time in a sense
configure the overall level of interactivity.
6. Evaluation
We perform experimental studies to evaluate the performance of our tool. In particular, the
aim of the experiments are three-fold:
Algorithm

Alg. Execution

Predictions

Transformation

Exec. Time

weka.J48

4658

0.1

Discretization

weka.NaiveBayes

1530

0.1

NominalToBinary

4.63

weka.PART

14144

0.1

Normalization

0.50

weka.Logistic

28880

0.1

Standardization

0.63

weka.IBk

7624

0.1

PCA

980

Table 6: Comparison of average run times (ms) per
dataset, real executions vs predictions

14.65

Table 7: Average run time (ms) of transformations per
dataset
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Predicted

Predicted

Positive

Positive

Negative

Zero

Positive

TP

FNP

F0P

Positive

Negative

FPN

TN

F0N

Negative

Real

Zero

FP0

FN0

Real

Negative

Zero

TP

FNP

FP’

TNP

Zero

T0

a)

b)

Table 8: Confusion matrices

1. Asses the performance of PRESISTANT in terms of the quality of the predictions from the
meta-learner perspective. We try to answer the question “How good are the predictions?”
(cf. Section 5.1).
2. Assess the gain obtained by recommendations, from the user perspective. We try to answer
the question “How valuable are the recommendations?” (cf. Section 5.2).
3. Assess the performance of the recommendations of PRESISTANT, compared to the transformations picked by humans in a set of randomly selected classification problems. We try
to answer the question “How difficult is to find the correct transformation in practice?” (cf.
Section 5.3).
To enable the use of the entire set of datasets in the experiments, we use the 10-fold crossvalidation method. This entails that for each classification algorithm considered, when building
the meta-models, if a dataset is used in testing the same is not considered in the training. Furthermore, in this work we discuss the results obtained when treating the meta-learning problem
as a classification task. We refer the reader to our previous work [48], in which the meta-learning
problem is treated as regression.
6.1. Evaluation of the quality of predictions
Predictions provided by the meta-model enable the ranking of transformations. The list of
recommended transformations can be very large in case a lot of transformations are considered.
One may be interested in the whole set of transformations (e.g., “recommending all good items” in
collaborative filtering), or only on the top-K transformations, K being an arbitrary number (e.g.,
“recommending some good items” in collaborative filtering). The latter is more realistic since the
greater the ranked position, the less valuable a transformation is for the user, because the less likely
it is that the user will examine the transformation due to time, effort and cumulated information
from transformations already seen/applied [61]. We performed evaluations both considering the
whole set of transformations and considering only the top-K.
6.1.1. Evaluation of the quality of the whole set of transformations
When treated as classification, the meta-learning problem translates to a multi-class classification problem with three classes (i.e., positive, negative, zero) in the response variable. Given that
it is a multi-class problem and knowing that all the classes do not have the same importance, we
cannot use the traditional binomial confusion matrix for the evaluation. For instance, regarding
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the importance of classes, miss-predicting a zero transformation does not have the same impact as
miss-predicting a positive or negative transformation.
Therefore, in Table 8a), we devise a confusion matrix that consists of two parts. The inner
(green) part is the traditional confusion matrix for the positive and negative predictions and the
outer (orange) part, is the one that takes into account the zero class.
Furthermore, since datasets have varying numbers of attributes, they do not have the same
number of transformations applied to them i.e., some datasets can have more transformations
than others (cf. Table 1). To give equal importance to every dataset, regardless of the number
of transformations, we assign weights to their corresponding transformations (i.e., transformed
versions of the same dataset): wTd = 1/|Td |, where |Td | is the total number of transformations
applied to dataset d. Like this, each dataset has weight equal to 1.
Using the matrix shown in Table 8a), per dataset d and for the set of its transformations Td
with their corresponding weights wTd , we evaluate our system calculating the Predictive accuracy
(P Ad ), Precision (P rd ), Overall recall (ORd ) and F-modified (F -md ), defined as follows:
TP + TN
P Ad =
P rd =
T P + F NP + F PN + T N




TN
TP
+
/2
T P + F PN
T N + F NP



P Ad × ORd
T P + F NP + F PN + T N
F -md = 2
ORd =
T P + F NP + F PN + T N + (F 0P + F 0N )
P Ad + ORd

where T P represents the number of true positives, F NP the number of false negatives, F PN
the number of false positives, and T N the number of true negatives. Furthermore, F 0P represents
the number of transformations that are predicted as zero, but in reality they are positive, F 0N
represents the zero predicted transformations that are in reality negative. Finally, F P0 are positive
predictions that in reality have zero impact, F N0 negative predictions that in reality have zero
impact, and T 0 are the true zeros. Notice, that F P0 and F N0 are less harmful than F 0P and
F 0N , since predicting a transformation as zero and then having a positive impact in real (F 0P ),
is worse than predicting a transformation as positive and then having zero impact in real (F P0 ).
The same applies for F N0 when compared to F 0N .
The aforementioned measures are calculated for individual datasets d. Averaging the individual
measures over all datasets with at least one relevant transformation, we obtain the mean Predictive
accuracy P A, Precision P r, Overall recall OR, and F-modified F -m. In the experiments performed
on 533 datasets we obtained the results shown in Figure 7.
The results show that, on average, if a user selects any transformation from the whole list of
possible transformations (Td ), the system provides an accuracy of 61%.
6.1.2. Evaluation of the quality of the top-K recommendations
Since real users are usually concerned only with the top part of the recommendation list, a
more practical approach is to consider the number of a datasets’ relevant transformations ranked
in the top-K positions.
Many details need to be considered in order to perform a proper evaluation of the K positions.
First of all, for the sake of simplicity, let us use the confusion matrix shown in Table 8b), where
we denote as True Non Positive (T N P = T N +F 0N +F N0 +T 0), a transformation that is predicted
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Figure 7: Results obtained when evaluating the whole set of transformations

as non-positive and it is non-positive in real (i.e, after executing the classification algorithm the
transformation has no positive impact). False Non Positive (F N P = F NP +F 0P ), a transformation
that is predicted as non-positive but is positive in real. Finally, F P 0 , a transformation that is
predicted as positive but in reality can have either negative or zero impact.
Next, notice that for each dataset, there can be L transformations that have real positive
impact, and the system (in practice) recommends y transformations that are predicted to have a
positive impact.
To be able to perform evaluations for all the datasets, including the datasets with L=0 (i.e.,
datasets that do not have any transformations that have real positive impact), and to be able to
calculate average measures for datasets with different L, for all the positions in the ranking, we rank
the transformations as follows: first we rank the y positively predicted transformations by their
probability of being positive (the highest goes first). Next, we append the remaining real positive
transformations (if any are left) up to L. Finally, we append all the remaining transformations
ranked by their probability of being positive.
This ranking allows us to perform evaluations for each position K for any dataset with L real
positive transformations. The results of the evaluations form a matrix of size [L, K], and the
possible evaluation we can have is shown in Table 9, where two possible scenarios are considered,
𝑇𝑃 𝑜𝑟 𝐹𝑃′

𝐿

𝑇𝑃 𝑜𝑟 𝐹𝑃′

𝑦

𝑇𝑁𝑃 𝑜𝑟 𝐹𝑁𝑃

𝑇𝑃 𝑜𝑟 𝐹𝑃′

𝑦

𝐹𝑁𝑃

𝐿

𝑇𝑁𝑃 𝑜𝑟 𝐹𝑁𝑃

Table 9: Evaluation of our approach based on the chosen ranking (ordering of transformations)

1. if y > L (i.e., we predict too many positive transformations), the current transformation in
position c can be below y, where we can find either T P or F P 0 and above y, where we can
find either T N P or F N P .
2. if y ≤ L (i.e., we predict too few positive transformations), the current transformation in
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weka.IBk

10

0.64/19

0.6/11

0.53/15

0.62/18

0.5/21

0.54/28

0.55/22

0.45/23

0.43/28

0.56/17

0.44/11

0.57/387

9

0.61/20

0.58/11

0.6/22

0.65/26

0.54/28

0.51/30

0.52/23

0.45/25

0.41/30

0.58/17

0.47/11

0.58/417

8

0.58/20

0.57/15

0.57/26

0.62/28

0.52/30

0.52/35

0.52/28

0.46/26

0.4/30

0.62/17

0.51/11

0.58/440

7

0.56/23

0.53/18

0.52/27

0.59/28

0.5/32

0.51/35

0.47/29

0.48/27

0.44/30

0.66/17

0.52/11

0.58/451

6

0.52/23

0.46/18

0.48/28

0.55/29

0.49/32

0.51/35

0.45/29

0.51/27

0.46/30

0.69/17

0.53/11

0.58/453

5

0.47/23

0.4/18

0.43/28

0.52/29

0.51/32

0.51/35

0.52/29

0.55/27

0.49/30

0.74/17

0.53/11

0.59/453

4

0.47/31

0.39/21

0.46/35

0.52/34

0.48/33

0.54/35

0.57/29

0.56/27

0.52/30

0.79/17

0.5/11

0.6/477

3

0.39/31

0.35/21

0.43/35

0.55/34

0.56/33

0.57/35

0.66/29

0.62/27

0.58/30

0.8/17

0.52/11

0.63/477

2

0.27/31

0.31/21

0.49/35

0.69/34

0.67/33

0.64/35

0.74/29

0.69/27

0.65/30

0.85/17

0.64/11

0.68/477

1

0.69/83

0.44/25

0.51/35

0.76/34

0.79/33

0.77/35

0.79/29

0.81/27

0.73/30

0.94/17

0.82/11

0.77/533
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Positions K

Accuracy
0.8
0.6
0.4

Real positives L

Table 10: Accuracy values obtained for the IBk classifier, for transformations in positions K in datasets with L real
positive transformations. The numbers shown inside the cells, denoted as x/z, are the cumulative accuracies x, and
the number of datasets z, which have at least K transformations and exactly L real positives. The last column,
shows the values obtained after computing the weighted average for each position K for all possible L

position c can be: below y, between y and L, and above L. Below y, we can find either T P
or F P 0 . Above L, we can find either T N P or F N P . Finally, between y and L we can only
find F N P , that is T P = 0, since here we have the transformations that are predicted as
non-positive (c > y), but in reality they have positive impact,
Using the aforementioned, we can calculate accuracy measures, where below the diagonal we can
compute the ratio of true positives (T P/(T P + F P 0 + T N P + F N P )), and above the diagonal
we can calculate the ratio of true non positives (T N P/(T P + F P 0 + T N P + F N P )). Note that
because of the ordering enforced (as shown in Table 9), we can have TP only below the diagonal
and TNP only above the diagonal.
In Table 10, we show the results obtained for algorithm IBk. The numbers shown inside each
cell [L, K], denoted as x/z, are the cumulative accuracies x, and the number of datasets z (with
at least K transformations and exactly L real positives). For instance, in the cell [L=1,K=1], we
have an accuracy of 44%. That is for datasets with only one real positive transformation (there are
25 such datasets), in 44% of the cases we correctly rank in position K=1 the transformations that
have positive impact. This implies that it is rather difficult to find a positive transformation on
datasets that have only 1 real positive transformation. However, for instance, for L=9 in position
23

K=1, the accuracy is much higher (i.e., 94%). Therefore, since the cells are colored based on the
accuracy (the darker the color the higher the accuracy), below the diagonal they become darker
as L grows. This means that PRESISTANT obviously performs better when the number of real
positives is higher. Furthermore, the cells in the bottom part are darker than the rest, so the
results are better in the first (top) K positions.
The last column of Table 10 shows the weighted average values of the accuracies obtained for
each position K. The accuracies are weighted by the number of datasets in each L; the results
shown are computed for all L.
Finally, as a summary, in Table 11 we show the weighted average results of the accuracies for
all L, in position K=1, for all the algorithms considered8 .
Algorithm
J48
Naive Bayes
PART
Logistic
IBk

WAVG in K=1
0.62
0.78
0.67
0.57
0.77

#Datasets
533
533
533
480
533

Table 11: Weighted average values for all L in K=1

Comparison with a random pick
To evaluate the performance of our approach, we compare it to the approach of a user randomly
choosing a transformation to apply. For the latter, given the data, we need to find the probability
of having TP below the diagonal and having TNP above the diagonal.
Finding the probability of having TP below the diagonal in the K th position, translates to the
problem of finding the probability of picking a positive transformation in K draws, from a bag
consisting of positive, negative, and zero (neutral) transformations. This follows a hyper-geometric
distribution, and the expected value of TP in a cell [L, K] below the diagonal is calculated as
µT P = K |TLd | , where |Td | denotes the total number of transformations in dataset d. The expected
d|
value of TNP is calculated as µT N P = K L−|T
|Td | .
To make a fair comparison with our approach, we need to assume the same ordering. Hence,
the values to be calculated are shown in Table 12, where y 0 is the expected number of positive
predictions a dataset can have, which is calculated as the ratio of the transformations of dataset d,
given the proportion of all real positives we can have for algorithm a, y 0 = |Td |Pa (P ositive). Note
that the probabilities of being positive for each algorithm a, i.e., Pa (P ositive), are found using the
distributions of the impacts in Figure 2.
In Table 12, again two scenarios are considered:
1. if y 0 > L (i.e., the random picks too many positive transformations), below y 0 we take the
probability of being T P , and above y 0 we take the probability of being T N P .
2. if y 0 ≤ L (i.e, the random picks too few positive transformations), for the current transformation c below y 0 , we calculate the probability of being T P . For the transformation positioned
between y 0 and L, the probability of being T P is 0. Finally, for the transformation above L,
we calculate the expected T N P based on the expected positive predictions y 0 ,

8

For the complete results of all the algorithms, visit: http://www.essi.upc.edu/~bbilalli/presistant.html
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Table 12: Evaluation of the random pick based on the chosen ranking

More precisely, given the conditions in Table 12, the probabilities for each cell [L, K], are
calculated using the following function,

d |−L
(min(K, y 0 ) |TL | + max(0, K − y 0 ) |T|T
)/K,
if y 0 > L
d
d|
|Td |−L 0
P (L, K) =
(min(K, y 0 ) L + max(0, K − L) (|Td |−L)−( |Td | y ) )/K, if y 0 ≤ L
|Td |
|Td |−L
To show whether the values obtained by our approach are significant, we performed a binomial
distribution test comparing the true positives obtained by our approach with the total number of
datasets with respect to the theoretical probabilities obtained by the random pick. The results
obtained are shown in Table 13, where the color of the cell denotes whether the value obtained
is significant or not (white means significant). We consider the value to be significant if it is
p <= 0.01.
It can be observed that significant values are obtained for most of the cells below the diagonal
where the accuracy with regards to TP is measured. Furthermore, it is worth to mention that:
– observing the bottom left-most cell, it can be noted that the system increases the chance
of finding the transformations that do not positively impact the analysis (the system may
suggest avoiding those transformations)
– the bottom right-most cell indicates that for position K = 1, we almost double the accuracy
compared to the random pick (77% versus 41%). Moreover, the accuracy obtained for the
whole set of transformations for IBk was 67% and for top-1, becomes 77%
– the probabilities of the random pick start to become higher above the diagonal, due to the
fact that it is easier to guess negative transformations as you go down in the ranking
– significance values are also impacted by the sample sizes (number of datasets), which are
different for each L and they may also vary for different Ks. Yet, observe the last column
where the weighted averages are shown. The calculations are done for all the datasets on
each K, and the values obtained are significant.
6.2. Evaluation of the gain obtained from recommendations of PRESISTANT
In the Information Retrieval domain, different measures that calculate the gain obtained from
a ranked result have been proposed. The most popular one among them is the Discounted Cumulative Gain (DCG) [61]. The assumption is that the greater the ranked position, the less valuable
the item (i.e., transformations) is for the user, because it is less likely that the user will examine it.
Thus, DCG uses a discounting function that progressively reduces the gain as the rank increases.
To compute DCG, a permutation/ordering π of the gain values GTd (i.e., the real gain in terms
of accuracy induced by the transformation) on the entire list of transformations in a given dataset
d, results in the ordered list of gains Gπ,Td (a vector of length N , where N is |Td |). In particular,
we are interested in the permutation that sorts according to our predicted scores (i.e., predicted
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0.61/0.25
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0.51/0.44
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0.45/0.36

0.41/0.31

0.58/0.31
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0.58/0.21

0.57/0.43

0.57/0.5

0.62/0.43

0.52/0.43

0.52/0.42

0.52/0.37

0.46/0.32
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0.62/0.35

0.51/0.34

0.58/0.4

7

0.56/0.23

0.53/0.42

0.52/0.47

0.59/0.41

0.5/0.4

0.51/0.38

0.47/0.33

0.48/0.29

0.44/0.31

0.66/0.39

0.52/0.37

0.58/0.4

6

0.52/0.19

0.46/0.36

0.48/0.43

0.55/0.38

0.49/0.37

0.51/0.33

0.45/0.28

0.51/0.32

0.46/0.35

0.69/0.44

0.53/0.41

0.58/0.39

Positions K

Binom Sign.
0.4
0.3
0.2
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0.47/0.15

0.4/0.31

0.43/0.37

0.52/0.34

0.51/0.32

0.51/0.28

0.52/0.32

0.55/0.35

0.49/0.39

0.74/0.5

0.53/0.45

0.59/0.39

0.1
0.0

4

0.47/0.27

0.39/0.31

0.46/0.34

0.52/0.3

0.48/0.27

0.54/0.32

0.57/0.38

0.56/0.38

0.52/0.43

0.79/0.53

0.5/0.48

0.6/0.39

3

0.39/0.2

0.35/0.24

0.43/0.26

0.55/0.24

0.56/0.32

0.57/0.37

0.66/0.45

0.62/0.41

0.58/0.45

0.8/0.54

0.52/0.48

0.63/0.39
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0.27/0.13

0.31/0.15

0.49/0.2

0.69/0.27

0.67/0.35

0.64/0.4

0.74/0.5

0.69/0.42

0.65/0.45

0.85/0.54

0.64/0.48

0.68/0.39
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0.69/0.41

0.44/0.11
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0.76/0.33

0.79/0.35

0.77/0.4
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0.81/0.42

0.73/0.45

0.94/0.54

0.82/0.48
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Table 13: Significance values obtained when comparing results obtained with meta-learning and the random pick,
for the IBk classifier. The numbers shown inside the cells, denoted as x/v, are the cumulative accuracies x obtained
using our approach, and the random pick probabilities v, for datasets with at least K transformations and exactly L
real positives. The last column shows the averages for our approach compared to the random pick, in each position
K, weighted by the number of datasets in each L

probabilities) for the various transformations in a dataset: Grec,Td denotes the recommended list
or gains in descending order of the predicted scores of the transformations (highest ranked transformation is first in list). Moreover, the best (Gbest,Td ) and worst (Gworst,Td ) possible permutations
are also of interest.
For the general case DCG is computed as [62]:
DCGGπ,Td =

N
X
Gπ,Td [i]
log2 (i + 1)
i=1

The calculations are performed for each dataset and we obtain values for the recommended
ranking (DCGGrec,Td ), the best ranking (DCGGbest,Td ), and the worst ranking (DCGGworst,Td ).
To obtain a relative value, we normalize the gain obtained by our recommendations in the
following way:
DCGGrec,Td − DCGGworst,Td
nDCGd =
,
DCGGbest,Td − DCGGworst,Td
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Algorithm
J48
Naive Bayes
PART
Logistic
IBk
a

nDCG

#Datasetsa

All trans.
0.72
0.78
0.73
0.63

Top-1
0.78
0.85
0.79
0.66

475
476
476
421

0.77

0.85

475

Number of datasets with at least 1 relevant (non-neutral) transformation
Table 14: Normalized discounted cumulative gain values

This normalized value can be interpreted as a percentage of how close we are to the best ranking,
and it is calculated for each dataset. Averaging the individual measures over all datasets with
at least one relevant (non-neutral) transformation we obtain the mean nDCG. This measure can
again be calculated for the whole set of transformations or for the top-K. In Table 14, we provide
the results obtained for the whole set of transformations and for top-1, for all the classification
algorithms considered.
6.3. Evaluation of the performance of PRESISTANT compared to humans
In this section, we discuss the results obtained in an empirical evaluation with humans. The
importance of evaluations with real users has already been acknowledged in previous works [63].
Our experiment, in the form of a quiz9 , is defined as follows: given a dataset, a classification
algorithm, and a set of applicable transformations over the dataset, find the transformation that has
more positive impact on the classification accuracy of the algorithm. If none of the transformations
is ought to have positive impact, pick option “None”.
For the answer to be correct, users must find only one positive transformation among the
possibly many positive transformations per dataset. Whereas, PRESISTANT’s top recommended
transformation must be among the positive ones. In both cases, score 1 is assigned to the correct,
and score 0 to the incorrect answer.
We performed experiments with 4 randomly selected datasets10 (cf. Table 15), and the 5
classification algorithms that PRESISTANT supports. The maximum number of participants per
dataset was 39, and their background varied between users with “No knowledge” in data mining
— 15.38%, “Basic knowledge” — 43.59%, “Intermediate knowledge” — 38.47%, and ”Expert
knowledge” — 2.56%. Most of the participants held master’s degrees in fields related to Computer
Science — 69.24%. Others held PhD’s in some Computer Science field — 15.38%, and the rest
were undergraduate students in Computer Science — 15.38%. More than half of the participants
were not students and they are currently pursuing their professional careers in either companies or
academia, always in the field of data management and analytics.
The average scores obtained per algorithm by real users and PRESISTANT, are compared in
Table 16. PRESISTANT scored on average 2.5 times better than humans, showing its effectiveness
in real scenarios. More interestingly, however, users performed worse than they were expected
9
10

http://www.essi.upc.edu/~bbilalli/presistant.html#quiz
Datasets are retrieved from the UCI repository: https://archive.ics.uci.edu/ml/datasets.html
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Algorithm
Dataset

#Participants

Users

PRESISTANT

J48

0.10

0.27

Naive Bayes

0.52

1.0

autos

31

PART

0.21

0.51

ecoli

37

Logistic

0.10

0.50

diabetes

30

IBk

0.17

0.55

flags

39

Total

0.22

0.57

Table 15: UCI datasets used in the experiments

Table 16: Average scores of users and PRESISTANT

(i.e, they score 0.22 and the expected score with a random pick is close to 0.3). We suspect this
occurred because of the fact that users were biased towards selecting transformations that are of
type Global — applied globally to all the compatible attributes of a dataset. Indeed, 7 out of top
10 most frequently picked transformations were either of type Global or “None” — 57.08%. Yet,
out of the transformations shown to the user on average, only 37% of them were of type Global
and the rest were Local.
Another interesting observation is that when results are broken down and PRESISTANT is
only compared to the Expert category, PRESISTANT is still 1.5 times better on average for all
the algorithms.
Thus overall, the results indicate that in practice it is difficult to find the transformations that
positively impact the analysis and that there is obvious need for user support.
7. Conclusions and future work
In this work, we addressed the problem of assisting non-expert users to perform pre-processing
with the goal of improving the final results of their classification tasks.
To provide assistance, we trained a model that learned the relationship between pre-processing
operators and the performance of classification algorithms. To this end, we were able to rank
transformations according to their impact on the final result of the analysis (i.e., the impact of
transformations on the predictive accuracy of a classification algorithm). An extensive evaluation
on hundreds of datasets and a set of classification algorithms, showed that our approach gives
promising results. More specifically, we were able to observe that:
– even if a user randomly picks a transformation from the entire list of transformations ranked
by PRESISTANT we obtain an average accuracy of 61%, for all the algorithms considered,
– recommending only the top-1 transformation, increased the accuracy to 68%,
– measuring the gain obtained from our ranking for all transformations using DCG, we were
as close as 73% on average to the gain obtained from the best possible ranking (for all the
algorithms considered),
– measuring the gain from the top-1 recommendations using DCG, we were as close as 79% on
average to the gain obtained from the best possible ranking,
– in a set of randomly selected classification problems, PRESISTANT performed 2.5 times
better than humans (mostly non-experts).
Finally, the results indicate that our tool PRESISTANT, can assist users to more effectively
identify the pre-processing operators appropriate to their applications, and to achieve improved
results.
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As a future work, we see potential value on extending the list of the pre-processing operators
and classification algorithms we have considered so far and we also plan to incorporate regression
algorithms.
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