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Abstract 

Molecular communication via diffusion (MCvD) needs to compute and simulate a 

large number of molecules in order to get accurate and meaningful results.  

Traditional methods to process data, using CPUs, are very expensive in time, due 

to the lack of capabilities to do tasks in parallel extensively. That is why in the following 

work it has been studied the GPU hardware fundamentals in order to be able to reduce 

the execution time and improve the relation data – execution time. To get these results 

it has been used the Matlab Parallel Toolbox and also CUDA-C. The results has been 

compared and studied relating them to the hardware used. 

The different methods that Nvidia can offer to reduce computation time are 

analysed at the same time that the GPU system operation is studied. 
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Chapter 1 

Introduction 

1. Int ro duct ion  

Molecular communication (MC) is a new communication paradigm wherein 

information between devices is carried by molecules. Use of molecules as information 

carriers distinguishes MC from conventional, macro-scale, communication paradigm, 

such as electromagnetic communications. MC opens up the possibility to establish 

communication networks in harsh environments, such as in living tissues, where the 

conventional methods fail.  

As to decode the received signal, micro and macro-scale communications can be 

differentiated, while in macro scale communication single particles may be too difficult 

to detect, because the concentration is the focus in order to have a detectable signal; 

in micro-scale any measurable parameter can serve to decode: Presence or absence of 

molecules, levels of concentration (threshold), type of particles arriving at the receiver, 

time of arrival,... Choosing any of these will depend on the characteristics of the 

environment and the purpose of communication. 

A unique characteristic of MC is the nature in which the molecules propagate, 

they can be categorized in diffusion-based propagation, flow assisted propagation, active 

transport using molecular motors and cytoskeletal filaments, bacterial assisted 

propagation, and kinesin molecular motors moving over immobilized microtubule (MT) 

tracks. In this study it has been developed a solution for Molecular Comunication via 

Difussion (MCvD). 

 

 

Figure 1.1: MCvD environment 
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MC has only recently been started to be investigated, as the need for a smaller size 

communication device and the unsuitability of traditional electronic or electromagnetic 

devices, miniaturized, for such tasks became apparent.  

Analytical solutions for simple MCvD might be found, for example, for perfect 

absorbent spheric receiver, or reversible absorption receiver, but for more complex 

topologies the use of simulations is needed.  

Due to the complexity of many of the aspects of a big enough MC system, Machine 

Learning techniques have been used in order to obtain useful models. 

 

1.1. Project objectives and overview 

Although existing useful models and functional algorithms is not enough if the 

simulation takes too much. Therefore, it was thought that the GPU, that allows high 

parallelization, was the best option to speed up already good simulations while keep 

checking its validity. 

This project has as the main goal develop a solution able to reduce substantially 

the execution time of two MCvD simulators, first by using Matlab, and after, doing a 

previous study about the GPU behaviour, using the NVIDIA software environment 

CUDA. 

Different algorithms and code approaches have been evaluated changing physical 

parameters such as diffusion coefficient, D, distance to the receiver and time step 𝛿𝑡; 

and relating the results obtained with the GPU theory in order to explain and understand 

more deeply its mode of operation. 
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Chapter 2 

Background 

2. Backgr oun d  

2.1. Molecular Communications 

2.1.1. Physical Fundamentals and Approaches 

The particle motion is based on the Fick's law of diffusion[1], which describes how 

particle move from a region of higher concentration to a region of lower concentration. 

Mathematically, the Fick's law of diffusion states that the diffusion flux is proportional 

to the concentration gradient: 

 

𝐽 = −𝐷∇𝐶 (2.1) 

 

    Where C is the concentration of the diffusing particles, J is the diffusion flux 

(particles per square meter per second), and D is the diffusion constant, which has units 

of cm2 per second:  

 

𝐷 =
Δ𝑥22

2Δ𝑡
(2.2) 

 

    As it can be seen, the flux causes a change in the spatial distribution 

concentration, but this generates a change in the flux itself, to define this behaviour it 

is used a mass conservation equation: 

 

𝜕𝐶

𝜕𝑡
+
𝜕𝐶

𝜕𝑡
= 0 (2.3) 

 

    From which, using and assuming D is a constant (and therefore  
𝜕𝐷

𝜕𝑥
= 0) we 

can get Fick’s second law: 

 



 

9 

 

𝜕𝐶(𝑟, 𝑡)

𝜕𝑡
= 𝐷Δ𝐶(𝑟, 𝑡) (2.4) 

 

    Solving this equation with an initial concentration of N particles in the origin 

it is possible to get a solution of the form: 

 

𝐶(𝑟, 𝑡) =
𝑁

√4𝜋𝐷𝑡
𝑒−

𝑟
4𝐷𝑡 (2.5) 

 

Which is a normal distribution of mean 𝜇 = 0  and variance 𝜎 = √2𝐷𝑡. 

     

  

Particle-based simulators: Brownian particles diffuse as a Gaussian function. Thus, 

for the simulations, the displacement of each particle in the fluid medium, in a certain 

step of time, of duration 𝛿𝑡, which is random displacement, is taken as Gaussian:  

 

Δ𝑥 ∼ 𝑁(0, 𝜎2) (2.6) 

 

For a three-dimensional system: 

 

Δ𝑦 ∼ 𝑁(0, 𝜎
2) 

Δ𝑧 ∼ 𝑁(0, 𝜎
2) 

 

 

Δ𝑟 = (Δ𝑥, Δ𝑦, Δ𝑧) 

(2.7) 

𝑟𝑖⃗⃗⃗ = 𝑟𝑖−1⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ + Δ𝑟 

 

 

In this process there is no spatial limit and if the particles reach the receiver are 

removed from the simulation. If flow is added, its contribution should be added to the 

displacement vector: 
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Δ𝑟𝑓𝑙𝑜𝑤⃗⃗⃗⃗⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ = (Δ𝑥, Δ𝑦, Δ𝑧) + 𝛿𝑡 ∗ 𝑣𝑓𝑙𝑜𝑤⃗⃗⃗⃗⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  

(2.8) 

𝑟𝑖⃗⃗⃗ = 𝑟𝑖−1⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ + Δ𝑟𝑓𝑙𝑜𝑤⃗⃗⃗⃗⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  

 

Where 𝑣𝑓𝑙𝑜𝑤⃗⃗⃗⃗⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  is the flow velocity vector. 

Voxel-based simulators: The environment is divided into squares or cubes, each 

for 2D or 3D, named voxels, with particles commencing from one of them, and then 

propagating to their neighbours, assuming that particles are homogeneously distributed 

in each of them, makes the computation time independent from the number of particles, 

but dependent of the size of the voxel and the environment. 

 

At each time step, for each voxel, the probability of staying inside of that voxel is 

calculated, and in consequence the particles are distributed to the neighbour voxels.         

Without diagonals: Only the neighbours that share an edge are considered, 4 in 

2D and 6 in 3D. 

At every time step (𝛿𝑡), 𝑃𝑡𝑟𝑎𝑛𝑠, is calculated. For 2D, the version without diagonals 

(3D is equivalent): 

 

𝑃𝑡𝑟𝑎𝑛𝑠
2𝐷 (𝑛ℎ𝑖) =

1 − 𝑃𝑠𝑡𝑎𝑦
2𝐷

4
  𝑓𝑜𝑟 𝑖 = 1,2,3,4 (2.9) 

 

where 𝑛ℎ𝑖 is a neighbour voxel and 𝑃𝑠𝑡𝑎𝑦
2𝐷  the probability of remain in the voxel.  

 

𝑃𝑡𝑟𝑎𝑛𝑠
2𝐷 (𝑛ℎ𝑖) =

{
 
 

 
 
𝛼1(1 − 𝑃𝑠𝑡𝑎𝑦

2𝐷 ) 𝑓𝑜𝑟 𝑖 = 1

𝛼2(1 − 𝑃𝑠𝑡𝑎𝑦
2𝐷 ) 𝑓𝑜𝑟 𝑖 = 2

𝛼3(1 − 𝑃𝑠𝑡𝑎𝑦
2𝐷 ) 𝑓𝑜𝑟 𝑖 = 3

𝛼4(1 − 𝑃𝑠𝑡𝑎𝑦
2𝐷 ) 𝑓𝑜𝑟 𝑖 = 4

 

 

𝛼1 =
𝑃𝑢𝑝
2𝐷

𝑃𝑢𝑝2𝐷 + 𝑃𝑑𝑜𝑤𝑛
2𝐷 + 𝑃𝑟𝑖𝑔ℎ𝑡

2𝐷 + 𝑃𝑙𝑒𝑓𝑡
2𝐷  

𝛼2 =
𝑃𝑟𝑖𝑔ℎ𝑡
2𝐷

𝑃𝑢𝑝2𝐷 + 𝑃𝑑𝑜𝑤𝑛
2𝐷 + 𝑃𝑟𝑖𝑔ℎ𝑡

2𝐷 + 𝑃𝑙𝑒𝑓𝑡
2𝐷

(2.10) 
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𝛼3 =
𝑃𝑑𝑜𝑤𝑛
2𝐷

𝑃𝑢𝑝2𝐷 + 𝑃𝑑𝑜𝑤𝑛
2𝐷 + 𝑃𝑟𝑖𝑔ℎ𝑡

2𝐷 + 𝑃𝑙𝑒𝑓𝑡
2𝐷  

𝛼4 =
𝑃𝑙𝑒𝑓𝑡
2𝐷

𝑃𝑢𝑝2𝐷 + 𝑃𝑑𝑜𝑤𝑛
2𝐷 + 𝑃𝑟𝑖𝑔ℎ𝑡

2𝐷 + 𝑃𝑙𝑒𝑓𝑡
2𝐷  

 

Where, in 2D, the probability of stay, 𝑃𝑠𝑡𝑎𝑦
2𝐷 , is: 

 

𝑃𝑠𝑡𝑎𝑦
2𝐷 = 𝑃(−𝑥0 ≤ Δ𝑥 ≤ 𝜆 − 𝑥0) 

𝑎𝑛𝑑  

(−𝑦0 ≤ Δ𝑦 ≤ 𝜆 − 𝑦0) (2.11) 

𝑃𝑠𝑡𝑎𝑦
2𝐷 = 𝑃(−𝑥0 ≤ Δ𝑥 ≤ 𝜆 − 𝑥0) = ∫

1

√4𝜋𝐷𝛿𝑡
𝑒

𝑥2

4𝐷𝛿𝑡

𝜆−𝑥0

−𝑥0

 

 

Where (𝑥0, 𝑦0) is the point within a voxel and λ the length of the voxel side. 

From where deriving and with the error function 𝑒𝑟𝑓(𝑥) =
2

√𝜋
∫ 𝑒−𝑡

2𝑥

0
: 

 

𝑃(−𝑥0 ≤ Δ𝑥 ≤ 𝜆 − 𝑥0) =
1

2
[𝑒𝑟𝑓 (

 λ −  𝑥

√4𝐷𝛿𝑡
) − 𝑒𝑟𝑓 (

− 𝑥

√4𝐷𝛿𝑡
)] 

 

Which can be derived into the probability of staying in the initial voxel: 

 

𝑃𝑠𝑡𝑎𝑦
2𝐷 =

1

λ2
∫ ∫ 𝑃(−𝑥0 ≤ Δ𝑥 ≤ 𝜆 − 𝑥0)𝑃(−𝑦0 ≤ Δ𝑦 ≤ 𝜆 − 𝑦0)𝑑𝑥0𝑑𝑦0

𝜆

0

𝜆

0

 

            

             (2.12) 

 

And for finishing, to calculate the probability of a particle moving to a neighbour 

voxel it is only needed a change in the limits: 

 

𝑃𝑑𝑖𝑟𝑒𝑐𝑡
2𝐷 = 𝑃𝑢𝑝

2𝐷 = 𝑃𝑑𝑜𝑤𝑛
2𝐷 = 𝑃𝑙𝑒𝑓𝑡

2𝐷 = 𝑃𝑟𝑖𝑔ℎ𝑡
2𝐷 = 𝑃(𝜆 − 𝑥0 ≤ Δ𝑥 ≤ 2𝜆 − 𝑥0)

=
1

2
[𝑒𝑟𝑓 (

 2λ −  𝑥

√4𝐷𝛿𝑡
) − 𝑒𝑟𝑓 (

λ −  𝑥

√4𝐷𝛿𝑡
)]  
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             (2.13) 

 

In 3D is equivalent, taking into account also the depth, z, direction and making 

the integral triple. 

The received molecular signal is constituted by the amount of particles that arrive 

to the receiver in each time step. Due to the randomness of the process the final signal 

presents some noise when is simulated with the particle-based simulator. 

 a) Output for particle-based simulation  b) Output for voxel-based simulation 

Figure 2.1: Comparison between outputs of voxel and particle-based simulators 

 

2.2. Development Environment: Matlab 

Matlab includes different functionalities to program tasks in parallel, all of them 

collected in parallel toolbox. With this Matlab toolbox, it is possible to solve 

computationally and data-intensive problems using multicore processors, GPUs, and 

computer clusters. Parallel toolbox has high-level constructs — parallel for-loops, special 

arrays types and parallelized numerical algorithms — that enables to parallelize an 

application without the use of CUDA or MPI programming. 

In order to fulfil the specifications it was chosen the GPU path because it allows 

the use of a substantial number of cores, the compute capability of these GPU cores is 

smaller than the CPU ones, but instead, the difference in number let perform tasks in 

much less time. 

2.2.1. Matlab best practices 

Data in MATLAB arrays is stored in column-major order. Therefore, it is beneficial 

to operate along the first dimension of the array. If one dimension of the data is 

significantly longer than others, it might achieve better performance if it is changed to 
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be first dimension. In the same way, if the operations are frequently done in a particular 

dimension, it is usually best to have it as the first dimension. In some cases, if 

consecutive operations target different dimensions of an array, it might be beneficial to 

transpose or permute the array between these operations. 

GPUs achieve high performance by calculating many results in parallel. Thus, 

matrix and higher-dimensional array operations typically perform much better than 

operations on vectors or scalars. That is why it is beneficial for the performance if the 

loops are rewritten to make use of higher-dimensional operations, this process of revising 

loop-based, scalar-oriented code to use MATLAB matrix and vector operations is called 

vectorization[2]. 

 

2.2.2. Matlab – Parallel toolbox functionalities 

In order to give data to the GPU there is the Matlab function gpuArray. This 

function carries the functionality that every function with one or more of its parameters 

being a gpuArray object is performed in the GPU, being its execution in parallel, and 

therefore faster. 

This toolbox includes another built in functions to be used with the GPU: 

• Arrayfun: apply function to each element of array on GPU. 

• Pagefun: apply function to each page of array on GPU. 

By using these functions to call functions can be reduced the execution time 

because it is reducing the overhead.  

If the function to execute is a very complex one, it will do more than one operation, 

if these operations are executed in the GPU, Matlab will launch more than one kernel 

(GPU function) what means getting overhead. Instead, if arrayfun or pagefun are used 

when this function is called, Matlab will only launch one kernel. 

The use of arrayfun and pagefun takes additional overhead, thus these are only 

beneficial when the complexity of the function is high, because if not, the own overhead 

of arrayfun, or pagefun, will be higher than the overhead of launching more than one 

kernel, and the performance will be affected. 

 

2.3. Development Environment: CUDA-C 

CUDA – C allows us to use the GPU with programming languages such as C and 

C++, an easier developing way than prior APIs like Direct3D and OpenGL. It can be 

qualified as a language of a lower level than Matlab, because it let access parameters 



 

14 

 

such as the use of the memory, control how many threads and how many blocks are 

launched and how are they executed.  

The CUDA code is composed mainly host (CPU) code and device (GPU) code. 

The CPU is used at least to generate the data and copy it to the Global memory, so 

the GPU can use it. The GPU functions, called kernels, is where the main application 

resides, responsible of the calculations and afterwards gather the information to the 

CPU.  

 

2.4. Relationship between CUDA-C and GPU hardware 

The kernels, C applications for GPU, are run in parallel by threads which are 

grouped in thread blocks, or blocks, which are arranged in grids. These blocks gets 

ultimately mapped to one of the streaming multiprocessor (SM) that has the GPU, but 

the SM will not give the threads the Execution resources, instead will divide the block 

again in groups of 32 threads (warps)[3][4][5]. 

 

Figure 2.2: Relationship between block, grid and thread 

There is a maximum size for each pack that depends on the compute capability 

[A.2.1] in the case of study, for the NVIDIA Quadro P6000 with compute capability 6.1 

we have: 

• Maximum dimensionality of grid of thread blocks = 3 

• Maximum x-dimension of a grid of thread blocks = 231-1 

• Maximum y- or z-dimension of a grid of thread blocks = 65535 

• Maximum dimensionality of thread block = 3 

• Maximum x- or y-dimension of a block = 1024 
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• Maximum z-dimension of a block = 64 

• Maximum number of threads per block = 1024 

 

2.4.1. Memory 

There are several memories in a GPU, each one dedicated to save different kind 

of data[3], [6]: 

• Global memory: Global data resides in device memory and it is accessible for 

both the CPU and GPU, i.e., it can be written and read by both, in addition it 

can be seen by all threads. For capability 2.x or higher it is cached, what means 

that it can be accessed using various data paths: the top-level cache is L1 or 

Texture cache, which is present in each SM and the L2 cache which is global to 

the GPU. 

A L1 cache line is 128 bytes and maps to a 128-byte aligned segment in 

device memory. Memory accesses that are cached in both L1 and L2 (cached loads 

using the generic data path) are serviced with 128-byte memory transactions 

whereas memory accesses that are cached in L2 only (uncached loads using the 

generic data path) are serviced with 32-byte memory transactions.  

• Texture: Is read-only device memory. Reading a texture using one of these 

functions is called a texture fetch. Texture memory traffic is routed through the 

texture cache (which is independent of the L1 data cache) and the L2 cache. 

The texture memory system is designed to be efficient for spatially-localized 

accesses in 2D arrays.  

The GPU's hardware support for texturing provides features beyond typical 

memory systems, such as customizable behaviour when reading out-of-bounds, 

and filtered interpolation when reading from coordinates between array elements. 

Texture memory is designed for streaming fetches with a constant latency; a 

texture cache hit reduces device memory bandwidth usage, but not fetch latency. 

• Constant: Is read-only device memory. There is a total of 64 KB constant 

memory on a device. It is cached in the constant cache, what implies that a read 

costs one memory read from device memory only on a cache miss; otherwise it 

just costs one read from the constant cache.  

For all threads of a half warp is as fast as reading a from a register as long 

as all threads read the same address, but if the accesses are done to different 

addresses they are serialized. 
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A constant memory request for a warp is split in two requests that are issued 

independently. Then the request is separated into as many separate requests as 

there are different memory addresses in the initial request, serviced at the 

throughput of the constant cache in case of hit, or at the throughput of device 

memory instead. 

• Local: It is used automatically when there is register spilling, i.e., when the 

register space is consumed or for arrays for which the compiler cannot determine 

that they are indexed with constant quantities.  

Resides in device memory, so its bandwidth and latency are the same as 

global memory accesses. Local memory is organized such that consecutive 32-bit 

words are accessed by consecutive thread IDs. 

• Shared: It is on-chip, so it has much higher bandwidth and much lower latency 

than local or global memory. That is why shared memory is equivalent to a user-

managed cache: allocations and accesses are done explicitly by the application. 

In order to get these benefits shared memory is divided into equally-sized 

memory modules, called banks, which can be accessed simultaneously. Any 

memory read or write request made of n different addresses that fall in n different 

banks can be serviced simultaneously, thus the overall bandwidth will be n times 

the bandwidth of a single module. However, if two addresses of a memory request 

belong to the same bank, there is a bank conflict and the access will be serialized. 

The hardware separates a memory request with bank conflicts into as many 

separate conflict-free requests as necessary, to be able to only decrease the 

throughput by the number of separate memory requests. 

Shared memory has 32 banks that are organized such that 32-bit words 

are mapped to successive banks. In the case of read accesses of an address by 

multiple threads the word is broadcasted, and for write accesses each word is 

written by only one, which thread performs the write is undefined. It can also be 

configured in a 64-bit mode. 

• Registers: Is the fastest way to access memory because each thread has its own, 

thus it cannot be any access conflict. There is a limit on how much registers has 

each thread, for modern GPUs this limit is of 255 32-bit register, but exists 

another limit. The information for each compute capability is in the Appendix X 

table X, for the NVIDIA Quadro P6000 with compute capability 6.1: 

o Number of 32-bit registers per multiprocessor = 64 k 

o Maximum number of 32-bit registers per thread block = 64 k 

More detailed limitations of different compute capability systems can be 

found in Appendix [A.2.2] 
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Chapter 3 

Methodology and Project Development  

3. Methodol ogy and  p roject  Devel op ment  

Since the purpose of this study is to implement a solution in both Matlab and 

CUDA-C to improve the execution time of an application, it necessary the use of a tool 

that is able to provide information about resources, and time, usage. With the purpose 

of identify bottlenecks and other issues that do not allow parallelization and decrease 

execution time. These reasons led us to use the profiler where is possible to visualize 

what resources are spent and where and how are they used. 

For both implementations the approach has been the same, make small changes 

to be able to rate and measure the impact on the performance by each modification. 

The main collateral purpose of this work was to understand the GPU hardware 

and its mechanics. That is why it has been done a research about the main parts of this 

machinery, to be able to connect it with the behaviour measured. 

Particle based pseudo code: 

while(t != finish){ 

 mol_positions = move_molecules(); 

 inside_RX_mask = check_inside(mol_positions); 

  

 //Evaluate number of received molecules 

 hit_RX(t) = hit_RX(t) + nonzeros(inside_RX_mask); 

  

 //Remove received molecules from the simulation for the 

next iteration 

 remove_received_molecules(inside_RX_mask); 

 t++; 

} 

return hit_RX; 
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Voxel based pseudo code: 

while(t != finish){ 
 //Evaluate EXITING NumMolecules 
    voxel_exit_molecules = current_voxel_state * p_move; 
     
    //Evaluate ENTERING NumMolecules 
    voxel_set_entering_molecules = 
evaluate_entering_molecules_3D(curr_voxel_set_state, p_move); 

 
    //Current State AFTER MOVING/EXITING+ENTERING 
    curr_voxel_set_state = curr_voxel_set_state - 
voxel_set_exit_molecules + voxel_set_entering_molecules2sum; 

 
 //CALCULATE RX Molecules     
 rx_voxel_absorbed = curr_voxel_set_state(rx_indexs); 
  
 //Update current state 
    remove_received_molecules(RX_indexs); 
     
 //Record the number of NRX molecules 
    hit_RX(t) = sum(RX_voxel_absorbed); 
  
 t++; 
} 
return hit_RX; 

 

3.1. Notation 

To be able to fulfil the purpose of the study, it has been used a special notation, 

with the intention of identify each change applied to the code. 

First of all, with the help of the profiler it has been identified the problematic lines, 

i.e., the code lines that uses most of the resources and time. Afterwards, it has been 

proposed a solution and then the performance, and gain, has been measured.  

For the study of the improvements done by using the Matlab Parallel Toolbox, as 

said, to identify the change to be able to do the pertinent analysis thereafter, it has 

assigned a user-friendly code related with the main attribute of the change introduced, 

e.g.: 
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𝑉𝑜𝑥𝑒𝑙53𝑝87,𝑔84,𝑎96 (3.1) 

   

Where voxel, or particle, is the approachment code that has been change, the first 

number, 53, is the line of the main original code where is the function to be optimized. 

Then, each following code stands for the optimization method applied and the line that 

has been changed, or where in the code is the subfunction that has been modified.  

 

Table 3.1: Notation 

Voxels 

Padding p 

gpuArray g 

Arrayfun a 

 

Particles 

Calc. new mask m 

gpuArray g 

Arrayfun a 

 

After the change, several simulations are done to get a reliable result about the 

time complexity improvement. In the [A.3.2] there is a table with a summary of each 

code.  

 

3.2. Enhancements in Matlab Platform 

Matlab is meant to be used with large matrices instead of with loops and since 

the current state of the simulation depends on the previous state looping on time is 

more effective and efficient that looping on particles or voxels. That is the reason why 

with both approaches there is, on one hand, a big matrix with the state of each particle 

that have not arrived at the receiver, and, on the other hand, a big matrix that contains 

how many particles there are in each voxel. 

Simply the Matlab conception of doing math operations do not let get the 

maximum performance out of parallelization. Because if we use loops in time, that are 

more parallelizable since it is not needed the previous state it is not possible to do it 

with matrices what harms performance[7]. 
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Despite of the matrix-based calculations, the use of the GPU can provide a 

significance improvement. 

 

3.2.1. Voxel-based simulator 

Profiling the original code CPU it can be seen that most of the time (~96%,298.91 

s out of 312.643 s) is spent on the function eval_entering_molecules_3D:  

 

Figure 3.1:Line 53 of original voxel simulator 

 

The purpose of this function is to calculate how many molecules are entering in 

each voxel from the other voxels by shifting the environment in each direction: 

 

Figure 3.2: Environment shifting 

 

function [voxel_entering_molecules2sum] = eval_entering_molecules_3D(curr_voxel_set_state, 

p_trans) 

[rr, cc, dd] = size(curr_voxel_set_state);  

shifted_right = cat(2, zeros(rr,1,dd), curr_voxel_set_state(:,1:end-

1,:)*p_trans.x_positive); 

shifted_left  = cat(2, curr_voxel_set_state(:,2:end,:)*p_trans.x_negative, 

zeros(rr,1,dd));  

 

shifted_up   = cat(1, curr_voxel_set_state(2:end,:,:)*p_trans.y_positive, 

zeros(1,cc,dd)); 

shifted_down = cat(1, zeros(1,cc,dd), curr_voxel_set_state(1:end-

1,:,:)*p_trans.y_negative); 

  



 

22 

 

shifted_front = cat(3, zeros(rr,cc,1), curr_voxel_set_state(:,:,1:end-

1)*p_trans.z_positive); 

shifted_back  = cat(3, curr_voxel_set_state(:,:,2:end)*p_trans.z_negative, 

zeros(rr,cc,1)); 

  

voxel_entering_molecules2sum = shifted_right + shifted_left + shifted_up + 

shifted_down + shifted_front + shifted_back; 

end 

 

In order to improve its performance, before using the GPU it was proposed another 

approach to shifting where it was only needed one operation by using padding because 

most of the time was spent on shifting [A.3.1]: 

function [voxel_entering_molecules2sum] = 

eval_entering_molecules_3D_mod(curr_voxel_set_state, p_trans) 

pad_curr_voxel_set_state = padarray(curr_voxel_set_state,[1 1 1],0,'both'); 

  

shifted_right = pad_curr_voxel_set_state(2:end-1,1:end-2,2:end-

1)*p_trans.x_positive; 

shifted_left = pad_curr_voxel_set_state(2:end-1,3:end,2:end-1)*p_trans.x_negative; 

 

shifted_up = pad_curr_voxel_set_state(3:end,2:end-1,2:end-1)*p_trans.y_positive; 

shifted_down = pad_curr_voxel_set_state(2:end-1,2:end-1,2:end-1)*p_trans.y_negative; 

  

shifted_front = pad_curr_voxel_set_state(2:end-1,2:end-1,2:end-

1)*p_trans.z_positive; 

shifted_back = pad_curr_voxel_set_state(2:end-1,2:end-1,3:end)*p_trans.z_negative; 

  

  

voxel_entering_molecules2sum = shifted_right + shifted_left + shifted_up + 

shifted_down + shifted_front + shifted_back; 

end 

 

After this implementation started the use of the GPU to improve the performance 

following the tools and guidelines of the Matlab Parallel Toolbox. The first step was to 

declare the matrices used as gpuArray to afterwards be able to operate them in the 

GPU. 

Following this it was valued the use of arrayfun, and where it would be adequate 

to use it, in order to do so it was tested with simple operations to find out its behaviour: 
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     a) Element-wise multiplication with arrayfun   b) Element-wise multiplication without arrayfun 

     

Figure 3.3: Comparing the effect of arrayfun for an element-wise multiplication 

 

In this example the theory exposed in previous points is confirmed, where for 

simple calculations arrayfun adds an overhead that exceeds the execution time. But in 

the case of the simulator CORE_simulate_voxels_3D the addition performed in the 

function eval_entering_molecules_3D is more complex than one sum: 

 

 

Figure 3.4: Comparing effect of arrayfun 

 

3.2.2. Particle-based simulator 

 

The first task to do was to check the code with the intention of finding code lines 

liable of being optimized. There was found the function eval_inside_RX_mask which 

duty is to return a mask where the number of ones means the number of particles 

entering the receiver, these ones are afterwards counted with the function nonzeros. 

But afterwards it has to be negated to get the remaining particles. By using the profiler 

was determined that the line with the negation was more expensive that recalculating 

the whole matrix, so it was proposed to get the opposed matrix also [A.3.1]. 

 

Figure 3.5: Second most problematic line of the original particle simulator code 

For this simulation approach the line of action to solve the performance issue is 

the same as in the voxel-based simulator. In this case the most time-consuming call 

inside the main function CORE_simulate_particle_3D is: 

       

Figure 3.6: Problematic function of the original particle simulator code 
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In a more detailed view of this function it can be seen that the greatest time-

encumbrance of this simulation is the random number generation followed by the 

negation of the inside_RX_mask [3.5] and the addition of molecules position: 

 

Figure 3.7: First and third most problematic lines of the original particle simulator code 

As in the voxel approach, there were also tested the same methods, gpuArray 

and arrayfun getting the same results, and therefore the same conclusions 

The next step was to introduce the functionalities of the Matlab Parallel Toolbox 

and check which profit generated each solution. 

 

Table 3.2: Description of the Matlab codes 

Type Approach Name Comments 

CPU 

Particle 

P-Original  

Calc. new mask 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑚91
 

Change of the 

original algorithm 

Voxel 

V-Original  

Padding 

𝑉𝑜𝑥𝑒𝑙53𝑝87   

Change of the 

original algorithm 

GPU 

Particle 

GPU 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑔76 

It has been used 

only gpuArray 

GPU & calc. new 

mask 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑔76𝑚91
 

Change of the 

original algorithm 

GPU & arrayfun 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑔76𝑎85 

It has been used 

gpuArray and 

arrayfun 

GPU & calc. new 

mask & arrayfun 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑔76𝑚91𝑎85 

Change of the 

original algorithm 

and arrayfun and 

arrayfun 

Voxel 

GPU 

𝑉𝑜𝑥𝑒𝑙53𝑔84   

It has been used 

only gpuArray 

GPU & arrayfun 

𝑉𝑜𝑥𝑒𝑙53𝑔84,𝑎96  

It has been used 

gpuArray and 

arrayfun 

GPU & padding & 

arrayfun 

𝑉𝑜𝑥𝑒𝑙53𝑝87,𝑔84,𝑎96  

Change of the 

original algorithm 
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3.3. Enhancement in CUDA-C Platform 

 

In order to do the code migration from Matlab to CUDA - C for the particles 

approach it had to be done an algorithm change, because looping in time was less 

parallelizable than looping over the molecules because in order to do the next time step 

it is needed the previous one, but if the loop is over the particles instead, as each one 

of them is independent from the others it can be simulated alone. 

In this first program, each simulation and environment parameter were passed to 

GPU, allocating them in the Global memory, thus each time the kernel had to use them 

an access to this memory was done. 

After the first functional code it was time to introduce some changes to improve 

its performance. It was spotted that allocating each parameter in the Global memory 

was very time expensive, that is why it was proposed to define the constant ones by 

using #define, so the compiler replace them instead of accessing the memory. 

The next thread block is not executed until each thread inside have finished, but 

some of them finish before than the rest because the molecule that are simulating arrive 

before to the receiver. 

Thus, in order to take advantage of the multi core GPU it is needed a correct use 

of the GPU memory: 

Shared memory: would be the variables that were going to be used through the 

execution of the kernel. Since it can only be accessed by the GPU within a block, from 

the host, CPU, it would pass the variables and its initial values to the client, GPU, then 

inside the kernel, and only once, these values were going to be copied to the shared 

memory, so afterwards every access would be to this memory, much faster than 

accessing the global memory. 

Constant memory: to be able to exploit the potential that can offer this memory 

it has to be a value that will not change through the execution of the program and that 

each thread can access the same memory direction, that is why it is used to store the 

value of sigma once it is calculated by the host. 

Registers: the main purpose is for saving local variables of each thread, with 

independent values of all the others, thus is the memory used to save the position of 

each particle. 
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The registers are a scarce commodity, so they must be saved whenever is possible. 

In order to achieve it, it have been used launch_bounds: 

__global__ void __launch_bounds__ (maxThreadsPerBlock, 

minBlocksPerMultiprocessor) MyKernel(...){ 

    ... 

} 

 

If launch bounds are specified, the compiler first derives from them the upper 

limit L on the number of registers the kernel should use to ensure 

that minBlocksPerMultiprocessor blocks (or a single block 

if minBlocksPerMultiprocessor is not specified) of maxThreadsPerBlock threads can 

reside on the multiprocessor (see Hardware Multithreading for the relationship between 

the number of registers used by a kernel and the number of registers allocated per 

block). The compiler then optimizes register usage in the following way: 

If the initial register usage is higher than L, the compiler reduces it further until it 

becomes less or equal to L, usually at the expense of more local memory usage and/or 

higher number of instructions; 

If the initial register usage is lower than L: 

• If maxThreadsPerBlock is specified and minBlocksPerMultiprocessor is not, the 

compiler uses maxThreadsPerBlock to determine the register usage thresholds for 

the transitions between nand n+1 resident blocks (i.e., when using one less 

register makes room for an additional resident block as in the example 

of Multiprocessor Level) and then applies similar heuristics as when no launch 

bounds are specified; 

 

• If both minBlocksPerMultiprocessor and maxThreadsPerBlock are specified, 

the compiler may increase register usage as high as L to reduce the number of 

instructions and better hide single thread instruction latency. 

 

https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html#hardware-multithreading
https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html#multiprocessor-level
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The maxThreadsPerBlock parameter has been determined through the NVIDIA 

tool Visual Studio, from it can be observed each restrictive variable, in this case the 

shared memory, exist a maximum per block, and the registers where there is a maximum 

for block and thread[8]: 

 

Figure 3.8: Visual profiler simulator output graphics for sizing the simulation parameters 

 

Almost always it will be beneficial trying to have as much warps per SM as 

possible, but it may not be possible, therefore it has to be searched a certain number 

where the occupancy of the GPU is maximum fulfilling the needs of memory. 

The random number generation is a big issue for this simulator, both for Matlab 

and CUDA-C. Thus, instead of generating one at a time, with the CUDA function 

curand_normal, it has been used curand_float2 which generates two normally 

distributed pseudorandom results with each call. Because the underlying implementation 

uses the Box-Muller transform, this is generally more efficient than generating a single 

result with each call. 

By using the NVIDIA tool Visual Profiler, it was determined that the random 

number generation was where it was spending most of the simulation time. NVIDIA 

suggest a method to speed up the random number generator (RNG) state setup: 

 

 

curand_init (unsigned long long seed, unsigned long long subsequence, 

    unsigned long long offset, curandState_t *state) 

 

Where the main sequence of length 2190 is determined by seed parameter: 

 

0 … 267-1 267… 268-1 … … … 2190
0 (main sequence repeats)
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Figure 3.9: Sequence parameter explanation 

 

Sequences where each one has length 267 begins where the arrow is pointing for a 

given seed, sequence = 1 and offset = X. 

 

 

 

 

 

Figure 3.10: Offset parameter explanation 

 

Using different seeds for each thread and a constant sequence number of 0. While 

it is faster to set up, this method provides less guarantees about the mathematical 

properties of the generated sequences. If there happens to be a bad interaction between 

the hash function that initializes the generator state from the seed and the periodicity 

of the generators, there might be threads with highly correlated outputs for some seed 

values. NVIDIA assures that they do not know of any problem values; but if they do 

exist they are likely to be rare. 

Also exists the possibility of generating 4 random numbers in one call but it is only 

possible with the Philox generator, slower than the one used with curand_float2, the 

XORWOW generator. Measuring the results, it has been determined that in this case 

of study is faster to generate 2 random numbers instead of 4 with a faster generator[9]. 

 

Table 3.3: Description of the CUDA codes 

Name Comments 

First code First functional code without looking into performance issues 

Register 

optimization 

Launch bounds test and aggressive optimization of registers 

curand_float2 
Use of curand2 to generate the same random numbers with less 

calls. Use of constant memory 

curand_float2 & 

setup optimization 

Use of curand2 to generate the same random numbers with less 

calls. Optimization of the RNG setup, because if the time step is 

small it was taking most of the simulation time. Use of constant 

memory 

seq0 … 267-1 seq1 … 268-1 seq2 …

offset = X
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Chapter 4 

Numerical Evaluation 

4. Nume rical  E valuat io n  

4.1. System Parameters and Performance Metrics 

The main purpose of this work has been speeded up simulations by running them 

on the GPU but also measure how the system parameters affect the execution time of 

the simulation. 

It is also important how good are the results compared with original (CPU) code. 

In order to check its semblance, it have been used the Kolmogorov-Smirnov test (KS 

test) which quantifies the distance between the empirical distribution function of two 

samples. It will be used to confirm if the CUDA-C implementation is a good enough 

compared with the CPU version.  

This test has been done using the Matlab function kstest2 with a significance level 

𝛼 =  0.05. It has been checked the hypothesis result and also how good is this result: 

• Hypothesis result h: Returned as a logical value: 

 

o If h = 1, this indicates the rejection of the null hypothesis at the Alpha 

significance level. 

 

o If h = 0, this indicates a failure to reject the null hypothesis at the Alpha 

significance level. 

If the hypothesis is rejected, and, therefore, both samples are related and 

may come from the same system: this will mean the CUDA-C simulation is a 

good enough approximation for the MCvD system, and there is no need for doing 

very slow simulations with the CPU. 

 

• p-Value: Is the probability of observing a test statistic as extreme as, or more 

extreme than, the observed value under the null hypothesis. 

 

The system parameters that have been modified to check its incidence in the 

overall performance have been: 

• Time step 𝛿𝑡: As 𝛿𝑡 decreases the precision of the results increases. 
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• Diffusion coefficient D: As higher the diffusion coefficient "faster" the particles 

move. If it is not specified, the simulation have been done with D=100. 

• Distance d: Distance between the transmitter and the centre of the receiver in 

μm. If it is not specified, the simulation have been done with:  

o 𝑑_𝑥 =  7 

o 𝑑_𝑦 =  0 

o 𝑑_𝑧 =  0 

    With a cubic receiver of side = 2 μm. 

 

4.2. Matlab 

4.2.1. Voxel-based Simulator 

After implementing the enhancements discussed on the previous point the results 

were:  

  a) Execution time vs. voxel length          b) Speed Up vs. voxel length 

Figure 4.1: Voxel simulator metrics 
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Table 4.1: Execution time for different voxel lengths 

 

Simulation 0,3 0,4 0,5 0,6 0,7

6525,6 2786,7 1393,1 829 510,4

3883,1 1722,2 865,3 512,6 321,5

Speed Up 1,68 1,62 1,61 1,62 1,59

124,8 74,4 55,5 49,3 44,6

Speed Up 52,29 37,46 25,10 16,82 11,44

92,2 58,8 46,5 42,4 40,2

Speed Up 70,78 47,39 29,96 19,55 12,70

λ [μm]

execution 

time [s]

Original

Padding

GPU & 

Padding

GPU & 

Padding & 

arrayfun

 

 

With Matlab, for the voxel simulator, it is possible to get a maximum speed up of 

more than 70 applying the changes specified previous point: 

 

𝑉𝑜𝑥𝑒𝑙53𝑝87,𝑔84,𝑎96 

 

Therefore, the theory exposed in the previous work is confirmed with the results 

obtained. 
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4.2.2. Particle-based Simulator 

 

The execution times for the particle-based simulators are: 

 

Table 4.2: Execution time vs number of molecules 

 

Simulation 3,00E+05 4,00E+05 5,00E+05 6,00E+05 7,00E+05

289,7 401,4 513,1 624,8 732,6

362,3 512,2 646,0 788,1 930,2

Speed Up 0,80 0,78 0,79 0,79 0,79

46,7 51,3 54,8 60,0 66,2

Speed Up 6,20 7,82 9,36 10,41 11,07

52,4 56,9 60,9 65,5 71,2

Speed Up 5,53 7,05 8,43 9,54 10,29

43,5 48,1 52,2 57,6 63,2

Speed Up 6,66 8,35 9,83 10,85 11,59

46,6 51,0 55,0 60,4 66,1

Speed Up 6,22 7,87 9,33 10,34 11,08

GPU & calc. 

new mask & 

arrayfun

execution 

time [s]

#molecules

Original

Calc. new 

mask

GPU

GPU & 

arrayfun

GPU & calc. 

new mask
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   a) Execution time vs. number of molecules           b) Speed Up vs. number of molecules 

Figure 4.2: Particle simulator metrics 

 

The algorithm change explained in the previous point is unnecessary because 

makes the execution slower. The profile result was misunderstood, most of the time was 

not expended on negating the matrix but picking the indices stablished by 

~inside_Rx_mask. 

The other approaches suggested to solve the execution time problem have worked 

as was supposed. The usage of the GPU has improved the versions that used the CPU, 

and at the same time the employment of arrayfun has made a noticeable improvement 

in the previously obtained result. 
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4.3. CUDA - C 

4.3.1. Particle 

Table 4.3: Execution time for different 𝛿𝑡 

 

The improvement compared with the original code in the CPU is much more 

significant than with Matlab, changing the coding platform following the guidelines 

explained in previous points have yielded numerous advantages preserving the quality of 

the results. But is also remarkable how a good study of the resources the code is using 

can change the execution time. 

 

a) Execution time vs different 𝛿𝑡 - CUDA             b) Execution time vs different 𝛿𝑡 

Figure 4.3: Comparison between execution times for different 𝛿t 

Simulation 5,00E-07 1,00E-06 5,00E-06 1,00E-05 5,00E-05 1,00E-04 5,00E-04

4,45E+05 - 4,43E+04 - 1,01E+04 5,15E+03 1,04E+03

6391,24 3157,05 610,14 299,73 62,28 33,85 11,01

Speed Up 69,68 - 72,55 - 162,91 152,14 94,01

191,31 97,37 22,30 9,50 6,95 6,09 5,41

Speed Up 2328,01 - - - 1459,86 845,65 191,31

184,13 91,21 17,05 4,26 1,71 0,86 0,17

Speed Up 2418,79 - 2596,19 - 5933,33 5988,37 6088,24

execution time [s]

Original

CUDA C 

curand_float2

δt [s]

CUDA C 

curand_float2 & 

setup optimization

CUDA C
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With the intention of checking how good are the results it has been tested a single 

run for a different number of 𝛿𝑡 in the GPU versus the results obtained with the CPU 

for both fastest algorithms: 

 

a) p-Values     b) Hypothesis h results 

Figure 4.4: KS test results for curand2 

  

 

a) p-Values     b) Hypothesis h results 

Figure 4.5: KS test results for curand2 & setup optimization 

 

Since these results have been obtained with single-run experiments, it was decided 

to check 50 runs to see if the results were consistent and also to check how much of 

them were passing the test for a given CPU experiment. In the next figure it can be 

seen a box plot that represents the different p-Values obtained after performing the KS 
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test comparing a CPU run with 𝛿𝑡 = 10−5 with GPU runs with 𝛿𝑡 =

5 10−6, 10−5, 5 10−5 . 

 

          a) curand2          b) curand2 & setup optimized  

Figure 4.6: Box plot showing p-Values of 50 runs 

  

For the box plot of the curand_float2 it can be appreciated that for some 

simulations is not passing the KS test, studying this case it is possible to find out which 

is the percentage that is not passing and how is the quality of the semblance between 

the original one and the GPU simulator: 

In the graphics it can be seen that out of 50 runs only one is not passing the KS 

test, in colour is showed the p-Value, but the difference between empirical cumulative 

distributed function (CDF) is very small: 
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Figure 4.7: Percentage & p-Value – δ𝑡 bar graph 

 

The maximum CDF difference between the run that is not passing with a p-Value 

= 0.011 and the original is of 0.0050, and the difference with the one passing is of 

0.0040 with a p-Value = 0.9691. 

Another big difference between the CUDA-C simulator, and a strong advantage, 

and the Matlab simulator is that the execution time is independent of the diffusion 

coefficient and the distance: 

 

 a) Diffusion coefficient vs execution time  b) Distance vs execution time 

Figure 4.8: Effect on execution time after changing the Rx distance and the diffusion 
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The reason of this phenomenon is that a block is not dropped for the execution 

of a new one until each thread inside have finished its work. Since the probability, in 

normal conditions, that at least a particle simulated by a thread will not be reaching 

the receiver it does not matter if there is more than one that is not reaching because 

the other ones will have to wait for the last one. 
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Chapter 5 

Budget 

5. Budget  

Table 5.1: Cost study of the project 

  

Nº of units €/unit Cost (€)

Quadro P600 1 4899,00 4899,00

PC 1 950,00 950,00

Screen 1 110,00 110,00

5959,00

Cost (€)

Matlab 504,00

Visual Studio 0,00

504,00

Position Nº of people Nº of hours €/unit Cost (€)

Junior engineer 1 770 12,00 9240

Research assistant collaboration 2 30 40,00 2400

11640

18103,00

Total Software Licenceses

Total Human Resources

Total

Human Resources

Components

Software

Software Licenses

Materials

Total Components
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Chapter 6 

Conclusions and future development 

6. Conclus ions  an d fut ur e d evelop me nt  

The aim of this study has been fulfilled since the maximum speed up achieved has 

been around 6000, but also assuring the quality of the data acquired when the 

parameters of the CUDA-C simulator match with the variables used to get the results 

in the original simulator in the CPU. In addition, it has been checked that the theoretical 

points exposed match with the results obtained. 

The previous study, the one which simulator has been optimized, consisted on the 

development of a faster version of the particle-based approach, a voxel-based simulator. 

Since in this study only has been implemented in CUDA-C the particle-based simulator, 

in a future it should be studied the possibility of implementing the voxel approach in 

CUDA-C because it may be an even better simulator. 
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A.2.1 Table with the technical specifications for each 

compute capability 

 

Compute Capability 

Technical 

Specifications 

1

.0 

1

.1 

1

.2 

1

.3 

2

.x 

3

.0 

3

.2 

3

.5 

3

.7 

5

.0 

5

.2 

5

.3 

6

.0 

6

.1 

6

.2 

7

.0 

7

.5 

Maximum 

dimensionality 

of grid of 

thread blocks 

2 3 

Maximum x-

dimension of a 

grid of thread 

blocks 

65535 231-1 

Maximum y- or 

z-dimension of 

a grid of 

thread blocks 

65535 

Maximu

m 

dimensionality 

of thread 

block 

3 

Maximum x- or 

y-dimension of 

a block 

512 1024 

Maximum z-

dimension of a 

block 

64 

Maximum 

numbe

r of 

thread

s per 

block 

512 1024 
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Table x 

  

 

A.2.2 Register specifications for each compute capability 

 

Compute Capability 

Technic

al 

Specifications 

1

.0 

1

.1 

1

.2 

1

.3 

2

.x 

3

.0 

3

.2 

3

.5 

3

.7 

5

.0 

5

.2 

5

.3 

6

.0 

6

.1 

6

.2 

7

.0 

7

.5 

Number 

of 32-bit 

registers per 

multiprocessor 

8 K 
16 

K 

3

2 K 
64 K 

1

28 

K 

64 K 

Maximu

m number of 

32-bit registers 

per thread 

block 

N/A 
3

2 K 

6

4 K 

3

2 K 
64 K 

3

2 K 

6

4 K 

3

2 K 

6

4 K 

 

 

A.3.1 New shifting algorithm  
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A.3.1 eval_outside_RX_mask code 

 

function [inside_RX_mask] = 

eval_outside_RX_mask(mol_position2_1,mol_position2_2,mol_position2_3,... 
    rx_min_X, rx_max_X, rx_min_Y, rx_max_Y, rx_min_Z, rx_max_Z) 

  
x_min_mask = mol_position2_1 < rx_min_X; 
x_max_mask = mol_position2_1 > rx_max_X; 

  
y_min_mask = mol_position2_2 < rx_min_Y; 
y_max_mask = mol_position2_2 > rx_max_Y; 

  
z_min_mask = mol_position2_3 < rx_min_Z; 
z_max_mask = mol_position2_3 > rx_max_Z; 

  
inside_RX_mask = x_min_mask | x_max_mask | y_min_mask | y_max_mask | 

z_min_mask | z_max_mask; 
end 

 

 

A.3.2 Table with details of each code 

 

Type Approach Platform Name 

CPU 

Particle 

Matlab 

 P-Original 

Calc. new mask 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑚91
 

Voxel 

V-Original 

Padding 

𝑉𝑜𝑥𝑒𝑙53𝑝87  

GPU Particle 

Matlab 

GPU 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑔76 

GPU & calc. new 

mask 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑔76𝑚91
 

GPU & arrayfun 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑔76𝑎85 

GPU & calc. new 

mask & arrayfun 

𝑃𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑔76𝑚91𝑎85 

CUDA 

First code 

Register 

optimization 

curand_float2 
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curand_float2 & 

setup 

optimization 

Voxel Matlab 

GPU 

𝑉𝑜𝑥𝑒𝑙53𝑔84  

GPU & arrayfun 

𝑉𝑜𝑥𝑒𝑙53𝑔84,𝑎96  

GPU & padding 

& arrayfun 

𝑉𝑜𝑥𝑒𝑙53𝑝87,𝑔84,𝑎96  

 

A.4.1 CUDA first functional code 

#include "cuda_runtime.h" 
#include "device_launch_parameters.h" 
#include <curand.h> 
#include <cuda.h> 
#include <curand_kernel.h> 
#include <stdio.h> 
#include <stdlib.h> 
#include <math.h> 
#include <time.h> 
 
 
 
 
#define N_MOL  2000000 
#define threadsPerBlock 256 
 
 
__global__ void mol_life(curandState *state, float *t_result, float *position, int 
*tend_inSeconds, float *rx_min_X, float *rx_min_Y, float *rx_min_Z, float 
*rx_max_X, float *rx_max_Y, float *rx_max_Z, float *sigma, float *delta_t) { 
 float t = 0; 
 int i = threadsPerBlock * blockIdx.x + threadIdx.x; 
 if (i < N_MOL) { 
  int inside = 0; 
  int offsetx = i * 3 + 0; 
  int offsety = i * 3 + 1; 
  int offsetz = i * 3 + 2; 
  while (t != -1 && inside == 0) { 
   //do { 
   curandState localState = state[i]; 
   position[offsetx] = position[offsetx] + 
curand_normal(&localState)*(*sigma); 
   state[i] = localState; 
 
   //localState = state[i]; 
   position[offsety] = position[offsety] + 
curand_normal(&localState)*(*sigma); 
   state[i] = localState; 
 
   //localState = state[i]; 
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   position[offsetz] = position[offsetz] + 
curand_normal(&localState)*(*sigma); 
   state[i] = localState; 
 
   t = t + (*delta_t); 
 
   if (t >= *tend_inSeconds) { 
    t = -1; 
   } 
   if ((position[offsetx] > *rx_min_X && position[offsetx] < 
*rx_max_X) && (position[offsety] > *rx_min_Y && position[offsety] < *rx_max_Y) && 
(position[offsetz] > *rx_min_Z && position[offsetz] < *rx_max_Z)) { 
    inside = 1; 
   } 
 
  } 
  t_result[i] = t; 
 } 
} 
 
 
 
 
__global__ void setup_kernel(curandState * state, unsigned long seed) { 
 int id = threadsPerBlock * blockIdx.x + threadIdx.x; 
 curand_init(seed, id, 0, &state[id]); 
} 
 
cudaError_t initializationAndExecution(dim3 nBlocks, dim3 nThreads, float 
*result_h, float *position_h, int *tend_inSeconds_h, float *rx_min_X_h, float 
*rx_min_Y_h, float *rx_min_Z_h, float *rx_max_X_h, float *rx_max_Y_h, float 
*rx_max_Z_h, float *sigma_h, float *delta_t_h) { 
 float *delta_t = 0; 
 int *tend_inSeconds = 0; 
 
 cudaEvent_t start, stop; 
 cudaEventCreate(&start); 
 cudaEventCreate(&stop); 
 float milliseconds = 0; 
 
 float *rx_min_X = 0; 
 float *rx_min_Y = 0; 
 float *rx_min_Z = 0; 
 float *rx_max_X = 0; 
 float *rx_max_Y = 0; 
 float *rx_max_Z = 0; 
 float *position = 0; 
 
 float *sigma = 0; 
 
 float *t_result = 0; 
 cudaError_t cudaStatus; 
 curandState *devStates; 
 
 time_t t; 
 time(&t); 
 
 /* 
 *Allocate variables in memory 
 */ 
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 cudaStatus = cudaMalloc((void**)&position, N_MOL * 3 * sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 
 
 cudaStatus = cudaMalloc((void**)&delta_t, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&devStates, N_MOL / threadsPerBlock * 
threadsPerBlock * sizeof(curandState)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 
 cudaStatus = cudaMalloc((void**)&rx_min_X, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&rx_min_Y, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&rx_min_Z, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&rx_max_X, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&rx_max_Y, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&rx_max_Z, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&sigma, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&t_result, N_MOL * sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&tend_inSeconds, sizeof(int)); 
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 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 
 /* 
 *Copy values to the variables 
 */ 
 
 
 cudaStatus = cudaMemcpy(position, position_h, N_MOL * 3 * sizeof(float), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 
 
 cudaStatus = cudaMemcpy(delta_t, delta_t_h, sizeof(float), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMemcpy(rx_min_X, rx_min_X_h, sizeof(float), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMemcpy(rx_min_Y, rx_min_Y_h, sizeof(float), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMemcpy(rx_min_Z, rx_min_Z_h, sizeof(float), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMemcpy(rx_max_X, rx_max_X_h, sizeof(float), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMemcpy(rx_max_Y, rx_max_Y_h, sizeof(float), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMemcpy(rx_max_Z, rx_max_Z_h, sizeof(float), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
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 cudaStatus = cudaMemcpy(sigma, sigma_h, sizeof(float), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMemcpy(tend_inSeconds, tend_inSeconds_h, sizeof(int), 
cudaMemcpyHostToDevice); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 
 
 /* 
 * Kernel launch 
 */ 
 printf("Starting the simulation...\n", milliseconds); 
 cudaEventRecord(start); 
 setup_kernel << <nBlocks, nThreads >> > (devStates, (unsigned long)t); 
 cudaStatus = cudaGetLastError(); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "Kernel launch failed: %s\n", 
cudaGetErrorString(cudaStatus)); 
  goto Error; 
 } 
 mol_life << <nBlocks, nThreads >> > (devStates, t_result, position, 
tend_inSeconds, rx_min_X, rx_min_Y, rx_min_Z, rx_max_X, rx_max_Y, rx_max_Z, sigma, 
delta_t); 
 
 cudaStatus = cudaGetLastError(); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "Kernel launch failed: %s\n", 
cudaGetErrorString(cudaStatus)); 
  goto Error; 
 } 
 cudaStatus = cudaDeviceSynchronize(); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaDeviceSynchronize returned error code %d after 
launching mol_life!\n", cudaStatus); 
  goto Error; 
 } 
 cudaEventRecord(stop); 
 cudaEventSynchronize(stop); 
 
 cudaEventElapsedTime(&milliseconds, start, stop); 
 milliseconds = milliseconds / 1000; 
 printf("Total execution time=%f s\n", milliseconds); 
 
 cudaMemcpy(result_h, t_result, N_MOL * sizeof(float), 
cudaMemcpyDeviceToHost); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 
Error: 
 
 cudaFree(devStates); 
 cudaFree(rx_min_X); 
 cudaFree(rx_min_Y); 
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 cudaFree(rx_min_Z); 
 cudaFree(rx_max_X); 
 cudaFree(rx_max_Y); 
 cudaFree(rx_max_Z); 
 cudaFree(sigma); 
 cudaFree(t_result); 
 cudaFree(tend_inSeconds); 
 cudaFree(delta_t); 
 
 
 return cudaStatus; 
} 
 
 
 
 
 
 
 
int main() { 
 const int nBlocks = ceil(N_MOL / threadsPerBlock);  
 const int nThreads = threadsPerBlock; 
 int D = 100; 
 //int env_len_at_each_dir = 25; 
 
 //int tx_center_points[3] = { 0, 0, 0 }; 
 int rx_center_points[3] = { 7, 0, 0 }; 
 int rx_side_len = 4; 
 float rx_min_X, rx_min_Y, rx_min_Z, rx_max_X, rx_max_Y, rx_max_Z; 
 
 rx_min_X = (rx_center_points[0] - rx_side_len / 2); 
 rx_max_X = (rx_center_points[0] + rx_side_len / 2); 
 rx_min_Y = (rx_center_points[1] - rx_side_len / 2); 
 rx_max_Y = (rx_center_points[1] + rx_side_len / 2); 
 rx_min_Z = (rx_center_points[2] - rx_side_len / 2); 
 rx_max_Z = (rx_center_points[2] + rx_side_len / 2); 
 
 int tend_inSeconds = 2; 
 float delta_t = 1E-3; 
 
 float sigma = sqrt((2 * D * delta_t)); 
 
 //float *position = new float[(N_MOL)]; 
 //float *result_h= new float[(N_MOL)]; 
 float *position = new float[N_MOL * 3];// = { 0 }; 
 float *result_h = new float[N_MOL];// = { 0 }; 
 
 cudaError_t cudaStatus = initializationAndExecution(nBlocks, nThreads, 
result_h, position, &tend_inSeconds, &rx_min_X, &rx_min_Y, &rx_min_Z, &rx_max_X, 
&rx_max_Y, &rx_max_Z, &sigma, &delta_t); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "Simulation failed!\n"); 
  return 1; 
 } 
 
 
 FILE * fp; 
 
 /* open the file for writing*/ 
 fp = fopen("C:\\Users\\elois\\OneDrive\\Documentos\\TFG\\test2.txt", "w"); 
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 /* write 10 lines of text into the file stream*/ 
 for (int j = 0; j < N_MOL; j++) { 
  fprintf(fp, "%f\n", result_h[j]); 
 } 
 
 /* close the file*/ 
 fclose(fp); 
 
 cudaStatus = cudaDeviceReset(); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaDeviceReset failed!"); 
  return 1; 
 } 
 
 
 return 0; 

 

A.4.2 CUDA curand2 code 

#include "cuda_runtime.h" 
#include "device_launch_parameters.h" 
#include "host_defines.h" 
#include <cuda_runtime_api.h> 
 
#include <stdio.h> 
#include <stdint.h> 
 
#include <curand.h> 
#include <cuda.h> 
#include <curand_kernel.h> 
 
#include <stdlib.h> 
#include <math.h> 
#include <time.h> 
 
#include <cuda.h> 
#include <curand_kernel.h> 
#include <assert.h> 
 
 
#define MAXTHREADS 320 
#define N_MOL 2000000 
#define delta_t 5e-7 //1E-6, 5E-6, 1E-5, 5E-5, 1E-4 
#define tend_inSeconds 2 
 
#define rx_center_x 7 
#define rx_center_y 0 
#define rx_center_z 0 
#define rx_side_length 4 
 
 
#define D 100 
 
 
#ifdef __CUDACC__ 
#define L(x,y) __launch_bounds__(x,y) 
#else 
#define L(x,y) 
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#endif // __CUDACC__ 
 
 
 
__constant__ float sigma; 
__global__ void 
L(320, 5) 
mol_life_test(curandState *state, float *res) { 
 int id = threadIdx.x + blockIdx.x * blockDim.x; 
 
 bool inside = 0; 
 int tsteps = 0x0000; 
 __shared__ curandState stateShared[MAXTHREADS]; 
 
 
 
 if (id < N_MOL) { 
  float positionx = 0; 
  float positiony = 0; 
  float positionz = 0; 
  float2 movement_xy; 
  stateShared[threadIdx.x] = state[id]; 
   
  while (inside != 1) { 
   movement_xy = curand_normal2(&stateShared[threadIdx.x]); 
    
   positionx = positionx + movement_xy.x*(sigma); 
    
    
   positiony = positiony + movement_xy.y*(sigma); 
   //state[id] = localState; 
    
   positionz = positionz + 
curand_normal(&stateShared[threadIdx.x])*(sigma); 
    
   tsteps++; 
   
   if (tsteps >= (tend_inSeconds / delta_t)) { 
    tsteps = -1; 
    break; 
   } 
   
   } 
   if (positionx > (rx_center_x - rx_side_length / 2) && 
positionx < (rx_center_x + rx_side_length / 2)) { 
    if (positiony >(rx_center_y - rx_side_length / 2) && 
positiony < (rx_center_y + rx_side_length / 2)) { 
     if (positionz >(rx_center_z - rx_side_length / 2) 
&& positionz < (rx_center_z + rx_side_length / 2)) { 
       
      inside = 1; //toggle bit 15 (^= --> XOR) 
     } 
    } 
   } 
  } 
 
  if (inside == 1) { 
   res[id] = tsteps * delta_t; 
 
  } 
  else if (tsteps == -1) { 
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   res[id] = tsteps; 
  } 
 
 
 
 } 
 
} 
 
__global__ void setup_kernel(curandState * state, unsigned long seed) { 
 int id = threadIdx.x + blockIdx.x * blockDim.x; 
 curand_init(seed + id, 0, 0, &state[id]); 
} 
 
 
int main() { 
 cudaEvent_t start, stop; 
 cudaEventCreate(&start); 
 cudaEventCreate(&stop); 
 float milliseconds = 0; 
 
 const dim3 blockSize_setup(MAXTHREADS); 
 const dim3 gridSize_setup(ceil(N_MOL / blockSize_setup.x)); 
 
 const dim3 blockSize_mol(MAXTHREADS); 
 const dim3 gridSize_mol(ceil(N_MOL / MAXTHREADS)); 
 //const int nb = MAXTHREADS*NBBLOCKS; 
 float *result = new float[N_MOL];// = { 0 }; 
 float sigma_h = sqrt((2 * D*delta_t)); 
 float *dev_sigma = 0; 
 float *dev_result; 
 curandState *devStates; 
 cudaError_t cudaStatus; 
 
 cudaStatus = cudaMalloc(&devStates, N_MOL * sizeof(curandState)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&dev_result, N_MOL * sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 
 cudaStatus = cudaMalloc((void**)&dev_sigma, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 
 cudaMemcpyToSymbol(sigma, &sigma_h, sizeof(float)); 
 
 //cudaMalloc(&d, sizeof(int)); 
 
 time_t t; 
 time(&t); 
 cudaEventRecord(start); 
 setup_kernel << <gridSize_setup, blockSize_setup >> > (devStates, (unsigned 
long)t); 
 



 

54 

 

 
 mol_life_test << <gridSize_mol, blockSize_mol >> > (devStates, 
dev_result);// , dev_sigma); 
 cudaEventRecord(stop); 
 cudaStatus = cudaGetLastError(); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "Failed at launching mol_life_test with error %d!\n", 
cudaStatus); 
  goto Error; 
 } 
 
 cudaStatus = cudaDeviceSynchronize(); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaDeviceSynchronize returned error code %d after 
launching mol_life_test!\n", cudaStatus); 
  goto Error; 
 } 
 cudaStatus = cudaMemcpy(result, dev_result, N_MOL * sizeof(float), 
cudaMemcpyDeviceToHost); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 
 cudaEventSynchronize(stop); 
 
 cudaEventElapsedTime(&milliseconds, start, stop); 
 milliseconds = milliseconds / 1000; 
 printf("Total execution time=%f s\n", milliseconds); 
 
 char buffer[1024]; 
 snprintf(buffer, sizeof(char) * 32, "loksea.txt");//delta_t distance_rx #mol 
D 
 
 
 FILE * fp; 
 
 //open the file for writing 
 fp = fopen(buffer, "w"); 
 //fp = fopen("C:\\Users\\ilkerLab\\Documents\\CUDA codes\\test2.txt", "w"); 
 
 // write 10 lines of text into the file stream 
 for (int j = 0; j < N_MOL; j++) { 
  fprintf(fp, "%f\n", result[j]); 
 } 
 
 // close the file 
 fclose(fp); 
 
 
Error: 
 //cudaFree(d); 
 cudaFree(dev_sigma); 
 cudaFree(devStates); 
 cudaFree(dev_result); 
 cudaStatus = cudaDeviceReset(); 
 cudaDeviceSynchronize(); 
 
 return cudaStatus; 
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} 

 

A.4.3 CUDA curand2 code 

#include "cuda_runtime.h" 
#include "device_launch_parameters.h" 
#include "host_defines.h" 
#include <cuda_runtime_api.h> 
 
#include <stdio.h> 
#include <stdint.h> 
 
#include <curand.h> 
#include <cuda.h> 
#include <curand_kernel.h> 
 
#include <stdlib.h> 
#include <math.h> 
#include <time.h> 
 
#include <cuda.h> 
#include <curand_kernel.h> 
#include <assert.h> 
 
 
#define MAXTHREADS 320 
#define N_MOL 2000000 
#define delta_t 5e-7 //1E-6, 5E-6, 1E-5, 5E-5, 1E-4 
#define tend_inSeconds 2 
 
#define rx_center_x 7 
#define rx_center_y 0 
#define rx_center_z 0 
#define rx_side_length 4 
 
 
#define D 100 
 
 
#ifdef __CUDACC__ 
#define L(x,y) __launch_bounds__(x,y) 
#else 
#define L(x,y) 
#endif // __CUDACC__ 
 
 
 
__constant__ float sigma; 
__global__ void 
L(320, 5) 
mol_life_test(curandState *state, float *res) { 
 int id = threadIdx.x + blockIdx.x * blockDim.x; 
 
 bool inside = 0; 
 int tsteps = 0x0000; 
 __shared__ curandState stateShared[MAXTHREADS]; 
 
 



 

56 

 

 
 if (id < N_MOL) { 
  float positionx = 0; 
  float positiony = 0; 
  float positionz = 0; 
  float2 movement_xy; 
  stateShared[threadIdx.x] = state[id]; 
   
  while (inside != 1) { 
   movement_xy = curand_normal2(&stateShared[threadIdx.x]); 
    
   positionx = positionx + movement_xy.x*(sigma); 
    
    
   positiony = positiony + movement_xy.y*(sigma); 
   //state[id] = localState; 
    
   positionz = positionz + 
curand_normal(&stateShared[threadIdx.x])*(sigma); 
    
   tsteps++; 
   
   if (tsteps >= (tend_inSeconds / delta_t)) { 
    tsteps = -1; 
    break; 
   } 
   
   } 
   if (positionx > (rx_center_x - rx_side_length / 2) && 
positionx < (rx_center_x + rx_side_length / 2)) { 
    if (positiony >(rx_center_y - rx_side_length / 2) && 
positiony < (rx_center_y + rx_side_length / 2)) { 
     if (positionz >(rx_center_z - rx_side_length / 2) 
&& positionz < (rx_center_z + rx_side_length / 2)) { 
       
      inside = 1; //toggle bit 15 (^= --> XOR) 
     } 
    } 
   } 
  } 
 
  if (inside == 1) { 
   res[id] = tsteps * delta_t; 
 
  } 
  else if (tsteps == -1) { 
   res[id] = tsteps; 
  } 
 
 
 
 } 
 
} 
 
__global__ void setup_kernel(curandState * state, unsigned long seed) { 
 int id = threadIdx.x + blockIdx.x * blockDim.x; 
 curand_init(seed, id, 0, &state[id]); 
} 
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int main() { 
 cudaEvent_t start, stop; 
 cudaEventCreate(&start); 
 cudaEventCreate(&stop); 
 float milliseconds = 0; 
 
 const dim3 blockSize_setup(MAXTHREADS); 
 const dim3 gridSize_setup(ceil(N_MOL / blockSize_setup.x)); 
 
 const dim3 blockSize_mol(MAXTHREADS); 
 const dim3 gridSize_mol(ceil(N_MOL / MAXTHREADS)); 
 //const int nb = MAXTHREADS*NBBLOCKS; 
 float *result = new float[N_MOL];// = { 0 }; 
 float sigma_h = sqrt((2 * D*delta_t)); 
 float *dev_sigma = 0; 
 float *dev_result; 
 curandState *devStates; 
 cudaError_t cudaStatus; 
 
 cudaStatus = cudaMalloc(&devStates, N_MOL * sizeof(curandState)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 cudaStatus = cudaMalloc((void**)&dev_result, N_MOL * sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 
 cudaStatus = cudaMalloc((void**)&dev_sigma, sizeof(float)); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMalloc failed!"); 
  goto Error; 
 } 
 
 cudaMemcpyToSymbol(sigma, &sigma_h, sizeof(float)); 
 
 //cudaMalloc(&d, sizeof(int)); 
 
 time_t t; 
 time(&t); 
 cudaEventRecord(start); 
 setup_kernel << <gridSize_setup, blockSize_setup >> > (devStates, (unsigned 
long)t); 
 
 
 mol_life_test << <gridSize_mol, blockSize_mol >> > (devStates, 
dev_result);// , dev_sigma); 
 cudaEventRecord(stop); 
 cudaStatus = cudaGetLastError(); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "Failed at launching mol_life_test with error %d!\n", 
cudaStatus); 
  goto Error; 
 } 
 
 cudaStatus = cudaDeviceSynchronize(); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaDeviceSynchronize returned error code %d after 
launching mol_life_test!\n", cudaStatus); 
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  goto Error; 
 } 
 cudaStatus = cudaMemcpy(result, dev_result, N_MOL * sizeof(float), 
cudaMemcpyDeviceToHost); 
 if (cudaStatus != cudaSuccess) { 
  fprintf(stderr, "cudaMemcpy failed!"); 
  goto Error; 
 } 
 
 cudaEventSynchronize(stop); 
 
 cudaEventElapsedTime(&milliseconds, start, stop); 
 milliseconds = milliseconds / 1000; 
 printf("Total execution time=%f s\n", milliseconds); 
 
 char buffer[1024]; 
 snprintf(buffer, sizeof(char) * 32, "loksea.txt");//delta_t distance_rx #mol 
D 
 
 
 FILE * fp; 
 
 //open the file for writing 
 fp = fopen(buffer, "w"); 
 //fp = fopen("C:\\Users\\ilkerLab\\Documents\\CUDA codes\\test2.txt", "w"); 
 
 // write 10 lines of text into the file stream 
 for (int j = 0; j < N_MOL; j++) { 
  fprintf(fp, "%f\n", result[j]); 
 } 
 
 // close the file 
 fclose(fp); 
 
 
Error: 
 //cudaFree(d); 
 cudaFree(dev_sigma); 
 cudaFree(devStates); 
 cudaFree(dev_result); 
 cudaStatus = cudaDeviceReset(); 
 cudaDeviceSynchronize(); 
 
 return cudaStatus; 
 

} 

 

 

 

 

 


