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Abstract 
 

 Generative Adversarial Networks (GANs) are deep learning architectures known 

for their usefulness on synthesizing new images. Conditioned image generation or the 

synthesis of super-resolution images are some of their main uses, but they are also helpful 

when tackling particular image classification and segmentation problems. The latter 

application is the motivation for the work presented in this document. 

 This work studies the synthesis of acne images for data augmentation, a procedure 

validated using said synthetic images to tackle an image classification problem. 

 The main challenge will be to work around the instability in the training of GANs. 

Therefore, different known solutions will be implemented in order to overcome this 

problem. 
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Resum 
 

 Les Xarxes Generatives Antagòniques (GANs, en anglès) són arquitectures 

basades en l’aprenentatge profund conegudes per la seva utilitat en la síntesi d’imatges. 

La generació condicionada d’imatges o la síntesi d’aquestes en super-resolució en són 

alguns dels usos principals, tot i que són també útils en certs problemes relacionats amb 

la classificació i segmentació d’imatges. La darrera aplicació és la motivació per al treball 

presentat en aquest document. 

 En aquest treball s’estudia la síntesi d’imatges d’acne per a data augmentation, un 

procediment que serà validat mitjançant l’ús de les imatges sintètiques en un problema de 

classificació. 

 El principal repte serà treballar per a superar el problema de la inestabilitat en 

l’entrenament de les GANs. Així doncs, s’implementaran diferents solucions conegudes 

per tal de resoldre el problema. 
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Resumen 
 

 Las Redes Generativas Antagónicas (GANs, en inglés) son arquitecturas basadas 

en el aprendizaje profundo conocidas por su utilidad en la síntesis de imágenes. La 

generación condicionada de imágenes o la síntesis de estas en super-resolución son 

algunos de sus usos principales, aunque son también útiles en ciertos problemas 

relacionados con la clasificación y segmentación de imágenes. Esta última aplicación es 

la motivación para el trabajo presentado en este documento. 

 En este proyecto se estudia la síntesis de imágenes de acné para data 

augmentation, un procedimiento que será validado mediante el uso de las imágenes 

sintéticas en un problema de clasificación. 

 El principal reto será trabajar para superar el problema de la inestabilidad en el 

entrenamiento de las GANs. Así, se implementaran diferentes soluciones conocidas para 

resolver el problema. 
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1. Introduction 

 

1.1. Purpose statement 

 There has been in recent years a progressive introduction of the technologies 

concerning artificial intelligence to common elements of everyday life. Tasks that were 

subject to human interaction have been automated on account of systems designed to 

interpret audio-visual signals with nearly human precision. However, in fields of critical 

importance such as medicine, the presence of these technological advances is not as 

widely spread and most of the tasks regarding the analysis of images is done by experts, 

making it a high-cost task [1]. Furthermore, medical images can get to be quite complex, 

which helps to lengthen the time needed for the analysis, apart from the mental stress of 

performing a constant task far from simple. 

 Deep learning techniques are being used to help doctors with the diagnoses of 

diseases and their monitoring. The classification of images by neural networks with high 

precision allows automating the detection of anomalies with strong reliability, allowing a 

faster and even better analysis. Nonetheless, the insufficiency of labelled data in the 

medical field due to privacy issues, low availability of experts for annotation, sparse 

representation of rare conditions and poor standardization is an issue that hinders some 

challenging problems [2], since the accuracy of the classifier is limited by the excessively 

short amount of available data. 

 Consequently, with the recent introduction of generative adversarial networks 

(GANs) by Goodfellow et. al., 2014 [3], there have been in the medical field some 

successful attempts at generating new data with the aim of improving the performance of 

classification models. P. Costa et. al., 2017 [4] proposed a method that learned to 

synthesize eye fundus images directly from data, which was experimentally and 

qualitatively confirmed successful given that synthetic images were visually different 

from each other and retained a high proportion of the true image set quality. M. Frid-Adar 

et. al., 2018 [5] demonstrated a data augmentation method using GANs on a limited dataset 
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of computed tomography images of 182 liver lesions where they improved from 78.6% 

to 85.7% the sensitivity of the classifier and from 88.4% to 92.4% the specificity of the 

same model. Later, Mahmood et. al., 2018 [6] indicated large improvements when 

predicting depth estimation on real pig colon using a depth estimator trained solely on a 

dataset of synthetic images. 

 As referenced above, generative adversarial networks are a helpful instrument that 

might be key to resolving image-based deep learning challenges. In view of that, this 

project focuses on proposing a data augmentation technique employing the use of GANs 

for a problem based on the classification of acne images. 

 

1.2. Project overview 

 This project is carried out at the Image Processing Group of the Universitat 

Politècnica de Catalunya (UPC), in the period comprising from October 2018 to May 

2019. 

 The main goal of the project is to develop a reliable data augmentation method for 

acne images using generative adversarial networks. In pursuance of fulfilling this 

objective, different GAN models are trained to synthesize acne images of different 

categories, the variability and quality of which is evaluated visually and quantitatively. 

These images are subsequently used to attempt to improve the performance of a classifier 

in distinguishing between the various categories. A convolutional neural network (CNN) 

is used to classify the images and to extract characteristics that are inputted into a support 

vector machine (SVM) in order to tackle the classification problem from another 

perspective. 

 Acne images from the New Zealand-based clinical resource website DermNet are 

drawn, processed and labelled in order to form the dataset. 

 The project is carried out following an implementation of a generative adversarial 

network with the Python-based deep learning library Keras and the alternate library 

Pytorch is employed to take up the classification problem. 

 Code from a colleague at UPC has been used as reference for the classification 

problem. 

 Appendix A presents additional experiments conducted on this project, with the 

corresponding results and a brief discussion when necessary. 

 The work plan with tasks, milestones and the Gantt diagram are presented in 

Appendix B. 
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2. State of the art 

 

2.1. Image classification 

 The classification of images by machines has seen substantial advances since the 

first algorithms aimed at tackling this problem were developed. Neural networks 

outperformed the previous designs and, lately, with the recent advances in the field of 

deep learning, the analysis of image data has once again experienced significant 

improvements in techniques and methodologies applied to a variety of cases. The 

different areas of the field have been approaching problems considering these 

breakthroughs and, as it could not have been otherwise, the classification of images has 

seen a revolution in its results when it comes to using convolutional neural networks [7]. 

 Even though the latter have shown that with the right tuning they can achieve 

outstanding performance, by enlarging the amount of data used to train these increasingly 

deep models these performances can be improved. There are various methods used on 

increasing the quantity of data available to use, some of which consist on modifying the 

already accessible data. 

 However, with these techniques one can only produce a limited set of alternative 

data. In some cases, especially in critical areas such as medicine, acquiring as much data 

as possible is a primary objective, as the accuracy of the classifier is of crucial concern, 

seeing that mistakes in the field can induce severe consequences. Here is when the use of 

generative models can be convenient. 

 

2.2. Generative models 

 Recent generative algorithms involve variational autoencoders, networks able to 

map from image space to latent space and back, or autoregressive models, which take 

previous actions as input to predict the value of the next step.  However, the application 
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of adversarial training into generative modelling occasioned a considerable step towards 

a more powerful method of synthesizing new data. 

 Introduced by Goodfellow et al., 2014 [3], generative adversarial networks consist 

on a system of two neural networks, a generator and a discriminator, opposing one 

another. The former synthesizes images that match the data distribution which are then 

classified by the latter as either real or fake. As the discriminator gets better at 

distinguishing the authenticity of the images, the generator is forced to improve to be able 

to fool the discriminator, thus, slowly learning the structure of the data that passes through 

the network. At first, both of them will show low effectiveness, the images generated will 

be essentially noise and the loss of the discriminator will be high. As the training 

advances, the results will start to resemble the data until the discriminator can no longer 

recognize real from fake. 

 Given this mechanism of image generation, the set of available data can be further 

expanded, making the design and training of generative models for data augmentation a 

plausible choice. Moreover, in practice, increases in accuracy have been seen in several 

learning systems [5, 8]. 
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3. Methodology 

 
 The prime object of study of this project is the design and implementation of a 

generative adversarial network able to sustain a stable training and to synthesize distinct 

images with similar quality to the original ones. The complementary subject is the training 

of a classifier to evaluate the contribution of the synthetic images to its performance, with 

the intention of validating the effectiveness of the generative models. 

 For clarity, since generative models incorporate classifying architectures, these 

are presented earliest in order. 

 

3.1. Convolutional Neural Networks 

 Convolutional neural networks (CNNs) are deep learning architectures most 

commonly used for analysing visual imagery, both for classification and segmentation 

problems. Unlike plain neural networks, these are designed to require minimal 

preprocessing since the network itself learns the relevant features from the images, not 

needing prior human work in feature design. Furthermore, convolutional networks allow 

processing images as two or three-dimensional objects instead of flat arrays containing 

information extracted from the original data. 

 The architecture of the network consists on an input and an output layers, as well 

as one or multiple hidden layers in between, amongst which there typically are 

convolutional, pooling and fully connected layers, along with normalization and 

activation layers (see Figure 3.1.). 

 Various designs presented since the inception of CNNs have been successfully 

tested against different problems, whether involving classification or segmentation. A 

widely acknowledged architecture for classifying images involves the adoption of 

residual networks, and is presented in the following section. 
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3.1.1. ResNet 

 Neural networks are more difficult to train as they get deeper. K. He et. al., 2015 
[9] presented a learning framework to amend the training of deep networks, incorporating 

residual functions in the design of the layers. They showed evidence that the optimization 

of these residual networks (ResNets) is easier and, with this design, appreciably deeper 

models can improve in accuracy. 

 The canonical form of a residual neural network is the idea of a residual block. 

These consist on an activation skipping over one or several layers and being added to the 

adjacent layer so that the layers in between learn the residual mapping, since it is easier 

to optimize the residual than the original, as hypothesized and demonstrated in [9]. 

Furthermore, this approach contributes to address the exploding/vanishing gradients 

problem [10]. 

 

 Different architectures for ResNets are proposed in [9], varying in depth and 

complexity. The simplest of them is the ResNet-18, which consists on the architecture 

indicated in the following table, where each pair of layers from conv2_x to conv5_x 

follows the structure of a residual block. 

Figure 3.1.: Basic CNN architecture, where a), b), and c) are convolutional, pooling 

and fully connected layers, respectively. 

Figure 3.2.: Structure of a residual block. 
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Layer Name Output shape ResNet-18 

conv1 112 x 112 x 64 7 x 7, 64, stride 2 

conv2_x 56 x 56 x 64 

3 x 3 maxpool, stride 2 

3 x 3, 64 
x 2 

3 x 3, 64 

conv3_x 28 x 28 x 128 
3 x 3, 128 

x 2 
3 x 3, 128 

conv4_x 14 x 14 x 256 
3 x 3, 256 

x 2 
3 x 3, 256 

conv5_x 7 x 7 x 512 
3 x 3, 512 

x 2 
3 x 3, 512 

average pool 1 x 1 x 512 7 x 7 average pool 

fully connected 1000 512 x 1000 fully connections 

softmax 1000  

Table 3.1.: Architecture of the ResNet-18. 

 

3.1.2. Transfer learning 

 Transfer learning is the reuse of a trained model on a new problem. It consists on 

adapting a network that has learned to do a specific task so that the knowledge acquired 

during the training can be applied to a different task [11, 12]. 

 In practice, one or more layers of the network are discarded and created again, 

starting from the final layer, in order to use the intelligence of the previous layers of the 

model to extract characteristics from the data and the new layers to adapt the old model 

to the new task. In the training process, the layers that are maintained can be frozen (not 

trained) or not, depending usually on the size of the dataset. The larger the dataset, the 

more layers can be trained anew with successful results. 
 

 
Figure 3.3.: Diagram of the transfer learning methodology. 
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3.1.3. Neural network feature extraction + SVM classifier 

 The idea of replacing the last layer in a neural network with a support vector 

machine or the like has been explored in different classification problems [13, 14]. The 

results from these studies indicate that, in many cases, impressive classification results 

can be achieved combining the features extracted by a neural network with alternative 

classification methods, since this allows exploiting the usefulness of both architectures. 

 It has been shown that the features extracted from the final fully connected layers 

are more expressive than those of the prior convolutional layers are. Moreover, the 

performance of the classifier improves with the depth of the layer from which the features 

derive from. 

 

3.2. Generative Adversarial Networks 

 A generative adversarial network (GAN) is a machine learning architecture that 

involves two models, a generator and a discriminator, contending with one another. As 

the names imply, the generative contribution lies on the former, whose purpose is to 

capture the data distribution, being then able to map from latent space to image space 

with the characteristics provided during the training process. The latter is responsible for 

estimating the probability that a sample came from training data rather than synthetic 

data. Therefore, since this framework corresponds to a zero sum game, the generator 

intends to maximize the expectation of the discriminator making a mistake, thus being 

forced to slowly learn the distribution of the data as its counterpart acquires the capability 

of distinguishing fake samples from real ones.  

 

3.2.1. Architecture 

 GANs are composed of two networks. The typical architecture involves a 

generator network attached to a discriminator network. The input of the former is a vector 

of certain length, with random values typically drawn from a normal distribution, while 

its output has the same shape as the images from the training dataset. This shape is taken 

as input by the latter, who outputs a value stating the probability of an image being real 

or fake, depending on the design. Both models are linked to form the combined network. 



21 

 

 

 
 

3.2.2. Training scheme 

 The training of a generative adversarial network proceeds typically in the 

following manner: 

1 A set of randomized inputs is sampled from a predefined latent space, for 

instance, a normal distribution, and seeded to the generator, who produces 

an image for each input. 

2 A batch of images from the real dataset is fed to the discriminator, followed 

by the batch of synthetic images. These images are labelled as real and 

fake, respectively. 

3 Backpropagation is applied so that it updates the parameters of the network 

of the discriminator, with the generator frozen. 

4 At this stage, the discriminator is frozen and the generator is trained by 

feeding synthetic images labelled as real to the network. 

5 Stop the training if complete, otherwise back to step 1. 

 As training progresses, if stable, both the generator and the discriminator should 

become more powerful, helping one another improve until the discriminator can no longer 

tell real from fake, since the generator produces samples similar to the real ones. 

Figure 3.4.: Typical structure of a generative adversarial network. 
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3.2.2.1. Major complexities of the training process 

 The main intricacies when training GANs arise from the fact that they are a 

complex system composed of two organisms competing with each other. It is on account 

of that reason that regulating the training of generative models requires certain 

carefulness. 

 In the training process of an elementary classification model the major exercise, 

fundamentally, is to design the architecture of the network and to proceed with the tuning 

of the hyperparameters and the optimization applied. Since there are two models involved 

in a GAN, this practice is not only more complex in a directly proportional manner, but 

also there needs to be balance between both networks. It is precisely due to imbalances 

that the leading causes of unsuccessful trainings occur. 

 The instability in the training of a generative model is usually caused by one 

network overpowering the other. If the discriminator is learning significantly faster than 

its counterpart is, it will begin to classify all generated samples as fake due to the slightest 

differences, thus, the generator can’t learn as the discriminator error is too small. 

Contrarily, if the generator is too strong it will persistently exploit weaknesses in the 

discriminator that lead to false positives, therefore, not improving in representing the 

distribution of the real data. It is due to this fact that having a similar number of parameters 

in both networks helps the stability of the training process. 

 In addition, there is the mode collapse problem, which takes place when the 

generator fixes itself on a single or few modes of the data. Real-life data is multimodal, 

for instance, in the MNIST dataset there are 10 modes, one for each digit. If the generator 

is trained extensively, it will converge to find the optimal images that fool the 

discriminator the most. As the generator has developed its parameters so that they 

represent the distribution of the specific representation of the data that is giving it good 

results, synthetic images will look very similar between them. 

 

Figure 3.5.: Training progress of two different models on the MNIST dataset, the one 

below collapsing. From left to right, 10k, 20k, 50k and 100k training steps. 
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3.2.3. GAN designs 

 There is a variety of designs among generative adversarial networks, which differ 

in the architecture itself or rather in the loss function used. Those relevant to this project 

are presented below. 

3.2.3.1. Deep convolutional GANs 

 Devised by Radford et. al., 2015 [15], DCGANs integrate the success of 

convolutional models with generative adversarial networks. In basic GANs, generator 

and discriminator are plain neural networks, while this design uses CNNs for both models. 

As presented in [15], this architecture has shown enhanced results, as would be expected 

given the improvement provided by convolutional networks. 

3.2.3.2. Least squares GANs 

 Regular GANs optimization algorithm normally operates with the sigmoid cross 

entropy loss function. Mao et. al., 2016 [16] found that this loss function may induce the 

vanishing gradients problem [10] during the learning process. They propose the adoption 

of the least squares loss function with the intention of stabilizing the training. Moreover, 

experimental results show that images generated by LSGANs are of better quality than 

those synthesized by regular GANs. 

3.2.3.3. Conditional GANs 

 The original design of a GAN does not include any restrictions regarding the 

modes of data it can generate. However, if auxiliary information is provided, the network 

can be driven towards generating outputs that comply with this auxiliary data [17]. These 

networks are constructed by feeding the condition to both the generator and the 

discriminator, as presented in Figure 3.6. The nature of said condition ranges from simply 

being the label of the data desired to be generated to being whole images. 

3.2.3.4. Laplacian Pyramid of GANs 

 The approach presented by Denton et. al., 2015 [18] proposed an architecture based 

on a progression of convolutional GANs following the structure of a Laplacian pyramid. 

The LAPGAN proposed focuses on generating realistically looking residual images in 

order to introduce high frequency components in the upsampled synthetic images, a 

procedure applied at each level of the pyramid until the images reach the desired size. 

This design has been successfully tested with medical images [19]. 
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3.2.4. Evaluation metrics 

 There are different indicators and techniques to apply in order to evaluate the 

performance of a GAN. Image diversity and image visual quality are two of the most 

significant and efficient indexes [20] that will allow categorising a trained model as 

successful or not. 

 In pursuance of judging the variance among generated images, the structural 

similarity index (SSIM) is a useful tool, as it allows analysing how similar two images 

are. Provided this, considering a set of synthetic images, a method based on comparing 

each synthetic image to the whole set results in an indicator of the image diversity in that 

particular set, the cumulative histogram of the results of all comparisons provides a graph 

showing how variant the set is. 

Figure 3.6.: Schematic view of different GAN designs. DCGANs and LSGANs are 

represented by (a), while the conditional and laplacian pyramid designs are (b) and 

(c), respectively. G/D stands for generator/discriminator, z stands for the noise input 

vector, xg and xr are generated/real input images, y is the output image and c stands for 

the input condition in CGANs. 
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 When it comes to analysing the visual quality of the images, the basic procedure 

is to look at some generated data and compare it to the original data. This gives an 

intuition of how well the model is performing. However, when the network is already 

doing considerably well, a visual comparison does not provide an accurate evaluation. A 

methodology widely used [5, 8, 15] consists on using the GAN as a data augmentation 

method, much as this project intends to do, and observe the improvement made by a 

classifier when using the generated data against when not using it. If the accuracy of the 

classifier improves, the generative network can be considered successful at synthesizing 

realistically looking images. 

 A similar approach is to unbalance willingly a particular category of the training 

set, which will be rebalanced using synthetic images [19]. The objective is identical as that 

of the previous case. To verify whether the generated data is able to improve the accuracy, 

the classifier is trained with the dataset both unbalanced and rebalanced, expecting to 

appreciate an improvement in the second case. 

  

 

  

Figure 3.7.: Graphs resulting of performing the analysis presented above on a), a set 

of identic images, and b), 1k random images from the MNIST dataset. The x-axis 

represents the value returned by the SSIM computation, while the y-axis indicates the 

fraction of data with value smaller than that of X. Thus, in b), 50% of the comparisons 

provide a SSIM value of less than 0.2. 
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4. Results 

 

4.1. Dataset 

 The dataset used in this project comes from the collection of images found in the 

clinical resource website from New Zealand DermNet. Those images have been 

compiled, processed and labelled in the manner presented up next. 

 To obtain images of facial acne, the first step has been to download the collection 

of 242 pictures from the webpage, where it states that all images are free for use for 

education, teaching or other purposes, according with the licensing requirements 

presented in https://creativecommons.org/licenses/by-nc-nd/3.0/nz/legalcode. These 

images have size 480x640 px. 

 The task of generating whole faces with GANs is complex in itself, even more if 

the purpose is to synthesize different levels of acne in them. Accordingly, squared patches 

have been obtained by, firstly, cropping the facial areas with larger regions of skin (cheeks 

and forehead) and, secondly, applying a 112x112 sliding window with 1/3 overlap on 

those crops. 

 Lastly, the set of patches has been classified in three categories, based on the 

presence of acne: low, moderate and severe. The criteria for categorizing the images has 

been as follows, according to indications made on a previous project by a dermatologist 

from Hospital Clínic of Barcelona: 

– Low: healthy skin with occasional pimples and spots. 

– Moderate: visibly rough skin showing clear acne symptoms. 

– Severe: skin with prominent acne, cannot be included in the precedent 

categories. 

 The final dataset consists of 916 low, 915 moderate and 986 severe acne level 

112x112 px images. 
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4.2. GAN design, implementation and results 

 Different types of network architectures have been tested. This section presents 

the experimentation carried out, which composes the main work and purpose of the 

project, along with the results obtained both qualitatively and quantitatively. 

 

4.2.1. LSGAN 

 The architecture of the first network implemented comes fundamentally from the 

original paper [16] on the least squares GAN, which consists on a DCGAN design trained 

through the use of the least squares loss. The input to the generator is a 100-position latent 

vector, which grows to be a 112x112x3 image, then inputted to the discriminator. The 

structure of the model is the following: 

 

Generator 

Layer name Output shape Characteristics 

fully connected 12544 100 x 12544 fully connections 

reshape 7 x 7 x 256  

deconv1 14 x 14 x 256 3 x 3, 256 filters, stride 2 

deconv2 14 x 14 x 256 3 x 3, 256 filters, stride 1 

deconv3 28 x 28 x 256 3 x 3, 256 filters, stride 2 

deconv4 28 x 28 x 256 3 x 3, 256 filters, stride 1 

deconv5 56 x 56 x 128 3 x 3, 128 filters, stride 2 

deconv6 112 x 112 x 64 3 x 3, 64 filters, stride 2 

deconv7 112 x 112 x 3 3 x 3, 3 filters, stride 1 

# Parameters: 4.052.867 

Table 4.1.: Architecture of the LSGAN generator. 

 

Figure 4.1.: From left to right, examples of low, moderate and severe levels of acne in 

112x112 px image patches. 
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Discriminator 

Layer name Output shape Characteristics 

conv1 56 x 56 x 64 5 x 5, 64 filters, stride 2 

conv2 28 x 28 x 128 5 x 5, 128 filters, stride 2 

conv3 14 x 14 x 256 5 x 5, 256 filters, stride 2 

conv4 7 x 7 x 512 5 x 5, 512 filters, stride 2 

reshape 25088  

fully connected 1  

# Parameters: 4.335.233 

Table 4.2.: Architecture of the LSGAN discriminator. 

 

, where each layer in the generator is followed by a batch normalization layer and 

a relu activation, except the last layer, which is followed only by a tanh activation, and 

where the first layer in the discriminator is followed by a leaky relu activation, the 

following convolutional layers by a batch normalization layer and a leaky relu activation 

as well, and the fully connected layer ends with a sigmoid activation function. 

This model has been trained thrice, once for each class, thus, each of the three 

models is able to generate images of a single category. This procedure has been applied 

given that the performance of the model can be improved if dedicated to a single class 
[21]. Moreover, this allows having decision capability when synthesizing on how many 

images are generated of each class, as well as immediately acquiring labels for those 

images. 

For each training, the batch size is set to 64, and the learning rate to 0.0001. The 

models have been trained for 500k iterations. Moreover, it is essential to mention the 

modifications introduced to improve the performance of the models, based on the 

guideline [22]. First, the input vector has been sampled from a Gaussian distribution, 

instead of the uniform distribution mentioned in [16]. Label smoothing has also been 

applied, replacing the hard labels 1 (real) and 0 (fake) by random numbers between [0.7, 

1.2] and [0, 0.3] respectively, drawn from a uniform distribution. On the same note, the 

labels have been made noisy for the discriminator, occasionally being flipped, with 0.05 

probability. 

As visualized in Figure 4.2., the model trained to learn the distribution of the low 

acne level images converges much earlier than the other two. This implies that the 

generator is learning to represent the distribution of the low acne level data faster, as, in 

that case, the discriminator is brought into a state of not distinguishing fake data from real 

data easier. 

Recent analysis has shown that there is a direct link between how fast models 

learn and their generalization performance [15, 23]. Accordingly, Figures 4.3. and 4.4. show 

diversity in the samples for low acne level generated images; they do not, however, for 

the other two cases, where the generator has been driven to mode collapse. 
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Figure 4.2.: Training curves for the low (a), moderate (b) and severe (c) LSGAN 

models, smoothed with a 5k samples window. 

Figure 4.3.: SSIM comparison for the low, moderate and severe acne level images 

from the real dataset and 1k random samples of each category from generated data. 
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The explanation behind this occurrence lies in the fact that low acne level images 

are, in general, simpler, plainer images, without rough textures or clearly defined pimples 

and bumps. Due to this fact, the data distribution of this category is easier to learn, the 

generator does not get stuck in specific information contained in these images, it is able 

to learn accordingly with the discriminator and learn the general distribution of the data. 

In opposition, in the other two cases, the images contain artefacts as a rule, spatial features 

that are key for the discriminator in distinguishing between real and fake data. The 

generator is attempting to synthesize those distinct characteristics that will fool the 

discriminator if synthesized successfully, which are certain artefacts, data structures, 

particular modes of the data. 

Figure 4.4.: Random sample low (a), moderate (b) and severe (c) acne level 

generated images with the LSGAN models. Similar-looking images are highlighted 

with the same colour in each case. Real-size images for this experiment are presented 

in Appendix A. 
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Class unbalanced None Low Moderate Severe 

Low acc. 0.9376 0.6847 0.9105 0.9629 0.9017 0.9463 0.9218 

Moderate acc. 0.8376 0.8690 0.7943 0.6253 0.8096 0.8127 0.7747 

Severe acc. 0.8984 0.9283 0.9016 0.9441 0.9223 0.6263 0.9053 

Mean acc. 0.8913 0.8300 0.8696 0.8467 0.8790 0.7908 0.8682 

Table 4.3.: Accuracy results for acne level classification with training set balancing 

through data augmentation by the LSGAN models. The None column shows the 

accuracy results obtained with the original dataset, while the other three columns 

show the results from both the dataset unbalanced (left) and rebalanced (right). 

Concerning image quality, Appendix A presents real size generated images for 

each category. Moreover, Figure 4.5. shows the accuracy curves obtained from 10 

averaged trainings of a ResNet-18 through transfer learning involving the last 2 

convolutional layers and the fully-connected layer of the network, and an SVM that is 

inputted the characteristics extracted by the fully-connected layer of the former; in the 

ResNet case, data augmentation is applied through classic methods and by GAN 

generated images. Furthermore, Table 4.3. presents the accuracy results by the ResNet 

obtained from unbalancing the different classes in the dataset one at a time, using only 

40% of the training data for the class under consideration while maintaining the quantity 

of samples at testing time and, after that, a second training is carried out filling the missing 

60% with synthetic images, thus, rebalancing the dataset. 

 

Figure 4.5.: Accuracy curves for acne level classification with increase of training set 

size through classic data augmentation (DA) and by the LSGAN models (GAN). The 

value shown on the x-axis indicates the number of additional images per category. 
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First, the observable quality of the images in Appendix A is acceptable, very 

similar to the ones in the dataset. They illustrate detailed structures and sharp shapes; high 

frequency is present all around. In addition, each model is able to generate images that 

belong to its category. 

When it comes to using synthetic images for data augmentation as presented by 

Figure 4.5., contrarily as expected and shown by classic DA, the mean accuracy results 

do not improve for neither the network nor the SVM. More precisely, it can be observed 

that the accuracy for low acne level images does improve, an improvement compensated 

by the decrease in accuracy for moderate acne level images. 

The reason behind the accuracy not improving might lie in the fact that the number 

of effective training samples is more unbalanced as more synthetic data is added, 

understanding effective samples as distinct-looking images. Given that the low acne 

model presents far less mode collapse than the other two, the generated images for this 

class are far more diverse, while in a set of synthetic images by the moderate and severe 

acne models it could be considered that the same samples appear multiple times. By way 

of example, a hypothetical situation where 1k generated samples per class are used as 

data augmentation may result in a training set of 1.7k low, 0.9k moderate and 0.9k severe 

level effective training images. Since the moderate category is next to low, the 

improvement on the latter occurs at the expense of the former and, therefore, the mean 

accuracy of the model does not improve. 

Despite the unsatisfactory results presented by Figure 4.5., Table 4.3. shows 

improvement when using synthetic images as data augmentation to balance an 

unbalanced dataset. The mean accuracy improves when rebalancing each category: 4%, 

3% and 8% for the low, moderate and severe cases, respectively; and especially the 

accuracy for the class being unbalanced does improve, as would be expected. 

Given that the results obtained with the dataset rebalanced by generated images 

are slightly lower than those obtained with the original dataset, it can be deduced that the 

images synthesized by the LSGAN models are not optimal. If they were, results closer to 

those from the original dataset would be obtained from the rebalanced dataset. However, 

this experimentation shows that, for all three classes, the quality of the synthetic images 

is good enough to allow increasing the accuracy of a classifier when they are used as data 

augmentation, in this case, with the intention of balancing a dataset. 

Summarizing, the models trained at this stage are able to generate good quality 

images the use of which can improve the accuracy of a classifier, despite not being able 

to do so in the first experimentation carried out concerning the classifier. In addition, 

especially for moderate and severe acne level categories, the generator it is not 

generalising well, a clear case of mode collapse is present and, therefore, the next stage 

is aimed at improving this property of the model. 
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4.2.2. LSGAN with dropout on the generator 

 Among the various solutions to apply in order to fix a GAN suffering from mode 

collapse, introducing dropout helps the generator generalize and not rely on a few specific 

characteristics of the images. This stage of the experimentation repeats the procedure 

carried out in the process presented in the previous section, this time adding dropout into 

the network of the generator. 

 A dropout layer is introduced after each batch normalization layer followed by a 

relu activation. They could also have been put after the activation layer, which, in the case 

of a relu activation, produces the same results. 

 Different dropout probability values have been tested. Furthermore, in this case, 

the models have been trained for 200k iterations instead of 500k, given the expectation 

that all three should converge faster. 

  

 

 

 

Figure 4.6.: Training curves comparison for the low (a), moderate (b) and severe (c) 

LSGAN models with and without dropout, smoothed with a 5k samples window. 
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Figure 4.7.: SSIM comparison for the low, moderate and severe acne level images 

from the real dataset and 1k random samples of each category from generated data 

using both the LSGAN models with (new) and without (old) dropout. 

Figure 4.8.: Accuracy curves for acne level classification with increase of training set 

size through classic data augmentation (DA) and by the LSGAN models with dropout 

(GAN). The value shown on the x-axis indicates the number of additional images per 

category. 
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 As observed in Figure 4.6., all three models converge in a similar point in time. 

The difference with respect to the previous case is considerable, especially for the 

moderate and severe cases. This implies that, given the correlation between how early a 

model converges and its generalization ability, both models have now been able to learn 

the distribution of the data more generally. 

 Figures 4.7. and 4.9. support this explanation, showing that dropout is a big 

conditioner in terms of preventing the presence of mode collapse. This can be observed 

in the SSIM comparison computed on the samples generated by the current models, where 

the curves are closer to those of the original data than what the curves obtained from the 

previous models were, thus, showing that the new models are able to produce a more 

diverse set of samples. 

Figure 4.9.: Random sample low (a), moderate (b) and severe (c) acne level 

generated images with the LSGAN models with dropout. Real-size images for this 

experiment are presented in Appendix A. 
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 Moreover, we see this directly in the generated samples figure. Before, several 

samples appeared visually the same, whereas now there is no presence of this 

phenomenon for any category. 

 Despite not suffering from mode collapse, the models do not provide samples that 

contribute to improving the classification results when used as data augmentation on the 

original acne images dataset, rather the opposite, as shown by Figure 4.8. As more 

synthetic samples are used as data augmentation, the accuracy results worsen for both 

ResNet and SVM. 

 Observing the samples generated by the models at this stage, it can be concluded 

that the visual quality of the images has worsened significantly. Checkerboard artefacts 

appear on the majority of the images, whereas those synthesized on the previous stage 

displayed no signs of this effect. Some images look far from skin patches, especially those 

of the moderate and severe categories, and some present incoherent blurred regions where 

there should be clearly defined skin. 

 In the previous stage, the GAN models learned specific characteristics that tricked 

the discriminator into categorizing fake as real, but they were able to learn them notably 

well. On the other hand, in the current stage, the models generalize better and they 

converge earlier, which is the very consequence of the worsening of the image quality, 

provided that the discriminator does not have enough power to push the generator for 

learning more from the moment it converges on, since it is being tricked with low quality 

images. 

 

Class unbalanced None Low Moderate Severe 

Low acc. 0.9376 0.6847 0.8987 0.9629 0.8769 0.9463 0.9127 

Moderate acc. 0.8376 0.8690 0.8218 0.6253 0.7450 0.8127 0.7800 

Severe acc. 0.8984 0.9283 0.8955 0.9441 0.8470 0.6263 0.8632 

Mean acc. 0.8913 0.8300 0.8726 0.8467 0.8235 0.7908 0.8522 

Table 4.4.: Accuracy results for acne level classification with training set balancing 

through data augmentation by images synthesized by the LSGAN model with 

dropout. The None column shows the accuracy results obtained with the original 

dataset, while the other three columns show the results from both the dataset 

unbalanced (left) and rebalanced (right). 

 

 However, the results presented by Table 4.4. show that the classifier improves its 

performance when using synthetic images generated by the low and severe acne level 

models to balance the dataset. Interestingly, when rebalancing the low category, the mean 

accuracy achieved is slightly better than that of the previous stage, while on the severe 

category it remains below. Moreover, in the moderate case there is no improvement on 

the mean accuracy, even though the accuracy of the moderate category improves. 
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 The reason behind these observations might lie in what the ResNet focuses on 

when classifying the images. For instance, low acne level images differ from the rest in 

that they do not normally present clear acne symptoms, they are plainer images without 

clearly defined bumps. The generated images for this class meet these requirements, 

which may be the reason why they are useful in improving the performance of the 

network. A similar observation takes place for severe acne level images, which show 

more aggressive acne than moderate images, presenting, in general, a rougher texture of 

the skin with more valleys and hills, which also complies with the images generated even 

though their quality is low. On the contrary, some synthesized moderate acne level images 

are confusingly similar to low level images and others are similar to those of severe level. 

Given that the moderate category is in the middle between low and severe, the confusion 

seems natural and it does even more so provided the low quality of the synthetic images.  

 An interpretability study on the ResNet in this case would surely provide some 

insights on what is the focusing of the network for each category and would be helpful in 

supporting or revoking the points presented in the previous paragraph. 

 

4.2.3. Additional experimentation 

 This project has involved supplementary experiments, comprising the use of data 

augmentation in the training of a GAN model, the implementation and testing of a 

Laplacian pyramid of GANs infrastructure and, lastly, the use of an auxiliary dataset of 

melanoma images in order to contrast results. Due to structural constraints, the results of 

these experiments are presented in Appendix A, as well as a brief discussion and an 

introduction to the procedure when needed. 
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5. Budget 

 
 This project has consisted mainly on research and developing code to conduct 

different experimentations that have run on the University servers, from where access to 

GPUs was available. Therefore, the expenditures of the project do not involve hardware 

or software costs. Moreover, the various papers consulted could be freely accessed, as 

well as the images that composed the dataset utilized. 

 The personnel costs comprise the salaries for the author, a junior engineer, as well 

as the advisor of the project, a senior engineer, for which 8€/hour and 20€/hour are 

considered to be standard salaries, respectively. Considering the duration of the project 

to have spanned a total of 31 weeks, from October to May, as well as acknowledging an 

estimate dedication of 25h/week and 4h/week for author and advisor correspondingly, the 

budget of the project comes to be 8,680.00€, as shown by Table 5.1. 

 

 Wage Dedication Weeks Total 

Author 8 € / h 25 h / week 31 6,200.00 € 

Advisor 20 € / h 4 h / week 31 2,480.00 € 

TOTAL    8,680.00 € 

Table 5.1.: Budget of the project. 
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6. Conclusions and future development 

 
 The main goal of the project has been to train different generative adversarial 

networks to synthesize images of different levels of acne in order to be used as data 

augmentation on a classification problem. LSGAN, CGAN and LAPGAN architectures 

have been implemented and tested providing diverse results, which, overall, prove that 

the accuracy of a classifier improves when using synthetic images to expand a dataset. 

 The images generated by the  LSGAN models without dropout on the generator 

show good quality with detailed structures and sharp shapes, resembling real images and, 

moreover, presenting the distinct characteristics of each class. Those synthesized by the 

other models show checkerboard patterns, blurred regions and the presence of artefacts, 

leading to lower quality.  

 Accordingly, the most robust accuracy improvement is seen when using the 

former to rebalance single categories of the dataset, a problem for which even poor low 

and severe images have shown to be useful. However, GAN generated images have 

contributed with unsatisfactory results when being used to extend the original dataset, 

with good images maintaining the mean accuracy of the model and low quality images 

causing it to decrease. 

 The addition of dropout layers to the LSGAN model has proved effective in 

redressing the mode collapse problem encountered, although a direct consequence of the 

associated faster model convergence is the image quality worsening. It would be 

productive to study a manner in which the diversity is maintained while enhancing the 

quality of the images. 

 Moreover, concerning the LAPGAN infrastructure, future work would profit from 

examining the individual models with the intention of determining the particularities of 

each one and the motives behind the deficient images they synthesize, as well as adapting 

it to a deeply discriminated GAN (DDGAN) [19] or implementing a progressive growing 

of GANs [24], which have shown improved quality, diversity and stability.  
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A. Complementary results 

 

 This section presents additional results and details to the research conducted in 
this project. 
 

A.1. LSGAN, from 4.2.1. 

Generated images (112 x 112 px) 

 

Figure A.1.: Real size low (a), moderate (b) and severe (c) acne level images generated 

by the LSGAN model. 
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GAN training setup 

– Loss function: Least squares 

– Batch size: 64 

– Optimizer: Adam 

– Learning rate: 0.0001 

– Data augmentation: False 

– Modifications on the discriminator: Flipping percentage 0.05, smooth and 

noisy labels. 

ResNet-18 training setup 

– Loss function: Categorical cross-entropy 

– Batch size: 64 

– Optimizer: Stochastic gradient descent 

– Learning rate: 0.1 

– Data augmentation: Progressive use 

 

A.2. LSGAN with dropout on the generator, from 4.2.2. 

Generated images (112 x 112 px) 

 

Figure A.2.: Real size low (a), moderate (b) and severe (c) acne level images 

generated by the LSGAN model with 0.5 dropout. 
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GAN training setup 

– Loss function: Least squares 

– Batch size: 64 

– Optimizer: Adam 

– Learning rate: 0.0001 

– Data augmentation: False 

– Modifications on the discriminator: Flipping percentage 0.05, smooth and 

noisy labels. 

ResNet-18 training setup 

– Loss function: Categorical cross-entropy 

– Batch size: 64 

– Optimizer: Stochastic gradient descent 

– Learning rate: 0.1 

– Data augmentation: Progressive use 

 

A.3. LSGAN, from 4.2.1., severe model trained using data 

augmentation 

Training curves 

 

Figure A.3.: Training curves for the severe LSGAN model trained with data 

augmentation, smoothed with a 5k samples window. 
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Generated images (112 x 112 px) 

 

GAN training setup 

– Loss function: Least squares 

– Batch size: 64 

– Optimizer: Adam 

– Learning rate: 0.0001 

– Data augmentation: True 

– Modifications on the discriminator: Flipping percentage 0.05, smooth and 

noisy labels. 

Figure A.4.: Real size severe acne level images generated by the LSGAN model 

trained with data augmentation at iterations 500k (a), 800k (b), 850k (c) and 1M 

(d). 
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Brief discussion 

 As shown by Figure A.3., the LSGAN model converges later when trained using 

data augmentation. Moreover, around iteration 820k the training destabilizes and the loss 

of the generator experiences a notable rise towards the converging value, meaning that 

the discriminator suddenly stops recognizing real from fake. 

 The visual quality of the samples generated with the model at the iteration at which 

they appear best is not acceptable. Furthermore, as a consequence of the destabilization, 

the generator synthesizes worse images as the training continues from that moment on, 

as observed in Figure A.4. This is the result of the generator overpowering the 

discriminator, at which point the latter is no longer able to drive the former towards the 

appropriate direction. 

 

A.4. LAPGAN 

Experimentation 

 This experimentation involves the training of 4 different models, these being three 

CGANs and one LSGAN. As Figure A.5. shows, the Laplacian pyramid of GANs 

implemented starts with the training of the first CGAN that intends to generate a high 

frequency image from a noise plane and the low frequency image inputted as condition; 

thus, the input to the generator of such network has four dimensions, the 4th being noise, 

while the input to the discriminator has six dimensions and is comprised of both low and 

high frequency images concatenated. Once this model is trained, the same procedure is 

carried out for the subsequent two models, each one working with images downsampled 

at half the size of the previous one. Lastly, a final model is trained in the manner of a 

classic GAN, inputting a noise vector to the generator and a single image to the 

discriminator. 

 The generative process uses all four models. Since this project operates with 

images of size 112x112 px, the process begins by synthesizing with the smallest model a 

14x14 image that is upsampled by 2 and inputted as condition to the second smallest 

model, which generates a 28x28 high frequency image that is added to the upsampled 

image. The procedure is reproduced for the following two models until the final 112x112 

px image is obtained. 
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Training curves 

 

Figure A.5.: Training scheme for a LAPGAN involving three CGANs and a classic GAN. 

G/D stands for generator/discriminator, z stands for input noise, I is used to indicate fully 

formed images while h indicates the high frequency content of the original image, the 

emphasis 𝐼   and ℎ  are used for synthetic images, red/green arrows stand for 

downsampling/upsampling and blue/pink arrows stand for real/generated path. 

Figure A.6.: Training curves for the severe LSGAN and CGAN models of the 

LAPGAN, of sizes 14, 28, 56 and 112, smoothed with a 5k samples window. 
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Generated images (112 x 112 px) 

 

 

CGAN network design 

Generator 

Layer name Output shape Characteristics 

deconv1 S x S x 256 3 x 3, 256 filters, stride 1 

deconv2 S x S x 256 3 x 3, 256 filters, stride 1 

deconv3 S x S x 128 3 x 3, 128 filters, stride 1 

deconv4 S x S x 64 3 x 3, 64 filters, stride 1 

deconv5 S x S x 3 3 x 3, 3 filters, stride 1 

# Parameters: ~972.931 

Table A.1.: Architecture of the CGAN generator, where S is the size depending on the 

model, and the number of parameters varies slightly. 

Figure A.7.: Severe acne level images generated by adding the high frequency 

resulting from the LAPGAN model of size 112x112 to downsampled real images, 

at iterations 0 (a), 10k (b), 30k (c), 50k (d), and the real image (e). 

Figure A.8.: Severe acne level images generated by the LAPGAN infrastructure. 
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Discriminator 

Layer name Output shape Characteristics 

conv1 S/2 x S/2 x 64 5 x 5, 64 filters, stride 2 

conv2 S/4 x S/4 x 128 5 x 5, 128 filters, stride 2 

conv3 S/8 x S/8 x 256 5 x 5, 256 filters, stride 2 

reshape S/8 * S/8 * 256  

fully connected 1  

# Parameters: ~1.085.761 

Table A.2.: Architecture of the CGAN discriminator, where S is the size depending on 

the model, and the number of parameters varies slightly. 

 

LSGAN network design 

 The architecture of the LSGAN model for this experimentation is similar to that 

of the LSGAN from section 4.2.1., with different number of parameters due to working 

with 14x14 images instead of 112x112. 

GAN training setup 

– Loss function: Least squares 

– Batch size: 64 

– Optimizer: Adam 

– Learning rate: 0.0001 

– Data augmentation: False 

– Modifications on the discriminator: Flipping percentage 0.05, smooth and 

noisy labels. 

Brief discussion 

 As presented by Figure A.6.,  the CGAN models converge much earlier than those 

from previous experiments, and the LSGAN model does as well although slightly later. 

This behaviour was expected, given that the former are synthesizing high frequency 

content alone, which is easier to represent, while the latter generates 64 times smaller 

images. 

 Even though the individual models appear to learn, as shown by the progress 

observable on Figure A.7., the images synthesized solely by the infrastructure of the 

pyramid of GANs on Figure A.8. display no similarity with real acne images. Further 

research on this stage would be essential to clarify the situation. 
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A.5. Melanoma images dataset 

Experimentation 

 The ISIC 2017 challenge skin cancer dataset [25] has been used with the intention 

to contrast results with [19], a paper that uses said dataset to compare the performance of 

different GAN models in synthesizing melanoma images. The dataset consists of 2000 

images of both benign and malignant skin lesions, 1372 being nevus lesions (benign), 254 

seborrheic keratosis and 374 melanoma. The researchers reduce the size of the training 

set to 20% of the data for the melanoma class when retraining a ResNet-50 and present 

the effects that rebalancing the dataset with GAN-generated images has on the accuracy. 

 For this experiment, the images on the dataset have been center cropped and 

downsampled to 112x112 px. 

 

  
 

 

Figure A.9.: From left to right, examples of nevus, melanoma and seborrheic 

keratosis skin lesions. 

Figure A.10.: Training curves for the melanoma LSGAN model, smoothed with a 5k 

samples window. 
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 Since the intention for this experiment is to conduct an unbalanced training for 

one class only and then rebalance said class with synthetic data, only an LSGAN model 

for the melanoma category has been trained. 

 Table A.3. presents the accuracy results by the ResNet-18 obtained from 

unbalancing the melanoma category, using only 20% of the training data while 

maintaining the quantity of samples at testing time and, after that, a second and third 

trainings are carried out filling the missing 80% with synthetic images first and classic 

data augmentation later, thus, rebalancing the dataset. 

 Table A.4. indicates the accuracy results by the ResNet-50 presented in the paper 
[19] with the original, the unbalanced and the rebalanced dataset by different GAN models. 

 

Class unbalanced None Melanoma 

Nevus acc. 0.9009 0.9570 0.8663 0.8862 

Melanoma acc. 0.6280 0.1507 0.4707 0.4673 

Seborrheic keratosis acc. 0.7000 0.7431 0.7196 0.7157 

Mean acc. 0.8242 0.7788 0.7735 0.7860 

Table A.3.: Accuracy results for skin lesion classification with training set 

balancing through data augmentation by images synthesized by the LSGAN model. 

The None column shows the accuracy results obtained with the original dataset 

while the Melanoma column shows the results from both the dataset unbalanced 

(left) and rebalanced with synthetic images (middle) and classic data augmentation 

(right). 

 

Class unbalanced None Melanoma 

Mean acc. 0.7160 0.6394 0.7400 0.7268 0.7204 

Table A.4.: Accuracy results presented in the paper [19]. The None column shows 

the mean accuracy obtained with the original dataset, while the Melanoma column 

shows the results from both the dataset unbalanced (far-left) and rebalanced with 

images from a LAPGAN (middle-left) and two different DDGANs (right). 

 

Figure A.11.: Melanoma lesion images generated by the LSGAN. 
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LSGAN network design 

 The architecture of the LSGAN model for this experimentation is identical to that 

of the LSGAN from section 4.2.1. 

GAN training setup 

– Loss function: Least squares 

– Batch size: 64 

– Optimizer: Adam 

– Learning rate: 0.0001 

– Data augmentation: False 

– Modifications on the discriminator: Flipping percentage 0.05, smooth and 

noisy labels. 

 

Brief discussion 

 Firstly, as observed in Figure A.10., the generator converges early, around 

iteration 40k which is approximately where the models trained in 4.2.2. (LSGAN with 

dropout on the generator) converge. 

 The synthetic images on Figure A.11. resemble real melanoma images, although 

they present average to low quality, with abundant presence of artefacts and checkerboard 

patterns. 

 Despite not being high quality images, Table A.3. presents that the images 

generated by the model are able to improve the performance of the classifier just slightly 

worse than classic data augmentation does; said improvement is seen especially for the 

unbalanced melanoma category. Neither by rebalancing with GAN images nor classic 

DA are the mean accuracy results close to those obtained with the original dataset, an 

outcome not observed for the acne dataset. The reason for this might be that rebalancing 

with classic data augmentation is not enough to allow the classifier to provide an accuracy 

similar to the original one and neither is rebalancing with the images generated by the 

LSGAN model trained, which, as mentioned above, present rather low quality. 

 Concerning the results presented in the paper, it is interesting that accuracies 

higher than the original one are obtained when rebalancing the dataset with synthetic data, 

as the authors mention. It is also unanticipated that the ResNet-50 would provide lower 

precision than the smaller ResNet-18 model used in this project. 
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B. Work plan 

 

B.1. Tasks 

– Project proposal and work plan 

 Project description 

 Development plan 

 Document review and approval 

– Information research 

 CS231n Stanford University course on CNNs 

 Study of state-of-the-art papers 

 Familiarization with Tensorflow and Keras frameworks 

– Software development 

 Study GAN implementations 

 Software adaptation to the project 

 First results analysis  

– Critical review 

 Project development review 

 Initial plan review and appliance of changes 

 Document review and approval 

– Software development, testing and interpretation of results 

 Further software development 

 Further testing and additional results 

 Improvements based on results 

– Final report 

 Document elaboration 

 Document review and approval 



54 

 

– Project presentation 

 Presentation slides elaboration 

 Presentation review 

 

B.2. Time plan (Gantt diagram) 

 

 

 

 

  

Figure B.1.: Gantt diagram. 
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Glossary 

 

 CGAN  Conditional GAN 

 CNN  Convolutional Neural Network 

 DA  Data Augmentation 

 DCGAN Deep Convolutional GAN 

 DDGAN Deeply Discriminated GAN 

 GAN  Generative Adversarial Network 

 LAPGAN Laplacian Pyramid of GANs 

 LSGAN Least Squares GAN 

 SSIM  Structural Similarity Index 

 SVM  Support Vector Machine 

 
 
 

 
 


