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Abstract
Object detection is particularly important in robotic applications that require
interaction with the environment. Although 2D object detection methods ob-
tain accurate results, these are not enough to provide a complete description
of the 3D scenario. Therefore, many models have recently showed promising
progresses in this challenging field [5, 22, 25, 30].

In this work, the goal is to predict 3D bounding boxes from single images
without using temporal data nor any explicit depth estimation. We propose an
approach for 3D monocular object detection based on Deep3DBox [20]. We
aim to replace the geometric constraints taken into account to predict the 3D
location of objects by a deep learningmodule. Moreover, we undertake a study
on the different parameters for the modules that are used to predict dimensions
and orientation of objects.

We conduct experiments in order to search for the best hyperparameters
of our model for KITTI [7] cars and we reported and compared our results on
KITTI and the challenging NuScenes [2] benchmarks for cars and pedestrians
with other state of the art methods. Therefore, we conclude that our approach
performs on par with similar methods [22, 30] and improves Deep3DBox [20]
results.
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Sammanfattning
Objektsdetektion är särskild viktigt i robotikapplikationer som kräver inter-
aktion med miljön. Även fast metoder för objektssdetektion i 2D ger precisa
resultat, så krävs det mer för en komplett beskrivning av 3D scenariot. Därför
har flera modeller nyligen visat lovande framsteg i detta utmanande område
[5, 22, 25, 30].

I detta arbete är målet att förutsäga inkapslande 3D lådor från en bild utan
användning av temporal data eller explicit beräkning av djup. Tillvägagångs-
sättet vi föreslår för 3D monokulär objektsdetektion baseras på Deep3DBox
[20]. Vårt mål är att ersätta de geometriska gränserna som är tagna i beräk-
ning för förutsägning av 3D position genom en djupinlärningsmodul. Däröver
genomför vi en studie på olika modulparametrar som används för förutsägelse
av dimension och orientering av objekt.

Vi gör experiment för att finna de bästa hyperparametrarna av våran model
för KITTI [7] bilar och vi rapporterar och jämför våra resultat med KITTI
och NuScenes [2] utmanande riktmärken för bilar och fotgängare med andra
toppresterande metoder. Vi kan därför dra slutsatsen att vårt tillvägagångssätt
presterar likvärdigt med liknande metoder [22, 30] och förbättrar Deep3DBox
[20] resultat.
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Resum
La detecció d’objectes és particularment important en aplicacions robòtiques
que requereixen interacció amb l’entorn. Tot i que s’han obtingut resultats
acurats en detecció d’objectes en 2D, aquests no són suficients per a donar una
descripcó completa de l’entorn en 3D. De totes maneres, força models han
demostrat progressos prometedors en aquest camp [5, 22, 25, 30].

L’objectiu d’aquest treball és predir bounding boxes 3D a partir d’imatges
sense utilitzar informació temporal ni cap predicció de profunditat explícita-
ment. Proposem un model per detecció monocular d’objectes 3D basada en
Deep3DBox [20]. Volem substituir les restriccions geomètriques usades per
predir la localització en 3D dels objectes per un mòdul de deep learning. A
més, duem a terme un estudi sobre els diferents paràmetres dels mòduls util-
itzats per a predir les dimensions i l’orientació dels objectes.

Hem realitzat experiments per tal de cercar els millors hiperparàmetres pel
nostre model pels cotxes de KITTI [7] i hem reportat i comparat els nostres
resultats sobre KITTI i NuScenes en cotxes i vianants amb els altres metòdes
de l’state of the art. Finalment, concloem que el nostre model obté resultats
al nivell dels mètodes similars [22, 30] i millora els resultats de Deep3DBox
[20].
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Chapter 1

Introduction

This thesis is focused on deep learning (DL) for computer vision (CV). More
precisely, it tackles the 3D object detection problem from single monocular
images. In this section, an introductory approach to the problem is presented
as well as the objective and contribution of this thesis. Finally, social impact,
sustainability and ethical considerations are discussed.

1.1 Background
Computer vision’s goal is to understand the world through images. One of
the main aspects in this area is recognizing objects that appear in an image.
Traditionally, these problems had been addressed using algorithms that ana-
lyze images, such as edge and corner detectors or other techniques that extract
image features that made this task simpler. Later, some machine learning ap-
proaches such as decision trees, support vector machines (SVM) or logistic
regression have also been used.
Nowadays, fully learned approaches are the ones that obtain the top perfor-
mances. The rapid evolution of this field has made problems that seemed un-
solvable look feasible, like monocular 3D detection of objects.
Focusing on machine learning, deep learning techniques have taken the spot-
light in many fields. Since the appearance of the first neural networks, deep
learning has become a broadly used tool among computer vision methods,
which are constantly evolving and growing in order to achieve better results
compared to classic methods.

The problem of object detection has been broadly studied and tackled by
different methods during recent years: a broad study on different parame-

1



2 CHAPTER 1. INTRODUCTION

ters for state of the art methods like SSD (Single-shot detector [17]) or Faster
RCNN (Regions with CNN features) [24] is done by Huang et al. [14]. When
moving the goal from 2D to 3D bounding box detection several issues arise.
From a monocular camera, it is a much more complex task to obtain an accu-
rate prediction on the depth than from stereo cameras. Therefore, regarding
methods that use monocular images as input, there is still a large gap in perfor-
mance between 2D and 3D detectors. To further understand the solutions that
have been proposed during recent years, a study on the related work including
state of the art methods can be found in chapter 2.

1.2 Objectives and challenges
The aim of this master thesis is to implement a deep learning network that
can predict 3D bounding boxes from single RGB images. As an intermediate
step, the network has to be able to extract features that understand the 3D
context, which might resemble depth estimation, that will also help in the final
prediction. As it has been said, one of the main challenges of this project is
how to deal with 3D bounding box prediction from only 2D information and
how to infer the 3D information from the monocular image. In other words,
how to let the network learn rich 3D features from 2D images.

Based on Deep3DBox [20] and using ideas from Xu et al. [30] and Mono-
GRNet [22], we expect to obtain state of the art the results on car detection
with 3D bounding boxes. The network will consist of a Faster RCNN object
detector that will perform 2D object detection and classification and on top
of it we will add some modules that will deal with the 3D bounding box pre-
diction (Fig. 1.1). These modules added on top will follow the same trend as
in MF3D (Multi-Fusion 3D [30]) or in Orthographic Feature Transform [25]:
there will be different modules for predicting orientation (described by the
yaw angle), dimensions of the object (height, width and length) and location
in camera coordinates (x, y, z). In addition, this thesis aims to study the effect
of the different parameters on each of these modules.

Moreover, the network will not use any temporal information, thus infer-
ence will be computed frame by frame. Regarding some assumptions made
in this model, it has to be mentioned that the calibration matrix of the camera
will be assumed to be known and will be used for the 3D prediction. It will
also be useful for projecting boxes from the 3D world into a 2D plane to be
visualized. The implementation of the model will be done on top of the Faster
RCNN model from TensorFlow [1] Object Detection API.
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As a case of study, we will train and evaluate the models for 3D object
detection using KITTI [7] and NuScenes [2] datasets (on car and pedestrian
classes). We will try to evaluate each of the modules separately in order to
optimize them and obtain a better understanding of the modules while finally
evaluating the complete model. More specifically, we want to study the ef-
fect of different parameters on the modules and assess their importance on the
performance metrics.

As a final goal, this model can be incorporated to more complex systems
with other tasks such as trajectory estimation or object tracking. For example,
this model could provide a first estimation for each frame that could be refined
with temporal information by another module in an object tracker.

Figure 1.1: Base architecture of the model. Further explained in Section 3.

1.3 Contribution
In this work we propose an approach for 3Dmonocular object detection where
the main novelty is the module used for predicting the location of objects.
Moreover, the model also improves the existing modules after studying their
parameters.

We provide a model that has no spatial constraints regarding the position
of the 3D bounding box, opposite to Deep3DBox [20], which forces the pro-
jection of the 3D box to lie inside the 2D box.

Therefore, we show that our model improves the results on the KITTI [7]
evaluation benchmark and provide results for the recently released NuScenes
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[2] dataset to further show the effectivity of our method.

1.4 Social impact
The arrival of autonomous systems is changing people’s lives. For instance,
it will change the way people move around: from public transportation to in-
dividual vehicles, all can benefit from gaining more autonomy. This thesis
focuses on the detection of cars and people in the 3D world, which is a step
forward towards autonomous driving.

Moreover, this technology can be used to decrease accidents and make
trips more efficient and safe. Nonetheless, it can also be used for having social
control through security cameras.

1.5 Sustainability
An example of autonomous driving utility that is helpful for environment preser-
vation is knowing the cars around to autonomously decide when to brake or
accelerate to reduce fuel consumption and pollution.

Companies have started monitoring car behaviour in order to gather data to
correct and improve efficiency in systems such as emergency braking. How-
ever, on the other hand studies concluded that autonomous ride hailing appli-
cations could actually be increasing traffic and pollution [27].

1.6 Ethical considerations
False detections and missed elements should be taken into account before re-
leasing autonomous systems to the general public.

Triggering a brake by mistake or not detecting an obstacle can result in a
fatal accident. Aside from personal consequences, responsibilities are hard to
clarify because of having autonomous systems involved.

1.7 Overview
This is the organization of the thesis. Chapter 2 presents work related to ours
and that in some cases will be used as base for our methods. In Chapter 3
we describe our method and its variants. Afterwards, the experimental setup,
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evaluation methods and results are described and discussed in Chapter 4. Fi-
nally, in Chapter 5 we summarize this work also providing some possible fu-
ture work.



Chapter 2

Background

In this chapter we will describe the state of the art regarding 3D object detec-
tion. This task cannot be understood without first taking into account the 2D
object detection task, which we will analyze first. It is worth mentioning the
term object detection usually refers to the 2D problem, hence the 3D aspect is
more recent and less explored.

2.1 2D Object detection
First of all, it is important to identify three different tasks within the computer
vision area: object detection, semantic segmentation and instance segmenta-
tion. We refer to object detection as determining a bounding box around an
object in an image while semantic segmentation is the result of assigning a
label to each pixel in an image so that you can identify if a pixel belongs to a
category or not. However, instance segmentation goes further as it combines
both aspects: it detects several objects in an image and at the same time it pro-
vides a segmentation mask for each object individually, even if they belong to
the same category.

The object detection field has been greatly changed because of deep learn-
ing. Since the appearance of convolutional neural networks (CNN), bounding
box detection have evolved: starting from the R-CNN (Region CNN) [10] and
SSD (Single-shot detector) [17], to Faster-RCNN [24] or YOLO (You Only
Look Once [23]) that can be considered as common baselines. An aspect that
is shared among all the networks just mentioned is that they extract features
from the original image using CNNs. However, there are differences on how
they process these features, with a special focus on the way in which candidate
boxes are proposed.

6
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The networks explained above can be analyzed within two main groups:
the single-shot feed-forward architectures (SSD [17], YOLO [23]), which per-
form the task in one single step, and the architectures that use two stages. In
this second group we find Faster-RCNN [24], which is the base network for
this thesis.

2.1.1 Two-stage architectures
In this kind of networks the detection happens in two stages: the first stage
consists of a region proposal network, which extracts features from the input
image using CNNs and outputs several box proposals. On top of that, the
second stage works on the features extracted that correspond to each of the
proposals by cropping according to the proposal boxes. After that, these fea-
tures are used to perform two tasks: class prediction, which assigns a class to
each detection, and the refinement of the predicted box coordinates. Both after
the first stage and after the second, there is a non-maxima suppression (NMS)
module that, based on a score for each box, makes sure that only non-repeated
boxes are taken into account. A baseline in this group is Faster-RCNN [24],
which will be also used as the base network for this thesis. However, it is in-
teresting to see the historical evolution of the networks’ architecture.
From the initial RCNN [10] to Faster-RCNN [24] there are multiple changes

Figure 2.1: Pipeline fromRCNN [10]. It can be seen that each region extracted
is warped and fed to the CNN for feature extraction.

and improvements made on the network that are worth to be seen in detail.
These changes kept tackling the bottlenecks of the previous network and solv-
ing them, hence allowing the new version of the network to be faster and ob-
taining better accuracy. At first, the network behaved as shown in Fig 2.1 with
the main drawback of having a high number of proposals boxes that needed
to pass through the CNN, making the method slow. In addition, another issue
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found in the network is that these proposals are obtained via a selective search
algorithm, which cannot be learned from data thus sometimes leading to poor
proposal generation.

However, in Fast-RCNN [9], the previous problem is tackled and solved
with the incorporation of the Region of Interest (RoI) pooling, which allows
the network to extract the features directly from the output of the CNN. This
way, the original image is fed to the CNN and there is only one pass through
the CNN per image (and not one per proposal), as can be seen in Fig 2.2. Con-
sequently, these changes shown in [9] made the network is up to 40x faster.
While in RCNN the bottleneck was the extraction of features from each re-

Figure 2.2: Pipeline from Fast-RCNN [9]. Opposite to RCNN, here the whole
image is fed to the CNN, giving a feature map as a result from which features
corresponding to each region will be extracted.

gion proposal using the CNN, in Fast-RCNN the bottleneck is the region pro-
posal network. This aspect is solved in Faster-RCNN [24]. In this case, the
region proposal is not performed using selective search (such as in RCNN and
Fast-RCNN) but it incorporates a Region Proposal Network (RPN) instead.
Consequently, the region proposal process can also be learned in addition to
being faster than before. More details about this network will be explained in
chapter 3.

Regarding the different object detection networks mentioned above, in [14]
a study on the trade-off between speed and accuracy is made, comparing the
different configurations for the previous networks. It is important to bear in
mind the goal of the application that is going to be designed for. This way an
appropriate configuration can be chosen accordingly.

Finally, it all lead to the most recent Mask R-CNN [13], which performs
detection and also segmentation by adding on top of the trunk of the network
a new head that will perform segmentation on each detected object. Conse-
quently, the network can perform both tasks at the same time (instance segmen-
tation). This common training for the different tasks helpsMask R-CNN to ob-
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tain a top performance on instance segmentation. Moreover, Mask R-CNN in-
cludes a RoI Align module instead of RoI Pooling that improves the behaviour
by using bilinear interpolation when pooling to tackle mis-alignments.

The idea in Mask R-CNN of adding modules on top of a Faster RCNN
architecture will also be used in this thesis, as some modules will be placed on
top of it to predict the 3D bounding boxes using the output of the 2D detection,
as will be explained in chapter 3.

2.2 3D Object Detection
The great results obtained in 2D object detection have not transferred equally
well into 3D detection. Nonetheless, there have been several approaches that
have tackled the problem using different techniques. In this section, the chal-
lenges of the 3D world will be stated as well as how they have been treated in
the recent years.

Generally, it is clear that a RGB image provides only a projection of a
scene into a 2D plane and this might not be enough information to be able
to infer the 3D pose of all the objects. Therefore, one of the most important
aspects to consider is how depth information is treated in the scene. That is
why traditionally this task has been approached using multi-view geometry to
compute sparse 3D information frommonocular cameras. However, even con-
sidering that the available information is not complete, there have been great
advances using monocular images: recently, deep learning showed promising
results in estimating depth from monocular images (Godard et al. [11]). This
method makes use of disparity images ensuring left-right consistency to get
better depth predictions. Accordingly, once depth estimation from monocular
images have obtained accurate results, there can be believed that being able to
infer depth from a monocular image means that 3D object detection can also
be solved more accurately.

In general, in the autonomous driving field, data used can be real (using
the KITTI dataset [7] or recently released NuScenes [2]) or synthetic (SYN
[26] or CARLA [6]). KITTI, the most common benchmarking tool in au-
tonomous driving applications, provides labelled data that has been gathered
from different sensors, mainly stereo cameras and LIDAR point clouds, which
provide depth information. As mentioned above, knowing the depth of the
scene is of great help when it comes to performing 3D detection. Therefore,
there are several methods using LIDAR points, hence being the top scorers on
KITTI Leaderboard. However, NuScenes dataset has been released recently,



10 CHAPTER 2. BACKGROUND

with huge amounts of annotated data which may help in improving the gener-
alization of image-only models.

Before going directly tomonocular 3D box estimation, we give an overview
on the methods that might have used other information as input. In general,
there are several methods that use only LIDAR (as provided by KITTI) or LI-
DAR in addition to the image.

2.2.1 LIDAR Point Cloud as input
LIDAR points are complex to deal with. Moreover, complexity increases when
the network need to cope with both modalities as input: LIDAR and images.
Aside from this aspect, LIDAR points can be processed in different ways: as a
raw point cloud, projecting it to the front view or to the top view. In addition to
that, point clouds can also be voxelized and the point count per voxel is what
the network receives as input.

In Frustrum PointNets [21] the object processing depends on the 2D object
detection that is based on the RGB input. Therefore, the LIDAR points that
belong to each object are selected based on the frustrum (the projection on
the 3D world of the object in the 2D detection as in Fig 2.3). After a second
stage where PointNet will use the instance segmentation to refine the point
selection, in the third stage a T-net will help process and get the features that
will be used to predict the final 3D bounding box. In short, the main contribu-
tion is the use of Frustrum to decide which points in the point cloud belong to
each object. However, in the case of AVOD (Aggregate ViewObject Detection

Figure 2.3: This figure shows a the representation of a Frustrum (right) from
a 2D region and a depth point cloud.

[15]), instead of basing the process on the 2D detection, they extrapolate the
idea of having 2D proposals (anchors) and created a 3D anchor grid. There-
fore, they use the RGB image and the bird-eye-view from the LIDAR as input
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to obtain 3D proposals according to this 3D anchor grid. Then, these propos-
als are scored and after a non-maxima-suppression the final 3D detections are
obtained.

Another approach in the use of LIDAR point clouds is to use a voxel grid
on the point cloud to extract features. Following this trend, VoxelNet [33]
achieves also good results. In the same trends, SECOND [31] uses a similar
architecture which obtains similar results while being faster than VoxelNet.

More recently, works like RoarNet [28] concatenate several modules in
order to keep refining the prediction at each step. First, it estimates possible
3D proposals from the 2D image that are later refined using the second part
of the network, that takes these candidates and concludes final poses by using
the LIDAR point cloud.

2.2.2 Image based methods
Image based methods have gained importance due to automotive industry con-
straints: it is more affordable to have a camera in a car (in fact, a lot of modern
cars already incorporate an on-board camera) than a LIDAR sensor. With that
in mind, methods that used only images and ignored LIDAR data have crucial
importance. Therefore, the main challenge is to be able to make 3D bounding
box predictions that take into account as much information as possible, always
extracting it from the input images.

First of all, before talking about monocular methods it is worth mention-
ing that there are some methods that in order to gain a better understanding
on the 3D scenario, try to gather as much information as possible using stereo
images as input. In one of the first baselines of stereo approaches called 3DOP
(3D Object Proposals [4]), a prior on the height of the elements on the image
is used (inferred from the training data) as well as computed depth using the
stereo pair. All this information is used to be able to generate 3D proposals
based on templates (learned from training data according to each class) and
then they use an energy minimization function to set scores on them. Nonethe-
less, in this thesis we will focus on the monocular approach which has evolved
recently.

Monocularmethods appear and obtain decent results startingwithMono3D
[5]. This method is based on the previous work from the same author [4] and
is based on a 2D object detector. This is a common trend in monocular 3D
detection, where 2D proposals are evaluated and then a single 3D bounding
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box is extracted for each 2D proposal. In this case, for each proposal several
features are extracted from the input image and are used to set a score that will
be used to prune the unwanted ones. The features used are the shape of the
box, class semantic, instance segmentation, context (pixel information around
the proposed box) and the location prior of the box. All these features are com-
bined then into a scoring function that will decide which proposals are useful
and therefore fed to a convolutional neural network (CNN) that will output the
needed values to determine the 3D bounding box.

Figure 2.4: Deep MANTA [3] architecture, where two phases are seen: a first
2D detector (with many levels of refinement) and a second one that matches
the parts and therefore predicts the 3D box for cars.

In 2017, a new method called Deep MANTA (Deep Many Task [3]) was
presented, which is also based on the 2D bounding box detection. Thismethod,
a part from predicting the 3D bounding box of cars also predicts the position
of their parts (and their visibility) based on the CAD model (template) that
best fits the object. The network uses a Faster RCNN based model that con-
sists of two stages (Fig 2.4). On the first one, it performs 2D bounding box
detection but, as mentioned before, it performs more tasks as it also predicts
the template similarity, parts visibility and coordinates in addition to the 2D
refined box detection. Then, after a non-maxima suppression, the second stage
of the network will choose the best 3D template and will perform the matching
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between the 2D and 3D to finally obtain the prediction. To do all this process,
Deep MANTA uses semi-automatically annotated data that contains car 3D
bounding boxes and key-points according to the similarity to model templates.

Figure 2.5: Multibin module from [20]. After extracting convolutional fea-
tures using a VGG16, these features are fed to three different branches: two of
them for orientation prediction and the other for dimensions prediction.

Another monocular 3D detector is the one presented in Deep3DBox [20].
This work has two main contributions: the use of geometrical constraints to
compute the 3D bounding box that best fits into the 2D bounding box in the im-
age, and theMultibin module (Fig. 2.5) that is used to compute the dimensions
and orientation of the boxes. This module uses shared convolutional features
extracted directly from image crops (that correspond to 2D detections) and is
crucial to obtain good orientation predictions (as well as dimensions), as it
incorporates a mixed classification-regression method to finally compute the
yaw angle of the car, inspired by object detectors (like [24] or [17]), that first
discretize the image space using anchors and then regress to obtain the final
box shape.

As it has been seen until now, the main problem in this field is the localiza-
tion of the 3D boxes in the real world. To solve this fact, MF3D (Multi-Level
Fusion based 3D object detector [30]) makes use of a subnetwork (based on
[11]) to estimate depth from the monocular input image in a mid point of the
network and transform it to have a point cloud shape to help in the final pre-
diction. As can be seen in Fig 2.6, the network has multiple modules. On
one side, as mentioned above, there is the subnetwork for disparity (and there-
fore depth) prediction. On the other side, there is a Faster RCNN based 2D
detector from which 2D proposals will be extracted and its features used in
the 3D prediction part of the network. It can be clearly seen that the part that
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Figure 2.6: Complete architecture of MF3D [30].

benefits most from the depth estimation is the 3D location regression. In this
work they also make use of the above mentioned Multibin [20] architecture to
predict orientation and dimensions of the bounding boxes.

Figure 2.7: MonoGRNet [22] architecture. The different levels can be seen in
blue and green for the coarse and refined depth for location.

In the same fashion, MonoGRNet [22] also predicts 3D bounding boxes
in different modules that keep refining the previous prediction based on a 2D
detector. However, instead of using a loss on each of the modules stated until
now (location, dimensions and orientation), they compute it on the coordinates
of the 8 corners that are regressed (as seen in Fig. 2.7). The main contribution
of this work is an Instance Depth Estimation (IDE), that performs monodepth
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estimation but focusing only on the important instances of the input image, ne-
glecting the background and irrelevant elements. Consequently, the network
is able to better predict the specific depth for relevant objects (cars, in this
case) which help locate the object into the real world. As the depth predic-
tion does not need to be complete (on the whole image) and the 2D detector is
also light-weight, the network achieves a speed up to 0.06s/image on inference.

Figure 2.8: In this figure, we can see how thanks to the Orthographic feature
transform [25] helps to obtain a bird-eye-view projection from the image.

In contrast, the work byRoddick et al. [25] tries to explore a new paradigm:
instead of trying to perform predictions directly from the RGB image, it lets
the network learn an orthographic feature transform (OFT) to obtain features
similar to the ones that could be obtained from a bird-eye-view (BEV). That
fact is used mainly in the LIDAR-based approaches, where point clouds are
used in a BEV fashion because it is usually more interesting in terms of 3D
detection for automotive applications than the front view. Objects that lie far
from the camera correspond to a small amount of pixels in the image frame
in the front view, while from top all objects are meant to have the same size
thus balancing information. Therefore, a CNN that would have given little
importance to a far away object might take it into account when dealing with
bird eye view projections. Therefore, these features are extracted using deep
learning and used to predict different parameters of the 3D bounding box. The
complete network can be seen in Fig. 2.8.

Even all that, the recent work by Ma et al. [18] published in March 2019
uses not only a monodepth estimator to create a point cloud from the input
image but introduces the RGB cues in the point cloud in order to enrich the
features. In this way, the obtained results overperformed the state of the art by
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Figure 2.9: Model from Ma et al. [18], with the modules that help to obtain a
LIDAR-like input from the monodepth estimation.

a large margin and boosted monocular approaches accuracy.

Given all the points above, we can conclude that 3D monocular object de-
tection is a complex task that entails several challenges, among those the fact
of having limited information. As seen above, there are different approaches
that can be generalized into two groups: those that use as an input an esti-
mated depth obtained through a monodepth estimator [30, 22, 18] or those
who directly extract all the features needed from the RGB image [5, 3, 20,
25]. Therefore, our method will belong to this last category, as it will not use
any monodepth estimator nor any network to explicitly predict depth. This
way, if the model achieves a good performance we would not need depth an-
notations to explicitly train a submodule for this task. Taking all these aspects
into account, it is true that several approaches have obtained promising results
which may lead into new breakthroughs in the next years.
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Method

The architecture used in this thesis consists of several modules summarized
in a 2D detector and a 3D detector which includes the modules that predict
orientation, dimensions and location (Fig. 3.1). These modules are explained
separately in the following sections before the explanation of the complete
model.

Figure 3.1: Base architecture of the model

3.1 2D object detector
A common baseline for 2D object detection is Faster RCNN [24], which is a
two-stage detector that is also the base network for this thesis.

17
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In the first stage we can find the Region Proposal Network (RPN), that
generates region proposals based on predefined anchors. These anchors are
candidate boxes proposed at several positions of the image. Anchors have dif-
ferent shapes and sizes that are previously defined by scales and aspect ratios.
In our network, anchors can have 4 different scales (0.25, 0.5, 1, 2) and 3 dif-
ferent aspect ratios (2:1, 1:1, 1:2), which makes a total of 12 anchors per image
location, and they are sampled with stride 16 along the image.

This first stage contains a feature extractor, that is usually formed by CNN
blocks that extract features from the input images. In our case the feature
extractor is a ResNet-101 [12]. Therefore, based on these features, each of the
proposed anchors will be refined and evaluated. In short, the RPN network
predicts, for each anchor, its probability of being foreground (containing an
object) or background (not containing any) after matching them with the most
similar ground truth box based on intersection over union (IoU) score, which
is explained in chapter 4. The losses used for the training of this first stage are
an objectness loss and a localization loss. The first is a softmax loss between
object and non-object classes and the second a smooth L1 (Eq. 3.1) regarding
the position of the 2D box and the anchor.

smoothL1 =

{
0.5x2 |x| < 1

|x| − 0.5 otherwise
(3.1)

After that, these proposals will be evaluated on the second stage of the
2D detector. Although it seems obvious that features from each box can be
extracted from the resulting feature map after first stage, different sized pro-
posals will imply different input feature map sizes for the second stage, which
is not desirable. Therefore, Region of Interest Pooling (RoI Pooling) can solve
the problem by transforming all feature maps to the same size. This method
splits the input feature map into k roughly equal regions before applying a
Max-Pooling. Therefore the output of the RoI Pooling will have the same size
(that will depend on k).

In the second stage of the detector, the proposals are refined and the cor-
responding class is predicted. In our case, there are two possible classes: car
or pedestrian.

This model does not top the KITTI 2D benchmark, unlike other more com-
plex methods like Yang et al. [32]. Nonetheless, we chose it for convenience
as its design is given by the KITTI pretrained model of the TensorFlow Object
Detection API1, in order to keep the focus of this thesis on the 3D detector.

1TensorFlow Object Detection API can be found at
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3.2 3D detector
The basic 3D detector used in this thesis is based on Deep3DBox [20]. The
idea for this network is to take the 2D crops of the image and therefore extract
all the information needed from them. These crops correspond to the 2D de-
tections of the Faster RCNN and are resized to a size of 224x224 pixels. The
3D detection is divided in three modules: orientation, dimensions and loca-
tion of each the bounding box. Each of these will be explained in a different
subsection.

In the case of orientation and dimensions prediction, following the Multi-
bin architecture [20], the feature extractor is a VGG16 [29] (without its top
fully connected layers). However, unlike Multibin (Fig. 3.2), each block of
our network is trained separately.

In contrast, location prediction does not use the crop as input but takes the
box dimensions and location in the image and optionally the dimensions of the
object contained, providing a naive approximation of box location.

Figure 3.2: Multibin module from [20].

3.2.1 Orientation module
The prediction of the orientation of objects is a challenge. The orientation of
an object in 3D space is defined using 3 angles: yaw, pitch and roll (see Ap-
pendix A). However, we take advantage of the assumption that objects’ pitch
and roll angles are zero because they lie on a plane that is parallel to the ground,
thus only yaw needs to be estimated. First of all, it is not trivial to decide how

https://github.com/tensorflow/models/tree/master/research/object_detection



20 CHAPTER 3. METHOD

to compute the angle, hence perspective makes it impossible to directly pre-
dict the yaw angle from the crop that contains the target object. The effect is
clearly seen in Fig. 3.3, as the car has the same orientation (going straight) al-
though judging just from the crop on the left we would say that its orientation
is changing.

Figure 3.3: Example for illustrate the complexity of the local orientation pre-
diction. Image from [20].

To tackle this issue, instead of predicting directly the yaw angle of the
objects detected in the image, the network just predicts the local angle of the
object, which can be inferred from the crop. This angle is labeled in KITTI
dataset as alpha. Afterwards, we jointly compute the yaw angle using the angle
between the 2D position of the object in the image and the camera position.
In this case the prediction is dependant on the camera intrinsic parameters
(see Appendix A). In the case of Fig. 3.3 the yaw angle obtained from the
combination of local angle and 2D box position in the image frame remains
constant.

Moreover, this is not the only preprocessing that the angle needs. As shown
in [20], the novel approach presented consists on dividing the possible range
of angles (from 0 to 360o) into different overlapping parts (that will be called
bins), in the same fashion as anchors in 2D detection, where first some candi-
dates are proposed and afterwards refined to obtain the final result [24]. For
each bin, there will be a central angle that will "represent" the bin. Therefore,
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for an angle α that lies in the bin i, the angle quantity to regress β will be the
difference between the central angle and the original angle, being ci the central
angle of the bin i.

β = ci − α (3.2)

Directly regressing angles implies several issues, like discontinuity. Therefore,
instead of regressing the residual angle β directly, the network will predict the
sine and cosine of the angle (in addition to a L2 normalization to ensure that
they are valid values for sine and cosine) and recover the angle after a post-
processing step. Having considered the point above, the architecture itself

Figure 3.4: Orientation module. It consists of a VGG16 feature extractor
and two branches with 2 fully connected layers each. The first layer of both
branches has a dimension of 256 while the output has dimension equal to the
number of bins (for bin classification) and twice the number of bins for sine
and cosine prediction.

consists of two branches of dense layers added on top of the VGG16 feature
extractor (as in Fig. 3.4). These modules account for the two predictions that
are needed for the estimation: classification of the bin and regression from the
central angle of the bin.

During training, a cross-entropy loss (Lbin) is used for bin classification in
addition to an angle loss (Eq. 3.3) that takes into account the predicted angle
considering the bin or bins where it is located. The way the loss is defined
ensures the training of all the bins that cover the angle in case the angle lays
in an overlapping area. Losses are defined as follow:

Langle = − 1

nbins

nbins−1∑
i=0

(cos(θ∗i ) ∗ cos(θi) + sin(θ∗i ) ∗ sin(θi)) (3.3)

Lθ = Langle + wLbin (3.4)
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where nbins is the number of bins that cover the angle, θ∗i the ground truth
angle and θi the predicted angle. Therefore, the total angle loss is computed
as shown in Eq. 3.4. During training, the weight w is set to 4.

For some experiments, in addition to the model described above, we have
also used the focal loss [16] instead of the cross entropy loss for bin classifi-
cation. This is due to unbalanced data distribution among bins, that will be
further explained and motivated in chapter 4.

The focal loss depends on two different parameters, α and γ, as described
in Eq. 3.5. For this thesis and further analysis, α is set to 1 as losses are already
weighted as in Eq. 3.5 and the effect of γ is explored.

Lbin = −
nbins−1∑
i=0

α(1− pi)γlog(pi) (3.5)

3.2.2 Dimensions module
In the same fashion as Multibin, regression for dimensions prediction is per-
formed with respect to the average, that is computed class-wise based on train-
ing data. This follows the idea from Deep3DBox [20] and Orthografic Feature
Transform model [25], although in the latter they use features coming from
the bird eye view projection of a monocular image. This idea of predicting
the dimensions of the objects is also used in MonoGRNet [22] which uses the
dimensions to obtain the predictions for the 8 corner points of the box from
the center of it. The network that forms this module consists of a VGG16 [29]

Figure 3.5: Architecture of the dimensions module: it consists of a VGG16
feature extractor and two fully connected layers on top it.

feature extractor with two fully connected layers on top (Fig. 3.5, with the
first having a dimension of 512 while the output has 3 dimensions to represent
height, width and length. As in [20], the loss used in this module is L2 loss.

L2 =
1

n

n−1∑
i=0

(D∗
i −Di)

2 (3.6)
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where n is the batch size, D∗
i the ground truth and Di the prediction of the

network. However, the use of smooth L1 as loss will also be further studied,
as it is used in MF3D [30].
Although it does not seem intuitive to predict dimensions of the object only
relying on an image crop without knowing any context or information other
than the crop (not even its own location), both works [20, 25] claim that it
improves the overall performance of the network.

3.2.3 Location module
The main issue regarding location estimation is the prediction of the depth (z
coordinate according to our system). Regarding the literature, methods try to
either make an estimation based on geometrical approach [20] with the help of
some constraints or use depth features to help in the location prediction [30,
22] while maintaining a full deep learning approach. However, [22] claims
that it may only be necessary to obtain the depth of the central point of the box
and not the rest of the image, as the model only needs to predict the 3D boxes
for objects that are detected and does not need to understand the depth of the
whole 3D scenario. Therefore, a simple approach is proposed in Fig. 3.6. The

Figure 3.6: Architecture of the location module.

network consists of between 2 and 6 fully connected layers that take the 2D
box location and size and may also take the dimensions as input to obtain the
3D location of the object. Each of the fully connected layers consists of 20
neurons except the last one that has only 15. This method uses a smooth L1

loss as described in Eq. 3.1.
The reason behind the architecture of this module is simple. It tries to

mimic the geometrical transformations that are needed to compute the 3D po-
sition of the box, knowing the 2D detection’s shape and size as well as the real
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dimensions of the object that is contained inside. Nonetheless, the approach
is naive and we do not expect it to achieve perfect results, but to obtain good
approximations.

3.3 Final architecture
The complete model architecture consists of all the modules stated above.
However, there are some considerations to be made. Firstly, the model has
two stages: the 2D detector first and the 3D detector afterwards. Secondly, in
the 3D detector the evaluation cannot be done in parallel, as the location mod-
ule may need the predicted dimensions as input, though the module cannot
perform inference before having dimensions’ results.

Another approach that has not been implemented in this thesis is to use
the features from the 2D detector in the 3D modules, thus making the network
potentially trainable in an end-to-end fashion. This could be an interesting
point for future research.

3.4 Framework
All the elements that have been developed in this thesis have been done using
TensorFlow [1]. The choice of TensorFlow was due to the existence of Tensor-
Flow Object Detection API and its KITTI trained 2D detector model based on
Faster RCNN 2. Training and testing procedures have been done on a Nvidia
GeForce RTX 2080 Ti GPU.

2Available pretrained models at
https://github.com/tensorflow/models/blob/master/research/object_detection/g3doc/detection_model_zoo.md
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Results and Discussion

In this chapter the performed experiments are explained. In addition, we dis-
cuss and compare results to other methods using some existing benchmarks.
Prior to that, the datasets and metrics used for evaluating the results are also
described.

4.1 Datasets
Two different datasets have been used in this thesis. The KITTI dataset [7],
which was released by Karlsruhe Institute of Technology and Toyota Techno-
logical Institute at Chicago, has been used for benchmarking 3D object detec-
tion methods since 2012. In addition to KITTI, the recent NuScenes dataset
[2] was released by NuTonomy. It has huge amounts of 3D annotated data and
aims to be the new benchmark for 3D vehicle detection.

4.1.1 KITTI
The KITTI dataset [7] contains labeled data captured around the city of Karl-
sruhe (Germany). Data is divided into several benchmarks to evaluate different
challenges such as tracking, depth estimation or object detection (2D and 3D).
To asses the performance of our model, we only use data from the 3D object
detection benchmark.

The 3D object detection benchmark consists of 7481 training images and
7518 test images with 3D annotations, as well as their corresponding 3D LI-
DAR point clouds. However, since the labels for the test images are not pro-
vided, we have divided the training images into train and validation splits ac-
cording to [4] to ensure that images from the same sequence are not in both

25
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splits. In this thesis, only pedestrian and car categories are used. Table 4.1
shows the distribution of the dataset among both sets and classes.

Train Validation Total
Car 10633 10831 21464

Pedestrian 2111 2159 4270
Total 12744 12990 25734

Table 4.1: Number of instances of each class in training and validation splits
of KITTI dataset.

To describe the objects that appear in each image, KITTI dataset provides
the following information:

• Label: up to 8 different classes, although only pedestrian and car are
used in this thesis.

• Center of the object: (x, y, z) in camera coordinates (in meters).

• Dimensions of the 3D bounding box: width, height and length (in me-
ters).

• Rotation y: yaw angle that defines the orientation of the object.

• Alpha: local angle of the object. This angle is the one predicted by the
orientation network and is used, in combination with the location of the
2D bounding box in the image frame, to compute the real rotation y.

• 2D box: defined by minimum and maximum coordinates for x and y (in
pixels).

• Camera intrinsics: camera calibration matrix for each image.

• Difficulty: in KITTI dataset, objects are defined as easy, moderate or
hard depending on their characteristics. These labels are used to cate-
gorize the results of the benchmark and are defined as in Table 4.2.

Even thouhg the KITTI dataset has been widely used since 2012, we have
found some issues when carefully analyzing the distribution of its data:

• Pedestrians class: as seen in Table 4.1, the amount of pedestrian in-
stances is not large in comparison to the number of cars. Consequently,
it is hard to provide meaningful results on the pedestrian class.
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Min height 2D box Max occlusion Max truncation
Easy 40 pixels Fully visible 15%

Moderate 25 pixels Partly occluded 30%
Hard 25 pixels Difficult to see 50%

Table 4.2: Definition of easy, moderate and hard difficulties in KITTI. Note:
occlusion refers to other elements overlapping in the image whereas truncation
refers to the object being partly outside the image frame.

• Angle distribution: In KITTI, all the objects are assumed to lay on the
ground plane. In other words, their rotation is described only by the yaw
angle while pitch and roll are considered zero. Due to the nature of the
dataset, most of the cars are oriented in two main directions: frontwards
and backwards. This effect can be seen in Fig. 4.1. Although the sit-
uation may resemble the reality, our model may be prone to overfit on
those angles without learning from the less common ones.

Figure 4.1: Distribution of the local angle (alpha, in degrees) that need to be
predicted by the orientation network.
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4.1.2 NuScenes
The NuScenes dataset [2] was released in March 2019 with the aim of be-
coming a new benchmark in the 3D object detection field. In comparison to
KITTI, NuScenes comprises a huge amount of annotated data from images,
LIDAR point clouds and radar. In addition to that, labels are more specific
than in KITTI, using up to 23 different classes. The data has been captured
throughout the streets of Singapore and Boston, and comprises 100 scenes of
around 20 seconds each. The data is gathered using 6 cameras (3 in the front
and 3 in the back of the car). A summary of the elements can be found in Table
4.3, where we can appreciate the huge difference in the amount of elements
compared to KITTI.

Train Validation Total
Car 232141 49398 281539

Pedestrian 118850 23322 142172
Total 350991 72720 423711

Table 4.3: Number of instances of each class in training and validation splits
of NuScenes dataset.

In the same fashion as KITTI, NuScenes provides 3D annotations for many
different classes although we will only focus on cars and pedestrians for con-
sistence. NuScenes provides the following annotations:

• Label: up to 23 classes. However, only pedestrian and car classes are
used in this thesis.

• Center of the object (x, y, z): in camera coordinates (in meters).

• Dimensions width, height and length of the 3D bounding box (in me-
ters).

• Orientation: from the quaternion that describes the rotation of the ob-
ject, we extract the yaw angle, hence assuming null pitch and roll angles.

• Camera intrinsics: camera calibration matrix.

Nonetheless, unlike KITTI, NuScenes does not provide some of the data that
is needed to train our models. The ground truth 2D bounding box and alpha
need to be computed: we define the 2D bounding box as the minimum box
that fits the projection of the 3D box in the image frame and we compute alpha
using the intrinsics of the camera and the 2D box information.
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Even if data has to be precomputed, NuScenes provides some improve-
ments on the previously mentioned KITTI dataset. First of all, in NuScenes,
the pedestrian class is not underrepresented like it was in KITTI, thus allowing
benchmarking. Secondly, the angle distribution is less skewed than in KITTI
(Fig. 4.1), which should help the model to better learn the different orienta-
tions of the objects in the images.

As a matter of fact, a teaser of the complete NuScenes dataset was released
in December and it already had a similar size to KITTI’s. That fact encouraged
us to use it and look forward to the complete release in March.

4.2 Evaluation metrics
In this section, we explain the metrics that we have used to perform the eval-
uation and compare the results among the models.

4.2.1 Mean absolute error
To evaluate and compare the different modules used in the 3D box estimation,
we generally use the mean absolute error (Eq. 4.1) with some small variations.
In the case of the location, we compute both the error for the individual coor-
dinates (x, y, z) and the euclidean distance between the two 3D centers. When
considering the orientation, we compute the error as the smallest difference
between both prediction and ground truth angles, taking into account the dis-
continuity. Finally, regarding the dimensions, we consider the error for each
of the 3 predicted values: width, length and height.

ē =
1

n

∑
i

|x∗i − xi| (4.1)

In addition to all of these, we will also study the error on the bin classification
of the angle. However, as it is not a regression problem the error will be just
the mean classification error.

4.2.2 Intersection over Union (IoU)
One of the most commonly metric for comparing methods in the 3D Object
Detection field is Intersection over Union (IoU), which is broadly used in the
2D detection field to measure the accuracy of the predictions. When having
a prediction, this metric consists of computing the quotient between the inter-
section of both the prediction and ground truth boxes over the union of them.
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Therefore, in the 2D case, we will be considering areas (Eq. 4.2) while in the
3D case, volumes (Eq. 4.3) to evaluate the performance of the network.

IoU(x, x∗) =
area(x ∩ x∗)
area(x ∪ x∗)

(4.2)

IoU(x, x∗) =
volume(x ∩ x∗)
volume(x ∪ x∗)

(4.3)

where in each case x and x∗ represent the predicted and ground truth box
respectively.

P =
TP

TP + FP
(4.4)

R =
TP

TP + FN
(4.5)

Precision (P) and recall (R) are defined as in Eq. 4.4 and 4.5. TP stands for
true positives, which are positives samples classified correctly, whereas FN
and FP stand for false negatives (positive samples classified as negative) and
false positives (negative samples classified as positive). Therefore, the preci-
sion assesses how many real positives are obtained among all the detections,
whereas the recall assesses how many of the real positives are detected. Go-
ing back to the IoU, a threshold is needed to decide whether predictions are
positive or negative. According to KITTI guidelines, threshold should be 0.7

for cars and 0.5 for pedestrians.
According to KITTI evaluation benchmarks, AP is the average precision

computed at 41 equally spaced recall steps. Moreover, we distinguish between
two tasks: the localization task, in which we compute the IoU of the bird eye
view projection of the boxes (IoUBEV ), and the 3D detection task, where we
compute the IoU of the 3D boxes (IoU3D).

Complexity of the 3D IoU

Intersection over union in 2D is easy to compute, as only areas need to be
compared. In addition to that, the intersection between two boxes is usually a
rectangle since rotation of boxes is not allowed. However, this fact does not
apply when computing IoU in the 3D world. There are some factors to take
into account:
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Figure 4.2: Bird eye view representation of a car. The bounding box in both
cases would be the same if considering the IoU overlap, although the orienta-
tion is the opposite. Figure from [15].

• Rotation of the boxes: In our predictions, 3D bounding boxes have
some orientation, which affects the IoU. However, the boxes are assumed
to have no roll or pitch angle, hence considering only one angle (yaw)
eases the process.

• Volume-wise IoU: 3D boxes imply intersection between volumes. There-
fore, an error that may look small distance-wise will scale cubically
when computing errors volum-wise. That makes high IoU values harder
to achieve than in 2D. For that reason, although KITTI requires boxes to
have an IoU over a certain threshold, we will show results using a lower
threshold for pedestrians to better analyze the performance.

The orientation of the box has a crucial role in our problem. However, as
can be seen in Fig. 4.2, the same car facing the opposite direction is bounded
by two boxes that have the same shape and perfect IoU but one is oriented in a
completely wrong way. Although this error does not affect the AP score, it is
reflected on the angle error that is shown on the first analysis of the orientation
module.

4.3 Experiments
To perform the analysis of the models that we propose and to select the best
one, wewill first evaluate each of the 3modules that are used for the 3D bound-
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ing box estimation and then evaluate the joint performance (with and without
including the 2D detector).

It is worth noting that we perform first the evaluation of the 3D-related
modules using the 2D ground truth crops as input to obtain an upper bound
for our joint model. This way, we will also be able to assess how close we are
from the maximum performance.

The evaluation of the model will be done on the validation set of the KITTI
dataset regarding cars, as it is the most common benchmark in the field. How-
ever, we will also provide results on KITTI pedestrians, as well as on the re-
cently released NuScenes dataset for pedestrians and cars.

4.3.1 Dimensions module
In this section, we will focus on the module used to predict the dimensions
of the 3D box. The architecture used is described in chapter 3. However,
we wanted to explore what are the effects of the loss used. Having a look at
the literature, in Deep3DBox [20] they used the L2 loss to train the network
whereas in Xu et al. [30] the smooth L1 loss is used. Therefore, a comparison
between both methods is adressed in this section by training the same model
for 100 epochs using a learning rate of 10−5 and batch size of 32.

width length height
variance 0,097 0,420 0,139

Table 4.4: Variance along the data distribution regarding the dimensions of
the cars in KITTI dataset.

errorw errorl errorh
smooth L1 0,054 0,142 0,057

L2 0,056 0,152 0,060

Table 4.5: Error using different losses for dimensions model training of cars
in KITTI dataset.

Results can be seen in Table 4.5. If we compare the absolute error of our
methods with the standard deviation of the dimensions distribution (Table 4.4),
we can see that both models obtain better results than just using the average di-
mensions and it is important to notice that the standard deviation of the dataset
is quite low, even less than 10 cm inwidth. Even though the difference between
both losses is not remarkable, we can tell that the model that used a smooth
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L1 loss obtained slightly better results. Therefore, in the next sections we will
take the model that used L2 as the baseline whereas the one that used smooth
L1 will be considered our best model for dimensions estimation.

4.3.2 Location module
In this section we will analyze the location module. This module attempts to
replace the geometrical regression proposed in Deep3DBox [20], which uses
the orientation and dimensions predictions added to some constraints provided
by the 2D box, by a deep learning architecture. Therefore, it aims to predict
directly the location of the object in the 3D world without any previous con-
straint, which means that the predicted 3D position can lie far from the ground
truth although having an accurate 2D prediction.

There are two aspects that have been studied regarding the definition of the
architecture: the number of layers (from 2 to 6) and the input data (either only
the coordinates and size of the 2D box or adding also the dimensions of the
3D object in meters). In addition, models have been trained for 200 epochs
with batch size of 32 searching for the best learning rate in each case.

Layers Dimensions Distanceerror xerror yerror zerror
2 X 1,26 0,58 0,21 0,95
2 1,73 0,58 0,22 1,50
3 X 0,84 0,36 0,22 0,61
3 1,60 0,43 0,21 1,45
4 X 0,70 0,28 0,21 0,52
4 1,59 0,43 0,22 1,44
5 X 0,60 0,24 0,21 0,42
5 1,56 0,42 0,23 1,41
6 X 0,67 0,23 0,30 0,47
6 1,53 0,41 0,22 1,38

Table 4.6: Error obtained for different location models training of cars in the
KITTI dataset on the different coordinates. The column Dimensions indicates
if the network uses the dimensions of the object as input or not.

In these experiments, the input data used to train the model is the ground
truth in both cases: dimensions and 2D box data. However, in inference time
we will work with predicted dimensions and predicted 2D boxes, thus expect-
ing a higher error.
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Figure 4.3: Location error with respect to distance from camera.

Given the results in Table 4.6 we can extract a clear conclusion: dimen-
sions really help with this task. We can also observe, as expected, that the
largest error is obtained on the depth prediction (z coordinate), which is dou-
ble than in both the other coordinates (x and y). Considering the different
amount of layers, we can clearly see the expected behaviour: as the complex-
ity of the model grows, the results also improve. However, the tendency stops
when using 6 layers. The model with lowest error is the one with 5 layers and
using dimensions and is compared with simplest model: the one with only 2
layers, that will be considered as baseline (Fig. 4.3). The comparison between
these two models shows that the best model outperforms the baseline in all the
distance ranges as the mean and variance of the errors is lower. In addition,
there is another effect that can be observed: we would expect the error in the
location to linearly increase with distance, but this is not true for objects that
lie close to the camera. This fact is due to truncation, as it is more difficult for
the network to precisely predict the location of objects that are partly outside
the image frame.

4.3.3 Orientation module
The orientation module is based on Deep3DBox [20]. In this case we perform
a more accurate study than in the paper on the different parameters and ele-
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ments that form the network. Specifically, after analyzing the distribution of
the cars’ local angle, which is skewed as seen in the datasets description (Fig.
4.1. We believe that having only 2 bins as specified in the paper might not
be the best option. The two main modes in the distribution may mislead the
training towards them, while angles in less populated areas of the distribution
will not be learned.

After studying the possibility of having several number of bins, we also
considered using the focal loss [16], which aims to emphasize the training
of underrepresented classes. We can apply it to the case of orientation bins,
since there are some bins that are overrepresented because of the nature of the
dataset, hence underrepresented bins might not be trained enough due to lack
of samples.

Lbin = −
nbins−1∑
i=0

(1− pi)γlog(pi) (4.6)

In order to have a good understanding of the effects of each parameter, we
performed hyperparameter optimization using grid search. We used from 2 to
36 bins in steps of two, to cover a minimum of 10o per bin in all cases; and
5 different parameters for the gamma in the focal loss equation (Eq. 4.6): 0
(basic cross-entropy), 0.2, 0.5, 1 and 2 (as specified in [16]). We have trained
for 50 epochs with a learning rate of 10−5 and batch size of 32.

Figure 4.4: Orientation error with respect to to distance from camera.
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# Bins γ yawerror easyerror moderateerror harderror
18 0 5,25 2,94 4,50 8,68
10 0,2 5,34 2,67 4,59 9,11
22 2 5,45 2,96 4,56 9,28
24 0,2 5,46 2,82 4,07 10,22
14 0 5,52 2,99 4,85 9,04
10 1 5,59 2,72 4,84 9,59
26 0,5 5,85 2,99 5,00 9,97
10 0,5 5,98 3,14 5,05 10,23
24 1 6,06 2,92 4,52 11,56
20 2 6,20 3,15 5,06 10,98
2 0 8,19 3,80 7,16 14,10

Table 4.7: Error obtained for different orientation models training of cars in
the KITTI dataset, specified in degrees. Last row indicates the error obtained
with a configuration that mimics Deep3DBox [20].

In Table 4.7 we can see the results for the 10 best models and their com-
parison with the baseline (equivalent implementation of the model with the
parameters specified in [20]). If we compare the best model with the baseline
(Fig. 4.4) we will see again the same behaviour as with the location, the error
increases with distance from the camera but is also high when objects are too
close to the camera. Our model (in red) outperforms the baseline in all aspects:
not only obtains lower error but also lowers the variance.

As for the number of bins, we can clearly see that results show that using
more than 2 bins improves the performance of the module. However, using
less than 10 or more than 26 bins does not lead to great results.

From our experiments, no clear conclusion can be extracted from the gamma
behaviour. By looking at the overall results (Table 4.7), we can see that focal
loss helps improving the results in some cases (10, 22 or 24 bins) although in
other cases (18 or 14 bins) the best results are achieved when γ=0. In fact, our
best model does not use the focal loss.

4.3.4 Complete 3D model
Finally, the complete 3D model is evaluated. It is important to mention that
first we evaluated the performance of our model considering the ground truth
2D crops as input (in other words, without using the 2D detector) to assess
the correctness of its behaviour and, more importantly, to set an upper bound
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on the performance of the overall model. In this case, we consider that the
baseline model consists of the 3 baseline modules for each of the predictions
(dimensions, location and orientation) while our best model comprises the
best modules for each task. In the benchmark evaluation we will add the 2D
detector to our best model.

Model BEV IoUmean Reasy Rmoderate Rhard
Baseline 0,30 7,72 4,39 4,28

Baseline + Loc3 0,42 20,06 11,72 10,02
Best 0,49 36,93 19,07 17,90

Table 4.8: Mean IoU on the bird eye view (BEV) and recall for a threshold
of 0.7 obtained for baseline and best models on cars in KITTI dataset. This
corresponds to the localization task on KITTI benchmark.

Model 3D IoUmean Reasy Rmoderate Rhard
Baseline 0,25 2,65 1,34 1,09

Baseline + Loc3 0,35 7,04 3,64 3,30
Best 0,40 14,28 5,05 6,72

Table 4.9: Mean IoU and recall for a threshold of 0.7 obtained for baseline and
best models on cars in KITTI dataset.

We only compute the recall, as false positives will not exist due to using
ground truth crops as input and precision would not give any relevant informa-
tion. The results shown in Tables 4.8 and 4.9 do not take into account the 2D
detector performance. The improvements on the baseline method are clearly
seen in the numbers, where the recall is up to 5 times higher. This increment
is mostly due to our location module, as if we just modify the location module
(with 3 layers instead of only 2 layers, Baseline + Loc3 in the table) we can
see that the results rapidly improve.

If we study the behaviour along the distance, we can see in Fig. 4.5 that
the effect is the expected: the overlap is higher when objects are closer, with
the exception of objects that lie too close to the camera. Nonetheless, the
essential improvement is seen on the comparison of the distribution of the 3D
IoU between the baseline method and our method.

In Fig. 4.6 we can see how the distribution of the 3D IoU shifts towards
having higher values, even though it still has a large amount of non-matches
(the large column at 0). Thatmeans that ourmodel produces better predictions:
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Figure 4.5: IOU BEV error along distance.

the distribution of the best model (in red) has more density near high values
than the one from the baseline model (in blue).

Figure 4.6: Normalized distribution of IoU 3D for baseline and best models.
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4.3.5 Benchmarking
In this subsection we will compare our full model with other 3D object de-
tection arhitectures from the state of the art. Since we have trained and tuned
the hyperparameters of our model using the KITTI cars validation set, we do
not expect to obtain the best results on other benchmarks, where there should
be margin to improve. Nevertheless, most of the research in the field is based
on this particular class of the KITTI dataset, which is the reason behind the
selection of our model.

For evaluation purposes, a confidence score needs to be provided for each
of the predictions. As our model does not estimate any confidence, we have
used the best IoU for each detection as a confidence score.

KITTI Cars

State of the art models are compared to ours on the localization task, evaluating
IoU on the bird-eye-view (Table 4.10), and 3D detection task, using IoU on
the 3D bounding boxes (Table 4.11).

Model APBEV easy APBEVmoderate APBEV hard
3DOP (stereo)[4] 12,63 9,49 7,59
Mono3D [5] 5,22 5,19 4,13

Deep3DBox [20] 9,99 7,71 5,30
MF3D [30] 22,03 13,63 11,60
OFT [25] 11,06 8,79 8,91

ROI10D [19] 14,76 9,55 7,57
MonoGRNet [22] - - -
Ma et al. [18] 43,75 28,39 23,87

Ours 23.60 16.56 16.27

Table 4.10: 3D localization performance: APBEV in % of boxes on cars in
KITTI validation dataset. State of the art methods are chronologically sorted.

Regarding BEV results, Table 4.10 shows our method among the top scor-
ers. In Fig. 4.7 we can see how our model is able to not only provide accurate
predictions but also detect non-labeled cars.

In Table 4.11, we can see that our method obtains promising results com-
pared to other methods that use similar techniques like MonoGRNet [22], and
outperforms Deep3DBox [20], which was used as basis for the thesis. This
shows that our deep learning location module improves the geometrically con-
strained method and makes our model comparable state of the art methods.
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Figure 4.7: Results from our best model on KITTI cars validation set. On the
left, a bird-eye-view projection of the scene is shown. At the top of the right
column, we see the 2D detections and at the bottom, the 3D projected boxes on
the image plane. In all cases, green boxes are ground truth and purple boxes
are predictions.

Model AP3Deasy AP3Dmoderate AP3Dhard

3DOP (stereo)[4] 6,55 5,07 4,10
Mono3D [5] 2,53 2,31 2,31

Deep3DBox [20] 5,85 4,10 3,84
MF3D [30] 10,53 5,69 5,39
OFT [25] 4,07 3,27 3,29

ROI10D [19] 10,25 6,39 6,18
MonoGRNet [22] 13,88 10,19 7,62
Ma et al. [18] 32,23 21,09 17,26

Ours 14.71 9.09 9.09

Table 4.11: 3D detection performance: AP3D in % of 3D boxes on cars in
KITTI validation dataset. State of the art methods are chronologically sorted.

Even though Table 4.11 shows that Ma et al. [18] obtains outstanding
results, they are transforming the input data into a colored point cloud and
using a LIDAR-based pipeline, boosting the results from the state of the art by
a large margin. However, among the methods that use a 2D + 3D pipeline and
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do not explicitly use a monodepth predictor (such as MF3D [30] or Ma et al.
[18]), we obtain the state of the art results.

Moreover, Figure 4.8 shows two examples where we can observe that the
detections are qualitatively good.

Figure 4.8: Two pairs of results from our best model on two different images
of KITTI cars validation set. Rows 1 and 3 correspond to 2D detections and
rows 2 and 4 to the corresponding 3D projected boxes on the image plane. In
both cases, green boxes are ground truth and purple boxes are predictions.

Nonetheless, we have also noticed that our 3D detector has some failure
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cases. To illustrate this fact, in Fig. 4.9 we can see two of them. On the one
hand, our 2D detector detects many false positives that are consequently evalu-
ated by our 3D detector (top example). On the other hand, we show that some
times our 3D location module provides a bad estimation (bottom example).
This can be seen on the left-most car, which has a correct 2D detection, with
almost 100% of overlap with ground truth, while the 3D projection is clearly
off. This is due to the lack of precision of our location module for objects
that are close to the borders of the image, as the training instances might be
truncated when located there.

KITTI Pedestrians

The pedestrian class is less common inKITTI images. Moreover, mostmonoc-
ular 3D detection methods are only trained and evaluated on car class. That is
why it is hard to find methods that provide results for this task.

Detecting pedestrians is more complex because determining its orientation
is a harder task. To take that fact into account, the requirements to consider a
detection as correct are relaxed from an overlap of 0.7 (in cars) to an overlap
of 0.5. However, in order to establish a fair comparison, we provide the results
using a threshold of 0.25 instead.

Model AP (0.25)3Deasy AP (0.25)3Dmoderate AP (0.25)3Dhard
Ma et al. [18] 40,17 33,45 29,28

Ours 26,76 26,68 18,06

Table 4.12: 3D detection performance: AP3D in % of 3D boxes on pedestrians
in KITTI validation dataset using a threshold of 0,25.

In Table 4.12 we can see that Ma et al. [18] outperforms our model when
using this threshold. That shows that our method has still room for improve-
ment, as hyperparameters are optimized for the cars’ case.

NuScenes

The NuScenes dataset was released barely a month before the end of this the-
sis. Therefore, evaluation protocols for benchmarking are still under develop-
ment, although we still want to provide some results on pedestrians and cars.
That is the reason why in Tables 4.14 and 4.13 we can only find results for
our method. We decided to report precision at different thresholds: 0.7 and
0.5 for cars and 0.5 and 0.25 for pedestrians, for consistency with KITTI. It
is worth mentioning that the model hyperparameters have been tuned for the
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Figure 4.9: Two pairs of results from our best model on two different images
of KITTI cars validation set. Rows 1 and 3 correspond to 2D detections and
rows 2 and 4 to the corresponding 3D projected boxes on the image plane.
In both cases, green boxes are ground truth and purple boxes are predictions.
On the top example, we can see the effect of false positives not labeled in the
ground truth. Oh the bottom one, we show a miss on the 3D estimation from
a correct 2D detection.

KITTI car case. Therefore, this model can still improve its performance after
hyperparameter optimization. We can conclude that NuScenes is more chal-
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Model P(0.25) P(0.5) R(0.25) R(0.5)
Ours 9.94 0.93 3.06 0.29

Table 4.13: 3D detection performance: precision and recall at thresholds 0.5
and 0.25 for pedestrian class on NuScenes dataset.

Model P(0.5) P(0.7) R(0.5) R(0.7)
Ours 2.13 0.16 1.38 0.10

Table 4.14: 3D detection performance: precision and recall at thresholds 0.7
and 0.5 for car class on NuScenes dataset.

lenging than KITTI, hence results obtained on NuScenes are far lower than the
ones obtained on KITTI dataset.

Moreover, we would like to make a qualitative analysis of the results based
on visualization (Fig. 4.10). We observe that the images match the expecta-
tions given the numerical results: detections are poorer than in KITTI.
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Figure 4.10: Results from our best model on four different images of NuScenes
cars validation set. Green boxes are ground truth and purple boxes are predic-
tions.



Chapter 5

Conclusions and future work

In this work, we have proposed a new model for monocular 3D bounding box
prediction on cars and pedestrians. This model consists of several modules:
dimensions, location and orientation prediction. We have evaluated these three
modules separately and studied their parameters in order to boost the perfor-
mance of the overall model. We have shown that our model obtains state of
the art results among similar architecture models and competitive results on
the KITTI cars validation set in the monocular 3D detection field.

The main novelty is the proposed location module. This module is free
of handcrafted geometrical constraint and overcomes the complexity of mon-
odepth prediction by only predicting the coordinates of the central point of the
3D box. We can also conclude that the module is dataset-dependant, thus lim-
iting its performance in real world scenarios that differ from the KITTI dataset.

Results have shown the method proposed to be a promising baseline, since
we know that there is room for improvement. We have come up with some
proposals by the end of the thesis that could be interesting to investigate in the
future.

The proposed network contains two steps: 2D detection + 3D detection.
Nonetheless, it would be interesting to fuse both networks rather than just shar-
ing some data (the output of the 2D detector is fed to the 3D modules). We
could further investigated is using the already extracted features from the 2D
feature extractor as input for the 3D modules (dimensions and orientation) in-
stead of extracting the new feature maps from the crops. This approach is
interesting because it would show that features extracted for the 2D task may
also be useful for the 3D task. MonoGRNet [22] shows that feature maps from
different depths in the 2D feature extractor contain information that might be

46
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useful. This approach to integrate everything would also be interesting to-
wards having and end-to-end network that can be trained at once. Moreover,
training and inference would also be possible in one single step.

In addition, the proposed network is only thought to face objects that be-
long to one class: although the 2D detector can detect cars and pedestrians,
the 3D detector is class-based. Transforming the 3D detector from class-based
to class-agnostic would also be an improvement worth investigating.

As a last possible improvement, we think that our network’s performance
is dependant on camera parameters since it most probably learns some geo-
metrical constraints based on the training data, so it would be interesting to
understand how they affect the performance and how the network can become
camera-independent.
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Appendix A

Basic concepts

Figure A.1: Reference axis on KITTI benchmarks (Figure from [8]). For this
work, camera axis (red) has been used.

During this work, several terms concerning images and objects that appear
in them will be used.

First of all, the rotation of an object is defined by 3 different angles: yaw,
pitch and roll. These angles are defined as follows, considering the camera
axis (in red in Fig. A.1):

• Yaw: rotation around y axis.

• Pitch: rotation around x axis.

• Roll: rotation around z axis.

51



52 APPENDIX A. BASIC CONCEPTS

Therefore, the orientation of a car that is lying in a plane that is parallel to the
ground will only be defined by yaw axis, while pitch and roll will be zero.

Moreover, cameras used to record images are defined by their calibration
matrix. This matrix has two parameters that will be used in this work:

• Focal length: indicates the distance from the camera to the image plane.

• Principal point: corresponds to the intersection between the optical axis
and image frame. Ideally corresponds to the center of the image.
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