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Abstract
Perceiving and understanding the world represents a long-term goal in the field of Artificial
Intelligence (AI). In recent years, advances in the field of Machine Learning (ML), and
specifically in Deep Learning (DL), have led to the development of powerful models based
on Deep Neural Networks (DNN) capable of interpreting high dimensional data, leading to
higher performance in perception related tasks.
DNNs designed in a Supervised Learning (SL) setting, such as Convolutional Neural
Networks (CNN) and Long-Short Term Memory (LSTM) networks, greatly contribute to
the state of the art in image recognition and in the processing of long sequences of data,
respectively. This is because CNNs excel in modeling data with spatial structure, and
LSTM networks highlight in modeling data with temporal structure. They both represent the
building blocks for modeling the spatio-temporal structure of data such as video sequences.
Nonetheless, these models have not been exploited in the medical domain, where images
and video sequences are frequently available, that is, in Minimally Invasive Surgery (MIS).
Furthermore, most of the research going on rely on the design of DNNs used as classifiers (i.e.
the output is a discrete category) rather than regressors (i.e. the output is a set of continuous
real values).
Recently, in the context of Unsupervised Learning (UL), Generative Adversarial Networks
(GAN) have gained popularity as a powerful framework to design generative models. GANs
consist of two models, a Generator Neural Network (G) and a Discriminator Neural Network
(D), each one with a different objective. Samples produced by G have a distribution PG ,
while those that come from ground-truth data have a distribution PDAT A . The task of D
is to classify samples from ground-truth data and those rendered by G as real and fake,
respectively. On the other hand, the objective of G is to “fool” D, by learning to generate
samples that resemble the ground-truth data. As the training process evolves, G learns the
distribution of PDAT A . This framework is flexible and can be applied to different neural
network architectures, such as in Convolutional Auto-Encoders (CAE), resulting in better
image reconstruction quality.
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In this dissertation, a regression model based on DNNs is described, with applications
in the context of Robot-Assisted Minimally Invasive Surgery (RAMIS). First, this model
is developed in a SL setting. Subsequently, it is extended to a Semi-Supervised Learning
(SSL) approach by using a CAE and leveraging the advantages of the GAN framework. The
regression model is designed to learn a complex relationship between video sequences (as
input data) and the evolution of continuous variables over time (as output data). The objective
of this research is to perform Vision Based Sensor Substitution (VBSS). Therefore, the DNN
constitutes a “virtual sensor” that estimates the evolution of physical variables over time.
The target applications are those where the only allowed sensor consists of a camera system
(monocular/stereo) and other electronic sensor devices are constrained.
In the context of RAMIS, endowing robotic systems with force feedback capability
represents a great help to provide the surgeon with an essential information for a better
performance. Specifically, the estimation of interaction forces between surgical instruments
and biological materials, such as soft-tissues, is addressed in this dissertation. In RAMIS
scenarios, the only available sensor is the camera (i.e. monocular/stereo endoscope), which
provides data easy to record (i.e. video sequences), but its interpretation is challenging.
Therefore, a DNN is presented in this work as a regression model that implements the
concept of Sensorless Force Estimation (SFE) under a Vision Based (VB) approach. In this
approach, interaction forces are estimated from video sequences (as continuous time-varying
signals), instead of relying on the direct measurement by a sensor in contact with biological
materials (i.e. soft tissue). The DNN described for this application is designed in a SL setting,
and subsequently, it is extended to SSL.
The regression model designed for SFE is generic enough to be used in other domains
with equivalent mathematical formulation. Therefore, it has also been studied and evaluated
in the application of surgical instruments tracking. Specifically, in the estimation of the tooltip position and velocity (in 3D space) from monocular video sequences. Such information is
useful in tasks related to Surgical Gesture Classification (SGC). The regression model used
in this application is described in a SL setting.
The aim of this dissertation is to present DNNs as regression models in the context
of RAMIS, being the target application VBSS. This approach has been studied in two
mathematically equivalent problems (described above): (i) Vision-based SFE and (ii) surgical
instruments tracking. Moreover, the results of this research suggest that the regression model
is generic and robust enough to be used in both applications. Therefore, this model can be
used to address problems in which the estimation of continuous time-varying signals from
video sequences is required.

Resumen
La percepción y comprensión del mundo que nos rodea, representan objetivos a largo término
de la Inteligencia Artificial (IA). En años recientes, los avances en el campo del Aprendizaje
Automático (AA), específicamente en Aprendizaje Profundo (AP), han llevado al desarrollo
de poderosos modelos basados en Redes Neuronales Profundas, capaces de interpretar datos
multi-dimensionales, dando lugar hacia un mayor rendimiento en tareas relacionadas con la
percepción.
Las Redes Neuronales Profundas diseñadas bajo un esquema de aprendizaje supervisado,
como las Redes Neuronales Convolucionales, y las Redes Neuronales Recurrentes de Memoria de Corto y Largo Plazo (RNR-MCLP), contribuyen grandemente al estado del arte en
reconocimiento de imágenes y en el procesamiento de largas secuencias de datos, respetivamente. Esto es debido a que las Redes Neuronales Convolucionales sobresalen en el
modelado de datos con estructura espacial, mientras que las RNR-MCLP destacan en el
modelado de datos con estructura temporal. Ambos tipos de redes neuronales representan
los bloques de construcción para modelar la estructura espacio-temporal de datos, como
las secuencias de video. No obstante, estos modelos no han sido explotados en el ámbito
médico, donde normalmente se dispone de imágenes y secuencias de video, como es el caso
de cirugía mínima invasiva. Además de esto, la mayor parte de la investigación que se realiza
se orienta hacia el diseño de Redes Neuronales Profundas como clasificadores (es decir,
el resultado es una categoría discreta) en lugar de regresores (es decir, el resultado es un
conjunto de valores reales continuos).
Recientemente, en el contexto del aprendizaje no-supervisado, las Redes de Adversarias
Generativas, han ganado popularidad como una poderosa técnica para diseñar modelos
generativos. Estas redes neuronales constan de dos modelos, una red neuronal generadora
(G) y una red neuronal discriminante (D), cada una con un objetivo diferente. Las muestras
producidas por G tienen una distribución PG , mientras que las que provienen de datos de
reales tienen una distribución PDAT A . La tarea de D es clasificar como verdaderas y falsas
las muestras de datos reales y las que producidas por G, respectivamente. Por otro lado, el
objetivo de G es “engañar” a D, al aprender a generar muestras que se asemejan a los datos
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reales. A medida que el proceso de optimización evoluciona, G aprende la distribución de los
datos reales, PDAT A . Esta técnica es flexible y se puede aplicar a diferentes arquitecturas de
redes neuronales, por ejemplo en el diseño de Auto-Codificadores de Convolución, resultando
en una mejor calidad en reconstrucción de imágenes.
En esta disertación, se describe un modelo de regresión basado en Redes Neuronales
Profundas, con aplicaciones en el contexto de la Cirugía Robótica Mínima Invasiva. En primer
lugar, este modelo se desarrolla bajo un esquema de aprendizaje supervisado. Posteriormente,
se extiende a un enfoque de aprendizaje semi-supervisado utilizando un Auto-Codificador de
Convolución y aprovechando las ventajas del modelo definido por las Redes de Adversarias
Generativas. El modelo de regresión está diseñado para aprender la compleja relación entre
secuencias de video (como datos de entrada) y la evolución de variables continuas a lo largo
del tiempo (como datos de salida). El objetivo de esta investigación es realizar la Sustitución
Sensorial por Visión. Por tanto, la Red Neuronal Profunda representa un “sensor virtual”
que estima la evolución de las variables físicas a lo largo del tiempo. Las aplicaciones de
interés son aquellas en las que el único sensor disponible consiste en un sistema de visión
(por ejemplo una cámara monocular o estéreo), mientras que otros sensores y dispositivos
electrónicos están restringidos.
En el contexto de la cirugía robotizada, sistemas robóticos diseñados con capacidad de
realimentación de fuerzas representan una gran ayuda, proporcionando al cirujano información esencial para un mejor rendimiento. Específicamente, la estimación de las fuerzas de
interacción entre los instrumentos quirúrgicos y los materiales biológicos, como los tejidos
blandos, es un tema central que se investiga en esta disertación. En los escenarios de cirugía
robotizada, el único sensor disponible es la cámara (es decir, el endoscopio monocular o
estéreo), que proporciona datos fáciles de adquirir (es decir, secuencias de video), pero
su interpretación es un compleja. Por lo tanto, en el presente trabajo doctoral se describe
una Red Neuronal Profunda como un modelo de regresión que implementa el concepto de
Estimación de Fuerza Sin-Sensor, bajo un enfoque basado en visión. En dicho enfoque, las
fuerzas de interacción se estiman a partir de secuencias de video (como señales continuas
variables en el tiempo), en lugar de depender de la medición de un sensor en contacto directo
con materiales biológicos (es decir, tejido blando). La Red Neuronal Profunda descrita para
esta aplicación está diseñada en una esquema de aprendizaje supervisado y, posteriormente,
se extiende a uno semi-supervisado.
El modelo de regresión diseñado para la estimación de fuerza es lo suficientemente
genérico como para usarse en otros dominios con una formulación matemática equivalente.
Por lo tanto, también se ha estudiado y evaluado en la aplicación del seguimiento de instrumentos quirúrgicos. Específicamente, en la estimación de la posición y la velocidad de la
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punta de la herramienta (en el espacio 3D) a partir de secuencias de video monoculares.
Tal información es útil en tareas relacionadas con la clasificación de gestos quirúrgicos. El
modelo de regresión utilizado en esta aplicación se describe en un entorno de aprendizaje
supervisado.
El objetivo de esta disertación es presentar Redes Neuronales Profundas como modelos
de regresión en el contexto de cirugía robotizada, siendo la aplicación principal Susbtitución
Sensorial por Visión. Este enfoque ha sido estudiado en dos problemas matemáticamente
equivalentes (descritos anteriormente): (i) Estimación de fuerzas basado en la visión y
(ii) seguimiento de instrumentos quirúrgicos. Además, los resultados de esta investigación
sugieren que el modelo de regresión es genérico y lo suficientemente robusto para ser utilizado
en ambas aplicaciones. Por lo tanto, este modelo se puede usar para abordar problemas
en los que se requiere la estimación de señales continuas variables en el tiempo a partir de
secuencias de video.

Resum
La percepció i comprensió del món que ens envolta, representen objectius a llarg termini de
la Intel·ligència Artificial (IA). En els darrers anys, els avenços en el camp de l’Aprenentatge
Automàtic (AA), específicament en Aprenentatge Profund (AP), han portat al desenvolupament de models molt potents basats en Xarxes Neuronals Profundes, capaces d’interpretar
dades multi-dimensionals, donant lloc fins i tot a un major rendiment en tasques relacionades
amb la percepció.
Les Xarxes Neuronals Porfundes dissenyades sota un esquema d’aprenentatge supervisat,
com les Xarxes Neuronals Convolucionals, i les Xarxes Neuronals Recurrents de Memòria de
Curt i Llarg Termini (XNR-MCLT), contribueixen en gran part a l’estat de l’art en reconeixement d’imatges i en el processament de seqüències llargues de dades, respectivament. Això
es deu al fet que les Xarxes Neuronals Convolucionals sobresurten en la modelització de
dades amb estructura espacial, mentre que les XNR-MCLT destaquen en la modelització de
dades amb estructura temporal. Tots dos tipus de xarxes neuronals representen els blocs de
construcció per modelitzar l’estructura espai-temporal de dades, com les seqüències de vídeo.
No obstant això, aquests models no han sigut explotats en l’àmbit mèdic, on normalment
es disposa d’imatges i seqüències de vídeo, com és normal en cirurgia mínima invasiva.
Així mateix, gran part de la investigació que es realitza s’orienta al disseny d’Xarxes Neuronals Profundes com classificadors (és a dir, el resultat és una categoria discreta) en lloc de
regressors (és a dir, el resultat és un conjunt de valors reals continus).
Recentment, en el context de l’aprenentatge no-supervisat, les Xarxes Adversàries Generatives, han guanyat popularitat com una poderosa tècnica per dissenyar models generatius.
Aquestes xarxes consten de dos models, una xarxa neuronal generadora (G) i una xarxa
neuronal discriminant (D), cadascuna amb un objectiu diferent. Les mostres produïdes per G
tenen una distribució PG , mentre que les que provenen de dades de reals tenen una distribució
PDAT A . La tasca de D és classificar com a veritables i falses les mostres de dades reals i
les que produïdes per G, respectivament. D’altra banda, l’objectiu de G és “enganyar” a D,
en aprendre a generar mostres que s’assemblen a les dades reals. A mesura que el procés
d’optimització evoluciona, G aprèn la distribució de les dades reals, PDAT A . Aquesta tècnica
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és flexible i es pot aplicar a diferents arquitectures de xarxes neuronals, per exemple en el
disseny d’Auto-Codificadors de Convolució, resultant en una millor qualitat de reconstrucció
d’imatges.
En aquesta dissertació, es descriu un model de regressió basat en Xarxes Neuronals
Profundes, amb aplicacions en el context de la Cirurgia Robòtica Mínima Invasiva. En primer
lloc, aquest model es desenvolupa sota un esquema d’aprenentatge supervisat. Posteriorment,
s’estén a un enfocament d’aprenentatge semi-supervisat fent servir un Auto Codificador
de Convolució i aprofitant els avantatges del model definit per les Xarxes Adversàries
Generatives. El model de regressió està dissenyat per aprendre la complexa relació entre
seqüències de vídeo (com a dades d’entrada) i l’evolució de variables contínues al llarg del
temps (com dades de sortida). L’objectiu d’aquesta investigació és realitzar la Substitució
Sensorial per Visió. Per tant, la Xarxa Neuronal Profunda representa un “sensor virtual” que
estima l’evolució de les variables físiques al llarg del temps. Les aplicacions d’interès són
aquelles en les que l’únic sensor disponible consisteix en un sistema de visió (per exemple
una càmera monocular o estèreo), mentre que altres sensors i dispositius electrònics estan
restringits.
En el context de la cirurgia robotitzada, els sistemes robòtics dissenyats amb capacitat
de realimentació de forces representen una gran ajuda, proporcionant al cirurgià informació
essencial per a un millor rendiment. Específicament, l’estimació de les forces d’interacció
entre els instruments quirúrgics i els materials biològics, com els teixits tous, és un tema
central que s’investiga en aquesta dissertació. En els escenaris de cirurgia robotitzada, l’únic
sensor disponible és la càmera (és a dir, l’endoscopi monocular o estèreo), que proporciona
dades fàcils d’adquirir (és a dir, seqüències de vídeo), però la seva interpretació és un
complexa. Així doncs, en aquest treball doctoral es descriu una Xarxa Neuronal Profunda
com un model de regressió que implementa el concepte d’Estimació de Força Sense-Sensor,
sota un enfocament basat en visió. En aquest enfocament, les forces d’interacció s’estimen
a partir de seqüències de vídeo (com senyals continus variables en el temps), en lloc de
dependre de la mesura d’un sensor en contacte directe amb materials biològics (és a dir, teixit
tou). La Xarxa Neuronal Profunda descrita per a aquesta aplicació està dissenyada en un
esquema d’aprenentatge supervisat i, posteriorment, s’estén a un semi-supervisat monocular.
El model de regressió dissenyat per aquesta estimació de força és prou genèric com per
usar-se en altres dominis amb una formulació matemàtica equivalent. Per tant, també s’ha
estudiat i avaluat en l’aplicació del seguiment d’instruments quirúrgics. Específicament,
en l’estimació de la posició i la velocitat de la punta de l’eina (en l’espai 3D) a partir de
seqüències de vídeo. Aquesta informació és útil en tasques relacionades amb la classificació
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de gestos quirúrgics. El model de regressió utilitzat en aquesta aplicació es descriu en un
entorn d’aprenentatge supervisat.
L’objectiu d’aquesta dissertació és presentar les Xarxes Neuronals Profundes com a
models de regressió en el context de la cirurgia robotitzada, sent l’aplicació principal la
Substitució Sensorial per Visió. Aquest enfocament ha estat estudiat en dos problemes
matemàticament equivalents (descrits anteriorment): (i) Estimació de forces basat en la
visió i (ii) seguiment d’instruments quirúrgics. A més, els resultats d’aquesta investigació
suggereixen que el model de regressió és genèric i prou robust per ser utilitzat en les dues
aplicacions. Axí doncs, aquest model es pot fer servir per abordar problemes en què es
requereix l’estimació de senyals continus variables en el temps a partir de seqüències de
vídeo.
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Chapter 1
Introduction
1.1

Objective and Motivation

The objective of this thesis is the design and development of a computer vision approach
to implement the concept of Vision-Based Sensor Substitution (VBSS) in the context of
Robot-Assisted Minimally Invasive Surgery (RAMIS). Leveraging on the recent advances
in Deep Learning (DL), a regression model based on Deep Neural Networks (DNN) is
proposed and investigated in this work. This regression model represents a “virtual sensor”
that measures physical variables (i.e. position, force, etc.) by estimating their evolution over
time from the processing of visual information. In particular, it performs a complex mapping
from video sequences (input data) to continuous time-varying signals (output data). The
applications of this model in RAMIS scenarios have been oriented to Force Feedback (FF)
restoration and to the tracking of surgical robotic instruments.
FF represents a feature missing in current RAMIS systems. The most straightforward and
intuitive solution consists in mounting a force sensor device on (or near) the surgical tool-tip
to measure the interaction force between the tool and biological structures such as soft-tissues.
This approach is referred to as Direct Force Sensing (DFS). Nonetheless, the use of sensor
devices and other electronic components, making contact or located near the interaction
point between surgical instruments and human organs and soft tissues, is challenged by
different technical restrictions imposed by the surgical environment. These restrictions result
in sensor design requirements such as biocompatibility, sterilization, miniaturization and
cost [86]. Therefore, an Indirect Force Sensing (IFS) approach is needed, where force should
be estimated from the available sources of information. Usually, in RAMIS scenarios the only
available sensor is a camera (monocular/stereo), which provides data with spatiotemporal
structure, such as video sequences. Hence, a safe approach in this context is the design
of a computer vision algorithm capable of processing video sequences and estimate the
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interaction forces between surgical instruments and soft-tissues. This approach is known as
Vision Based Force Sensing (VBFS) [8][97][37] and DNNs represent a powerful tool for its
implementation.
On the other side, the surgical tool-tip position and velocity represent relevant information
for its processing by computer vision algorithms that address Surgical Gesture Classification
(SGC) [119]. Therefore, even if only video sequences are available, position and velocity
data in 3D space, as well as their evolution over time, can be recovered. This goal can
be accomplished too by using a DNN that performs vision-based sensing, as described
previously in reference to the task of force estimation.
In the two aforesaid applications, force estimation and tracking of surgical instruments,
the input data is composed of video sequences, while the output data consist of a set of
continuous time-varying signals. Hence, the same regression model can be used in both
applications since the structure of data is similar: Spatiotemporal for video sequences, and
temporal for continuous time-varying signals. This feature allows studying and validating the
regression model in the force estimation task, and investigate its robustness and generalization
in other mathematically equivalent scenarios, specifically, in the task of position and velocity
estimation from monocular video sequences. Despite this mathematical equivalence, the
regression model on each application will learn different patterns found in data. In the force
estimation task, the regression model will learn the complex relationship between soft-tissue
deformation (due to the interaction between tissues and instruments) projected in a sequence
of images and the resulting reaction forces exerted on the surgical instruments. In contrast,
in the second task, the regression model will learn the complex mapping between the tool-tip
motion projected in a sequence of images and the variables that describe such motion, namely
position and velocity. Figure 1.1, illustrates the regression model used in the two mentioned
applications.
The main goal pursued in this work is the design of models based on neural networks,
showing that they represent strong candidates to implement the concept of VBSS. Therefore,
the objective of these models is: To recover data when sensors are not available for its
deployment in a specific scenario and the main (or the only available) source of information
consists of video sequences. The implications of this definition are that a neural network
can be designed as a “virtual sensor” in the lab during the training stage, with all the
instrumentation needed and in a controlled environment. Afterward, in the inference stage,
this model can be deployed in the wild, where such instrumentation is not available.

1.1 Objective and Motivation
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Figure 1.1. Top row: Regression model used in the investigated applications, where the
input and output consist of video sequences and time-varying signals, respectively. Middle
row: In the force estimation task, the input video sequences describe the interaction between
a surgical instrument and soft-tissues and the output is the estimated force over time. Bottom
row: Regarding the application of surgical tool-tip tracking (in 3D space), the input video
sequences describe the surgical tool motion, while the output consists of the computed
positions and velocities over time.
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1.2

Applications

Despite VBSS has a wide range of applications in different scenarios, the models based
on DNNs have not been exploited yet. For instance, DNNs such as Convolutional Neural
Networks (CNN) and Long-Short Term Memory (LSTM) networks, which highlight in image
recognition tasks [71] and in the processing of long sequences of data [57], respectively.
VBSS methods designed for the estimation of forces result in the concept of VBFS, which
can be defined (in general terms) as the recovery of forces from visual information (i.e. video
sequences). VBFS represents a non-contact method for “sensing” forces in materials where
deformation can be appreciated (i.e. elastic structures, cell membranes, human soft-tissues)
under an applied load. Some of these applications, developed using different approaches, are
described below:
• Micro-Electromechanical Systems. In the realm of Micro-Electromechanical Systems (MEMS), where the majority of devices rely upon elastic deformation, [141]
proposed to measure forces applied to objects by taking into account the properties
of their materials, as well as the geometry and deformation extracted from visual
information (images). The main conclusion of this work is that VBFS is viable if the
displacements of the deforming object can be captured accurately. In [47], a VBFS
method is proposed to measure the force applied on linear elastic microstructures,
specifically, a microcantilever beam and a microgripper. The Dirichlet to Neumann
map is used to recover the force distribution applied to an elastic object. The displacement field of the object contour is recovered with a deformable template matching
approach. The proposals in [141] and [47], show that VBFS has the potential to
increase the robustness and reliability of micromanipulation and biomanipulation tasks
where force sensing is essential.
• Micro-manipulation of Cells. In the application of micromanipulation of cells with a
spherical shape, [64] developed a method to estimate forces during micro-injection of
zebrafish embryos. This method relies on active contours and conic fitting algorithms
to model the cells’ contour deformation and a Feed-Forward Neural Network (FFNN)
that learns the non-linear relationship between deformation and force.
• Modeling objects with non-linear mechanical properties. In [46] an approach is
presented with the goal to model materials that exhibit non-linear mechanical behavior
(i.e. biological tissues). The authors use a deformable template matching algorithm to
describe the objects’ contour deformation and a FFNN to model the objects’ mechanical
properties. The whole model is cast in an energy minimization framework. Moreover,
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it is applied in the estimation of forces. Specifically, it was validated in a rubber torus
object and a microgripper. This work highlights that FFNNs are strong candidates in
three situations. First, when the object’s mechanical model has non-linear properties.
Second, in cases when this mechanical model is available, but its parameters are
known with low certainty. Finally, in situations where the mechanical model is totally
unknown, but data is available (i.e. deformation recovered from images and force data
measured with a sensor device).
• Grasping and Manipulation. Human fingertip forces are estimated from an image
in [21]. The goal is to understand force distribution in grasping and manipulation. This
information is useful in the design of robotic hands. The authors of this work proposed
a method to estimate forces based on CNNs and Gaussian Processes (GP). The CNN is
used for image alignment. Thereafter, a GP is used to estimate forces and torques from
the aligned images (reshaped as a 1D vector) based on color changes and deformations
of the nail and its surrounding skin.
• Robotic Surgery. Regarding applications in robotic surgery, [37] and [115] proposed
two different VBFS approaches to estimate forces that result from the interaction of
surgical instruments with soft-tissues. In [37], the authors developed a method (in
the context of neurosurgery) based on quasi-dense stereo correspondence to recover
surface deformation from stereo video sequences. Afterward, force is estimated
from the surgical tool displacement (which is extracted from the deformation data),
using a 2nd order polynomial model. In contrast, [115] proposed a 3D lattice in
a minimization framework for modeling the complex deformation of soft-tissues.
Furthermore, a Recurrent Neural Network (RNN) was designed based on the LSTM
network architecture to estimate forces (in 3D space) by processing the information
provided by this lattice in addition to the surgical tool motion.
VBSS can also be applied in the estimation of other variables different than force. For
instance, in tracking applications where the position of an object is estimated at every
time instant from video sequences. In this regard, [119] introduced a CNN architecture
for learning the surgical instrument position in 3D space from monocular video sequences.
These estimated values are subsequently fed into an action recognition model based on a
Latent Convolutional Skip Chain Conditional Random Field (LC-SC-CRF).
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1.3

Challenges

The complexity of the surgical environment represents the main challenge in the design of a
computer vision algorithm that implements the concept of VBSS. Since the information to
be processed by this algorithm is visual, it must cope with the following phenomena:
• Complex deformations due to the interactions between surgical instruments and softtissues.
• Specularities and highlights due to the reflection of light on tissue’s surface.
• Occlusions caused by surgical instruments.
• Dynamic phenomena, such as bleeding and smoke (from cauterization).
In Figure 1.2, the complexity of a surgical scenario is illustrated with a sample of images
from different procedures. However, applications such as force estimation can be studied in
simplified scenarios with artificial soft-tissues. The main reason for using this approach is
that video sequences describing real surgical procedures are not provided with force data.
Figure 1.3 shows an artificial scenario used in this thesis with the goal of studying the
estimation of forces. Even in this simplified scenario, the interpretation of video sequences
is challenging. Therefore, DNNs represent strong candidates to design a VBFS algorithm.
Moreover, they can be applied in the task of tracking surgical instruments.

Figure 1.2. Complexity of a real surgical scenario. These images are from the Endoscopic
Vision Challenge 2017 dataset [90].

1.4

Design Requirements

DNNs can only be used as models if enough data is available. Usually, a complex task
requires a DNN with many layers (and thus many parameters). Therefore, the bigger the
model, the more data is required. This is especially important for DNNs designed in a
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Figure 1.3. Surgical scenario made with artificial soft-tissues used as testbed for experimentation of the estimation of forces.
Supervised Learning (SL) setting. For instance, DNNs excelling in image classification
tasks and trained in the ImageNet dataset [120], are capable of discriminating between 1000
object categories. An important factor for the success of these models is the amount of data
provided by ImageNet, composed of ∼1.2 million of labeled images.
There are some specific requirements associated with the design of a force estimation
model using a VBFS approach. The VBFS model relies on the processing of visual information to estimate forces. This model, not only must cope with the complex nature of the
surgical environment, but should take into account the recovery of depth information and
image regions that explicitly contribute to the estimation of force (i.e. the image regions
where the soft-tissues appear deformed by the interaction of surgical instruments). These
two concepts are explained below:
• Depth information. Depth information is important to accurately model soft tissue
deformation. Therefore, it has an important impact in a force estimation task. An
important research topic to be addressed will consist in estimating interaction forces
from video sequences (of soft-tissue deformation), even when depth information is not
available or can not be recovered directly from the data provided by the imaging sensor.
For instance, when video sequences are provided by a monocular video camera.
• Image regions that contribute to the estimation of forces. From a practical perspective,
the only region in a sequence of video frames that contributes to the force estimation
task, corresponds to the area where the interaction between surgical instruments and
soft-tissues takes place. The interaction forces can be interpreted as having zero value
in other regions. Therefore, a mechanism is required, allowing the DNN to process
only specific regions of each frame that compose the video sequences.
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Regarding the application of surgical instruments tracking, some requirements are:
• Getting accurate values for position and velocity estimates, and a consistent estimation
of this data even if the surgical tool does not appear in the sequence of video frames in
a specific interval of time.
• The capability of the regression model to generalize to a variety of surgical tasks (i.e.
suturing, needle passing, and knot tying), each one described by different patterns in
motion.
• Estimating the position and velocity data in 3D space, even if the only available sensor
is a monocular camera.

1.5

Thesis Outline

In this dissertation, Deep Neural Networks (DNN) are investigated as regression models for
VBSS in the context of RAMIS. Such models are designed targeting two different kind of
applications whose mathematical formulation is similar: (i) Vision-based force sensing and
(ii) tracking surgical instruments in 3D space from monocular video sequences (including
both position and velocity estimation). The contents of this dissertation are outlined as
follows:
• In Chapter 2, a Deep Learning (DL) background is introduced. It presents the
main neural network models investigated in this dissertation, which are described
in Supervised (SL) and Unsupervised (UL) Learning settings. First, models in a
SL setting are presented: Convolutional Neural Networks (CNN), Residual Neural
Networks (ResNets) [54] and Long-Short Term Memory (LSTM) networks [57].
Subsequently, neural network architectures designed in a UL setting are introduced:
Auto-Encoders (AE) and Generative Adversarial Networks (GAN) [41]. Thereafter,
the optimization of neural networks is explained, including modern regularization
techniques (i.e. Dropout [129] and Batch Normalization [60]). Moreover, the concept
of Transfer Learning (TL) is detailed, which is the core strategy used to tackle the
problems investigated in this dissertation.
• Chapter 3 serves as a connection between the neural network models discussed in
Chapter 2 and the applications to robotic surgery, as described in Chapters 4-6.
The contents of Chapter 3 are developed as follows. First, the landscape of DL
in healthcare is briefly introduced, followed by a survey of its main applications

1.5 Thesis Outline

9

in the context of Medical Image Analysis (MIA) and Robot-Assisted Minimally
Invasive Surgery (RAMIS). Second, the concept of Vision-Based Sensor Substitution
(VBSS) is explained conceptually and mathematically. Thereafter, a literature review
of Sensorless Force Estimation (SFE) methods in the context of RAMIS is presented,
emphasizing those designed under a Vision-Based Force Sensing (VBFS) approach.
Afterwards, works related to the tracking of surgical robotic instruments from video
sequences are detailed. Finally, a discussion explains how the concept of VBSS is
implemented with Deep Neural Networks (DNN) and applied to the force estimation
and tracking of surgical instruments (which considers both position and velocity
estimation) tasks.
• In Chapter 4, two models designed in a Supervised Learning (SL) setting are introduced to address Vision-Based Force Sensing (VBFS) in robotic surgery: a shallow
and a deep model. The shallow model consists of a 3D lattice and Recurrent Neural
Network (RNN) models. The 3D lattice recovers soft-tissues’ deformation, while the
RNN models temporal information provided by this lattice, in addition to the surgical
tool motion. The deep model is defined by a Recurrent Convolutional Neural Network
(RCNN). It consists of two neural networks connected in series, a Convolutional Neural
Network (CNN) and a Long-Short Term Memory (LSTM) network. This composition
allows the RCNN to process data with both, spatiotemporal (i.e. video sequences) and
temporal structure (i.e. the surgical tool-tip position and its grasper status).
• In Chapter 5, a neural network is designed in a Semi-Supervised Learning (SSL)
setting for VBFS in RAMIS. This approach is motivated by the fact that most of
the video sequences in RAMIS are unlabeled, and only a few of them are provided
with ground-truth signals, such as force data. This model is designed in two stages.
In the first stage, a Convolutional Auto-Encoder (CAE), composed of encoder and
decoder neural networks, is trained in a Generative Adversarial Network (GAN) [41]
framework to learn a compact representation (latent space) from raw video frames. In
the second, stage the pre-trained encoder neural network is serially connected with a
Long-Short Term Memory (LSTM) network and the whole model is optimized jointly.
The results are competitive with the deep model designed in a Supervised Learning
(SL) setting described in Chapter 4.
• In Chapter 6, the problem of estimating the surgical tool-tip position and velocity in
3D Space from monocular video sequences is investigated using a RCNN model similar
to the one developed in the task of force estimation. The position and velocity data are
estimated for three surgical tasks, namely suturing, needle-passing and knot-tying.
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• Finally, conclusions and future work are discussed in the last Chapter (named Conclusions and Future Work).

1.6

Contributions

The aim of this dissertation is to address VBSS in RAMIS by studying two mathematically
related problems: (i) Force estimation and (ii) tracking of surgical instruments. The goal is to
show that neural networks can be used to estimate forces from images in these applications,
given the availability of adequate data, specifically, video sequences (i.e. describing tooltissue interactions) and sensor measurements (i.e. force data measured with a 6D force/torque
sensor). Therefore, different neural network architectures, designed in SL and SSL settings,
are proposed. The overall contributions are summarized as follows:
• A 3D VBFS approach is introduced in the context of RAMIS, by designing a model
consisting in a 3D lattice and a RNN [8]. This was the first reported work, at the time
of its publication, that estimate forces due to tool-tissue interactions, by processing
the soft-tissues deformation in 3D space for simple pushing actions (i.e. pressing the
surgical tool against soft-tissue). Moreover, this work exposes the need for using RNNs
as models in the force estimation task, in particular, for the modeling of temporal
data and learning complex input-output mappings. As soft tissues’ deformation due
to surgical instruments interactions develops over time, force is rendered also over
time following specific patterns. Therefore, the modeling of temporal information
is crucial in the force estimation task. Preceding approaches did not use RNNs as
models, but simple Feed-Forward Neural Network (FFNN) architectures which lack a
mechanism to model data over the temporal dimension. Thus, FFNNs are limited in
their capability to be used as models in the estimation of forces caused by complex
tool-tissue interactions.
• A RCNN architecture, consisting of CNNs and LSTM networks was proposed. It
represents the first model designed to estimate forces for two surgical tasks, namely
pushing and pulling tissue, by means of the analysis of the interaction between surgical
instruments and soft-tissues. Furthermore, this approach shows the effectiveness of
applying Transfer Learning (TL) techniques in the force estimation task. Specifically,
the use of a pre-trained CNN in the ImageNet dataset [120] for feature extraction, that
is, finding a vector representation for every frame in a video sequence. The modeling of
these feature vectors over the temporal dimension is carried out by the LSTM network.
This approach, although is not new, has not been studied in the application of force
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estimation. This task is not trivial and requires careful design choices and analyses.
Therefore, different design choices were proposed in the development of the RCNN
architecture: (i) The use of pre-processing techniques applied to video sequences, (ii)
the loss function design, and (iii) specific selection of the LSTM network architecture.
Furthermore, a series of analyses were made to study the robustness of the RCNN
architecture: (i) The impact of video sequences and surgical tool data (i.e. tool-tip
trajectory and grasping status) in the quality of force estimates, and (ii) how this quality
degraded by adding noise on surgical tool data.
• A neural network model is introduced which represents the first Semi-Supervised
Learning (SSL) approach addressing VBFS in RAMIS. This proposal takes advantage
of a GAN framework to design a loss function. Therefore, instead of using a designed
loss function (i.e. the mean squared error), such function is defined based on the
interaction of two competing neural networks: a generator and a discriminator network.
There are two main motivations behind this proposal. The first motivation is due to the
recent success of GANs in different areas such as generative modeling, video prediction
and image translation tasks. The second motivation is related to the unavailability
of labeled data: Most of the video sequences in RAMIS are unlabeled, and only a
few are provided with ground-truth signals (i.e. force data). As expected, this study
reveals that a model designed in a SL setting, taking advantage of TL techniques,
represents a superior approach to a model designed in a SSL setting. Specifically, the
RCNN designed in a SL setting (described in the last point) renders more accurate
force estimates than the proposed SSL model, at the expense of requiring more labeled
data and parameters to define the neural network architecture.
• The generalization capability of a neural network designed for a specific task is
investigated and evaluated in another task. In particular, the RCNN architecture
designed in a SL setting for the estimation of forces in the context of RAMIS, is
investigated in the application of tracking surgical instruments (including both tooltip position and velocity estimation). The results suggest that the RCNN is generic
and robust enough to accomplish this task, with minimal changes introduced in the
hyper-parameters used and in the loss function design. Thus, the proposed RCNN
model has potential applications in problems with similar mathematical formulation
(i.e. regression).
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1.7
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2. A. I. Aviles, A. Marban, P. Sobrevilla, J. Fernández and A. Casals, “A recurrent
neural network approach for 3D vision-based force estimation”, 2014 4th International
Conference on Image Processing Theory, Tools and Applications (IPTA), Paris, 2014,
pp. 1-6.
3. A. Marban, V. Srinivasan, W. Samek, J. Fernández, A. Casals, “Estimating Position &
Velocity in 3D Space from Monocular Video Sequences using a Deep Neural Network”.
Proceedings of the ICCV’17 Workshop on Assistive Computer Vision and Robotics
(ACVR), 2017.
4. A. Marban, V. Srinivasan, W. Samek, J. Fernández, A. Casals, “A Recurrent Convolutional Neural Network Approach for Sensorless Force Estimation in Robotic Surgery”.
Submitted on IEEE Transactions on Biomedical Engineering.
5. A. Marban, V. Srinivasan, W. Samek, J. Fernández, A. Casals, “Estimation of Interaction Forces in Robotic Surgery using a Semi-Supervised Deep Neural Network Model”.
Submitted on International Conference on Robotics and Automation (ICRA) 2018.

Chapter 2
Deep Learning Background
This chapter describes recent advances in Neural Networks (NN) architectures. In particular,
it provides the necessary background and concepts to understand Deep Learning (DL). DL is
a sub-field of Artificial Intelligence (AI) that uses NNs to solve complex problems (i.e. image
recognition) provided that the necessary data is available. These NNs models are designed
with many layers, therefore, they are commonly referred as Deep Neural Networks (DNN).
The main DNNs models investigated in this dissertation are presented. These models
are designed in Supervised (SL) and Unsupervised Learning (UL) settings, which rely on
labeled and unlabeled data for their optimization, respectively. Furthermore, an algorithm to
optimize DNNs is explained conceptually as well as modern regularization techniques, such
as Dropout [129] and Batch Normalization (BN) [60]. The reader is encouraged to read [74]
and [122] for an extensive review of DL.

2.1

Supervised Learning

In the context of DL, Supervised Learning (SL) has reached a state of maturity. It represents
the most successful approach to extract patterns from data, provided that labeled examples are
available, [74]. In this section three types of NNs are described, Convolutional Neural Networks (CNN), Residual Neural Networks (ResNet) and Long-Short Term Memory (LSTM)
networks, highlighting their key features. CNNs have usually been applied in perceptual
tasks such as image recognition. ResNets introduce residual layers with shortcut connections,
that allow to design deeper and more accurate NNs targeting the same application as CNNs.
On the other hand, LSTM networks have shone light in the modeling of sequences of data.
For instance, in applications related to language modeling and speech recognition.
CNNs, ResNets and LSTM networks are the most successful deep models (i.e. NN
with many layers) in the context of SL. Shallow NN architectures exist (i.e. two-layer fully
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connected NN), however, they are limited in their ability to model complex data such as
images and video sequences. Therefore, they are less suitable to be used as models in the
applications being investigated in this thesis.

2.1.1

Convolutional Neural Networks

Neocognitron is considered the predecessor of modern CNNs [122]. The parameters of
this model were “hand-tuned”, contrasting with modern CNNs, in which the parameters
are learned from data in a SL setting optimized with Back-Propagation (BP). Neocognitron
was applied in handwritten digits recognition, as described in [30][29][31]. The first CNN
optimized with BP in a SL framework was proposed in [75][76] targeting the same application.
Thereafter, this method was extended to document recognition [77].
In 2012, the interest of the computer vision community in using DL was revived from the
results of the ImageNet Large Scale Visual Recognition Challenge (ILSVRC) [120]. In this
competition, it was demonstrated that CNNs excel in the task of image recognition, reducing
the classification error by a wide margin with respect to other existing approaches [71].
Figure 2.1, shows the results of the classification accuracy in the ImageNet Challenge,
from 2012 to 2015. In this illustration, the accuracy is measured with the top-5 error as a
percentage. Typically, there are 1000 classes for the ImageNet dataset and the output of a
neural network model (at test time) is a score per class (i.e. probability from 0 to 1). The
top-5 error shows whether the right class label is among the five highest output scores.

Figure 2.1. Results of the ImageNet classification top-5 error (%) from 2012 to 2015. This
illustration is adapted from [53]. The main deep neural network architectures shown here
are: AlexNet [71], VGG [128], GoogleNet [130] and ResNet [54].
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Modern CNNs are usually designed and trained in a SL setting with BP. CNNs are
capable of processing data in the form of arrays [74]. For instance, 1D arrays are suitable
for storing signals and sequences. 2D arrays represent the best data structure for images and
audio-spectrograms. Finally, video sequences and volumetric images can be described by 3D
arrays. The key factors behind the design of CNNs are the adequate use of local connections,
shared weights, pooling and the application of many layers. Basically, a CNN consists
of two types of layers: Convolutional and pooling layers. The objective of convolutional
layers is to learn patterns that appear in data, such as images, regardless of their location.
As the name suggests, the key operation in these layers is the convolution using a filter
(i.e. 3x3), whose parameters are learned from data. In contrast, the objective of pooling
layers is to progressively decrease the size of the input data, reducing the computational
complexity while preserving important information. Max and average pooling are among the
typical operations in these layers. Figure 2.2, illustrates the architecture of a modern CNN
applied to image recognition, known as the VGG16 model [128]. It features 13 convolutional
layers (with a filter of size 3x3 and the max pooling operation applied) followed by 3 fully
connected layers. This model is used for classification tasks (to distinguish among 1000
object categories), therefore, the output is defined by a softmax layer (which outputs a
separate probability for each class, adding up to 1.0).
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Figure 2.2. VGG16 model used in image recognition. To make easier the localization of
specific layers in this model, the convolutional layers are grouped into CONV 1, ..., CONV 5.
The last three fully connected layers are referred as FC6, FC7, and FC8.
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Residual Neural Networks

In 2015, a Residual Neural Network (ResNet) was proposed in [54] to address the task of
image recognition. This model won the 1st place in the ILSVRC 2015 competition with a
reported test set error of 3.57%. ResNets challenge the traditional view of DNNs as models
that learn a hierarchical representation of concepts. For instance, in a plain CNN, the features
computed by each layer become increasingly abstract with depth (i.e. low-level features are
learned in the first layers, while task specific high-level features in the last layers). Due to this
hierarchical pipeline, removing a layer in a CNN (i.e. VGG16 network) results in a dramatic
reduction in its performance [139]. On other hand, removing a layer in a ResNet has a
minimal effect on its performance. This property is attributed to the layer design in ResNets:
A residual block with skip connections. This layer design is illustrated in Figure 2.3a and
corresponds to the proposal described in [54]. In a subsequent work, the same authors studied
different residual layer architectures [55]. They found that the order of the operations of each
residual module has a significative effect on the ResNet performance. Figure 2.3b shows
a residual module described in [55] which is an improved version of the original proposal
in [54].
Intuitively, the skip connections in ResNets ease the flow of gradients during their
optimization (avoiding the vanishing gradient problem). Therefore, ResNets are easier to
train than plain CNNs. Moreover, the skip connections allow the design of DNNs with many
layers (i.e. 100 or 50 layers). A recent interpretation of the success of ResNets compared
to plain CNNs is presented in [45]. In this work, the authors suggest that ResNets perform
unrolled iterative estimation, that is, successive layers iteratively refine the estimates of the
same features instead of computing an entirely new representation (as in the case of CNNs).
Figure 2.4 shows the architecture of three DNNs trained in the ImageNet dataset: The
VGG19 model [128], a plain CNN with 34 layers (CNN-34) and the same model with added
residual connections (ResNet-34). The experiments reported in [54] suggest that the test
set error is lower for the VGG19 than for the CNN-34 model. Nonetheless, the ResNet-34
model has lower test set error than the VGG19 model [54], showing the benefits of residual
connections.
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(a) Original Model

(b) Improved Model

Figure 2.3. Residual layer components in a ResNet: (a) The original proposal described
in [54], and (b) an improved model from the same authors [55]. The grey arrows indicate
the easiest paths for the information to propagate from layer Xl to Xl+1 . Operations such
as convolution (weight), batch normalization (BN), rectifier linear activations (ReLU) and
addition, represent the main computational blocks to design residual layers.

2.1.3

Recurrent Neural Networks

RNNs are NNs that process sequences of data, as opposed to CNNs that only perform a
single input-output mapping. However, their training is difficult mainly due to the vanishing
or exploding gradients problem [15]. Figure 2.5 depicts a RNN and its unfolded version
over time. The parameters of this NN are shared over time, reducing the computational
complexity. Nonetheless, theoretical and empirical evidence shows that RNNs have difficulty
in learning long-term dependencies found in sequential data [106].
To address these issues, LSTM networks were proposed in [57]. This type of RNN has
a cell memory that can maintain its internal state over time. In addition, non-linear gating
units regulate the information flow into and out of the cell. Subsequent improvements have
been added to the original proposal in [57], as described in [44], which represents the most
common LSTM network architecture referred in the literature. This model is illustrated in
Figure 2.6. It features three gates (input, forget, and output), a block input, a single cell, an
output activation function and peephole connections. The output of the block is recurrently
connected back to the block input and to all of gates.
An extensive study of different LSTM network variants is described in [44]. In this study
it was found that the most critical computational components are the forget gate and output
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Figure 2.4. DNNs investigated in the experiments reported in [54]. Left: The VGG19
model. Center: Plain CNN with 34 layers (CNN-34). Right: Residual version of CNN-34
(ResNet-34). The kernel size (k × k) and the number of output feature maps No , are indicated
inside each convolutional layer (i.e. k × k conv, No ). Max and average pooling are described
as pool and avg-pool, respectively. Downsampling is performed with a factor of two (/2).
Dotted shortcuts increase the number of output feature maps.
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activation function. Furthermore, less computational expensive models are suggested to
process sequences of data. For instance, an LSTM network with Coupled Input-Forget Gates
(LSTM-CIFG) or without peep-hole connections (LSTM-NP).
Nowadays, LSTM networks are considered the best models to process long sequences
of data. In particular, they have shone light in applications such as speech recognition and
language modeling [74].

Figure 2.5. Recurrent Neural Network (RNN) described with a loop (left) and its unfolded
version over time (right) [74]. The output sequence o is computed from an input sequence x
and the internal state s, given the parameters U , V , W shared across a finite number of time
steps. In this illustration, an input sequence x is processed at time steps t − 1, t and t + 1.

Figure 2.6. Vanilla LSTM network model [43].
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Unsupervised Learning

The objective of Unsupervised Learning (UL) is to learn useful representations from unlabeled
data. Currently, most of the success of DL relies on SL techniques, overshadowing the
potential of UL. Nonetheless, it is expected that UL will have a major impact in the future
than SL [74].
There are several models in the context of UL. However, a research goal in this dissertation is to learn a low dimensional representation (also known as latent space) from high
dimensional data (i.e. images and video sequences). There are two models that can be used
together for this purpose: Auto-Encoders (AE) [87] and Generative Adversarial Networks
(GAN) [41]. These models are described in this section.

2.2.1

Auto-Encoders

An Auto-Encoder (AE) is a shallow NN with fully connected layers based on an encoderdecoder paradigm [113][87]. In an AE, the input is transformed into a lower dimensional
space (also known as latent space) by an Encoder Neural Network (ENC-NN), producing a
feature vector or code. Thereafter, a Decoder Neural Network (DEC-NN), reconstructs the
input from the feature vector. The parameters of ENC-NN and DEC-NN are optimized by
minimizing the error between the ground-truth and reconstructed output data. Furthermore,
constraints are introduced in AEs to avoid learning the identity mapping. An improved
design of the conventional AE is represented by the Denoising Auto-Encoder (DAE) [140].
In a DAE, the learning process takes place by reconstructing the original input from the data
corrupted with noise. However, the reconstruction loss only involves the difference between
the original (without noise) and the reconstructed data.
Deep architectures can be designed by stacking several AE, resulting in Stacked AutoEncoders (SAE). A method to train such models was derived from the study of Restricted
Boltzmann Machines (RBM) in [56]. In this work, the authors provide insights on how to
train a deep architecture based on RBMs for data compression and visualization. Basically,
they suggest an unsupervised layer-wise training followed by a supervised fine-tuning of the
entire NN. This approach was also investigated in [14] using RBMs and conventional AE as
building blocks of a deep hierarchical model. [56] and [14] laid out the foundations to train
deep architectures such as SAEs.
SAE models, referred to as deep AEs, only process data stored in form of vectors. Their
building blocks, the AEs, are designed based on fully connected layers. Therefore, deep AEs
are unable to model properly high-dimensional data with spatial correlations such as images.
This limitation can be addressed by using a Convolutional Auto-Encoder (CAE) as a building
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block of a deep architecture [87]. A CAE consists in convolutional layers and processes data
in the form of arrays with 2D (i.e. grayscale image), 3D (i.e. RGB color image) or even 4D
(i.e. videos or volumetric images) topologies. A deep hierarchy created by stacking CAEs
results in Stacked Convolutional Auto-Encoders (SCAE) [87]. In practice, deep architectures
(i.e. SCAE) are preferred over the shallow ones (i.e. single layer CAE). Therefore, in this
dissertation SCAEs are simply referred as Deep Convolutional Auto-Encoders (DCAE).
Figure 2.7 depicts the AE architecture in its three main variants: shallow AE, deep AE and
DCAE.

2.2.2

Generative Adversarial Networks

A Generative Adversarial Network (GAN) is a class of generative model that has gained
popularity in recent years. GANs were introduced in [41] as a framework to generate highdimensional data such as images. This framework consists of two competing neural networks,
a Generator (G) and a Discriminator (D). Therefore, GANs can be trained end-to-end with
backpropagation. However, in general terms, G and D can be represented by any parametrized
function.
G and D have different objectives. The goal of G is to learn to generate data samples with
distribution PG , that resemble the ground-truth data with distribution PDAT A . G generates
data (i.e. images) by sampling from a latent space z (i.e. a noise vector). In contrast, the goal
of D is to classify samples from the ground-truth data and those generated by G as real and
fake, respectively. This competitive process can be interpreted as G trying to “fool” D by
learning to generate samples that resemble the ground-truth data, forcing D to improve its
discrimination ability (real vs fake samples). As the training process evolves, G learns the
distribution of ground-truth data, therefore, PG ≈ PDAT A . Figure 2.8 illustrates the GAN
framework introduced in [41], applied in the generation of images.
Although GANs are strictly generative models, the framework they describe is flexible
and can be applied to other domains. For instance, they can be applied to DCAEs. In these
models, the image reconstruction quality strongly depends on the loss function definition.
Therefore, a loss function designed based on the GAN framework and the L1/L2 loss helps
in the reconstruction of high (i.e. sharp details such as edges) and low (i.e. those blurred
areas lacking details) frequencies found in images, respectively [61].
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Figure 2.7. Auto-Encoder (AE) architecture in its variants. Top row: Shallow AE composed
of a single fully-connected layer in the encoder and decoder. Middle row: Deep AE that
results from stacking several fully-connected layers in the encoder and decoder (Stacked
Auto-Encoder). This neural network is shown with 4 layers in the encoder (FC-E1,..., FC-E4)
and decoder (FC-D1,..., FC-D4). Bottom row: The Deep Convolutional Auto-Encoder
(DCAE) is designed with convolutional instead of fully-connected layers to model data with
spatial correlations such as images. In this illustration, the input image is progressively
reduced by a downsampling operation (i.e. max pooling or strided convolutions) at each layer
in the encoder (CE1, ..., CE5) until it reaches the latent space (shared between layers CE5
and CD5). From this latent space, the decoder progressively increases the resolution of the
feature maps by performing an upsampling operation (i.e. transposed convolution) at each
layer (CD5, ..., CD1) until the input image is reconstructed in the last layer. Operations such
as Batch Normalization (BN) and the Rectifier Linear Unit (RELU) activation, are commonly
applied in the DCAE layers.
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Figure 2.8. GAN model introduced in [41] applied in the generation of images. This
model is illustrated with five layers in the generator (G1-G5) and discriminator (D1-D5)
networks. Some design features applied to each layer, are shown as suggested in the improved
model proposed in [112], referred to as Deep Convolutional Generative Adversarial Network
(DCGAN).
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Optimization

Gradient Descent (GD) is the most popular method to optimize high dimensional non-convex
functions such as DNNs. It is a first order method that optimizes the parameters of a function
based on its gradients. More formally, given a function f (θ) defined over a domain θ ∈ Θ,
the goal is to find the minimizer θ∗ = arg minθ∈Θ f (θ). If f (θ) is a differentiable function,
GD can be applied iteratively as a sequence of updates described by Equation (2.1), [118] [3].
This is the simplest form of GD, where α stands for the learning rate and i represents the i-th
iteration. The learning rate α, determines the size of each step to reach the minimum.
θi+1 = θi − αi

∂f (θi )
∂θi

(2.1)

In convex functions, GD guarantees the reaching of the global minimum. In non-convex
functions such as NNs, GD will converge to a local minimum. However, this is not an issue
in practice as supported in [22], where it is shown empirically and theoretically that:
1. For large-size NNs, most local minima are equivalent and yield similar performance
on data in the test set.
2. The probability of finding a “bad” local minimum is non-zero for small-size NNs. This
probability decreases quickly with the NN size.
3. Finding the global minimum on data in the training set is not useful in practice and
may lead to overfitting.
Moreover, in [22], it is shown that the problem of training deep learning systems resides in
avoiding saddle points rather than local minima. This idea is also suggested by the authors
in [24]. Saddle points are points where non-convex error functions, defined over continuous
and high dimensional spaces, are surrounded by high error plateaus of small curvature.
Therefore, they can dramatically slow down the optimization process of a neural network and
give the impression of arriving to a local minima. Although the standard GD algorithm is
able to escape saddle points asymptotically, it is not very efficient in this task. A recent work
addressing the escape of saddle points is described in [63], by means of the stochastic version
of GD algorithm augmented with perturbations. This algorithm is capable of escaping saddle
points faster than the standard GD.
In the context of NNs, the gradients required by GD are computed with the Backpropagation (BP) algorithm. This numerical method computes gradients in a NN by propagating
the error signal from the output of the model back to the input. BP was reinvented by
different research communities and used in a variety of contexts [116]. Nonetheless, the
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first theoretical framework addressing NNs was described in [118]. Subsequent works, such
as [78], describe practical insights and tricks for an efficient implementation of BP.
There are three variants of GD algorithms. They are defined based on the amount of data
used to optimize the NN parameters at each GD step [16][17][18]:
1. Batch Gradient Descent (BGD). The whole data in the training set is processed to
perform a single NN parameter update.
2. Stochastic Gradient Descent (SGD). A single (randomly picked) sample from the
training set is used to update the NN parameters.
3. Mini-Batch Stochastic Gradient Descent(MBSGD). A mini-batch (or simply a batch)
of samples (randomly picked) from the training set are processed to update the NN
parameters.
In the DL community, MBSGD is the preferred method to update the parameters of a DNN.
In this context, different optimizers have been proposed to improve the update rules defined
by the vanilla GD algorithm shown in Equation (2.1). Among them, the most popular are:
Momentum [94][136], RProp [114], Adagrad [27], RMSProp [133] and Adam [68].

2.3.1

Optimization of Neural Networks

Neural networks can be represented as computational graphs (CG) consisting of nodes
connected by edges. Each node implements an operation and edges allow a signal flow
between nodes. The operations on each node are usually the composition of a linear function
followed by a nonlinear activation function. To apply BP successfully and compute the
gradients required by the MBSGB, these operations must be differentiable.
The optimization of a DNN can be summarized in three steps: (1) Forward propagation,
(2) backward propagation and (3) parameter update. These steps are required to perform a
single update of the DNN parameters, as shown in Figure 2.9. In this illustration, each node
F [l] implements a function parametrized by weights w[l] and biases b[l] at layer l, l = 1, .., L
where L is the total number of layers in the DNN. The architecture of a DNN is defined by
these nodes and the connections between each other. In the first step of the optimization, the
forward propagation step, the input data X flows through each node F [l] from the first (l = 1)
to the last layer (l = L). Each node F [l] outputs a signal a[l] . Thereafter, the performance of
the DNN is measured by a loss function L(Y, Yb ), which computes the distance between the
estimated and ground truth data, represented by Yb and Y , respectively. Thereafter, in the BP
step, the loss function value is used as an error signal that is propagated backwards through
the nodes G[l] , from l = L to l = 1. These nodes compute the local gradients ∂a∂L
[l−1] based
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∂L
[l]
on the previous computed gradient ∂a
. Furthermore,
[l] and information available from F
each node G[l] outputs the gradients of the loss function with respect to the weights and
∂L
∂L
biases, ∂w
[l] and ∂b[l] , respectively. Finally, in the third step of the optimization, the weights
and biases are updated in the opposite direction of the gradient according to Equations (2.2)
and (2.3), respectively, where α is the learning rate. These update rules represent the simplest
form of GD, as described before in Equation (2.1).

w[l] := w[l] − α
b[l] := b[l] − α

∂L
, l = 1, ..., L
∂w[l]

(2.2)

∂L
, l = 1, ..., L
∂b[l]

(2.3)

Figure 2.10 depicts the computational blocks F [l] and G[l] at layer l in a DNN. In this
illustration, the z [l] = w[l] a[l−1] + b[l] describes a linear operation commonly used in a NN
with fully connected layers. The activation function g [l] is usually nonlinear. For instance,
the Rectifier Non-Linearity (RELU) shown in Equation (2.4), which has become a popular
activation function in recent years due to its well behaved gradient [93][39][84].

g(x) =



x

, x≥0


0

, x<0

(2.4)

Usually more than one update is required to optimize the DNN parameters. Algorithm 2.1
shows the optimization procedure in an iterative scheme using the MBSGD algorithm. The
dataset D used in this procedure is split as training set Dtrain and test set Dtest . Dtrain is used
for optimizing the DNN parameters. The performance of the DNN model is monitored by its
evaluation on Dtest (data “unseen” in the training set) using some metrics (i.e. mean squared
error in regression problems).
In Algorithm 2.1, the training process starts by initializing the neural network parameters
with a suitable method such as [38]. Afterwards, at each iteration, a batch of data from
Dtrain is fed into the DNN. Then, for every sample in the batch of data, the forward and
backward propagation steps are performed, and gradients are computed. Subsequently,
these gradients are averaged over the samples in the batch, and used to update the DNN
parameters. The process is repeated after a finite number of iterations is completed, Niter .
Furthermore, the performance of the DNN is evaluated on Dtest at a specified frequency (i.e.
every 10K iterations), Feval . The training process is stopped when the loss function and DNN
performance in Dtest (together with other metrics) reach reasonable values.
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Figure 2.9. Three steps to perform a single update of the parameters of a DNN based on
gradient descent: (1) Forward propagation, (2) backward propagation and (3) parameter
update.
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Figure 2.10. Nodes F [l] and G[l] at layer l in a DNN (represented as a computational graph)
used in the forward and backward propagation steps, respectively. The node F [l] implements
a[l] which is the composition of two functions: A linear function z [l] parametrized by weights
w[l] and biases b[l] , followed by a nonlinear activation function g [l] . The node G[l] (used in
the backward propagation step) process information from the node F [l] in addition to the
∂L
derivative of the loss L with respect to the activation a[l] at layer l, specifically ∂a
[l] . Its goal
[l]
is to calculate the derivatives of the loss L with respect to the parameters w and b[l] , that
∂L
∂L
is ∂w
[l] and ∂b[l] , respectively. To continue with the learning process at the layer below l − 1,
G[l] also outputs the derivative ∂a∂L
[l−1] .
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Algorithm 2.1 Iterative algorithm to optimize DNNs in a MBSGD framework using batches
of size M .
Input:
Dataset D split in the training set Dtrain and test set Dtest .
Total number of iterations, Niter .
Batch size, M .
Number of layers, L.
Nodes F [l] , l = 1, ..., L.
Nodes G[l] , l = 1, ..., L.
Loss function L(y (m) , yb(m) ), where yb(m) and y (m) are m-th estimated and ground-truth
data.
Learning rate, α.
Frequency to evaluate the NN on Dtest , Feval .
Output:
Optimized parameters w[l] and b[l] , l = 1, ..., L.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:

Initialize the NN parameters w[l] and b[l] , l = 1, ..., L
for n ≤ Niter do
Load a batch of data X = (x(1) , y (1) ), ..., (x(M ) , y (M ) ) from Dtrain ∈ D.
Feed X it into the NN.
for m ≤ M do
Get a sample (x(m) , y (m) ) from X.
l←1
for l ≤ L do
Forward propagation at layer l using F [l] , given the input sample x(m) .
l ←l+1
Compute the loss function value L(y (m) , yb(m) ), given the input sample x(m) .
l←L
for l ≥ 1 do
Backward propagation at layer l using G[l] , given the sample (x(m) , y (m) ).
(m)
(m)
and ∂L
, given the sample (x(m) , y (m) ).
Get the derivatives ∂L
∂w[l]
∂b[l]
l ←l−1
m←m+1
l←1
for l ≤ L do
P
∂L(m)
Update the parameter w[l] : w[l] ← w[l] − α M1 M
m=1 ∂w[l]
P
∂L(m)
Update the parameter b[l] : b[l] ← b[l] − α M1 M
m=1 ∂b[l]
l ←l+1
if n mod Neval = 0 then
Evaluate the NN performance with some metric using data from Dtest ∈ D.
n←n+1
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Regularization

Regularization methods are designed to improve the NNs performance and address specific
problems such as overfitting. Intuitively, overfitting occurs when the NN learns to model
correctly data in the training set, but, it is unable to generalize to unseen data in the test
set. Therefore, the NN performance in the test set is poor with respect to the training set.
Common regularization techniques include: (1) Stopping the training process as soon as the
NN performance on the validation/test set starts to get worse, and (2) introducing weight
penalties such as L1 and L2 regularization.
The L1 and L2 regularization are implemented by adding the terms 12 λ w and λ |w| in
the objective function, respectively. The parameter λ controls the regularization strength
and w represents the NN weights. Intuitively, with the L1 regularization, the weights w
become sparse (i.e. very close to or exactly zero) during the optimization, while with the L2
regularization, they become diffuse (i.e. with small numbers).
Nonetheless, the regularization techniques described above are not very effective in
the design and optimization of NNs with many non-linear layers. Dropout and Batch
Normalization (BN) represent two recently introduced regularization techniques which are
applied in the design of most DNN architectures. They will be described in the next sections.
2.3.2.1

Dropout

Dropout [129] consists in removing NN units (along with its incoming and outgoing connections) stochastically with probability p during training. This process is illustrated in
Figure 2.11. It prevents overfitting by combining many different NN architectures efficiently.
Specifically, applying dropout to a NN amounts to sampling a sub neural network (sub-NN)
from it. This sub-NN consists of all the units left after applying dropout (Figure 2.11b). A
NN with n units, can be seen as a collection of 2n possible sub-NNs. For each optimization
step (i.e when a batch of data is fed into the NN using MBSGD), a new sub-NN is sampled
and trained. So training a NN with dropout can be seen as training a collection of 2n sub-NNs
with extensive weight sharing.
At test time, the NN is used without dropout. The weights of this NN are scaled-down
versions of the trained weights. Therefore, if a NN unit is kept with probability p during
training, the outgoing weights of that unit are multiplied by p at test time. Alternatively,
during training, the weights of each NN unit can be multiplied by 1/p. This method avoids
the scaling of all NN weights at test time.
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(a) NN before applying dropout

(b) NN after applying dropout

Figure 2.11. Dropout applied to a NN during training [129]: (a) A NN with two hidden
layers before dropout is applied, and (b) the sub-NN that results from applying dropout.
2.3.2.2

Batch Normalization

Training DNNs is a difficult task due to the fact that the distribution of each layer’s input
changes during training, as the parameters of the previous layer change. This phenomenon,
known as Internal Covariance Shift (ICS), is addressed by the authors in [60] with the
introduction of Batch Normalization (BN). BN reduces the ICS by normalizing the DNN
layers’ inputs. Furthermore, BN makes the normalization operation part of the model
architecture (an operation that is performed for each training mini-batch). Among the benefits
of BN are: (1) It allows the use of higher learning rates, (2) it results in less dependency on
the initialization method applied to the DNN parameters and (3) in some cases eliminates the
need of dropout.
Algorithm 2.2 illustrates BN applied during training. For each mini-batch B, the mean
µB and variance σB2 are computed, and the parameters γ and β are learned from data. Thus,
any layer that previously received x, now receives BNγ, β (x). The statistics, µB and σB2 , are
calculated with moving averages, resulting in E[x] and V ar[x], respectively. V ar[x] is the
unbiased variance estimate, which is the expectation over training mini-batches (EB [ · ]) of
size M and σB2 are their sample variances, as shown in Equation (2.5).
In the inference stage, the mean E[x] and variance V ar[x] are used as fixed values.
Therefore, the normalization is simply a linear transform applied to each layer input x. This
transform is defined in Equation (2.6), where ϵ is a small constant.
V ar[x] =

M
EB [σB2 ]
M −1

(2.5)
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Algorithm 2.2 Batch normalizing transform, applied to an input signal x (in NN layer) over
a mini-batch B of size M
Input:
Values of x over a mini-batch B of size M : B = {x1 , x2 , ..., xM }
Parameters to be learned: γ, β
Output:
Normalized values {yi = BNγ, β (xi )}
PM
i=1 xi
1 PM

1:
2:
3:

Mean per mini-batch: µB ← M1
Variance per mini-batch: σB2 ←
xi −µB
Normalization: x̂i ← √
2

4:

Scale and shift: yi ← γ x̂i + β ≡ BNγ, β (xi )

M

i=1

(xi − µB )2

σB +ϵ

γ
γ E[x]
y=q
x + (β − q
)
V ar[x] + ϵ
V ar[x] + ϵ

2.3.3

(2.6)

Transfer Learning

Modern DNNs, such as CNNs, trained on natural images learn first-layer features (i.e. the
CNN weights) which resemble Gabor filters or color blobs [71][150]. These features seem
to occur regardless of the exact cost function and natural image dataset. Those features
computed by the last layer of a trained DNN strongly depend on the chosen dataset and
task. Therefore, features in the first layer are called general. They transition progressively
to specific features, as they are computed towards the last layer. Figure 2.12 presents a
visualization of the learned features in the 1st and 2nd layers of two CNN models studied
in [150].
If the features within a DNN are (up to some extent) general, they can be used for
Transfer Learning (TL). In TL a base NN is trained on a base dataset and task, thereafter,
the learned features are transferred to a second target NN to be trained on a target dataset
and task [147]. When the target dataset is significantly smaller than the base dataset, TL
will allow the training of a DNN without overfitting, as collectively suggested by different
studies [147][150][100][26][125].
The usual TL approach is training the base NN and then copy its first n layers to the first
n layers of a target NN. The remaining layers of the target NN are then randomly initialized.
At this point, all the parameters of the target NN can be optimized for the new task. This
process is known as fine-tuning. On the other hand, the transferred feature layers can be left
frozen, that is, they do not change during training on the new task [147].
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The fine-tuning process of the first n layers of the target NN depends on the size of the
dataset and the number of parameters in these layers [147]. If the target dataset is small and
the number of parameters is large, fine-tuning may result in overfitting. In such case, the
parameters of the transferred layers are left frozen. In contrast, if the target dataset is large or
the number of parameters is small, overfitting is less likely to occur. Then, the base features
can be fine-tuned to the new task to improve performance.

Figure 2.12. Visualization of learned features in the layers of CNNs applied to image
recognition. This illustration is from a study presented in [150]. It compares the learned
features in a proposed 8-layer CNN vs those from the CNN model described in [71]. (a) 1st
layer features from [71], with stride 4 and filter size 11 × 11. (b) 1st layer features in the
proposed 8-layer CNN model, with stride 2 and filter size 7 × 7. By contrasting the features
shown in (a) and (b), it is observed that, the smaller stride (2 vs 4) and filter size (7 × 7 vs
11 × 11) results in more distinctive features (i.e. lines and color blobs) and fewer “dead”
features (shown in gray solid color). (c) Visualizations of 2nd layer features from [71]. (d)
Visualizations of the 2nd layer features in the 8-layer CNN. These are cleaner compared to
the features shown in (c).

2.4

Discussion

This chapter has highlighted the main Deep Neural Network (DNN) architectures investigated
in this dissertation, designed in Supervised (SL) and Unsupervised Learning (UL) settings.
Moreover, the optimization procedure and regularization techniques have been discussed.
These DNN architectures and techniques, as well as the motivation behind their use, are
briefly described below.
In the context of SL, a model is investigated consisting of a Convolutional Neural Network
(CNN) connected in series with a Long-Short Term Memory (LSTM) network. This approach
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is motivated by the spatiotemporal structure of video sequences and the availability of data
in the investigated applications (force estimation and tracking of surgical instruments). The
CNN model address the modeling of the spatial information found in video sequences, while
the LSTM network is focused on the modeling of temporal information.
In the proposed model, consisting of CNNs and LSTM networks, Transfer Learning
(TL) techniques are investigated to extract a useful representation for each frame in a
video sequence. Such representation is learned automatically from data and it contrasts
with a traditional approach of designing a hand-crafted feature extractor, based on human
expertise. In particular, a pre-trained CNN in the ImageNet dataset is studied as feature
vector extractor (the VGG16 network). Pre-trained CNNs are commonly designed for
image classification tasks (i.e. to distinguish among 1000 object categories). However, the
investigated applications are mathematically formulated as regression problems. Therefore,
an important research goal is to evaluate the effectiveness of these pre-trained models as
feature extractors in regression tasks.
Given the success of Residual Neural Networks (ResNet) in different challenging computer vision tasks (such as image classification and localization), they are also studied as
models for feature vector extraction. ResNets are easier to optimize than plain CNNs. In
addition, ResNets can be designed with many layers compared to CNNs, therefore, the former
neural network has more representational capabilities in modeling complex data (i.e. images)
than the latter. Based on these facts, a neural network with residual layers is designed with
fewer parameters than a pre-trained CNN (the VGG16 model). Using fewer parameters in a
neural network, results in faster training and real-time processing (at test time).
In a realistic scenario, most data in the investigated applications are unlabeled (i.e. video
sequences), and usually few data are annotated (i.e. video sequences provided with sensor
measurements). Motivated by this fact, both UL and SL techniques are used, resulting in a
model designed in a Semi-Supervised Learning (SSL) setting and optimized in two stages:
First in an UL stage and subsequently in a SL stage.
First, in the UL stage, a Convolutional Auto-Encoder (CAE) is designed in a Generative
Adversarial Network (GAN) framework. This model is investigated for feature vector
extraction with the goal of learning a useful representation of unlabeled data (i.e. video
sequences). The CAE compress the input data into a latent space using an encoder network.
Thereafter, from the latent space, data is reconstructed back in the output of the CAE by
a decoder network. The latent space describes the essential information needed to model
images (or each frame in a video sequence). Therefore, vectors computed in this space can be
interpreted as feature vectors. The main benefit of using a GAN framework is that it allows
the design of an adaptive loss function. Such function is defined by a neural network known
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as discriminator, which adjusts the parameters of the CAE, resulting in an improvement in the
quality of the reconstructed data, such as images. Intuitively, the discriminator network will
help the CAE in the modeling of sharp details found in images. On the other hand, smooth
image details are addressed by using a hand engineered loss function, for instance, the L1 or
L2 loss. Second, in the SL stage, few annotated data is used to train a model consisting of
the encoder network of the CAE, which is serially connected with an LSTM network. This
composition enforces a temporal constraint on the feature vectors (computed by the encoder
network).
The training of the DNNs is performed using mini-batches of data and advanced optimizers such as RMSProp and Adam. Furthermore, regularization techniques such as dropout
and Bath Normalization (BN) are applied to prevent overfitting.
Finally, various analyses are provided (i.e. loss function analysis, selection of best
hyper-parameters, etc.) revealing the best design choices and practices when addressing the
applications of force estimation and tracking of surgical instruments with DNNs. The force
estimation task is described in Chapters 4 and 5 and the tracking of surgical instruments is
introduced in Chapter 6.

Chapter 3
Deep Learning In Medicine
In this chapter, the main applications of Deep Learning (DL) in medicine are reviewed.
Special emphasis is given to applications related to the processing of images and video
sequences. Images and video sequences are easy to obtain, however, their interpretation is
challenging. In this context, DL is introduced as a tool that enables to cope with the complex
and high-dimensional nature of such data.
First, the landscape of DL in healthcare is briefly described. Secondly, applications in
the field of Medical Image Analysis (MIA) are discussed. The goal of MIA is to extract
useful information from 2D/3D image data in different modalities. For instance, optical
color images, X-Ray and Computed Tomography (CT) images or volumetric data from
Magnetic Resonance Imaging (MRI), among others. Subsequently, applications related
to the processing of video sequences in Minimally Invasive Surgery (MIS) are presented.
Finally, the concept of Vision-Based Sensor Substitution (VBSS) is introduced, which is the
focus of the present dissertation. In this context, two applications are highlighted related to
Robot-Assisted Minimally Invasive Surgery (RAMIS): (i) Sensorless Force Estimation (SFE)
and (ii) Tracking of Surgical Robotic Instruments.

3.1
3.1.1

Survey of Applications
Healthcare

A recent survey of DL applied in healthcare is presented in [91] emphasizing its opportunities
and challenges. In this work, traditional data mining and statistical learning approaches
are described as having limitations in the modeling of complex biomedical data, which is
high-dimensional and heterogeneous in nature. These traditional approaches consist of two
steps: (i) Feature engineering to obtain effective and robust features from raw data, and
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(ii) the development of a model (i.e. for classification) that processes these features. An
effective paradigm to deal with complex biomedical data is provided by the latest advances
in DL, which allow the design of end-to-end learning models. Specifically, the authors of
this survey review and discuss over 32 papers related to the applications of DL models to
clinical imaging, electronic health records, genomics and wearable device data. Furthermore,
they reported that the most common Deep Neural Network (DNN) architectures used in
healthcare are Convolutional Neural Networks (CNN), Recurrent Neural Networks (RNN),
Restricted Boltzmann Machines (RBM) and Auto-Encoders (AE). Notwithstanding, CNNs
are the dominant neural network architecture applied to perceptual tasks. Therefore, CNNs
are extensively used in MIA, as discussed in the next section (Section 3.1.2).

3.1.2

Medical Image Analysis

Regarding the application of DL models only in Medical Image Analysis (MIA), an extensive
survey is described in [82]. It summarizes over 300 contributions in different application areas
(i.e. neuro, retinal, pulmonary, digital pathology, breast, cardiac, abdominal, musculoskeletal)
and image modalities (i.e. color fundus photos, x-ray images, volumetric data from MRI,
etc.). Furthermore, it describes how DL is applied to address canonical tasks such as image
classification, object detection, segmentation and registration. This survey paper highlights
the following points:
• DL techniques have permeated the entire field of MIA.
• The CNN model is the most widely used neural network in MIA, although the RNN
model is gaining popularity.
• Transfer Learning (TL) is currently the standard approach in medical imaging applications.
Regarding TL, the use of CNNs (i.e. Inception-V3 [131][132]) pre-trained on natural
images (i.e. ImageNet dataset [120]), either used as off-the-shelf feature extractors or finetuned in medical data, is becoming a common practice. Specifically, the finetuning of
pre-trained CNNs have shown surprisingly strong results, overcoming the accuracy of human
experts in some tasks (i.e. skin cancer detection [28]).
Some MIA applications in which DL has achieved state of the art results, are shown in
Figure 3.1. This is an illustration from [82].
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Figure 3.1. Medical imaging applications based DL techniques (illustration from [82]): (a)
Mammographic mass classification [70], (b) segmentation of lesions in the brain [36], (c) leak
detection in airway tree segmentation [20], (d) diabetic retinopathy classification [138][48],
(e) prostate segmentation [148], (f) pulmonary nodules classification [124], (g) breast cancer
metastases detection in lymph nodes [83], (h) human expert performance in skin lesion
classification [28] and (i) state-of-the-art bone suppression in x-rays [144].

3.1.3

Robotic Assisted Minimally Invasive Surgery

The availability of video sequences in manual MIS and RAMIS, in conjunction with DL
techniques, has enabled the development of applications that address challenging computer
vision problems. In the research community, some applications that are continuously investigated are related to surgical workflow modeling, tool segmentation, depth estimation, sensor
substitution and vision based force sensing. These applications and some proposals are listed
below:
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• Surgical Workflow Modeling and Tool Detection in Laparoscopy. A CNN architecture, called EndoNet, designed for phase recognition and tool presence detection
tasks in laparoscopic video sequences is presented in [137]. This approach uses the
AlexNet [71] architecture as feature extractor, which is finetuned on a laparoscopic
video dataset collected and processed by the authors. For the tool presence detection
task, EndoNet outputs directly the probability for distinguishing among seven surgical
tools. In contrast, for the phase recognition task, the computed feature vectors from
the CNN model are fed into a one-vs-all multi-class Support Vector Machine (SVM).
This SVM classifies each feature vector (computed from each image) as belonging to
a particular phase (out of seven phases in total). To enforce the temporal constraint
of the surgical workflow, the output given by the SVM is processed by a two-level
Hierarchical Hidden Markov Model (HHMM).
• Tool Segmentation in Robotic Surgery. This task is addressed in [104]. They designed a DNN that maps raw images to segmentation maps based on residual learning.
Specifically, they used the pre-trained model ResNet-101 [54]. Dilated convolutions
are added to this model, a design feature that improves in 4 % the previously reported
state of the art presented in [33] in the task of binary tool segmentation (classification
between background and foreground pixels that compose the tool). In addition, this
task is extended to multi-class segmentation (segmenting out tool parts). The proposed
model was evaluated on the MICCAI Endoscopic Vision Challenge’s Robotic Instruments dataset [89], showing the benefits of deep Residual Neural Networks (ResNets)
in this application.
• Depth Estimation in Robotic Surgery. RAMIS systems, such as the Da Vinci Surgical platform, allows preoperative information to be incorporated into live procedures
using Augmented Reality (AR). A requisite for AR is Scene Depth Estimation (SDE).
SDE enables accurate registration between preoperative and intraoperative organ
models using 3D correspondences. This application is investigated in [145]. They
propose a self-supervision framework that consists of an AE that outputs a dense
disparity map from a single RGB image. The AE is trained using a Spatial Transformer Network [62][51] on stereo image pairs without ground-truth depths. Two
NN architectures are investigated for SDE: A basic depth estimation network derived
from [34] and [96] and a Siamese Neural Network (SNN) architecture. A SNN is a
class of neural network that contains two (or more) identical sub-networks [19]. These
sub-networks have the same configuration and share parameters. Moreover, parameter
updating is mirrored across all the sub-networks. Validation was conducted on stereo
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videos collected in robotic partial nephrectomy. The results show that the Siamese
network is superior to the basic depth estimation network. This unsupervised learning
approach has practical applications in RAMIS, since ground-truth depth information is
unavailable in most of the stereo video sequences.
• Sensor Substitution for Action Recognition. Sensor Substution (SS) for videobased action recognition is addressed in [119]. The authors of this work proposed an
approach based on a Convolutional Neural Network (CNN) and a Latent Convolutional
Skip Chain Conditional Random Field (LC-SC-CRF) model. A physical variable,
specifically the surgical tool-tip position, is estimated by the CNN from visual data
(monocular video sequences), with the goal of aiding action recognition. Subsequently,
the output from this CNN is processed in the temporal domain by the LC-SC-CRF
model. The final output is the recognized action at every time step. Specifically, this
model was investigated in the recognition of surgical gestures from video sequences
describing suturing, knot-tying and needle-passing tasks. The experiments were
validated on the public dataset JHU-ISI Gesture and Skill Assessment Working Set
(JIGSAWS) [32] [2].
• Vision-Based Force Sensing. Current RAMIS systems lack Force Feedback (FF) as a
feature. Recent advances in the computer vision and artificial intelligence communities
have led to the development of Vision-Based Force Sensing (VBFS) techniques. This
is a promising approach that has the potential to restore FF in RAMIS systems. In
VBFS, the interaction forces between the surgical instrument and soft-tissues, are
mainly estimated from video sequences. In RAMIS, video sequences are the main
source of information available, however, its interpretation is challenging. Notable
works related to VBFS are described in [37] and [115]. In [37] a method is developed
based on quasi-dense stereo correspondence to recover surface deformation from stereo
video sequences. Afterward, force is estimated from the surgical tool displacement
(which is extracted from the deformation data), using a 2nd order polynomial model.
In [115] a 3D lattice in a minimization framework is proposed for modeling the complex deformation of soft-tissues. Furthermore, a Long-Short Term Memory (LSTM)
network was designed to estimate force (in 3D space) by processing the information
provided by this lattice in addition to the surgical tool motion.
The two mentioned applications, SS for Action Recognition and VBFS, fall under the concept
of Vision-Based Sensor Substitution (VBSS), the main focus of the present work. VBSS
allows to recover data when sensors are not available for its deployment in a specific scenario
and the main (or the only available) source of information consists of video sequences. The
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general term used to describe VBFS techniques is Sensorless Force Estimation (SFE), since
force is estimated instead of measured directly using a sensor device (i.e. a 6D force/torque
sensor). These concepts are described in detail in Sections 3.2-3.5. First in Section 3.2,
the concept VBSS is introduced and formulated mathematically as a regression problem,
where the input data consists of video sequences and the output data is represented by a
set of continuous time-varying signals. Furthermore, a DNN designed with CNNs and
Long-Short Term Memory (LSTM) networks is justified as a suitable regression model for
VBSS. Subsequently, a literature review and basic terminology related to SFE in robotic
surgery is elaborated in Section 3.3. Analogously, the tracking of surgical instruments is
described in Section 3.4. Finally in Section 3.5, the literature review and concepts presented
in Sections 3.2-3.4 are discussed. This section concludes with a DNN architecture which is
investigated in Chapters 4, 5 and 6.

3.2

Vision Based Sensor Substitution

Embedding sensors in the instruments represents the most straightforward method for an
accurate measurement of a physical variable. For instance, position, velocity, pressure, force,
among others. Nonetheless, for some applications, this approach is easier to implement in
an experimental setup (i.e. in the laboratory) than in a real world scenario, as in minimally
invasive surgery. An alternative method, when sensor integration is not possible, is to rely on
a model that implements the concept of Vision Based Sensor Substitution (VBSS) [119] by
processing video sequences recorded by a camera (monocular or stereo). Therefore, VBSS
can be formally defined as: A method to recover data when sensors are not available for its
deployment in a specific scenario and the main (or the only available) source of information
consists of video sequences.
VBSS can be addressed by designing a DNN as a virtual sensor, with its parameters
learned from input and output data consisting of video sequences and ground-truth signals,
respectively. These output signals are continuous and time-varying and represent measurements of a physical variable such as position, velocity or force. Furthermore, these signals are
correlated with actions recorded in the input video sequences. For instance, in the application
of Vision-Based Force Sensing (VBFS) in robotic surgery, force data is correlated with the
soft-tissues’ deformation caused by the interaction of surgical tools. Both, the soft-tissues’
deformation and the tool motion are recorded in video sequences. After the learning process
is completed, the DNN can be deployed in the wild (where sensors and other instrumentation
are not available), with the objective to estimate the desired physical variables from video
sequences.
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Applying DNNs as models for VBSS allows learning complex tasks from data, such as
Sensorless Force Estimation (SFE) and tracking of surgical robotic instruments. In the task
of SFE, the objective is to estimate a 6D vector of resultant forces and torques in 3D space
(experienced by the surgical tool) from video sequences and information provided by the
slave robot manipulator. For instance, the surgical instrument position and orientation (in
3D space) as well as its grasping status (i.e. opened/closed grasper). The estimated forces
(i.e. fˆx , fˆy , fˆz ) will provide information about the “resistance” of moving the tool along a
specific direction (i.e. along the z-axis aligned with the instrument shaft). The estimated
torques (i.e. τ̂x , τ̂y , τ̂z ), which are dependent on the instrument length (i.e. torque ≈ interaction force × instrument length), will show the tendency of the tool to rotate around an axis
(i.e. a rotation along the z-axis aligned with the instrument shaft) given that it is in contact
with a specific soft-body. In this work, the ground-truth force/torque data used to find the
model to estimate forces, is acquired through a 6D force/torque sensor device located at the
end-effector of a slave robot manipulator. For correctness on the measurements, the weight
and length of the surgical instrument was taken into account. The goal of the task of surgical
instruments tracking is to compute the tool-tip position (in 2D/3D space) only from video
sequences. This application can be used for surgical skill assessment, specifically, to evaluate
the skill level of surgeons and trainees when practicing tasks, such as suturing, knot-tying,
and needle-passing, given that only video sequences (describing the instruments motion)
are provided. This approach is motivated by the fact that the surgical instruments motion
is highly correlated with surgical tasks. Furthermore, such information can complement a
vision-based action recognition model, whenever the position of instruments is not available
from sensor devices [119]. This tracking operation can be augmented with the estimation of
the tool-tip velocity (in 3D space), providing additional tool motion information. However,
this requirement makes the tracking problem more challenging. For this task, the ground-truth
position and velocity data are provided by the robot manipulator kinematics.
The VBSS approach strongly relies on visual information, thus, a prerequisite for the
SFE task is that the interaction between surgical instruments and soft-tissues must be available in the video sequences [115][37][101]. Moreover, by providing tool data (i.e. tool
position, orientation, and grasping status), the uncertainty in the force estimates can be
reduced. For the tracking application, the surgical tool-tip motion must be visible in the
video sequences [119][121].

3.2.1

Vision Based Sensor Substitution as a Regression Problem

VBSS can be formulated mathematically as a regression problem. Therefore, the objective is
to find a model that performs a nonlinear mapping F( · ) from input video sequences Xtvideo
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to a vector Ybt of estimated (continuous and time-varying) signals at every time instant t.
Every video frame at time t, Xtvideo , is defined in ℜH×W ×C where H, W and C stand for
image height, width and channels, respectively. Ybt is defined in ℜN , where N stands for the
number of output variables to estimate. Designing F( · ) as a DNN in a Supervised Learning
(SL) setting, adds a set of parameters W to be learned from data. These mathematical
descriptions are expressed in Equation (3.1).
Ybt = F(Xtvideo ; W)

(3.1)

Various DNN architectures can be designed for representing F( · ) in Equation (3.1).
However, some intuition for designing the right architecture is provided by analyzing the
structure of the data to be processed. For instance, Xtvideo represents data with spatiotemporal
structure. Therefore, information is correlated spatially and temporally. On the other hand,
the output data Ybt only varies temporally. From Section 2.1.1 and 2.1.2, it was concluded
that CNNs and LSTM networks are used basically in tasks of image recognition and in the
processing of sequences of data, respectively. Images are only correlated in space. In contrast,
in sequences of data, correlations are only temporal. Thus, a suitable DNN architecture for
the implementation of F( · ) should be a combination of CNNs and LSTM networks. This
idea is supported in the next subsection (Section 3.2.2), which presents a brief literature
review of DNN models used in the processing of video sequences, emphasizing on regression
applications.

3.2.2

Deep Neural Networks: Processing of Video Data & Regression
Models

A regression model based on DNNs for processing video data should take into account its
spatiotemporal structure. In domains such as action recognition, this is essential. For instance,
a two stream CNN that processes RGB frames (spatial information) and a RGB representation
of the optical flow (temporal information) is presented in [127]. In contrast, a 3D CNN
designed with 3D filters (of size 3 × 3 × 3) was designed for learning spatiotemporal features
directly from RGB frames in [135]. The first model that integrates 3D CNN connected in
series with an LSTM network was proposed in [9]. However, this model was validated only
in a small dataset. More recently, different DNNs based on CNNs and LSTM networks have
been designed and evaluated in larger and more complex datasets for action recognition, as
described in [95] and [25].
DNNs have been applied to regression tasks in different domains. Human pose estimation
from images has been investigated in [108]. In this work, a CNN was trained to regress the
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human upper joints’ position using the standard L2 loss. A different approach is described
in [134], by integrating a cascade of multiple CNNs in a single model. This model predicts
an initial human pose from a full image and subsequently refines the prediction of the joints
position by using higher resolution sub-images. The same application has been addressed
in [12], with a robust function that avoids the influence of outliers during the training process.
Nevertheless, [108][134][12] only consider the processing of spatial information (i.e. images),
discarding the processing of temporal information. In contrast, the spatiotemporal structure
of video data was taken into account in [151] by using a recurrent convolutional neural
network. In this work, the authors address the problem of continuous shoulder pain intensity
estimation from video sequences of human face expressions. Likewise, due to the sequential
nature of video and audio data, [103] proposed a CNN connected in series with an LSTM
network to estimate sound from silent video sequences.
The applications described above suggest that a DNN composed of CNNs and LSTM
networks is a suitable model for VBSS, an approach that strongly relies on the processing of
video sequences. In particular, the regression model investigated in this dissertation consists
of a CNN serially connected with an LSTM network. This DNN architecture is inspired
in [103] (formulated in a regression framework), and the works described in [9] and [25]
(both developed in a classification framework).

3.3

Sensorless Force Estimation in Robotic Surgery

Traditional open surgery, characterized by long incisions, has been improved by Minimally
Invasive Surgery (MIS), which uses long instruments inserted into the body through small
incisions. An endoscopic camera provides visual feedback of the target scenario, and two or
more surgical instruments allow the surgeon to interact with tissues and organs. MIS has been
extended and enhanced in capabilities by robotic teleoperated systems with a master-slave
configuration, resulting in a new technique known as Robotic Assisted Minimally Invasive
Surgery (RAMIS) [105][40].
RAMIS provides surgeons with augmented capabilities, such as fine and dexterous
movements, proper hand-eye coordination, hand tremor suppression and a better visualization
of the surgical scenario [40]. Nonetheless, the integration of Force Feedback (FF) as a feature
in these systems still remains an open problem [86][11]. FF has proven to be beneficial in
RAMIS since it is associated with the control of interaction forces and thus, its use can result
in less intraoperative tissue damage produced by excessive forces. FF also helps to improve
the proper execution of surgical tasks, such as grasping or suturing, in which the application
of excessive or insufficient forces can produce damage or malfunctions [4]. Furthermore, FF
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can provide information of tissue stiffness and shape. Therefore, by perceiving differences in
tissue stiffness during palpation tasks, FF information can help to detect abnormalities, such
as tumors or calcified arteries [99].
The main difficulty in providing RAMIS systems with FF relies on measuring interaction
forces between surgical instruments and tissues, a problem that can be addressed by two
approaches: (i) Direct Force Sensing (DFS) and (ii) Indirect Force Sensing (IFS). In DFS,
the measurement of forces is carried out with a sensor located at, or close to, the point of
interaction between tool and tissue. Although DFS represents the most intuitive solution,
many constraints and difficulties complicate force sensor design due to various aspects of the
surgical environment, such as biocompatibility, sterilization, miniaturization, and cost [98].
The need of miniaturization has been addressed in different works such as [79], where a
laparoscopic instrument with force sensing capability is described. However, its clinical
validation has not been proven yet, since it was only tested in an open platform for surgical
robotics research, called Raven-II [52]. In contrast, in IFS any electronic device is removed
from the instrument in contact with the patient. Therefore, the interaction forces have to
be estimated from the available sources of information, which may result in inaccurate
measures. Due to the aforesaid reasons, IFS represents a potential solution for the practical
implementation of force perception systems in RAMIS.
IFS is formally referred as Sensorless Force Estimation (SFE) and can be implemented
through the following two different approaches: Control-based and vision-based approaches.
In the control-based approach, interaction forces are estimated based on observers and models
of the surgical tool, and by processing available information from the motor units, such as
angular position/velocity, current consumption, and torque. In this regard, some relevant
works focus on estimating the surgical instrument grasping force, as described in [146] and
[80]. In contrast, the vision-based approach consists in estimating forces, mainly from video
sequences (monocular or stereo) and from surgical tool data, such as tool position, orientation
and grasper status.
Regardless the selected force sensing approach, some design requirements should be
considered such as the range, resolution, bandwidth, and accuracy of the measured (or
estimated) forces. In the context of laparoscopic surgery, there is a consensus that interaction
forces between surgical instruments and soft-tissues lie in the range from 0 to 10 N, while
torques in the range from 0 to 0.1 Nm [110]. The force sensing measurements should
be provided with at least with 10 bits of resolution [123]. Regarding the bandwidth, the
human sensitivity to forces and vibrations ranges from static contacts to up to over 1 KHz,
with a peak sensitivity around 250 Hz. Most of the expected forces while manipulating
soft-tissue will be static or at low frequencies. However, a faster response is needed to
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allow interactions between the surgical instruments and hard materials, for instance, bone
and needles. Therefore, ideal force sensors should be able to operate in the range 0-1 KHz,
emphasizing static forces and those developed at low frequencies (∼250 Hz), [123]. Finally,
the force sensing accuracy, usually measured with the root mean squared error, is reported to
fall below 0.1 N, both in prototyped sensors [66] and in those developed under a vision-based
approach [115].
In the next section, SFE techniques developed under a vision-based approach will be
discussed in detail, and the concept of Vision Based Force Sensing (VBFS) will be introduced.

3.3.1

Related Works

The concept of Vision Based Force Sensing (VBFS) relies on a simple observation, that is,
soft-bodies made of biological (i.e. tissue) or artificial (i.e. silicone) materials deform under
an applied load. Therefore, if visual feedback is available to observe object deformations,
this information can be used to estimate the force applied to a tissue [46]. VBFS methods are
developed to estimate forces in 2D or 3D scenarios. In the first case, a force applied to a soft
body results in a deformed contour, while in the second case, it produces a deformed surface.
3.3.1.1

Vision Based Force Sensing in 2D Scenarios

Early works related to the concept of VBFS have been developed for 2D scenarios [141][46].
In the realm of Micro Electromechanical Systems (MEMS), where the majority of devices
have linear elastic properties, [141] proposed to measure forces applied to objects by taking
into account the properties of their materials, as well as the geometry and deformation extracted from visual information (images). In [46] this application is extended to materials that
exhibit non-linear mechanical behaviors. The authors use a deformable template matching
algorithm to describe the object’s contour deformation in conjunction with a Feed-forward
Neural Network (FNN) that models the object’s mechanical properties. In the context of
micromanipulation of cells with a spherical shape, [64] developed a method to estimate
force during microinjection of zebrafish embryos. This method relies on active contours
and conic fitting algorithms to model the cell’s contour deformation and a FNN that learns
the non-linear relationship between deformation and force. Other applications related to
RAMIS were addressed in [92], which describes a method to calculate interaction forces in
laparoscopic surgery. It is based on a 2D Finite Element Model (FEM) of a porcine liver,
on soft-computing techniques namely Adaptive Co-Evolutionary Fuzzy Inference System
(ACFIS) and on an Adaptive Neural Fuzzy Inference System (ANFIS). However, this method
was only evaluated on a computational simulation.
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Table 3.1. Works related to 3D VBFS developed for RAMIS scenarios.
Deformation
Recovery Method

Non-Linear
Model

Material
Tested

Reference

Tracking Nodal
Displacements
Surface
Reconstruction
from Depth Map

Finite Element
Model (FEM)
Spring-Damper
Mesh

Rubber
Membrane
Artificial
Brain

[65]

3D Lattice in a
Minimization
Framework

Virtual
Template
Quasi-Dense Stereo
Correspondence
3.3.1.2

Recurrent Neural
Network (RNN)
Adaptive Neural Fuzzy
Inference System with
Voting (V-ANFIS)
RNN with Local and
Global Delays
Long-Short Term
Memory (LSTM)
Network
Biomechanical
Model
Polynomial Model
(2nd Order)

[67]

[8]
[6]
Artificial
Heart
[5]
[7]
[115]
Lamb
Liver
Artificial
Brain

[97]
[37]

Vision Based Force Sensing in 3D Scenarios

The estimation of interaction forces between tools and tissues in RAMIS becomes more
realistic when tissue deformation is processed by taking into account depth information
(3D). Works related to SFE developed for RAMIS in the context of 3D scenarios are shown
in Table 3.1, highlighting the deformation recovery method, the non-linear model used to
process deformation to render force, as well as the material tested.
From the literature review presented in Table 3.1, the following can be concluded:
• Most of the existing methods recover tissue deformation using a stereo vision system
([65]-[115] and [37]). They rely on a deformation model which is created based on 3D
geometries such as a mesh or lattice (i.e. [115]), or by tracking points in space ([65]).
• Monocular force estimation was only addressed in [97]. Nonetheless, this method
relies on feature detection and matching algorithms that are not robust to specularities
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produced by reflection of light on the tissue surface. Therefore, feature points had
to be detected and matched manually during the reported experiments. Furthermore,
the force was estimated only for the loading cycle (when the tool is incrementally
deforming the tissue, before reaching the peak force), and for one component (Fz ).
• Palpation of the organ of interest by pressing the end of the endoscopic tools against
the tissue is a common practice in MIS [65]. This surgical task which is referred to as
pushing tissue has been studied in all the reported methods due to its simplicity. Other
surgical tasks that result in complex interactions, such as pulling or grasping tissue,
have not been addressed yet.
• Due to the complexity of data acquisition (i.e. recording of video sequences, tool
data and force sensing) in a real surgical scenario, most methods are implemented
and validated on experimental platforms using organs made of artificial tissues (i.e.
silicone). Only [97] describes experiments on a real lamb liver.
• Various Recurrent Neural Network (RNN) architectures have been studied in [8]-[115],
performing a mapping from deformation and tool data to interaction force. In them,
tissue deformation is modeled by a 3D lattice that results from the minimization of
an energy functional. However, only [7] and [115] describe the use of a deep neural
network, specifically an LSTM network [57], which provides better results by allowing
the processing of long sequences of data.
• Convolutional Neural Networks (CNN), which excel in tasks related to processing
spatial information present in images or video sequences, such as image classification [71], have not been explored in the processing of visual information available
from RAMIS systems.
3.3.1.3

Deep Neural Networks Applied to Sensorless Force Estimation

The literature review and conclusions presented in this section show that although RAMIS
systems provide video sequences, they have not been totally exploited along with deep
learning techniques for SFE. CNNs together with LSTM networks constitute a robust method
that can help in modeling the spatial and temporal components present in videos. In particular,
the limitations described in [97] related to the processing of specularities and non-linear
mechanical properties of tissues can be avoided. Since the tissues characteristics can be
learned from data, hand-crafted feature extraction and complex mathematical modeling are
not needed anymore.
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Deep Learning vs Standard Approaches

Standard identification and estimation techniques applied to the problem of interaction force
estimation, although more suitable for real-time scenarios, usually rely on a mathematical
model that describes the robot manipulator and/or motorized surgical instrument. Although
the structure of such model is theoretically known (i.e. dynamic robot manipulator equation),
in practice its parameters are difficult to estimate or measure (i.e. joints friction). In contrast,
in the vision-based approach using deep learning techniques, the main requirement is the
availability of three types of data: (i) Monocular/stereo video sequences describing tool-tissue
interactions, (ii) data outlining the motion (i.e. tool position and orientation in 3D space)
and state (i.e. opened or closed grasper) of surgical instruments, and (iii) the corresponding
ground-truth forces and torques (i.e. a 6D resultant force vector measured with a force sensor
device).
Vision-based force sensing implemented with deep neural networks can be more appropriate to estimate interaction forces and torques as a single 6D resultant vector. Nonetheless,
it can be more challenging to estimate the grasping force using this approach, due to the
difficulty in observing the volume and geometry of soft-tissue being grasped on each video
frame. In such particular case, standard techniques (i.e. using the mathematical model for
the surgical instrument) could be more appropriate. In this dissertation, the estimation of the
grasping force is not studied.
There exist vision-based approaches which do not rely on neural networks to address
the task of force estimation. However, they could be limited in the capability for modeling complex data such as video sequences. In this regard, monocular force estimation is
addressed in [97] using a real lamb liver as experimental material. The authors proposed
a virtual template to model soft-tissue surface deformation. However, it is assumed that
the soft-tissue surface behaves as a smooth function with local deformation (which is an
oversimplification). The relationship between force and penetration depth caused by the
surgical tool was modeled based on a stress-strain bio-mechanical model. Vision-based
force sensing applied to neurosurgery was investigated in [67] and [37]. In [67], soft-tissue
surface deformation is computed using a depth map extracted from stereo-endoscopic images.
Then, a surface mesh based model with spring-damper systems processes this information
to render force as output. A disadvantage of this approach is that it relies on the accuracy
of the method used to compute the depth map as well as the quality of the surface mesh. In
contrast, the authors in [37] developed a method based on quasi-dense stereo correspondence
to recover surface deformation from stereo video sequences. Afterward, force is estimated
from the surgical tool displacement (which is extracted from the deformation data), using a
2nd order polynomial model. Since this method relies on stereo correspondences, it could
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have difficulties in processing stereo sequences describing soft-bodies with a lack of surface
texture. The deep learning approach has the potential to circumvent the aforesaid difficulties
by learning automatically the best representation of raw data that could lead to better force
estimates.
Methods that process temporal series such as an Autoregressive Moving Average with
Exogenous Inputs (ARMAX) model, could also be used to estimate forces. However, this
method is unable to cope with the high-dimensionality of data such as video sequences,
where deep neural networks shine. It can only process tool data (i.e. position and grasping
status at each instant time) taking into account past information.
In Chapter 4, Section 4.2, a deep learning approach, specifically a proposed Recurrent
Convolutional Neural Network (RCNN) architecture, is contrasted (quantitatively) with an
ARMAX model in the force estimation task. This comparison reveals the advantage of
using a deep neural network model that processes both, video sequences and tool data, vs a
non-neural network model that only takes into account tool data.

3.4

Tracking of Surgical Robotic Instruments from Video
Sequences

Tracking of surgical robotic instruments from video sequences can have a potential impact
in other applications. For instance, in the modeling of gestures and in skills assessment. In
RAMIS, instruments mounted at the end-effector of slave robot manipulators are teleoperated
from a master console by a surgeon or trainee. The motion of the tool-tip is highly correlated
with surgical gestures (i.e. suturing). Therefore, an important step to perform surgical gesture
classification strictly under a vision-based approach relies on the detection and localization of
the instruments from video sequences [121]. Subsequently, an action recognition model can
take advantage of this information to automatically classify surgical gestures (i.e. suturing,
knot-tying and needle-passing) from video data, as described in [119].
As described in Section 3.2.2, DNNs have been applied to regression tasks in different
domains. Nonetheless, addressing the tracking of the tool-tip from video sequences using
this approach is a recent development. Therefore, there are few notable works reported in
the scientific literature. In this regard, [119] introduces a CNN architecture for learning
surgical instruments’ position in 3D space from monocular video sequences. The estimated
position values are subsequently used to feed an action recognition model based on a
Latent Convolutional Skip Chain Conditional Random Field (LC-SC-CRF). Recently, [121]
addressed the detection and localization of instruments with a Region Proposal Network
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(RPN). This neural network operates based on a multi-modal framework, using two separate
CNN streams for processing raw and optical flow video frames (both represented in RGB
color space). Furthermore, the authors in [121] pointed out that a DNN approach is superior
to the conventional hand-crafted feature based approaches in terms of precision and realtime requirements. However, the models described in [119] and [121], do not address the
estimation of the tool-tip velocity in 3D space for each tool. Moreover, the LSTM network is
not considered in the regression model design.

3.5

Discussion

From the concepts and literature review introduced in Sections 3.2-3.4, the following can be
concluded:
• Vision Based Sensor Substitution (VBSS) can be mathematically defined as a regression problem. Thus, it can be addressed by using a Deep Neural Network (DNN) as a
regression model.
• Mathematically, Sensorless Force Estimation (SFE) and tracking of surgical instruments in robotic surgery represent equivalent regression problems. For instance, video
sequences are mapped to continuous time-varying signals using a non-linear function
(i.e. a DNN).
• Convolutional Neural Networks (CNN) and Long-Short Term Memory (LSTM) networks represent the building blocks for designing a DNN architecture that processes
video sequences. Therefore, this model is suitable for VBSS applications, specifically,
SFE and tracking of surgical instruments.
The present dissertation is focused on the design of DNN models that consist of a CNN
serially connected with an LSTM network. The CNN is used for extracting feature vectors
from every frame in a video sequence. The LSTM network models these feature vectors
along the temporal dimension. This model is investigated in the task of SFE in robotic
surgery. Subsequently, it is extended to the tracking of surgical instruments from monocular
video sequences.
First, in Chapter 4, the method described in [8] based on a shallow model is presented.
This method relies on a 3D lattice to recover soft-tissue deformation. Subsequently, a
recurrent neural network processes the temporal information provided by this lattice in
addition to the surgical tool motion to render the estimated force as output. This is the
first approach investigated to address SFE in robotic surgery in a Supervised Learning
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(SL) setting. Afterwards, a DNN consisting of a CNN serially connected with an LSTM
network is investigated in a SL setting for the same application. In this model, the VGG16
network [128] is used as a feature extractor. In Chapter 5, this DNN model is extended to
a Semi-Supervised Learning (SSL) approach using an adversarial framework. Finally, in
Chapter 6, a SL approach is presented for the estimation of surgical tool motion (tool-tip
position and velocity) from monocular video sequences using a DNN. In this work, the
VGG16 model and a designed neural network with residual layers [54] are investigated for
feature extraction. Thereafter, an LSTM network processes the extracted feature vectors over
a finite number of time steps.

Chapter 4
Vision Based Force Sensing: A
Supervised Learning Approach
In this chapter, two Vision Based Force Sensing (VBFS) approaches designed in a Supervised
Learning (SL) setting are introduced. First, in Section 4.1, a shallow model is described,
consisting of a 3D lattice and a Recurrent Neural Network (RNN). The 3D lattice models
soft-tissues’ deformation while the RNN models temporal information from this lattice in
addition to surgical tool motion. This model was designed to estimate interaction forces due
to pushing actions (i.e. pressing the surgical tool against soft-tissues). Nonetheless, due to
the shallow design of the 3D lattice and RNN, the temporal information is modeled over
few time steps. Therefore, this model is limited to render accurate force estimates related to
simple tasks (pushing actions), over short periods of time. These disadvantages are overcome
in Section 4.2, by introducing a deep model applied to the estimation of forces, specifically
a Recurrent Convolutional Neural Network (RCNN). It consists of a Convolutional Neural
Network (CNN) connected in series with a Long-Short Term Memory (LSTM) network. The
CNN extracts feature vectors from every frame in a video sequence. The LSTM network
processes these features over a finite number of time steps. Compared to the previous
proposal (shallow model), the RCNN models data over longer periods of time. Furthermore,
the RCNN is designed to estimate interaction forces that result from two basic surgical tasks,
pushing and pulling soft-tissues.

56

4.1

Vision Based Force Sensing: A Supervised Learning Approach

Shallow Model: 3D Lattice & Recurrent Neural Network

In this section, a Recurrent Neural Network (RNN) approach is presented for Vision Based
Force Sensing (VBFS) in Robot Assisted Minimally Invasive Surgery (RAMIS). In this
approach, a shallow model is designed in a Supervised Learning (SL) setting. This model is
detailed in [8] and consists of a 3D lattice and a Recurrent Neural Network (RNN). The 3D
lattice is designed in an energy minimization framework. Its goal is to recover the deformation
of soft-tissues in 3D space (i.e. deformed surface) from stereo video sequences, which show
the interaction between a surgical instrument and (artificial) soft-tissues. Thereafter, a RNN
processes the information from this lattice in addition to the surgical tool motion (tool-tip
position), at every time instant. This approach is the first investigated by the author of this
dissertation for the application of VBFS in RAMIS, and the basis for further developments.
The mathematical framework that describes the design and optimization of the 3D lattice
is out of the scope of the present work. The reader is encouraged to look at [8] and subsequent
notable works such as [7] and [115] for a complete mathematical description of the 3D lattice
model. The author of this dissertation has contributed in [8] with the design of the RNN
architecture. Therefore, the rest of this section describes the 3D lattice conceptually and
emphasizes the design and optimization of the RNN model.

4.1.1

Methods

The proposed solution to estimate interaction forces is depicted in Figure 4.1 and consists
of two modules: A vision based (shown in blue color in Figure 4.1) and force estimation
(shown in green color in Figure 4.1) modules. Roughly speaking, the vision based module
allows retrieving the deformation (in 3D space) produced by the force applied by the surgical
instrument. A 3D lattice model is at the core of this module. On the other hand, the force
estimation module creates the relationship between the available information in order to
calculate a force vector. Specifically, a RNN is designed in a SL setting to process the
surgical tool-tip position (provided by the robot manipulator kinematics) and lattice points
displacements (computed from the 3d lattice model) to estimate force at every time instant t.
4.1.1.1

Dataset

A small dataset was created to validate the experiments. For this purpose, an experimental
platform was used where a slave robot manipulator (Stäubli RX60B) with an attached
surgical tool interacts with a static heart made of artificial soft-tissue (ECOFLEX 00-30).
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Figure 4.1. Proposed approach for VBFS in RAMIS. It consists of a vision based (in blue
color) and force estimation (in green color) modules. The first module retrieves the softtissues’ deformation in 3D space using a lattice of points. The second module processes
the available information (robot manipulator kinematics and lattice points displacements) to
estimate force.
This platform is depicted in Figure 4.2. The dataset consists of 16890 frames acquired from
stereo video sequences (with a duration of 563 seconds) recorded with a pair of cameras
(IDS-UI-1220LE). For every pair of frames (at a time instant t) in a stereo video sequence, a 6dimensional vector of ground-truth forces and torques is available, provided by a force sensor
(ATI Gamma SI-32-2.5). The z-axis of this sensor was aligned with the surgical instrument
shaft. Moreover, during the data acquisition, the slave robot manipulator performed a series
of pushing actions (i.e. pressing the surgical tool against soft-tissues).
4.1.1.2

3D Lattice Model

With the aim of obtaining the changes produced on the soft-tissue surface in 3D space, a
stereo-pair image is used at each time instant t. Let IL : ΩIL → ℜ and IR : ΩIR → ℜ be the
left and right images, respectively. The lattice LL ∈ ΩIL is defined over the left image, while
the lattice LR ∈ ΩIR over the right image. The points in the 3D lattice L3D are obtained as
the projections of the corresponding points in LL and LR . These points, represented with P,
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Figure 4.2. Experimental platform.
result from the minimization of Equation (4.1).








d˜m (P) = min ED IL (dm (x; P)), IR (x) + ζ ER dm (x; P)
P



(4.1)

Equation (4.1) is formulated using the ℓ2 Regularized Optimization class. The result of the
minimization process is the disparity map d˜m (P), parametrized by the points P. IL and IR
are the rectified gray-scale images taken from a pair of cameras with a parallel configuration.
ED measures the discrepancy between the two images, whereas ER is a regularization term.
The balance between ED and ER is defined by ζ. The disparity map dm (x; P) is formulated
based on three degree B-splines. It takes a vector x ∈ ℜd as an argument and is parametrized
by the points P. After Equation (4.1) is optimized, the disparity provided by dm (x; P) is
used to compute the displacement of the lattice points P along the z-axis (depth) using
Equation (4.2). In this equation, f , b and d stand for the focal length, baseline and disparity,
respectively.
fb
z=
(4.2)
d
Figure 4.3 shows the deformation of the 3D lattice L3D over time, computed from a sequence
of stereo images. The lattice L3D is composed by 36 points. This number of points is enough
to provide a balance between efficiency and robustness. Furthermore, in Figure 4.3, the five
lattice points (P1-P5) processed by the RNN model are depicted.
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Figure 4.3. Deformation of the 3D lattice L3D (given in pixels) at different time steps (t=0,
..., 4), computed from a sequence of stereo images. The five lattice points, P 1-P 5, processed
by the RNN model are shown in the 3D lattice in the top-left corner. P 1 is the contact point
(in red color) and P 2-P 5 are the four neighboring points (in blue color).
4.1.1.3

Recurrent Neural Network Model

RNNs are a class of neural networks with feedback connections. These connections result in
a flow of information allowing RNNs to be used in time series prediction applications. After
training, interrelations between the current input and internal states are processed to produce
the output and relevant feedback information is represented as internal states.
RNNs have been used where there is complex relationship between input-output variables,
high noise in the input signals, and historical information needs to be taken into account.
For instance, in applications related to force estimation and visual tracking systems. In [58]
and [59] a RNN approach is proposed for the estimation of the dynamic forces in the lumbar
joint and the spine of a human body, respectively. Furthermore, a RNN model based on a
Nonlinear Autoregressive Network with Exogenous Inputs (NARX), is presented in [107] to
address the problem of tracking people.
The proposed RNN model is illustrated in Figure 4.4. It is designed with six inputs: The
tool contact position (P z) and the displacements of five lattice points (P 1-z, ..., P 5-z) in
the z-axis direction (which is aligned with the surgical instrument shaft). The tool contact
position is provided by the slave robot manipulator kinematics. The five lattice points used,
P i = (xi , yi , zi ) for i = 1, ..., 5, are shown in Figure 4.3, where P 1 is the contact point and
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P 2-P 5 are the four neighboring points. The lattice point P 1 coincides approximately with
the location of the tool contact position provided by the robot manipulator. As depicted in
Figure 4.4, the outputs from the RNN are the estimated force vector (F z) and the estimated
displacement of lattice points (P 1-z, ..., P 5-z) in the z-axis direction, computed at the next
time step. Moreover, the RNN model has four layers (an input, two-hidden and an output).
The hyperbolic tangent activation function, expressed in Equation (4.3), is used in input
and hidden layers. Since the RNN model is designed for a regression task, a simple linear
activation function shown in Equation (4.4), is applied in the output layer.
A1 (x) =

2
−1
1 + exp(−2 x)

(4.3)

A2 (x) = x

(4.4)

Figure 4.4. RNN architecture. It processes as input the tool contact position (P z) and five
lattice points displacements (P 1-z, ..., P 5-z) in z-axis direction. The output from this model
is the estimated interaction force (F z) and lattice points displacements (P 1-z, ..., P 5-z) in
z-axis direction, computed from data at previous time steps.

4.1.1.4

Recurrent Neural Network Optimization

The Levenberg-Marquardt (LM) algorithm [50][49] is used to optimize the proposed RNN
model. The key step in the LM algorithm is the computation of the Jacobian matrix. This
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method assumes that the model performance is measured with a loss function expressed as
the mean or sum of squared errors. Moreover, the LM algorithm was designed to approach
second-order training speed without having to compute the Hessian matrix, H. This matrix
is approximated by Equation (4.5), where J is the Jacobian matrix, I is the identity matrix
and µ is a non-negative value. Using Equation (4.5), the parameters w of a neural network
are updated with Equation (4.6), being e the error vector computed between the estimated
(from the neural network) and ground-truth data.
H ≈ JT J + µ I

(4.5)

w := w − ∆w; ∆w = (J T J + µ I)−1 J T e

(4.6)

In Equation (4.6), as µ is increased it approaches the Gradient Descent (GD) algorithm
with a small learning rate. In contrast, as µ is decreased to zero the algorithm becomes the
Gauss-Newton method, which is faster and more accurate near an error minimum than the
GD algorithm. Therefore, during the optimization process, Equation (4.6) is shifted towards
the Gauss-Newton method as quickly as possible.
During the experiments, the RNN model is optimized with the Mean Squared Error
(MSE) as loss function. This loss is computed with Equation (4.7) using M samples in the
training set. In this equation, Y and Yb are the ground-truth and estimated data, respectively.
M
1 X
L(Y, Yb ) =
(Y (i) − Yb (i) )2
M i=1

4.1.2

(4.7)

Experiments & Results

The RNN model was implemented in MATLAB. This neural network was trained with
the LM algorithm using the loss function in Equation (4.7) and the dataset described in
Section 4.1.1.1. The results of the experiments are shown in Figures 4.5-4.8.
During the RNN optimization, the evolution of the gradient ∆w and the scalar µ in
Equation (4.6), were monitored as illustrated in Figure 4.5. Moreover, Figure 4.6 depicts the
MSE calculated at every epoch in the training, test and validation sets. In this illustration,
the MSE is lower for the training set (as expected) than for the test and validation sets.
Nonetheless, the small gap observed in the last epoch represents a model not affected by
overfitting. The results provided in Figures 4.5 and 4.6, suggest a good convergence of the
RNN optimization process.
The estimated displacement (at the contact point) and force that results from the interaction between the surgical tool and soft-tissues are depicted in Figure 4.7. In this illustration,
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the displacement and force are computed in the z-axis direction (aligned with the surgical tool
shaft). Additionally, Figure 4.8 shows the estimated displacement of the four neighboring
points (P 2-P 5) to the contact point (P 1) in the z-axis direction. In this figure, the plots are
identical due to the symmetry provided by the 3D lattice model.

Figure 4.5. Evolution of the gradient ∆w and the scalar µ in Equation (4.6), computed
during the RNN optimization.

Figure 4.6. Mean Squared Error (MSE) obtained at each epoch in the training, test and
validation sets.
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Figure 4.7. Estimated displacement and force at the contact point (P1) in the z-axis direction
(aligned with the surgical instrument shaft).

Figure 4.8. Retrieved z-coordinate of four neighboring points (P2-P5) to the contact point
(P1).
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Conclusions & Discussion

In this section, a model based on neural networks consisting of a 3D lattice and a Recurrent
Neural Network (RNN) has been designed in a Supervised Learning (SL) setting, being
the target application Vision-Based Force Sensing (VBFS) in robotic-assisted surgery. The
results provided by this approach show that force can be estimated from visual information
(video sequences), relying on a model that recovers soft-tissues’ deformation in 3D space
(3D lattice) and handles temporal information (RNN). Nonetheless, this approach has the
limitation that force is only estimated for pushing actions (i.e. pressing the surgical tool
against soft-tissues). Therefore, the force is estimated in the z-direction (fz ), along the
surgical instrument shaft. Furthermore, long sequences of data cannot be modeled due to the
shallow design of the proposed RNN. This work led to further improvements, as described
in [7] and [115]. In these works, the RNN is designed based on the Long-Short Term Memory
(LSTM) network architecture, giving the force estimation model the capability of processing
temporal information over longer periods of time. Moreover, force is estimated for three (fx ,
fy and fz ) instead of a single (fz ) component. Nonetheless, the proposal described in this
section represents the core architecture for the development of [7] and [115].
If properly designed, the model presented in this section could address the estimation
of interaction forces associated with other tasks, such as pulling tissue (which requires a
grasping operation). However, it could be challenging for the 3D lattice to model this task
since the complex deformations of soft-tissues are described by a surface. Specifically,
this surface could be insufficient to model all the geometrical changes that result from the
manipulation of tissue, including the grasping operation. A deep learning approach is more
appealing due to the possibility of automatically learning the complex interactions between
tools and soft-tissues from high-dimensional data such as video sequences. Therefore, it
could be extended more easily to different surgical tasks.
The motivation for pursuing a force estimation model with an LSTM network is two-fold.
Apart from allowing the modeling of sequential data extended over long periods of time,
they ease the flow of gradients needed to update the network parameters during training.
These advantages are due to the capability of the LSTM networks to hold a state (also known
as cell memory) that interacts with a series of non-linear gates (input, forget and output
gates), which regulate the flow of information. These design features address the problem of
vanishing/exploding gradients during training, usually found in standard RNN architectures.
Several LSTM network variants exist, therefore, an in-depth study is needed to select or
design the best architecture for the application of force estimation.
The recovery of soft-tissues deformation is one of the key ingredients to estimate forces
under a vision-based approach. This is the main motivation behind the use of a 3D lattice for
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soft-tissues’ deformation recovery from a stereo sequence of images. Moreover, it represents
the first attempt to address the problem of force estimation in 3D space, at the time the
research was done. However, an interesting landscape of research is provided by deep
learning techniques. Specifically, deep neural networks have shown highlights in processing
complex and high-dimensional data, such as images and video sequences. A key feature of
these models is that they allow finding automatically, a feature vector representation from
raw data. Thus, a neural network applied in the force estimation task would find the best
representation that describes the complex relationship between input video sequences (i.e.
describing soft-tissues deformation) and tool data, and output force. In most traditional
approaches, such representation is hand-crafted, based on human expertise.
In the next section, a Recurrent Convolutional Neural Network (RCNN) model is presented to address VBFS in robotic-assisted surgery. This model contrasts with the shallow
architecture described above (composed of a 3D lattice and RNNs) in different ways. First,
Deep Neural Networks (DNN) are used for the definition of the RCNN model. Specifically,
Convolutional Neural Networks (CNN) and Long-Short Term Memory (LSTM) networks.
Second, the spatial information present in video sequences is processed by the CNN, which
outputs a compact vector representation for each video frame. This representation, known
as feature vector, is learned from data. Moreover, Transfer Learning (TL) is exploited as a
technique to extract feature vectors from video sequences using a pre-trained CNN model (i.e.
the VGG16 network). This approach differs from the one used in the shallow architecture,
where the 3D lattice process (stereo) video sequences and outputs a set of points in 3D space
(that describe the soft tissues’ deformation). Third, in the RCNN approach, feature vectors
are modeled over the temporal dimension by the LSTM network, by considering many time
steps (i.e. 64 time steps). The LSTM network performs a mapping from feature vectors
to force. In the shallow architecture, the points computed by the 3D lattice are temporally
modeled by the RNN, by considering only the information of the preceding time step. The
RNN maps lattice points to force. Finally, using the RCNN model, forces are estimated for
tasks related to both, pushing and pulling tissues. In the shallow architecture, only the task of
pushing tissue was addressed.
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Deep Model: Recurrent Convolutional Neural Network

In this section, a Sensorless Force Estimation (SFE) method based on Convolutional Neural
Networks (CNN) and Long-Short Term Memory (LSTM) networks is described. This
architecture, referred to as Recurrent Convolutional Neural Network (RCNN), is designed
to overcome the limitations of the shallow model described in Section 4.1. The aim of the
RCNN is to process both, spatiotemporal information present in video sequences and the
temporal structure of tool data, specifically the surgical tool-tip trajectory and its grasping
status. This research work focuses on two surgical task scenarios, referred to as pushing
and pulling tissue. For these two scenarios, the effect of the type of inputs in the estimation
of tool-tissue interaction force is studied. The types of inputs are tool data, video frames
and a combination of both. The results suggest that the forces of interaction between the
soft-tissues and the surgical tool can be estimated with better accuracy when both, tool data
and video frames are considered. In addition, this study shows that modeling a task of pulling
is more challenging than the simplest pushing actions.

4.2.1

Recurrent Convolutional Neural Network Approach

In the present work, a Recurrent Convolutional Neural Network (RCNN) architecture, based
on CNN and LSTM networks, is proposed for SFE in RAMIS. Its objective is the computation
of a time-varying 6D vector of forces and torques in the 3D space, by processing monocular
video sequences and tool data. The mentioned architecture is optimized with a loss function
designed with the Root Mean Squared Error (RMSE) and Gradient Different Loss (GDL). The
RCNN is trained in two stages, starting with the CNN and ending with the LSTM network.
Training the CNN and the LSTM networks at the same time would be more computationally
demanding, making more difficult the monitoring and evaluation of the learning process
of each network. The design of a loss function with the GDL has been investigated in the
prediction of future images from video sequences as discussed in [88], enabling a DNN to
render sharp images avoiding blurred pixels. Nonetheless, this concept has neither been
extended nor studied for the prediction of time-varying signals. The prediction of sounds
from silent videos addressed in [102] describes a DNN that shares some similarities with the
RCNN proposed in this work. However, that DNN was trained jointly with a loss function
that does not take into account the GDL. The authors apply Principal Component Analysis
(PCA), as a dimensionality reduction technique, to the feature vectors processed by the
LSTM network during the learning process.
The research in this work is focused on the estimation of interaction forces in two surgical
tasks: Pushing (pressing the tool against a tissue) and pulling a tissue (which requires
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(a) Pushing Task

(b) Pulling Task

Figure 4.9. Surgical tasks: (a) Pushing tissue (the grasper remains closed), and (b) pulling
tissue which requires a grasping operation.
grasping). These surgical tasks are depicted in Figure 4.9, and they were defined based on
the discrete model presented in [117], where 15 states were used to model MIS procedures.
In that work, a pushing task is described by a translational motion in 1 DOF along the
instrument shaft. In contrast, a pulling task is the result of a motion in 2 DOF, a translational
motion along the instrument shaft with an additional grasping operation.
The estimation of interaction forces by the proposed RCNN considers three different
types of inputs: (i) tool data represented by the tool-tip trajectory (in 3D space) and grasping
status (opened/closed), (ii) video frames, and (iii) a combination of both.

4.2.2

Contributions

In this chapter, a RCNN architecture addressing the problem of SFE in the context of RAMIS
is described. The main contributions of this research work can be summarized as follows:
• A RCNN model is proposed for the estimation of interaction forces between tool and
tissue relying on a single camera. This method has potential applications in scenarios
where a stereo vision system is unavailable, and consequently, depth information.
• The effectiveness of applying transfer learning techniques is investigated with the
objective of finding a compact feature vector representation for every video frame. For
this purpose, a pre-trained CNN model in the ImageNet dataset [120] is used (i.e. the
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VGG16 network [128]). This approach allows encoding complex phenomena described
in video sequences, such as the deformation of tissues and specular reflections (which
degrade the performance of force estimation methods, as mentioned in [97]), in a
vector representation automatically learned from data. Such vector representation
space is easier to process by a model that learns sequences of data, such as an LSTM
network.
• A loss function designed with the RMSE and GDL is investigated to facilitate the
modeling of smooth and sharp details found in force/torque signals. This loss function
composition provides more accurate force estimations than considering only RMSE
during the RCNN optimization.
• Video pre-processing techniques, specifically mean frame removal and space-time
transformations, discussed in [109] and [102] respectively, were studied to ease the
learning process of the RCNN. Mean frame removal was found useful to discard those
regions in video sequences which do not contribute to the learning process, such as
the static background. The space-time transformations, allows emphasizing motion
produced by tool-tissue interactions, in a new image representation created from three
consecutive frames.

4.2.3

Methods

The objective is to find a non-linear model F(.) that maps video frames Xtvideo ∈ ℜh×w×c (h,
w and c stand for image height, width and number of channels, respectively) and tool data
Xttool ∈ ℜ8 to ground-truth tool-tissue interaction forces Yt ∈ ℜ6 , at each time step t, given
the parameters W. Therefore, the Yt forces are estimated from the non-linear model F(.),
giving Ybt ∈ ℜ6 as expressed in Equation (4.8).
Ybt = F(Xttool , Xtvideo ; W)

(4.8)

The elements of the input vector Xttool are shown in Equation (4.9), where (xt , yt , zt ) are
the points of the tool-tip trajectory in the 3D space, (ut , vt , wt ) are the components of an
unitary vector (coincident with the tool-shaft direction) describing the tool-tip orientation
in 3D space, θt is the angle of orientation of the tool-tip around this axis, and st is the tool
grasper status, defined in Equation (4.10).
Xttool = [xt , yt , zt , ut , vt , wt , θt , st ]′

(4.9)

4.2 Deep Model: Recurrent Convolutional Neural Network


1

If the grasper is open.
st = 
0 If the grasper is closed.
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(4.10)

Finally, the force vector Ybt is shown in Equation (4.11). Its elements are the estimated
forces and torques in the 3D space represented by (fˆtx , fˆty , fˆtz ) and (τ̂tx , τ̂ty , τ̂tz ), respectively.
Analogously, this description applies to the force components of Yt , defined in Equation
(4.12).
Ybt = [fˆtx , fˆty , fˆtz , τ̂tx , τ̂ty , τ̂tz ]′
(4.11)
Yt = [ftx , fty , ftz , τtx , τty , τtz ]′

(4.12)

In the present work, F(.) is learnt from data by using a DNN. Therefore, given a rich
dataset D split into a training set Dtrain and a test set Dtest , describing Xttool , Xtvideo and
Yt , the goal is to find the best combination of parameters W that satisfy Equation (4.8) in
the context of an optimization framework. In the reported methodology and experiments,
the tool used does not have an articulated wrist and its orientation remained fixed. Thus,
Xttool = [xt , yt , zt , st ]′ ∈ ℜ4 . In a more realistic scenario, using a surgical robotic instrument
with an articulated wrist (i.e. a grasping tool with an articulated section of 3 degrees-offreedom), Xttool can be augmented with the variables that describe the orientation of each
joint. Therefore, Equation (4.9) should be defined based on the mechanical design of the
surgical instrument.
In the following sub-sections, different topics related to the force estimation application
are detailed. First, the dataset creation is presented, which consists of video sequences, tool
and force data. Second, pre-processing operations applied to this data are described. Finally,
the proposed RCNN architecture is detailed, followed by its optimization.
4.2.3.1

Dataset

Due to the lack of public datasets related to the application of Sensorless Force Estimation
(SFE) in robotic-assisted surgery, an experimental platform was designed to evaluate visionbased force sensing algorithms, as depicted in Figures 4.10 and 4.11. This platform was used
to record video sequences, tool data, and ground-truth interaction forces:
• Video Sequences. A collection of 44 video sequences, totaling 4.31 hours, were
recorded using 4 digital cameras (DFK 72BUC02) with the objective to provide rich
visual information from different perspectives. The four cameras were synchronized
and the video sequences were recorded with a resolution of 480 × 640 pixels at 50
frames per second, in RGB color space. The target scenario consists in a motorized
surgical instrument with grasping capability, mounted on a slave robot manipulator
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(Stäubli RX60B) that interacts with a digestive apparatus made of artificial tissue
(Silicone-Smooth On ECOFLEX 0030). A sample of frames captured by the 4 cameras
illustrates the aforesaid scenario in Figure 4.12. They show specularities and highlights
rendered on the artificial tissue surface, a phenomenon that is present in real MIS
scenarios.
• Tool Data. The tool-tip trajectory in the 3D space (xt , yt , zt ) and the tool grasping
status (st ) were provided, at each time instant, by the slave robot manipulator and the
motorized surgical instrument, respectively.
• Ground-Truth Force. The interaction forces and torques between the surgical instrument tip and artificial tissues were acquired by a 6D force/torque sensor (ATI Gamma
SI-32-2.5) with its z axis aligned with the surgical instrument shaft. The measured
forces lie in the range +2.5/-10 N and the torques in +/- 5 Nm, which are consistent
with those values reported in a real scenario [111].

The 6D force/torque sensor used for the data acquisition was located at the end-effector of
the slave robot manipulator (see Figures 4.10 and 4.11). Therefore, the sensor measurements
were corrected by compensating the weight of the surgical instrument. The length of the
instrument was taken into account to compute the torques. This approach was used because
of the instrument design, which did not have an articulated wrist (the only movable part
was the grasper). Furthermore, during the data acquisition, the orientation of the surgical
instrument remained fixed. The tool-shaft had a small inclination angle, with its direction
close to a normal vector perpendicular to the plane in which the artificial organs were lying.
This setup and the reaction forces generated by soft-tissues due to instrument interactions,
allowed to measure torques due to pulling actions.
The statistics of tool data and ground-truth interaction forces are described with box plots
in Figure 4.13. From this illustration, it is observed that the most dominant force component
for pushing tasks is Fz , while the torques Tx and Ty have moderate values. In contrast, for
a pulling task torques Tx and Ty are more dominant than the Fz force component. This
phenomenon can be appreciated in Figures 4.14 and 4.15, which show a sample of tool data
and ground-truth interaction forces related to pushing and pulling tasks, respectively.
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Figure 4.10. Experimental setup used to create the dataset.

Figure 4.11. Diagram of the experimental setup used to create the dataset. In the bottom,
the three blocks relate devices/sensors to the recorded data.
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(a) Pushing Task

(b) Pulling Task

Figure 4.12. A sample of video frames recorded by the four synchronized cameras. The
surgical instrument is performing (a) pushing and (b) pulling tasks over the artificial organs
(digestive apparatus).

73

4.2 Deep Model: Recurrent Convolutional Neural Network

(a) Pushing Task

(b) Pulling Task

Figure 4.13. Statistics of the tool data and ground-truth forces described by box plots, related
to (a) pushing and (b) pulling tasks. The box (blue color) extends from the lower to upper
quartile values of the data, with a line (shown in red color) at the median. The whiskers (lines
in black color) extend from the box to show the range of the data. The arithmetic mean of
the data is indicated by the red square.
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Figure 4.14. A sample of tool data and ground-truth forces for pushing tasks. The tool status
remains at zero because the grasper is closed all the time.
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Figure 4.15. A sample of tool data and ground-truth forces for pulling tasks. The tool status
switches between 0 (closed grasper) and 1 (opened grasper) because the grasper is active
most of the time.
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4.2.3.2

Preprocessing

Thereafter, a series of pre-processing operations were applied to the tool data, ground-truth
interaction forces and video frames. The pre-processing of the tool-tip trajectory (xt , yt , zt ),
was carried out by removing the mean and subsequently scaling its amplitude to the range +/1. The grasper status st does not need any processing. The ground-truth interaction forces Yt ,
were compensated with an offset and scaled to the range +/- 5. Additional processing steps,
such as time shifting and re-sampling, were applied to the aforesaid signals to synchronize
them with the video frames. Moreover, filtering techniques were applied to remove noise.
Video frames required more elaborated pre-processing steps, which can be summarized
in the block diagram shown in Fig. 4.16, where Xtvideo and Utvideo represent the raw and preprocessed video frames, respectively. Each operation in the block diagram can be described
as follows:
1. Mean Frame Removal. A mean frame was computed for every video sequence by
averaging all the raw frames (with equal contribution). Subsequently, a subtraction
operation was performed over the RGB channels, by removing the corresponding
mean frame from all the raw frames in the corresponding video sequence. During this
process, the pixel values were scaled properly, to conserve negative values. In [109],
this method was shown to reduce over-fitting of CNNs due to static background present
in video sequences. Figure 4.17 illustrates this operation on a sample of frames related
to pushing and pulling tasks.
2. Tracking of Regions of Interest (ROI). To provide meaningful visual information
to the proposed network, a ROI of dimensions 200 × 300 pixels, corresponding to
the area of interaction between tool and tissue, was tracked and extracted from every
mean-normalized frame (480 × 640 pixels) as depicted in Figure 4.18. This operation
was carried out by processing mean-normalized and raw frames. The result is a mask
of pixels describing regions where tool-tip motion is present.
3. Space-Time Frame Transformation. This transformation, described in [102], is
applied over the extracted ROIs with the objective to model tool motion and tissue
deformation. It represents an alternative method to the optical flow, which is computationally more expensive. A space-time frame is defined by the previous, current
and next RGB frames, each one converted to grayscale. During the experiments, this
operation was carried out by concatenating these three frames only every 15 samples.
This undersampling is due to the high frame rate of the cameras and the slow motion
of the surgical tool.
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A comparison between ROIs extracted from the raw, mean-normalized and space-time
frames is presented in Fig. 4.19, for each surgical task. The last row of Fig. 4.19a and
Fig. 4.19b show that both, tool motion and tissue deformation are emphasized in the spacetime domain, and specular reflections are partially suppressed.

Figure 4.16. Block diagram of the pre-processing steps applied to video frames.

(a) Mean Frame

(b) Pushing Task

(c) Pulling Task

Figure 4.17. Mean Frame Removal. (a) A sample of a computed mean frame and processed
frames (after the mean frame removal operation) illustrating (a) pushing and (b) pulling tasks.

(a) Tracking Operation

(b) Extracted ROI

Figure 4.18. Tracking of regions of interest (ROI). (a) Tracking operation in a video sequence
(with resolution 480 × 640 pixels) where tool-tissue interaction takes place. The ROI is
described by the box with a green color border. (b) Corresponding extracted ROI (with
resolution 200 × 300 pixels).
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(a) Pushing Task

(b) Pulling Task

Figure 4.19. Video frames captured by cameras 1, 2, 3 and 4, with preprocessing operations
applied. (a) A sample of raw (top row), mean normalized (middle row) and space-time
(bottom row) frames for pushing tasks. (b) A sample of raw (top row), mean normalized
(middle row) and space-time (bottom row) frames for pulling tasks.
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Recurrent Convolutional Neural Network Architecture

The processing of video sequences requires taking into account their spatiotemporal structure,
while for tool data only its temporal structure is relevant. Therefore, each neural network that
composes the Recurrent Convolutional Neural Network (RCNN) architecture, is designed
with a specific goal and optimized separately as described below:
1. CNN Optimization. The modeling of the spatial component present in video sequences is carried out by the CNN. This neural network is optimized for a regression
task on the dataset. The input and output data consist of space-time frames and
interaction forces, respectively. Subsequently, the CNN is used as a feature extractor.
2. LSTM Network Optimization. The temporal information present in tool data and
feature vectors computed by the CNN is modeled by the LSTM network. This neural
network is optimized for a regression task, by taking the tool data and feature vectors
as input with the objective of estimating a 6D tool-tissue interaction force vector at
each time instant.
The RCNN architecture is depicted in Fig. 4.20. This illustration shows the flow of data
from the input to the output (video sequences and tool data).
CNN Model. Instead of designing and training a CNN from scratch, the VGG16 network
proposed in [128] in the context of classification, was fine-tuned on the dataset consisting of
space-time frames and interaction forces. The architecture of this neural network is depicted
in Figure 4.21. It consists of 13 convolutional layers, 3 fully connected layers, and 1 output
softmax layer. Additionally, to match the dimensions of the VGG16 network’s input layer,
the space-time frames were resized preserving their aspect ratio (by centered cropping and
resampling operations), from 200 × 300 to 224 × 224 pixels.
LSTM Network Model. In the processing of sequences of data with long-term temporal
dependencies, LSTM networks have excelled, providing state of the art results in applications
such as language modeling and translation, speech synthesis, and analysis of audio and video
data [42][23][44]. Figure 4.22 illustrates the vanilla LSTM network model. It has three
gates (input, forget and output), block input, a single cell (the Constant Error Carousel), an
output activation function, and peephole connections. The output of the block is recurrently
connected back to the block input and all of the gates. The vector formulas for a vanilla LSTM
layer forward pass are given in Equations (4.13)-(4.18), where the point-wise multiplication
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Figure 4.20. The Recurrent Convolutional Neural Network (RCNN) architecture consists in a
CNN serially connected with an LSTM network. First, pre-processing operations are applied
to the input data consisting of raw video sequences (Xtvideo ) and tool data (Xttool ). Therefore,
a sequence of raw data (Xtvideo and Xttool ) of size Mr is transformed into a new sequence of
pre-processed data (Utvideo and ϕtool
t , respectively) of size Mp , where Mp < Mr . The size
difference of these two sequences results from the space-time transformation applied to raw
video frames, which is computed by concatenating three consecutive (grayscale) frames
spaced in time (in the experiments this spacing correspond to 15 frames). Subsequently,
the CNN extracts feature vectors (ϕvideo
) from the pre-processed input video sequence
t
video
(Ut
). Afterwards, these feature vectors (ϕvideo
) and the normalized tool data (ϕtool
t
t ) are
concatenated, resulting in a new feature vector (Φt ). Finally, these new feature vectors (Φt )
are fed into the LSTM network, which models their temporal structure to render the estimated
force (Ybt ) as output.
of two vectors is denoted with ⊙:
z t = g(Wz xt + Rz y t−1 + bz )

(4.13)

it = σ(Wi xt + Ri y t−1 + pi ⊙ ct−1 + bi )

(4.14)

f t = σ(Wf xt + Rf y t−1 + pf ⊙ ct−1 + bf )

(4.15)

ct = it ⊙ z t + f t ⊙ ct−1

(4.16)
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ot = σ(Wo xt + Ro y t−1 + po ⊙ ct + bo )

(4.17)

y t = ot ⊙ h(ct )

(4.18)

In the equations described above, z t is the block input (Equation (4.13)), it is the
input gate (Equation (4.14)), f t is the forget gate (Equation (4.15)), ct is the cell state
(Equation (4.16)), ot is the output gate (Equation (4.17)), and y t is the block output (Equation (4.18)). Furthermore, xt stands for the input vector at time t. W and R are rectangular
input weight matrices and square recurrent weight matrices, respectively. The p are peephole
weight vectors and b are bias vectors. The functions σ(x), g(x) and h(x) are point-wise
non-linear activation functions applied to every scalar value x ∈ ℜ in a vector or matrix. The
logistic sigmoid σ(x) = 1/(1 + exp−x ) is used as activation function of the gates. On the
other hand, the hyperbolic tangent is usually used as the block input and output activation
function, therefore, g(x) = tanh(x) and h(x) = tanh(x).
In particular, the Coupled-Input Forget Gate (CIFG) variant of the vanilla LSTM network (LSTM-CIFG), suggested in [44] as a less computational expensive model than the
vanilla LSTM network, was found suitable for the force estimation task. The LSTM-CIFG
network can be derived from Equations (4.13)-(4.18), by only replacing Equation (4.15) for
( 4.19). This redefinition in the mathematical model avoids learning the forget gate weights
independently.
f t = 1 − it
(4.19)

4.2.3.4

Optimization

The loss function has an important impact in the design of DNNs applied to regression tasks.
This impact is also extended to the design of regression models based on CNNs. For instance,
human pose estimation was studied in [109] with a CNN optimized with the standard L2 loss
function (sensitive to outliers) to penalize the distance between predicted and ground-truth
upper-body joint positions. The same application was investigated in [13], by minimizing
Tukey’s bi-weight function to achieve robustness against outliers. Recently, [88] proposed a
method for predicting future images from a video sequence by the minimization of a loss
function that takes into account the Gradient Different Loss (GDL). This method allows
overcoming the prediction of blurry images when only the MSE is considered in the loss
function. In the present work, the GDL has been extended to the estimation of time-varying
force signals. Therefore, each network (CNN and LSTM), that defines the proposed RCNN
architecture was optimized separately with a loss function that penalizes the distance between
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Figure 4.21. VGG16 neural network model. To make easier the localization of specific
layers in this model, the convolutional layers are grouped into CONV 1, ..., CONV 5. On the
other hand, the last three fully connected layers are referred as FC6, FC7, and FC8.
predicted and ground-truth 6D force vectors, by taking into account the Root Mean Squared
Error (RMSE) and the GDL. The RMSE enables the rendering of smooth force signals, while
the GDL makes easier the prediction of irregular or discontinuous signals.
The loss function discussed above, denoted as L ∈ ℜ, is mathematically expressed in
Equation (4.20), where α ∈ [0, 1] represents a trade-off between the RMSE (LRM SE ∈ ℜ)
and GDL (LGDL ∈ ℜ). The RMSE expressed in Equation (4.21) computes the distance
(j)
(j)
between the ground truth Yi ∈ ℜ and the predicted Ybi ∈ ℜ force components, where
i indexes the samples in the dataset D and j the N force components. In this equation,
ρ(r) ∈ ℜ is a function applied to each scalar term r ∈ ℜ in the summation. The parameters
described for the RMSE are also found in the GDL expressed in Equation (4.22), with the
addition of β = {1, 2}.
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Figure 4.22. Vanilla LSTM network model [44].
As mentioned in subsection 4.2.3.3, the RCNN optimization consists in two stages. In
the first stage, the VGG16 network is fine-tuned with a loss function defined in Equations
(j)
(4.20)-(4.22), by taking into account Equation (4.23). In the last mentioned equation, Ybi
stands for the j force component predicted by the VGG16 network, at time step i, where
Uivideo and WV GG16 represent the input space-time frames and the neural network parameters,
respectively. In the subsequent stage, the LSTM network is trained using the same cost
(j)
(j)
function, but applying Equation (4.24) for the definition of Ybi . In this equation, Ybi states
that the predicted force component j, involves the processing of feature vectors Φi , over
i = 1, ..., T time steps, given the neural network parameters WLST M shared across T time
steps. Figure 4.23 illustrates the two step RCNN optimization.
L(Y, Yb ) = α LRM SE (Y, Yb ) + (1 − α) LGDL (Y, Yb )

LRM SE (Y, Yb ) =

|D|
X

v
u
u
u
ρt

i=1

LGDL (Y, Yb ) =

|D|
X
i=1

(j)



ρ

N
X



N
1 X
(j)
(j)
(Yi − Ybi )2 
N j=1

(j)

Ybi

(4.21)


(j)

||Yi

(j)

(j)

− Yi−1 | − |Ybi

(j)

− Ybi−1 ||β 

(4.22)

j=1

= FV GG16 (Uivideo ; WV GG16 )(j)

Ybi

(4.20)

= FLST M (Φi ; WLST M )(j)

(4.23)
(4.24)
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(a) Step 1: Finetuning of the VGG16 pre-trained model.

(b) Step 2: LSTM-CIFG network optimization.

Figure 4.23. Two step optimization process of the RCNN model. Y and Yb are vectors
in ℜ6 and t stands for the current time step (which is shown in Equations (4.21)-(4.24) as
i). The first step of the RCNN optimization process consists of (a) the fine-tuning of the
VGG16 pre-trained model, and the second step corresponds to (b) the LSTM-CIFG network
optimization.
The selection of ρ(r) in Equation (4.21) and (4.22), was different for each optimization step.
Motivated by the work in [102], the VGG16 network was fine-tuned with the logarithmic
function stated in Equation (4.25), using γ = 2 for Equation (4.21), and γ = 1 for Equation
(4.22), being ϵ a small constant for numerical stability. This function saturates large gradients
produced by the error between ground-truth and estimated data, adding robustness to the
optimization. Another design choice for ρ(r) consists of a linear function, as shown in
Equation (4.26). Such function provides better convergence during the LSTM network
optimization.
ρ(r) = ln (rγ + ϵ) − ln (ϵ)
(4.25)
ρ(r) = r

(4.26)
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Experiments

The proposed RCNN architecture was implemented in Python, making use of the Google’s
open source machine learning framework, Tensorflow [1]. The experiments were carried out
using multiple Graphic Processing Units (GPUs), including the NVIDIA Titan X and Tesla
K80. The dataset D used in the experiments was split into 76.92% (199.13 minutes of video)
for the training set and 23.08% (59.76 minutes of video) for the test set.
4.2.4.1

VGG16 Network Fine-tuning

The VGG16 model, with weights pre-trained on the ImageNet dataset [120], was fine-tuned
over 100K iterations with the Root Mean Square Propagation optimizer (RMSProp). Its
accuracy was calculated based on the mean relative error (MRE) per batch stated by Equation
(4.27), where M stands for the number of samples in a batch of data, N represents the number
of force components and δ is the tolerance error. Thus, the MRE was computed for each
batch defined in the dataset D and averaged over the total number of batches. The L2-norm
of the error per force component ∥rj ∥2 described by Equation (4.28), where j = 1, ..., N ,
was also taken into account. Table 4.1 summarizes the hyper-parameters used during the
VGG16 network fine-tuning, which were adjusted experimentally. In particular, α was set to
0.8 due to the faster convergence of the RMSE compared to the GDL. The parameter β was
set to 1.0, to define the GDL in Equation (4.22) based on the L1-norm. Finally, ϵ was set to
1/100 for numerical stability.
M RE =

(j)
(j)
M X
N
|Yi − Ybi |
1 X
, M RE ∈ ℜ
M i=1 j=1
δ

∥rj ∥2 =

v
uM
uX (j)
t (Y
i

(j)

− Ybi )2 , ∥rj ∥2 ∈ ℜ

(4.27)

(4.28)

i=1

To monitor the evolution of the optimization, the loss function defined in Equation
(4.20) and the logarithm of the error per force component expressed in Equation (4.28) were
computed every 250 iterations in the training set. The accuracy was evaluated in the training
and test sets every 10K iterations. The plot of the loss and accuracy is shown in Fig. 4.24,
while the error per force component computed for data in the training set, is illustrated in Fig.
4.25.
After the VGG16 network was fine-tuned on the video dataset, visual features ϕvideo
t
were extracted from the fully connected layer FC7 (see Figure 4.21 for reference), replacing
the rectifier linear unit (ReLU) by the hyperbolic tangent (Tanh) non-linearity. By applying
the Tanh non-linearity, all values present in the feature vectors are squashed between -/+ 1
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Table 4.1. Hyper-parameters used for the VGG16 model fine tunning.
Parameter

Values

Initial Learning Rate, λ
Batch Size, M
Dropout (Fully-Connected Layers)
α in Equation (4.20)
β in Equation (4.22)
ϵ in Equation (4.25)
δ in Equation (4.27)

1 × 10−5
50 samples
50 %
0.8
1.0
1/100
1 × 10−3

Figure 4.24. Computed loss (in red) and accuracy (in blue), during the fine-tuning of the
VGG16 network.
(resulting in some kind of normalization). These feature vectors are easy to process by
the LSTM network during training. Therefore, each feature vector ϕvideo
∈ ℜ4096 encodes
t
relevant information of each input video frame in the space-time domain, Utvideo ∈ ℜ224×224×3 .
Figure 4.26 depicts the feature vector extraction process.
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Figure 4.25. Logarithm of the error per force component computed (on data in the training
set) during the fine-tuning process.

Figure 4.26. Feature vector extraction process using the fine-tuned VGG16 model.
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4.2.4.2

LSTM Network Optimization

Three models were empirically evaluated in the force estimation task: (i) The vanilla LSTM
network (with added peephole connections), (ii) the Coupled-Input Forget Gate (CIFG)
variant of the LSTM network (LSTM-CIFG) and (iii) the Gated Recurrent Unit (GRU). In
terms of convergence and quality of prediction, the LSTM-CIFG was superior to the vanilla
LSTM and GRU networks; the worst results were obtained with the GRU model. Therefore,
the LSTM-CIFG network was selected to carry out the experiments and predict interaction
forces between surgical instruments and tissues. Three types of inputs were evaluated as
shown in Table 4.2. For each case described in Table 4.2, two loss functions were evaluated
to investigate the contribution of the RMSE and GDL terms that appear in Equation (4.20).
These loss functions are shown in Table 4.3.
Table 4.2. Types of inputs studied in the LSTM-CIFG network experiments.
Case
I
II

Feature Vector (Φt ) †

Description

Φt = ϕtool
∈ ℜ4
t
∈ ℜ4096
Φt = ϕvideo
t

Only tool data as input.
Only feature vectors extracted from video sequences
as input.
video
tool ′
4100
III
Φt = [ϕt , ϕt ] ∈ ℜ
Both, tool data and feature vectors extracted from
video sequences as input.
†: Feature vector as input to the LSTM-CIFG network.

Table 4.3. Studied loss functions derived from Equation (4.20).
Parameter

Loss Function

α

L(Y, Yb ) = α LRM SE (Y, Yb ) + (1 − α) LGDL (Y, Yb )

Loss A (1)

0.75

L(Y, Yb ) = 0.75 LRM SE (Y, Yb ) + 0.25 LGDL (Y, Yb )

Loss B (2)

1.00

L(Y, Yb ) = LRM SE (Y, Yb )

(1): More importance is given to the RMSE than to the GDL, due to the faster
convergence of the former term compared to the latter.
(2): Only the RMSE is considered in the optimization.
The LSTM-CIFG network was optimized with the same adaptive learning rate algorithm
(RMSProp) as the VGG16 network, with the hyper-parameters listed in Table 4.4. For case
I, the LSTM-CIFG network was designed with only 64 cell units per layer due to the low
dimensionality of the input data (ϕtool
∈ ℜ4 ), avoiding over-fitting in the training set. In
t
contrast, the LSTM-CIFG networks designed for cases II and III required models with higher
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capacity due to the complexity added by the feature vectors (ϕvideo
∈ ℜ4096 ) in the input
t
data. Therefore, such neural network was designed with 256 cell units per layer. In all cases,
dropout was applied at the output of each layer as a method for regularization to prevent
over-fitting (a higher value was set for the case I). The total number of iterations required to
optimize the LSTM-CIFG network for each case is shown in Table 4.5.
The quality of the predicted force signals with respect to the ground truth, was assessed by
considering two metrics: (i) the Root Mean Square Error (RMSE) stated in Equation (4.29),
and (ii) the Pearson Product Moment Correlation Coefficient (PCC), defined in Equation
(4.30). In the mentioned metrics, yi and ybi with i = 1, ..., M , represent M samples from
P
ground truth and predicted data. ȳ = M1 M
i=1 yi stands for the mean value for ground truth
data, which also applies for predicted data yb.
RM SE =

v
u
u
t

M
1 X
(yi − ybi )2
M i=1

PM

P CC = qP
M

bi
i=1 (y

bi
i=1 (y

(4.29)

− yb)(yi − y)

− yb)2

qP
M

i=1 (yi

(4.30)

− y)2

Table 4.4. Hyper-parameters used for the LSTM network optimization.
Parameter
Case I
Number of Layers
Cell Units Per Layer
Time Steps
Initial Learning Rate, λ
Batch Size, M
Dropout - Layer 1
Dropout - Layer 2
α in (4.20)
β in (4.22)
δ in (4.27)

4.2.4.3

Values
Case II
Case III
2

64

256

256

64
0.0025
512 samples
75%
25%
25%
75%
25%
25%
Loss A: α = 0.75. Loss B: α = 1.0
1.0
1 × 10−3

Robustness of the RCNN model

Additional experiments were carried out to evaluate the robustness of the RCNN model under
specific conditions as described below:
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Table 4.5. Total number of iterations for the LSTM-CIFG optimization.
Loss
A
B

I

Case
II

III

99.0K
99.0K

39.7K
49.1K

57.9K
26.7K

• The robustness of the RCNN model against Gaussian noise added on tool data was
evaluated. As the noise intensity was strengthened by increasing the variance, the
deterioration of the estimated force signal quality was measured with the PCC and
RMSE metrics.
• The RCNN model performance was evaluated by feeding this neural network with
input video sequences pre-processed in offline and real-time modes. In offline mode,
the whole video sequence is available for computing and applying pre-processing
operations on raw frames, namely mean frame removal and space-time transformation.
In contrast, in the real-time mode, only the past frames from video sequences can be
used to perform such pre-processing operations. In the context of a real-time scenario,
the computation of a mean frame followed by its subtraction from a specific video
sequence represents a key pre-processing operation that has an impact on the quality
of the estimated force signals. Therefore, in the real-time mode, the mean frame was
computed by averaging only past frames in a video sequence. On the other hand,
in the offline mode, the mean frame was obtained by averaging all the frames in a
video sequence (in the experiments described before related to the VGG16 network
fine-tuning and LSTM network optimization, it was assumed that all video sequences
were available offline). Afterward, the quality of the force estimations that resulted
from each pre-processing mode was compared. Two samples of video sequences (from
the test set) were used in this experiment, each one related to pushing and pulling tasks.
This analysis reveals that the RCNN model is suitable for the task of force estimation
in real-time mode. However, there is a small degradation of the quality of the estimated
force signals with respect to the offline mode. These results will be discussed in the
next section.
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Results

This section describes the results of the LSTM-CIFG network optimization (the second
step of the RCNN model optimization), which outputs the estimated interaction force (Ybt )
given as input the feature vectors (Φt ). Then, the results from the experiments related to the
robustness of the RCNN model in the conditions described in Section 4.2.4.3 are reported.
4.2.5.1

Estimated Force Signals

After the LSTM-CIFG network optimization was completed, the test set accuracy was
measured using the Mean Relative Error (MRE) defined in Equation (4.27). The MRE was
computed for each force component and for all cases being studied, as shown in Table 4.6.
The last column in this table results from averaging the MRE computed for each force
component. From this information, the highest accuracy is reported for case III-A, where
both video and tool data information are processed. The second best accuracy is for case
II-B, where only video information is considered. The cases III-B and II-A belong to the
third and fourth places in terms of accuracy, respectively. The worst accuracy comes from
processing only tool data, corresponding to cases I-A and I-B.
The results reported in Table 4.6 are complemented by assessing the quality of the
estimated force signals (in the test set) with the RMSE and PCC metrics. These metrics are
shown in Fig. 4.27 for each surgical task (pushing and pulling), case (I, II and III) and loss
function (loss A and B). From this illustration, case III-A stands out as the best model. The
second best model could be either, case II-A or II-B, since their values are very close to each
other. Finally, cases I-A and I-B, represent the worst models. This conclusion is also justified
in Table 4.7, where the maximum, minimum and mean values of the metrics displayed in
Fig. 4.27 are presented (the best values are highlighted in bold).
An important observation from Fig. 4.27 is the high PCC value and low error present
in the Fz force component related to pushing tasks, which is also evident by examining the
LSTM-CIFG network output plotted against target values, as shown in Fig. 4.28. Regarding
pulling tasks, the estimated force Fz has also a higher PCC value (0.7164) with respect to
the rest of force components. However, it falls below the PCC value reported for pushing
tasks (0.8957). This data suggests that the amplitude and smooth shape of interaction forces
produced by pushing tasks, such as the Fz force component, are easier to model than those
generated by pulling tasks.
A sample of estimated forces (from the test dataset) between the surgical instrument and
the tissue (normalized in the range +/-5), related to case III-A (with the highest accuracy) is
shown in Fig. 4.29a and Fig. 4.29b for pushing and pulling tasks, respectively. Fig. 4.29a
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shows that the amplitude of most interaction forces (estimated for pushing tasks) are close
to zero, with the exception of the Fz force component. The reason is that the forces are
mainly applied along the surgical instrument shaft which is aligned with the z axis of the
force sensor. It is also observed that the estimated shape of Fz is fully retrieved, although its
amplitude differs in some locations from the ground-truth signal. By contrast, in Fig. 4.29b
the force and torque components (estimated for pulling tasks) are non-zero, because of the
reaction forces applied to the surgical instrument when it is grasping a tissue. Nonetheless,
these signals are more difficult to learn in both amplitude and shape.
In Table 4.8, the accuracy (measured in terms of the PCC and RMSE) for the RCNN model
corresponding to case III-A is reported, using force/torque units. The RMSE values shown
here are expressed in force (N) and torque (Nm) units. The PCC values are dimensionless.
The results achieved in this proposal are close to the desired, showing the potential of the
RCNN architecture for real operational purposes. Moreover, new deep neural network
architectures can be devised based on the RCNN proposal. In particular, the use of depth
information could help to further reduce the RMSE reported in Table 4.8 and meet the design
requirement for the estimation of forces in a real scenario (∼0.1 N for forces). To keep
RCNN operating on monocular video sequences, depth information can be computed from a
single-view using deep convolutional neural network designed in an unsupervised learning
setting, as detailed in [35].
The lack of a public and standard dataset related to a vision based force estimation task
in the context of RAMIS scenarios makes it difficult to evaluate and compare our proposed
model with existing works. The datasets used by other authors are not of the same size and
complexity as required to evaluate the RCNN model described in this work. In order to have
a better evaluation mechanism, the nonlinear relationship between the input tool data and the
output interaction forces was modeled using an Auto-Regressive Moving Average Model
with eXogenous Inputs (ARMAX). Such model used in the context of time series modeling
and system identification can serve as a baseline model to compare the performance of the
RCNN. The two mentioned models are contrasted in Table 4.9. This table shows the PCC
computed from the estimated force signals (data in the test set) by the RCNN (case III-A) and
the ARMAX models, related to each surgical task (pushing and pulling). The PCC values
presented in this table reveal that the RCNN model is a better choice than the ARMAX model
for the task of force estimation.
4.2.5.2

Robustness of the RCNN model

The robustness of the RCNN model against Gaussian noise added on tool data are shown
in Fig. 4.30. In this illustration, it can be observed that the PCC and RMSE metrics are
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deteriorated by a small margin as the noise intensity is strengthened. Nonetheless, this
effect is more noticeable on the metrics related to pushing tasks than those of pulling.
Figure 4.31 shows a sample of the estimated interaction force signals (related to pushing
tasks) that resulted from corrupting tool data with low and high Gaussian noise intensity,
using a standard deviation of σ = 0.001 and σ = 14.0, respectively. In this figure, it can
be appreciated that the estimated force signals become noisy when the tool data is affected
by high Gaussian noise intensity (σ = 14.0). However, the main structure of the signals is
preserved (i.e. their shape). These results suggest that the RCNN model is able to cope with
tool data corrupted with (Gaussian) noise. Furthermore, they reveal that the estimation of
interaction forces heavily relies on the input video sequences.
The comparison of the RCNN performance by pre-processing video sequences in offline
and real-time modes are summarized in Table 4.10. The metrics reported in this table
correspond to a pair of video sequences in the test set. Each video sequence is related to
pushing and pulling tasks. The relative error reported in this table (shown as a percentage),
reveals that the performance of the RCNN model is slightly degraded. A positive relative
error represents a deterioration in the quality of the metrics in real-time mode with respect to
those in offline mode. The reverse effect, attributed to negative relative errors, is observed in
some force components whose contribution is nonsignificant for the task being performed
(pushing or pulling). To appreciate better the results described in Table 4.10, Figure 4.32
illustrates this data with plot bars.

4.2.6

Conclusions

A Recurrent Convolutional Neural Network for Sensorless Force Estimation in robotic
surgery has been developed. The proposed neural network is able to estimate force from
monocular video sequences as opposed to the majority of reported works, which rely on
stereo vision. Leveraging on transfer learning techniques (using a pre-trained CNN on the
ImageNet dataset), complex phenomena such as deformation of soft-tissues (that results from
the surgical instrument interaction) and specular reflections (which degrade the performance
of force estimation methods, such as [97]) are automatically learned from data. Specifically,
such phenomena are encoded from a high-dimensional space (i.e. video frames of dimension
224x224x3) into a low-dimensional feature vector space (i.e. feature vectors of dimension
4096 output by the VGG16 network). To enforce a temporal constraint, the feature vector
space is modeled by an LSTM network. This strategy contrasts with the traditional approach
that relies on the design of hand-crafted features and complex mathematical modeling.
Furthermore, the experimental results suggest that force estimation is achieved better when:
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• Both the CNN and LSTM networks are optimized with a loss function that takes into
account the Root Mean Squared Error (RMSE) and Gradient Difference Loss (GDL).
The intuition behind this loss function design is that continuous and time-varying
signals can be interpreted as composed of smooth and sharp details. Therefore, the
RMSE addresses the modeling of smooth information found in force/torque signals
(i.e. sine wave-like signals), while the GDL promotes the modeling of sharp details
attributed to these signals (i.e. signal peaks).
• Different modalities of data, such as tool data and video sequences, are provided to the
RCNN during the training and inference stages.

This study shows that interaction forces resulting from pushing tasks (characterized
by smooth signals) are easier to model and estimate than those produced by pulling tasks
(characterized by irregular signals). A possible explanation of these results can be deduced
from Fig. 4.19, specifically from the frames computed in the space-time domain. Thus, when
dealing with pushing tasks, tool-tissue interactions seem to be regular and independent of the
organs’ geometry. For instance, the point of interaction is defined by a small contact area
with an oval shape (Fig. 4.19a). In contrast, those interactions resulting from pulling tasks
are more irregular and highly dependent on the organs’ geometry (Fig. 4.19b).
The experiment related to the robustness of the RCNN against Gaussian noise added to the
tool data suggests that the RCNN model is able to cope with this perturbation. Furthermore,
this experiment shows that the RCNN relies heavily on video sequences to estimate interaction
forces. Regarding the pre-processing of video sequences in real-time, this experiment shows
that the RCNN model performance is slightly degraded with respect to that relying on video
sequences pre-processed offline. On the other hand, the quality of the force signals estimated
from the RCNN model (case III-A) has shown to be superior to the quality of the force
signals computed from the ARMAX model (the baseline model).
The surgical instrument used in the experiments lacked of an articulated wrist (i.e. with
3 degrees-of-freedom). To extend the proposed approach to this type of instrument, and
account for the forces and torques generated on each joint, the force sensor measurements can
be projected on each joint using kinematic analysis. These measurements can be corrected
with additional instrumentation, for instance, by monitoring strain gauges located close to
the articulated wrist.
During the data acquisition, the instrument orientation remained fixed, as discussed in
Section 4.2.3.1. The small angle of inclination of the instrument (with respect to a normal
vector perpendicular to the surface where the artificial tissues were lying) and the reaction
forces exerted by soft-tissues (because of the instrument interaction) allowed to measure the
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generated torques. However, torques are correlated with the contact angle of the instrument
with respect to the organs’ surface (artificial tissues), a variable that was not considered
in the reported methodology and experiments. This angle could be estimated from the
tool-axis orientation in 3D space and depth information of the surgical environment. Instead
of computing this angle explicitly, a deep neural network can learn the best representation
given these two pieces of information. Thus, the depth information is essential and should
be taken into account in future proposals. To accomplish this task, the RCNN model for
estimating forces should be modified while keeping the design requirement of operating on
monocular video sequences. For this purpose, depth information could be estimated from a
single-view using a deep convolutional neural network designed in an unsupervised learning
setting, as described in [35].
The RCNN model presented in this work addresses a special case of real surgical scenarios.
The camera and organs are static while the surgical instrument is in motion. The proposed
RCNN model has been evaluated only in static scenarios, using a dataset enriched with video
sequences recorded from different viewpoints. This allows the neural network to learn the
relation between tool-tissue interactions and force under a variety of perspectives. A real
scenario is usually more dynamic, with the camera moving automatically or at surgeon’s will.
Moreover, the organs may be affected by physiological motion due to breathing and heart
beating cycles. Nonetheless, the RCNN model could also be extended to dynamic scenarios
by adding a module that learns to process motion due to uniquely tool-tissue interactions,
while suppressing the motion caused by the camera and organs.
In this work, the problem of occlusions has not been considered yet. Nonetheless,
this complex problem could be addressed by training a deep neural network such that it
can distinguish between tool-tissue interactions (which contribute to the force), and other
phenomena such as smoke and tool occlusions (which doesn’t contribute to the force)
while keeping track of the past information. For this purpose, a Recurrent Neural Network
(RNN) with a gating mechanism would be essential. This gating mechanism appears in
LSTM networks (i.e. input, output, and forget gates) easing the flow of information during
training and test time. This RNN would be designed with convolutional layers (instead of
fully connected layers). Therefore, the CNN would be embedded in the RNN architecture,
contrasting with the proposal described in this work, where the CNN and RNN are serially
connected. This approach has been applied to the task of image recognition in [81].
In the described methodology, no a priori knowledge is used. However, it would be useful
to learn soft-tissues’ deformation in an unsupervised manner. Thereafter, a model designed
in a supervised learning setting can take advantage of such knowledge. This approach
could be implemented as follows. First, a deep neural network can be designed to learn a
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dense vector field in 3D space, by processing two stereo video frames at consecutive time
steps. This vector field should describe how each point on the soft-tissues’ surface moves
in 3D space. Intuitively, it models the mechanical behavior of soft-tissue. As an additional
requirement, this neural network should encode this high-dimensional information (the 3D
dense vector field) into a low-dimensional feature vector space (i.e. a 1024-dimensional
vector). Therefore, an encoder-decoder neural network architecture is suitable for this purpose.
During the training stage, this model would process stereo video sequences, however, at test
time, it should operate on monocular video sequences. Subsequently, a model designed in a
supervised learning setting can take advantage of the learned feature vector space as well as
ground-truth force data. This approach is left for future work.
Finally, a model designed in a semi-supervised learning setting using an Auto-Encoder
network and Generative Adversarial Networks (GAN) [41], represents a potential approach
to find a suitable feature vector representation from video sequences when few data are
available. This approach is described in Chapter 5. Furthermore, incorporating an attention
model, such as the one described in [142], would allow automatically select those regions in
video sequences that contribute to the learning process (i.e. where tool-tissue interactions
are present), avoiding the need of applying pre-processing operations (i.e. mean frame
removal and space-time transformation). Moreover, this attention mechanism would allow
the extension of the neural network model to the prediction of forces related to more complex
surgical tasks than pushing and pulling, for instance, suturing or knot-tying. A better
understanding of the RCNN model, e.g., by interpretation of its predictions [10, 72], will
certainly help in designing more efficient RCNN architectures in the future.
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Table 4.6. Test set accuracy measured by the Mean Relative Error (MRE).
Loss
Fx
A
B
A
B
A
B

Fy

Test Set Accuracy (MRE)
Fz
Tx
Ty
Tz

Average

Case I: Tool Data
280.7 485.3 719.5 342.2 241.9 512.4
430.3
293.8 451.0 788.7 277.1 233.8 447.4
415.3
Case II: Feature Vectors From Video
213.8 292.8 366.0 225.2 174.3 385.9
276.3
187.1 272.7 298.2 183.4 155.0 355.3
242.0
Case III: Tool Data & Feature Vectors From Video
180.1 266.9 303.8 179.6 156.0 362.5
241.5
194.6 286.0 330.2 203.9 170.7 361.4
257.8

(a) Pushing Task

(b) Pulling Task

Figure 4.27. Computed metrics for each force component used to assess the quality of the
predicted signals related to pushing (left column) and pulling tasks (right column). For the
Pearson Correlation Coefficient (PCC), values closer to 1.0 are better; in contrast, for the
Root Mean Squared Error (RMSE) lower values are desirable.
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Table 4.7. Maximum, minimum and mean values of the Pearson Correlation Coefficient
(PCC) and Root Mean Squared Error (RMSE) metrics.
Case

I-A
I-B
II-A
II-B
III-A
III-B
I-A
I-B
II-A
II-B
III-A
III-B

Pushing Task
Max
Min
Mean

Pulling Task
Max
Min
Mean

PCC (Values closer to 1.0 are better)
0.3800 -0.1351 0.0450 0.2110 -0.1732
0.3655 0.0406 0.1263 0.4901 -0.0241
0.8877 0.2474 0.5175 0.7002 0.5492
0.8869 0.2405 0.5097 0.7086 0.5342
0.8957 0.2674 0.5466 0.7164 0.5252
0.8469 0.1841 0.4016 0.6860 0.5367
RMSE (Values closer to 0.0 are better)
1.1997 0.3502 0.6407 0.8517 0.4329
1.3149 0.2785 0.5672 0.8278 0.4349
0.4531 0.1732 0.3137 0.7043 0.3321
0.4531 0.1726 0.3098 0.6962 0.3419
0.4567 0.1598 0.3038 0.6778 0.3199
0.6592 0.2596 0.3967 0.6756 0.3320

0.0636
0.2232
0.6100
0.6024
0.6280
0.6141
0.6509
0.6313
0.5195
0.5161
0.5041
0.5168

Table 4.8. Force estimation accuracy (Case III-A), in terms of the Pearson Correlation
Coefficient (PCC) and Root Mean Squared Error (RMSE), taking into account force (N) and
torque (Nm) units.
Metric

Fx

PCC
RMSE

0.5864
0.1230

PCC
RMSE

0.6917
0.1511

Fy

Fz

Tx

Pushing Task
0.4537 0.8957 0.4246
0.0892 1.1071 0.2810
Pulling Task
0.5993 0.7164 0.5824
0.1829 0.8894 1.1915

Ty

Tz

0.6520
0.3621

0.2674
0.0232

0.6530
0.5660

0.5252
0.0381
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(a) Pushing Task

(b) Pulling Task

Figure 4.28. Case III-A: Linear regression (neural network output vs target) applied to all
data in the test set related to pushing (a) and pulling tasks (b). The Pearson Correlation
Coefficient (PCC) is shown for each force component as r. The best line that fits the data is
shown in magenta color. A perfect fitting to the data is represented by the dotted line in dark
blue color. As these two lines become closer, the higher is the quality of the estimated forces.
Data points with low and high error are plotted in blue and red colors, respectively.
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(a) Pushing Task

(b) Pulling Task

Figure 4.29. Case III-A: Sample of predicted interaction forces between tool and tissue
(normalized in the range +/-5) for (a) pushing and (b) pulling tasks.
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Table 4.9. Comparison of the Pearson Correlation Coefficient (PCC) computed from the
estimated force by the RCNN (Case III-A) and ARMAX models.
Model

Fx

RCNN
ARMAX

0.5864
0.0949

RCNN
ARMAX

0.6917
-0.0639

(a) Pushing Task

Fy

Fz

Tx

Ty

Tz

Pushing Task (PCC)
0.4537 0.8957 0.4246 0.6520 0.2674
0.0166 0.0925 0.0378 0.1331 0.1312
Pulling Task (PCC)
0.5993 0.7164 0.5824 0.6530 0.5252
0.2872 0.0593 0.1567 0.0178 0.1709

(b) Pulling Task

Figure 4.30. Deterioration of the RCNN model (case III-A) as Gaussian noise is added to
tool data with increased strength (by varying the standard deviation). The Pearson Correlation
Coefficient (PCC) and Root Mean Squared Error (RMSE) metrics (per force component)
related to pushing and pulling tasks are shown in the left and right columns, respectively.
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(a) Low Gaussian noise added on tool data (standard deviation σ = 0.001)

(b) High Gaussian noise added on tool data (standard deviation σ = 14.0)

Figure 4.31. A sample of estimated interaction force signals related to pushing tasks.
Gaussian noise was added on tool data with (a) low and (b) high intensity.
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Table 4.10. Comparison of the performance of the RCNN model in offline and real-time
modes
Mode

Fx

Fy

Fz

Tx

Ty

Tz

Pushing Task
PCC
Offline
0.5816 0.4869 0.9286 0.5860 0.8643 0.2432
Real Time 0.5873 0.4546 0.8794 0.5480 0.8205 0.2611
R. Error †
-0.99
6.64
5.29
6.49
5.06
-7.34
RMSE
Offline
0.1797 0.2182 0.4528 0.1103 0.1113 0.3874
Real Time 0.1817 0.2209 0.5918 0.1164 0.1260 0.3864
R. Error †
1.14
1.22
30.69
5.56
13.27
-0.26
Pulling Task
PCC
Offline
0.7134 0.6635 0.7070 0.6700 0.7214 0.5935
Real Time 0.6838 0.6845 0.6547 0.6654 0.7238 0.5637
R. Error †
4.14
-3.16
7.40
0.69
-0.34
5.03
RMSE
Offline
0.3079 0.5915 0.3737 0.6435 0.3423 0.6555
Real Time 0.3217 0.5814 0.4009 0.6431 0.3489 0.6691
R. Error †
4.48
-1.70
7.30
-0.07
1.92
2.07
†: Relative error in percentage (%) computed by taking values
in offline mode as a reference.
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(a) Pushing Task

(b) Pulling Task

Figure 4.32. Comparison of the RCNN model performance in offline (bars in black color)
and real-time (bars in white color) modes. The Pearson Correlation Coefficient (PCC) and
Root Mean Squared Error (RMSE) metrics (for each force component) related to pushing
and pulling tasks are shown on the left and right columns, respectively. The percentage
in red color on top of each pair of bars represents the deterioration in the quality of the
metrics computed in real-time mode with respect to that in offline mode. The reverse effect,
an improvement in the quality of the metrics in real-time mode with respect to that in
offline mode, is shown by the percentages in green color. However, such improvement is
nonsignificant.
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(a) Offline Mode

(b) Real-time Mode

Figure 4.33. A sample of estimated interaction force signals related to pushing tasks that
resulted from pre-processing video sequences in (a) offline and (b) real-time modes.
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(a) Offline Mode

(b) Real-time Mode

Figure 4.34. A sample of estimated interaction force signals related to pulling tasks that
resulted from pre-processing video sequences in (a) offline and (b) real-time modes.

Chapter 5
Vision Based Force Sensing: A
Semi-Supervised Learning Approach
In the development of Vision-Based Force Sensing (VBFS) methods, some efforts have
been done to solve the challenging problem of providing Force Feedback (FF) in current
Robot-Assisted Minimally Invasive Surgery (RAMIS) systems. However, existing methods
have been developed in a Supervised Learning (SL) setting. Nonetheless, most of the video
sequences related to RAMIS are not provided with ground-truth force data, which can be
easily acquired in a controlled environment. A powerful approach to process unlabeled
video sequences and find a compact and suitable representation for each video frame would
consist in using an Unsupervised Learning (UL) method. Afterwards, a model trained in a SL
setting could take advantage of these representations in addition to the available ground-truth
force data. In the present work, this approach is explored by investigating a model in a
Semi-Supervised Learning (SSL) framework, consisting of an Encoder Neural Network
(ENN) and a Long-Short Term Memory (LSTM) network. This model is trained first in an
UL stage, and subsequently in a SL stage.
First, in the UL stage, a Convolutional Auto-Encoder (CAE) is trained to learn a compact
vector representation for each RGB frame in a video sequence. This vector representation is
known as latent space. To facilitate the reconstruction of sharp (high frequencies) and smooth
details (low frequencies) found in images, the CAE is optimized using the adversarial loss
and L1-loss, respectively. Second, in the SL stage, the ENN of the CAE is serially connected
to an LSTM network and trained jointly to minimize the difference between ground-truth
and estimated force data. Datasets addressing the force estimation task are scarce. Therefore,
the experiments have been validated in a custom dataset.
The results of this study shed light on the advantages and shortcomings of a SSL approach
applied to the force estimation task. Specifically, if few labeled data is available, the quality
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of force estimation is compromised. Therefore, it was found that a Deep Neural Network
(DNN) designed in a SL setting such as the one described in Section 4.2 (consisting of
the pre-trained VGG16 and LSTM networks), is still superior (in terms of force estimation
quality) that the proposed model in this section, at the expense of requiring more labeled data.
Furthermore, the results show the importance of highlighting motion information in video
frames, during the learning process of the neural network. This supports the observation that
motion caused by the interaction of surgical instruments with soft-tissues is correlated with
the estimated force.

5.1

Introduction

Force Feedback (FF) is a desirable feature in Robot Assisted Minimally Invasive Surgery
(RAMIS) systems. It allows the integration of the “sense of touch”, resulting in potential
benefits. For instance, improved manipulation of human soft-tissues avoiding their damage
due to excessive applied forces. However, the integration of FF in RAMIS systems still
remains an open problem [11][86]. Advances in fields of computer vision and artificial
intelligence have resulted in an emerging research area known as Vision Based Force Sensing
(VBFS). VBFS enables the estimation of interaction forces between surgical instruments and
soft-tissues by processing video sequences. Such data is easily provided by RAMIS systems,
nonetheless, its interpretation is challenging.
Different methods have been proposed to address VBFS in RAMIS scenarios. They
estimate forces relying on an accurate modeling of soft-tissues deformation in 3D space
(i.e. deformed surface) caused by their interaction with surgical instruments. Additional
information such as the surgical tool motion is beneficial. For instance, the tool-tip trajectory.
Therefore, in VBFS, the objective is to design a model that maps (monocular/stereo) video
sequences and surgical tool motion to force. The literature review presented in Section 3.3
related to VBFS in RAMIS, reveals that the proposed neural network models have been
designed in Supervised Learning (SL) settings. The advantages of using an Unsupervised
Learning (UL) approach, to learn useful representations from raw data, remain unexplored.
An important factor that contributes to the lack of research in this application is the unavailability of public datasets addressing the force estimation problem in the context of RAMIS.
Moreover, most of unlabeled data is easily available (i.e. video sequences) and labeled
data is scarce (i.e. video sequences in addition to ground-truth force data). Therefore, a
Semi-Supervised Learning (SSL) approach represents an interesting avenue of research. Up
to now, an approach based on Generative Adversarial Networks (GAN) [41] has not been
investigated for VBFS in RAMIS. GANs are generative models that consist of two competing
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neural networks with different objectives: a generator G and a discriminator D. The goal of
G is to “fool” D by learning to generate samples that resemble the real data (ground-truth).
In contrast, the goal of D is to distinguish between real (ground-truth) and fake (samples
generated by G) data. As the training process evolves, G learns the probability distribution
of the real data.
In the context of UL, Auto-Encoders (AE) are neural networks with fully connected
layers that encode high-dimensional data into a latent space and decode this information,
reconstructing the input data in its output [56][140]. A better model for processing data with
spatial correlations (i.e. images) is a Convolutional Auto-Encoder (CAE). In [87], this model
is studied for feature vector extraction and pre-training of Convolutional Neural Networks
(CNN). The authors concluded that this model can learn biologically plausible filters. In
addition, it was found that optimizing a pre-trained CNN tends to outperform the same model
with its parameters initialized from scratch. When few labeled data is available, pre-training
CNNs with an UL approach can help in designing models in a SL setting. Regarding the
reconstructed data, its quality is affected by the design of the loss function used to optimize
the CAE model. To improve this quality and learn better representations in the latent space,
the traditional CAE model can be extended to a GAN framework. For this purpose, in this
work, a CAE model is designed and optimized based on several design choices described
in [85], [73], [61], [88] and [126]. An Adversarial Auto-Encoder (AAE) is proposed in [85]
which shapes the distribution of the latent space using a GAN framework. The authors
in [73] designed a generative model as a combination of a Variational Auto-Encoder (VAE)
and a GAN framework. In particular, they pointed out that a loss function designed with an
element-wise metric (i.e. squared error) is simple but not suitable for image data. Instead,
they suggest a feature-wise metric to measure image similarity. Specifically, they designed
a loss function that uses the hidden representations of the layers in the GAN discriminator.
This resulted in an improvement in the quality of the generated samples. The task of imageto-image translation is addressed in [61]. In that work, the authors suggest the design of a
discriminator network that processes image patches and outputs a probability map instead
of a single scalar value (as defined in the original GAN framework [41]). This approach
improves the quality of the samples rendered by the investigated model. Furthermore, in
this work, low and high frequencies of image data are modeled by a loss function designed
based on the L1-loss and GAN framework, respectively. This loss function design avoids the
blurring effect on images rendered by the model due to the L1/L2-loss. This approach has
also been investigated in the task of video frame prediction [88]. In [126], a GAN framework
is proposed for transferring the texture of real into simulated images, while preserving the
annotations of simulated images. The discriminator network used in this work shares some
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similarities with the model described in [61], suggesting that a discriminator network that
outputs a probability map represents a suitable design choice for some applications.

5.2

Contributions

In the present work, a model in a SSL setting is proposed for the estimation of forces in
the context of RAMIS. This model is composed of an ENN serially connected to an LSTM
network. It addresses the estimation of forces related to pushing actions (i.e. pressing the
surgical tool against soft-tissues) for its simplicity. Furthermore, pushing actions are highly
representative of most tool-tissue interactions. The model is optimized in two stages. First,
in the UL stage, a CAE is optimized in an adversarial framework using a large dataset of
unlabeled video sequences describing interactions between surgical instruments and artificial
soft-tissues. The CAE design and optimization is based on the works described in [85]-[126].
Subsequently, the ENN of the CAE is serially connected to an LSTM network and trained
in a SL setting using fewer data than in the UL stage. In this stage, video sequences in
addition to ground-truth force and tool data (i.e. surgical tool trajectory and grasper status)
are available. The main contributions of this work are:
• An ENN is designed and investigated as a feature vector extractor, using unsupervised
pre-training and by considering an adversarial framework. The feature vectors computed by this neural network constitute a learned representation of high dimensional
data, such as video sequences. In the context of VBFS in RAMIS, the quality of these
feature vectors will have an impact on the quality of force estimates.
• In the SL stage, the impact of applying image processing operations to video sequences,
such as mean normalization and space-time transformation, in the estimated force
signal quality is investigated. For this purpose, three types of input data are studied: (i)
raw frames, (ii) raw frames processed with only space-time transformation and (iii)
raw frames processed with mean normalization and space-time transformation.
• The effectiveness of using a loss function with two terms is investigated in the optimization of the model in the SL stage. The first term measures the distance between the
ground-truth and estimated force signals (i.e. measured by root mean squared error),
while the second term measures the distance between their gradients (i.e. derivative of
the force signal with respect to time).

5.3 Methods
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Methods
Dataset & Preprocessing of Video Sequences

The experiments have been validated in the custom dataset described in Section 4.2.3.1.
In this dataset, the recorded video sequences were processed by tracking and extracting a
Region of Interest (ROI) of size 200 × 300 pixels from every frame. These ROIs improve the
visibility of the interaction between the surgical tool and soft-tissues. Furthermore, mean
normalization and space-time transformations were used. The mean frame normalization
consists in computing a mean frame for every video sequence by averaging all the raw
frames (with equal contribution). Each computed mean frame is subtracted from every
corresponding video sequence. The result of this operation is the elimination of the static
background present in video sequences, since this information does not contribute to the
learning process in the force estimation task. In the application of human pose estimation
from video sequences (with static background), this operation was found beneficial [109].
The space-time transformation consists in creating a 3-channel image by concatenating grayscale versions of the past, current, and next color frames along the channel dimension. This
image representation encodes temporal information and was found useful in the estimation
of sound from silent video sequences [102].
The three types of video frames investigated in the experiments are illustrated in Figure 5.1. These are raw, space-time and full-processed frames. Raw video frames processed
with the space-time transformation, referred to as space-time frames, emphasize motion
from two sources: (i) camera motion and (ii) motion due to the interaction between surgical
instruments and soft-tissues. In this representation, image regions where motion is present are
rendered as colored pixels. In contrast, static image regions are shown as pixels in gray-scale.
Full-processed video frames, with mean normalization and space-time transformation, only
emphasize the motion caused by the interaction of the surgical tool with soft-tissues. In this
representation, only this type of motion is rendered as colored pixels, while the rest of the
image appears suppressed (i.e. constant gray color).

5.3.2

Semi-Supervised Model

The SSL model is composed of an Encoder Neural Network (ENN) and a Long-Short Term
Memory (LSTM) network. This model is designed in two stages.
In the first stage, the ENN is designed by optimizing a CAE in an adversarial framework
as detailed in Figure 5.2. In this illustration, the encoder network Enc maps an input
image X to a latent space vector Z. This encoding process is expressed as Z = Enc(X).
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Figure 5.1. Video frames investigated in the experiments. Left: Raw frames. Middle:
Space-time frames. Right: Full-processed frames.
The reverse operation is carried out by the decoder network Dec, whose objective is to
reconstruct the original image X from the latent space Z. Thus, the reconstructed image is
X̃ = Dec(Z). The CAE is optimized in an adversarial framework using two discriminators.
The first discriminator, represented by Discx , is a fully Convolutional Neural Network
(CNN) that distinguishes between real (X) and reconstructed images (X̃). The output of
this discriminator is a 3 channel probability map, PX ∈ ℜ7×10×3 . The second discriminator,
Discz , is a Fully Connected Neural Network (FC-NN) that outputs a single scalar probability,
PZ ∈ ℜ. It classifies latent space vectors Z as belonging to a standard normal distribution,
Zreal ∼ N (0, 1), or as generated by the encoder network, Z = Enc(X). In Figure 5.2, the
number of output feature maps corresponding to each convolutional layer are shown for
Enc (CE1-CE5), Dec (CD1-CD5) and Discx (C1-C6). Analogously, the size of each fully
connected layer is indicated for Enc (FCE), Dec (FCD) and Discz (FC1-FC4).
In the second stage, the model shown in Figure 5.3 referred as Encoder-LSTM network,
is trained end-to-end in a SL setting. This model consists in three neural networks: Encvideo ,
Enctool and ΦLST M . Encvideo and Enctool process video frames Xt and tool data Xttool , at
each time instant t, respectively. Encvideo has the same topology as Enc in the UL model
depicted in Figure 5.2. Nonetheless, some changes are introduced in the layers of Encvideo
while preserving the learned parameters from the UL stage. Enctool is a three layer FCNN, and the size of each layer (FC1-FC3) is indicated in Figure 5.3. The neural networks
Encvideo and Enctool output the feature vectors Ztvideo and Zttool , respectively. Ztvideo and
Zttool are concatenated into a single feature vector Zt . Thereafter, a two layer LSTM network,
ΦLST M , processes a sequence of feature vectors Zt over T time steps to render the final
estimated force F̂t . In this model T = 64 time steps. The neural network described here
is the LSTM network with Coupled Input-Forget Gates (LSTM-CIFG) [44]. This model
has fewer parameters than the traditional LSTM network without sacrificing performance.
Figure 5.4 details the design of the LSTM-CIFG model used in the experiments.
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Regarding the design of each layer in the UL and SL models, additional details are
described in Table 5.1.

Figure 5.2. In the UL stage, an ENN (Enc) is designed by optimizing a CAE in an adversarial
framework. An input image X is transformed into a latent space Z by the encoder network
Enc. The decoder network Dec reconstructs the input image X from Z, rendering X̃ as
output. The discriminator networks Discx and Discz are applied on image data (X and X̃)
and latent space (Z), respectively.
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Figure 5.3. Encoder-LSTM model used in the SL stage. The neural networks Encvideo
and Enctool process video frames and tool data, respectively. Their outputs are used to
create a feature vector Zt at every time instant t, which is modeled over T time steps by an
LSTM-CIFG network, ΦLST M .
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Figure 5.4. Design of the LSTM-CIFG network with two cells. Each cell has 256 units
and processes the feature vectors Zt over T = 64 time steps. 50 % of the outputs from
the last cell (shown as Cell 1) are averaged. A fully connected layer (of dimension 6) with
linear activation is used as the output layer. To prevent over-fitting, dropout is applied with
probability P during training at the output of each LSTM-CIFG cell.
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Table 5.1. Design of each layer in the UL & SL models.
UNSUPERVISED LEARNING MODEL
Layer
Design
CAE: Encoder Enc & Decoder Dec
CE1-CE5
CONV ↓ 2 → BN → RELU
CD1-CD5
DECONV ↑ 2 → BN → RELU
FCE, FCD
DENSE
Discriminator Discx
C1-C3
CONV ↓ 2 → BN → LRELU
C4-C6
CONV → BN → LRELU
Discriminator Discz
FC1-FC4
DENSE → LRELU
SUPERVISED LEARNING MODEL
Layer
Design
Encoder Encvideo
CE1
CONV → RELU → MAXPOOL
CE2-CE5 CONV → BN → RELU → MAXPOOL
FCE
LINEAR → BN → TANH
Encoder Enctool
FC1, FC2
DENSE → BN → RELU
FC3
DENSE → BN → TANH
CONV: Convolutional layer with a kernel of size 5×5. Whenever
indicated, downsampling (↓ 2) is performed with a stride of 2,
otherwise stride 1. DECONV: Transposed convolutional layer
with a kernel of size 5 × 5. Upsampling (↑ 2) is performed
with a stride of 2. DENSE: Fully connected layer (without
activation). BN: Batch normalization layer. MAXPOOL: MaxPooling layer. RELU: Rectified linear activation. LRELU: Leaky
RELU activation with slope of 0.2. TANH: Hyperbolic tangent
activation.
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5.3.3

Model Optimization

The optimization of the SSL model starts with the CAE model and ends with the EncoderLSTM network.
5.3.3.1

CAE Optimization

In the following equations, the discriminators Discx and Discz shown in Figure 5.2 are
represented by Dϕ and Dzα , respectively. Likewise, the CAE model, X̃ = Dec(Enc(X)),
and the encoding model for the latent space, Z = Enc(X), are represented by the generator
networks Gθ and Gzβ , respectively.
Given Mv samples from a dataset (i.e. images), the discriminator network Dϕ updates its
parameters ϕ with the loss function defined in (5.1). A reconstructed image X̃ is computed
by the generator network Gθ as an encoding-decoding process. Therefore, X̃ = Gθ (X) =
Enc(Dec(X)). Gθ updates its parameters θ with the loss function defined in (5.2).




Mv
1 X
log(Dϕ (X)) + log(1 − Dϕ (Gθ (X)))
LD (ϕ) = −
Mv i

(5.1)

Mv
1 X
log(Dϕ (Gθ (X)))
LG (θ) = −
Mv i

(5.2)

The distribution of the latent space Z is shaped to follow standard normal distribution
N (0, 1) by using an adversarial framework. The discriminator Dzα and generator Gzβ
networks have parameters α and β, respectively. Dzα and Gzβ are optimized with the loss
functions defined in (5.3) and (5.4), respectively.




Mv
1 X
log(Dzα (X)) + log(1 − Dzα (Gzβ (X)))
LDz (α) = −
Mv i

LGz (β) = −

Mv
1 X
log(Dzα (Gzβ (X)))
Mv i

(5.3)

(5.4)

The L1-loss expressed in (5.5) was selected to penalize the difference between the groundtruth X and the reconstructed images Gθ (X). This loss function produces a lower blurring
effect with respect to the L2-loss. Equation (5.6) is applied to the layers of the discriminator
(l)
Dϕ . It measures the distance between the hidden representations produced in Dϕ at a layer
l, given as input ground-truth (Dϕ (X)(l) ) and reconstructed (Dϕ (Gθ (X))(l) ) images.
LL1 (X) = ∥X − Gθ (X)∥1

(5.5)
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LACT (X; l) = Dϕ (X)(l) − Dϕ (Gθ (X))(l)

1

(5.6)

The total image reconstruction loss in (5.7), represents a linear combination of the loss
functions (5.2), (5.4), (5.5) and (5.6), weighted by the scalars λG , λGz , λL1 and λACT ,
respectively.
LR (X, θ, β) = λG LG (ϕ) + λGz LGz (β) + λL1 LL1 (X) + λACT LACT (X; l)
5.3.3.2

(5.7)

Encoder-LSTM Optimization

Equation (5.8) describes the loss function used for the joint training of the Encvideo , Enctool
and ΦLST M networks, which define the Encoder-LSTM model (see Figure 5.3). It is a linear
combination of the Root Mean Squared Error (RMSE) and Gradient Difference Loss (GDL)
weighted by λRM SE and λGDL , respectively. The RMSE defined in (5.9), penalizes the
(i)
(i)
distance between ground-truth Ft and estimated Fbt force components at time t, indexed
by i = 0, ..., N − 1, where N is the total number of force components. On the other hand,
the GDL defined in (5.10) measures the distance between the gradients of ground-truth
(i)
(i)
and estimated force components, referred as ∂Ft /∂t and ∂ Fbt /∂t, respectively. These
(i)
gradients are approximated by convolving the i-th force component Ft with the kernel
(i)
(i)
(i)
(i)
h = [ −1 0 1 ]. Therefore, ∂Ft /∂t = Ft ∗ h and ∂ Fbt /∂t = Fbt ∗ h. Finally, in (5.9)
and (5.10), samples are summed over a temporal window from t = 0, ..., TS , being TS the
total number of samples.
L(F, Fb ) = λRM SE LRM SE (F, Fb ) + λGDL LGDL (F, Fb )
LRM SE (F, Fb ) =

v
TS u
u
X
t
t

LGDL

(F, Fb )

=

N
1 X
(i)
(i)
(F − Fbt )2
N i t

TS X
N
X
t

i

(i)

∂Ft
∂t

(5.8)

(5.9)

(i)

∂ Fbt
−
∂t

(5.10)
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Experiments & Results

The full dataset consists of ∼780K samples. Each sample is represented by an RGB frame,
downsized from 200 × 300 to 100 × 150 pixels. In addition, every frame is provided with a
6D vector of ground-truth interaction forces and a 4D vector of tool data. In the UL stage,
the dataset (unlabeled video sequences) is split in 77% as the training set and 23% as the test
set. Afterward, in the SL stage, a subset of samples (video sequences, force and tool data)
of size ∼320K and ∼40K are taken from the training and test sets, respectively. Relatively,
these samples represent a proportion of 89% as the training set and 11% as the test set.
However, with respect to the total size of the dataset (∼780K samples), they represent a
percentage of 41% and 5% as the training and test sets, respectively. The neural network
models were implemented in Python, making use of the Google’s open source machine
learning framework, Tensorflow [1]. The experiments were carried out using a NVIDIA
Titan X Graphic Processing Unit (GPU).
The next two sections describe the experiments performed on the proposed model as
well as the results obtained. First, in Section 5.4.1, the results from the Convolutional
Auto-Encoder (CAE) applied in the task of image reconstruction are presented (Figure 5.2).
Thereafter, in Section 5.4.2, the optimization of the Encoder-LSTM Network model (Figure 5.3) and the corresponding results are detailed.

5.4.1

Convolutional Auto-Encoder: Image Reconstruction

The CAE was optimized over 241K iterations with the Adam [69] solver, starting with a
learning rate of 1 × 10−4 . In every iteration, two gradient descent updates were applied
on the parameters of the generator network Gθ , using the loss in (5.7). Afterward, a single
update operation was performed on the parameters of the discriminator networks, Dϕ and
Dzα , using the loss functions (5.1) and (5.3), respectively. The hyper-parameters of the loss
defined in (5.7) are: λL1 = 200 and λG = λGz = λACT = 1. Moreover, the loss function
(l)
in (5.6) was applied to the discriminator Dϕ at layer l = 4. This layer is shown in Figure 5.2
as C4-384. The input video frames were corrupted with noise ηf ∈ ℜ100×150×3 from an
uniform distribution U(0, 1). This noise varied with intensity ηi ∈ [0, 0.6] during training,
according to an uniform distribution U(0, 1).
A sample of reconstructed images (test set) rendered by the CAE model are shown in
Figure 5.5. In this illustration, a small blurring effect is observed in reconstructed images due
to the L1-loss. Nonetheless, most of the image details are correctly reproduced as a result of
using the adversarial framework.
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Figure 5.5. Sample of reconstructed images by the CAE. Top row: Ground-truth data.
Bottom row: Reconstructed data.

5.4.2

Encoder-LSTM Network Model: Force Estimation

The Encoder-LSTM model was investigated using the three types of input data depicted in
Figure 5.1. This results in the models A, B, and C, which process raw, space-time and fullprocessed frames, respectively. The objective of this study is to evaluate how the information
found in video sequences contributes to the learning process of the proposed Encoder-LSTM
model. The ideal case would be to use only raw frames as input to the neural network (model
A), that is, without any pre-processing operations applied to the video sequences. However,
learning directly from raw data can be a difficult task for the neural network. Therefore,
some additional information should be provided with the video sequences, for instance,
motion information. For this purpose, space-time (used in model B) and full-processed
(used in model C) frames were included in the experiments. In all cases (models A, B
and C), the Encoder-LSTM model was trained end-to-end, using Adam as optimizer and
the loss function in (5.8) with the hyper-parameters λRM SE = 1.0 and λGDL = 0.20. The
parameters of Encvideo were initialized from the UL stage, while the parameters of Enctool
and ΦLST M were initialized from scratch (see Fig.5.3 for reference). Dropout was applied to
the LSTM-CIFG model with probability of P = 25% as shown in Figure 5.4. The models A,
B and C, were optimized starting with a learning rate (exponential decay applied) of 1 × 10−3 ,
5 × 10−4 , and 5 × 10−4 , completing over 86K, 109K, and 128K iterations, respectively. A
fourth experiment was added to evaluate the impact of the GDL in the loss function (5.8) by
setting, λRM SE = 1.0 and λGDL = 0.0. This results in model D, which as model C, takes
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full-processed frames as input data. However, model D is optimized with a learning rate of
9 × 10−4 and a dropout probability of P = 30%.
The estimated force signal quality (test set) measured by the Pearson Correlation Coefficient (PCC) and Root Mean Squared Error (RMSE), for each model (A-D), is presented
in Table 5.2. These results suggest that the Encoder-LSTM model has difficulties in learning from raw (model A) and space-time (model B) frames. This problem is alleviated by
explicitly providing the Encoder-LSTM model information about the interaction between the
surgical instrument and soft-tissues. Such information is emphasized in model C by using
raw frames processed with mean normalization and space-time transformation. Nonetheless,
other techniques with similar objective can potentially work. For instance, the use of optical
flow or an attention model. Additionally, by comparing models C and D, it is clear that using
the GDL in the loss function provides advantages in the learning process.
It is important to notice that the interaction forces reported in the experiments are mainly
transmitted along the surgical instrument shaft while performing pushing actions. During data
acquisition, the z-axis of the force sensor was aligned with the surgical tool shaft. Therefore,
in Table 5.2, the PCC and RMSE values attributed to the estimated force fˆz are the most
representative. The quality of this force component is shown in Figure 5.6 by plotting the
estimated vs the ground-truth data samples. A sample of force signals computed over time
by the Encoder-LSTM model is presented in Figure 5.7. In this illustration, the amplitude of
the estimated force fˆz differs (at some points over time) with respect to ground-truth data.
However, its shape is almost completely recovered. The rest of the forces and torques have
smaller values as a result of the pushing actions.

5.5

Conclusions

In this work, a model designed in a SSL setting has been investigated for VBFS in RAMIS.
The results from the UL stage, suggest (qualitatively) that the CAE model designed in
an adversarial framework, provides reconstructed images with sharp details (Figure 5.5).
However, some difficulties are present in the learning process during the SL stage, when the
ENN of the CAE is serially connected to the LSTM-CIFG network. The ENN, used as a
feature vector extractor, has difficulties in finding a good representation of raw and space-time
frames, useful for its processing by the LSTM-CIFG network. The best results are obtained
when raw frames are processed with mean normalization and space-time transformation.
Therefore, this suggests the importance of providing the neural network with information
about the motion that results from the interaction between the surgical tool and soft-tissues.
Additionally, in the SL stage, a loss function that considers the distance between ground-truth
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and estimated force (i.e. using the RMSE) is not enough to provide force estimates with
good quality. By taking into account the distance between the gradients of ground-truth and
estimated force (i.e using the GDL), the quality of force estimates is improved.
It is important to notice that the PCC for pushing tasks, reported in Section 4.2 for the
Recurrent Convolutional Neural Network (RCNN) designed in a Supervised Learning (SL)
setting, has a value of 0.8957 for the force component in the z-axis direction, as shown in
Figure 4.28. This value is higher than the one described in Figure 5.6, being of 0.8084.
This result confirms, as expected, that a supervised learning approach is superior to a semisupervised learning one in terms of the force estimation quality, at the cost of requiring more
annotated data. In the plots of Figures 4.28 and 5.6, data points have a similar distribution in
the plane (estimated vs ground-truth data). This is explained by the fact that the estimated
data was computed from the same test set.
As future work, the proposed model is to be improved by interpreting its predictions with
methods such as layer-wise relevance propagation [10].
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Table 5.2. Estimated force signal quality for each model measured with the PCC and RMSE
metrics (best values are highlighted in bold).

MODEL†

ESTIMATED FORCE COMPONENTS
fˆx

fˆy

fˆz

τ̂x

τ̂y

τ̂z

PCC
A

0.1598

0.0370

0.1570

0.1435

0.1916

0.0899

B

0.1978

0.1457

0.1211

0.0540

0.1853

0.1045

C

0.2487

0.2328

0.8084

0.1839

0.5131

0.0585

D

0.2294

0.1097

0.7190

0.1392

0.0486

0.0723

RMSE

†

A

0.1302

0.2010

0.5290

0.0828

0.1030

0.2808

B

0.1170

0.1346

0.5543

0.0797

0.1038

0.2109

C

0.1190

0.1375

0.3683

0.0701

0.0870

0.2075

D

0.1334

0.1479

0.4166

0.0781

0.1071

0.2338

Models A, B and C process raw, space-time and full-processed frames, respectively. The RMSE and GDL are considered in the loss function. Model D takes
as input the full-processed frames and only considers the RMSE in the loss
function.
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Figure 5.6. Estimated vs ground-truth force data related to the fz component. The ideal line
fitting the data samples (circles colored in blue) is shown in dotted style and black color. The
best fitting line with a correlation coefficient of R = 0.8084, is depicted in solid style and
magenta color.
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Figure 5.7. Estimated force signals over time for a pushing action. The amplitude of these
signals is shown normalized in the range from -5 to 5.

Chapter 6
Surgical Instruments Tracking in 3D
Space from Monocular Video Sequences
This chapter describes a regression model based on Convolutional Neural Networks (CNN)
and Long-Short Term Memory (LSTM) networks for tracking objects from monocular video
sequences. The target application being pursued is Vision-Based Sensor Substitution (VBSS).
In particular, the tool-tip position and velocity in 3D space of a pair of surgical robotic
instruments are estimated for three surgical tasks, namely suturing, needle-passing and
knot-tying. The CNN extracts features from individual video frames and the LSTM network
processes these features over time and continuously outputs a 12-dimensional vector with
the estimated position and velocity values. A series of analyses and experiments are carried
out in the regression model to reveal the benefits and drawbacks of different design choices:
• The impact of the loss function is investigated by adequately weighing the Root Mean
Squared Error (RMSE) and Gradient Difference Loss (GDL), using the VGG16 neural
network for feature extraction.
• Thereafter, this loss function analysis is extended to a Residual Neural Network
designed for feature extraction, which has fewer parameters than the VGG16 model,
resulting in a reduction of ∼96.44 % in the neural network size.
• Afterwards, the impact of the number of time steps used to model the temporal
information processed by the LSTM network is investigated.
• Finally, the capability of the regression model to generalize to the data related to
“unseen” surgical tasks (unavailable in the training set) is evaluated.
The aforesaid analyses were experimentally validated on the public dataset JHU-ISI Gesture and Skill Assessment Working Set (JIGSAWS) [32] [2]. They provide some guidelines
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for the design of a regression model in the context of VBSS, specifically when the objective
is to estimate a set of 1D time series signals from video sequences.
The approach described before for the estimation of motion information (i.e. position)
can be applied to a vision-based action recognition model (which only relies on video
sequences to perform its predictions) when other instrumentation is unavailable (i.e. a
sensor device to measure position). Such approach has been investigated in [119], where the
surgical instruments position was estimated by a CNN and subsequently fed into a Latent
Convolutional Skip Chain Conditional Random Field (LC-SC-CRF) model that distinguishes
between three surgical tasks (suturing, needle-passing and knot-tying). Therefore, the CNN
is acting as a “sensor” that maps video sequences to continuous time-varying signals (the
instruments position).

6.1

Contributions

In the literature review presented in Section 3.4, it is mentioned that [119] and [121] proposed different methods for tracking surgical instruments from monocular video sequences.
However, the authors of these works do not address the estimation of the tool-tip velocity
in 3D space for each instrument. Moreover, the LSTM network is not considered in the
regression model design.
In this chapter, a regression model that implements the concept of VBSS is investigated.
This model estimates the tool-tip position and velocity of a pair of surgical instruments. These
variables are computed in the 3D space from only monocular video sequences describing the
motion of two instruments. The position and velocity data are estimated for three surgical
tasks, namely suturing, needle-passing and knot-tying. Although the present work is focused
on the aforesaid application, it can be useful to address similar problems formulated in the
context of regression. The contributions are listed as follows:
• In the context of RAMIS, [119] and [121] only address the surgical tool-tip position
and consider feed-forward neural network architectures (i.e. CNN and RPN) in their
proposed regression models. In the present work, the estimation of the tool-tip velocity
is included, and a CNN (for FE) in addition to an LSTM network are taken into account
in the regression model. Therefore, each estimated variable is considered a 1D time
series instead of a single real value.
• Four analyses were made in the regression model to reveal the best design practices, as
well as their shortcomings:
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(i) The impact of using different loss functions in the regression model that consist
of a fine-tuned VGG16 neural network [128] (pre-trained on 1.2 million images
from ImageNet dataset [120]) for feature extraction (FE), serially connected with
an LSTM network. The loss functions considered are the Root Mean Squared
Error (RMSE) and Gradient Difference Loss (GDL).
(ii) A Residual Neural Network (ResNet) is designed for FE to counteract the intense
computational cost of using the VGG16 model, resulting in a reduction in the
total number of parameters used. Subsequently, the ResNet is connected in series
with an LSTM network, and evaluated with respect to the regression model that
uses the VGG16 neural network for FE.
(iii) The quality of the estimated signals is evaluated, by varying the number of time
steps in the LSTM network, which takes as input feature vectors computed from
the fine-tuned VGG16 model. This analysis provides hints about the trade-off
between model complexity and the quality of the estimated signals.
(iv) The capability of the regression model to generalize to “unseen” tasks is evaluated.
This analysis is carried out by training the regression model (consisting of the
VGG16 and LSTM networks) only on data related to suturing tasks (the “seen”
task), and then evaluating its performance on needle-passing and knot-tying tasks.

6.2

Regression model

The regression model investigated in this work consists of a CNN connected in series
with an LSTM network. The CNN computes feature vectors Φ, from input video frames
X. Afterward, the LSTM network processes Φ, and models their temporal information to
produce the final output, Y . Such architecture is applied in the estimation of the tool-tip
position and velocity in 3D space of two surgical robotic instruments, given as input only
monocular video sequences. This architecture is illustrated in Figure 6.1, with a description
of X, Y and Φ in Table 6.1, and was validated with analysis and experiments in the public
dataset JHU-ISI Gesture and Skill Assessment Working Set (JIGSAWS) [32] [2]. This
dataset provides video sequences related to three different surgical tasks executed with a
pair of surgical instruments. The surgical tasks are suturing (ST), knot-tying (KT) and
needle-passing (NP). In addition, kinematic data (tool-tip position/velocity in 3D space) is
available at each time instant for each instrument.
As Figure 6.1 shows, pre-processing operations are applied on the raw video frames.
A mean frame was removed from each video and subsequently, three consecutive RGB
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Figure 6.1. Regression model for the estimation of the position and velocity in 3D space for
each surgical robotic instrument (SRI).
X ∈ ℜH×W ×C
H, W , C: Image height, width and channels, respectively.
Φ ∈ ℜNF V
NF V : Size of the feature vectors.
Y = [xl , y l , z l , vxl , vyl , vzl , xr , y r , z r , vxr , vyr , vzr ] ∈ ℜ12
(xk , y k , z k ): Tool-tip position (in 3D space) for the SRI k.
(vxk , vyk , vzk ): Tool-tip velocity (in 3D space) for the SRI k.
k ∈ [l, r]: l and r stand for left and right SRIs, respectively.

Table 6.1. Description of variables X, Y and Φ in the regression model.

frames, each one converted to grayscale, were concatenated resulting in a space-time image
representation. Since the mean frame removal suppresses the static background present
in video sequences [109], the space-time image representation corresponds to temporal
derivatives as described in [102]. These preprocessing steps prevent the CNN from overfitting.
Although these operations were performed off-line, they can be easily extended to real-time
scenarios. A sample of raw frames and their corresponding processed versions for each
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Figure 6.2. Sample of raw (top row) and processed (bottom row) frames for each surgical
task.
surgical task are presented in Figure 6.2. Two CNNs were studied as feature extractors,
namely the VGG16 network and a designed network with residual layers (ResNet). The
ResNet has been designed with fewer parameters than the VGG16 network. The LSTM used
in all the experiments is the variant with Coupled Input-Forget Gates (CIFG), which has
been studied in [44] and suggested as an alternative model with fewer parameters than the
Vanilla LSTM network with added peephole connections. The optimization of the whole
regression model was performed in two stages. First, the CNN was optimized by taking the
processed video frames as input, and the ground-truth signals as output. Subsequently, the
LSTM network was optimized by taking as input and output, the feature vectors computed
from the CNN and the ground-truth signals, respectively. By optimizing the regression model
in two stages, the computational resources required are minimized. This strategy is especially
important when the VGG16 network is fine-tuned during the first stage of the optimization.
Training jointly the VGG16 and LSTM networks will result in a very slow process due to the
large number of parameters in both neural networks.
The four analyses performed on the regression model, are described in Sections 6.2.16.2.4. First, in Section 6.2.1, the designed loss function is introduced. Furthermore, four
regression models to be analyzed are described, which use a different loss function and neural
network for feature extraction. Second, in Section 6.2.2, the designed ResNet for feature
extraction is detailed and contrasted with the VGG16 network. Thereafter, in Section 6.2.3,
the strategy to find an optimal LSTM network (by varying its time steps) is presented. Finally,
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in Section 6.2.4, the method used to evaluate the capability of the regression model to
generalize to “unseen” tasks is described.

6.2.1

Objective function

Continuous time-varying signals (in 1D) can be interpreted as a having a structure with
both, smooth and sharp details. Therefore, a suitable loss function for the regression model
should take into account this structure. In particular, a loss function composed of the Root
Mean Squared Error (RMSE) and Gradient Difference Loss (GDL) was investigated in the
regression model. Intuitively, the RMSE promotes the modeling of smooth information found
in continuous time-varying signals (due to the square operation applied to residuals), on the
other hand, the GDL addresses the modeling of sharp details (i.e. the peaks of a signal).
The RMSE and GDL are distance functions. Thus, the RMSE measures the distance
between ground-truth and estimated data, while the GDL penalizes the distance between
their gradients. The gradients adopted here are the neighboring values differences. This
simple form of the GDL has been studied in [88] to enhance the sharpness of the objects
in the task of video frame prediction. Nonetheless, the GDL can also be helpful in the
estimation of lower dimensional data, such as 1D time series signals. Equation (6.1) presents
a loss function L describing these concepts. In this equation, a linear combination of the
RMSE (Lrmse ) and GDL (Lgdl ) terms is weighed by α ∈ [0, 1]. The definition for the RMSE
appears in Equation (6.2) and GDL in Equation (6.3) with the parameter β = {1, 2}. Y and
Yb correspond to ground truth and estimated signals, respectively. The indexes i and j iterate
over M samples in the dataset and over N kinematic variables, respectively.
L(Y, Yb ) = αLrmse (Y, Yb ) + (1 − α)Lgdl (Y, Yb )
Lrmse (Y, Yb ) =

v
u
M
u
X
u
Ωt
i

Lgdl (Y, Yb ) =

M
X
i



Ω

N
X

(j)

|Yi
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(j)
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(6.3)

j

Each term in the summation of Equation (6.2) and (6.3) is transformed by the function
Ω(·). In the simplest case, this function can be defined as Ω(r) = r, where r ∈ ℜ stands
for the residual. Other definitions are considered based on a logarithmic function Ω(r) =
ln (r2 + ϵ) with r ∈ ℜ, or Ω(r) = ln (r + ϵ) with r ∈ ℜ≥0 , where ϵ in the last two equations
is a small positive constant.
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Model
V1
R1
V2
R2

DNN

α

VGG16
LSTM
ResNet
LSTM
VGG16
LSTM
ResNet
LSTM

1.00
1.00
1.00
1.00
0.80
0.75
0.80
0.75

Ω(r)
RMSE
GDL
Term
Term
r
—
r
—
r
—
r
—
2
ln (r + ϵ) ln (r + ϵ)
r
r
ln (r2 + ϵ) ln (r + ϵ)
r
r

Table 6.2. Parameter α (Equation (6.1)) and transformation Ω(r) applied in the RMSE
(Equation(6.2)) and GDL (Equation(6.3)) terms that define the loss function used to optimize
the regression models V1, V2, R1 and R2. The model composed of the VGG16 and LSTM
networks is optimized with a different set of loss functions as described by V1 and V2.
These loss functions are also investigated in the model consisting of the ResNet and LSTM
networks, resulting in R1 and R2.

Table 6.2 shows the loss function used to optimize four models investigated in this work,
denoted as V1, V2, R1 and R2, given different values of the parameter α and definitions
of the function Ω(·). The parameter β in Equation (6.3), was set to 1.0. Following the
illustration of Figure 6.1, for models V1 and V2, the input data is defined by X ∈ ℜ224×224×3
and the feature vectors are computed from the fc7 layer of the VGG16 model, resulting in
Φ ∈ ℜ4096 . In contrast, for models R1 and R2, the input data is defined by X ∈ ℜ240×320×3
and a designed ResNet is used as feature extractor. Thus, each feature vector is represented
by Φ ∈ ℜ2560 . The ResNet model is detailed in the next section (Section 6.2.2). The four
models use the same LSTM network architecture.

6.2.2

ResNet model as feature extractor

In recent years, ResNets have succeeded in computer vision tasks such as image recognition [54]. These models have “shortcut” connections that allow the design of deeper neural
networks in comparison to a plain CNN. Furthermore, the optimization of a ResNet is easier
than that of a plain CNN. Based on these performances, a feature extractor has been designed
with residual layers, which has fewer parameters (∼4.92 M) compared to the VGG16 model
(∼138 M), resulting in a reduction of ∼96.44 % in the neural network size. This percentage
was computed by taking into account all the parameters found in the convolutional and fully
connected layers of each neural network.
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Each residual block in the ResNet model was designed according to [55]. In this work,
different residual layers were analyzed and the best design was found based on several
experiments. The results show the importance of having a clean path in residual blocks,
that is, skip connections without any operation. This design feature allows information to
easily flow from the current to the next layer in ResNets. Moreover, it eases the optimization
process. The residual block presented in [55] is shown in Figure 6.3 and represents an
improvement over the previous proposal by the same authors in [54]. Dropout was found
beneficial and applied in the residual blocks as suggested in [149]. In this work, the authors
proposed Wide Residual Networks (W-ResNet) which are less deep than ResNets. However,
W-ResNets have more parameters on each layer as a result of its wide design. To reduce
overfitting, dropout is applied as a regularization technique between the convolutional layers
in a residual block, as illustrated in Figure 6.4.

Figure 6.3. Residual block design proposed in [55].
The proposed ResNet architecture is illustrated in Figure 6.5, and consists of a convolutional layer (CONV 1), followed by 5 residual layers (RES 2-6), 2 fully connected layers with
ReLU as activation function (FC 1-2), in addition to an output layer with a linear activation
function (LIN-ACT). Max and average pooling were applied after the first convolutional
(CONV 1) and the last residual (RES 6) layers, respectively. Convolutions with a stride
of 2 were used to downsample the dimensions of feature maps in the residual layers. The
dimensionality of the input video frames and target signals is X ∈ ℜ240×320×3 and Y ∈ ℜ12 ,
respectively, as shown in the diagram of Figure 6.5. The feature vectors are computed by
reshaping the output feature maps from the residual layer RES 6, after an average pooling
operation is applied. Therefore, 128 feature maps of resolution 4 × 5 are reshaped as a single
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Figure 6.4. Use of dropout in the residual blocks of a Wide Residual Network (W-ResNet),
as described in [149].
vector, resulting in Φ ∈ ℜ2560 . This neural network was analyzed with two loss functions as
shown in Table 6.2, resulting in models R1 and R2.

6.2.3

Varying the time steps in the LSTM network

The quality of the estimated signals was evaluated by varying the number of time steps
used in the LSTM network to process the feature vectors from the fine-tuned VGG16 model.
These experiments were carried out by training the LSTM network at 32, 64, and 96 time
steps. Both the VGG16 and LSTM networks were optimized with only the RMSE, by
setting α = 1.0 and Ω(r) = r in Equations (6.1) and (6.2), respectively. This model and
loss function parameters were selected based on the results of the experiment described in
Section 6.2.1. As discussed later (in Section 6.3.1), a loss function which considers only the
RMSE represents a reasonable design choice.

6.2.4

Generalization to “unseen” tasks

Finally, the capability of the regression model to estimate the surgical instruments motion
related to “unseen” tasks was evaluated. For this purpose, a baseline model was defined
consisting of the VGG16 and LSTM networks. This model was trained on data related to
suturing tasks and evaluated on knot-tying and needle-passing tasks. The two mentioned
neural networks, the VGG16 and LSTM networks, were optimized with only the RMSE,
by setting α = 1.0 and Ω(r) = r in Equations (6.1) and (6.2), respectively. As explained in
Section 6.2.3, the model and loss function used in this analysis were selected based on the
results of the experiment detailed in Section 6.2.1.
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Figure 6.5. Architecture of the designed ResNet as feature extractor. The filter size and
number of input-output feature maps are indicated in the first convolutional layer (CONV 1).
Each residual layer (RES 2-6) is designed with two sub-layers, S1 and S2, and dropout (with
probability of 40 %) is applied between them during training, as depicted in the diagram of
the right side. In these layers, the number of input-output feature maps (for S1 and S2), as
well as downsampling operations (/2) are shown. The size of each fully connected layer (FC
1-2) and the output layer (LIN-ACT) is also indicated.
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The experiments were carried out on the JIGSAWS dataset, which consists of 206 video
sequences of three surgical tasks, namely suturing (78), knot-tying (72) and needle-passing
(56). Each frame in a video sequence is associated with a 12D vector of ground-truth position
and velocity in 3D space for each surgical robotic instrument. The whole dataset was split
in 75 % and 25 % as the training set and test set, respectively. Following the illustration
of Figure 6.1, the input video frames for the VGG16 neural network are reshaped from
240 × 320 pixels to a square image (320 × 320) by replicating pixels, and subsequently
resized to a resolution of 224 × 224 pixels. This strategy is used instead of centering and
cropping the image, to avoid losing the location of the surgical tool-tip on each video frame.
In contrast, the ResNet model takes as input the processed video frames (240 × 320 pixels),
without any further resizing.
The neural network models were implemented in Python, making use of the Google’s
open source machine learning framework, Tensorflow [1]. The experiments were carried out
using two NVIDIA Titan X Graphic Processing Units (GPUs).

6.3.1

Impact of the objective function

This experiment was performed in two steps for each model V1 and V2 (see Table 6.2). In
the first step, the pre-trained VGG16 model was fine-tuned over ∼100K iterations with the
Root Mean Square Propagation (RMSProp) optimizer, using a batch size of 80 samples and
learning rate of 1 × 10−5 . Dropout was applied in the fully connected layers fc6 and fc7,
with a probability of 50 %. Subsequently, feature vectors of dimension 4096 were computed
from the fc7 layer of the VGG16 model (Φ ∈ ℜ4096 ). In the second step, an LSTM network
whose design is shown in Figure 6.6, was optimized by taking as input these feature vectors.
This LSTM network was trained over ∼160K iterations using the RMSProp optimizer, with
a batch size of 250 samples and a learning rate of 0.0025. Additionally, dropout was applied
at the output of each layer with a probability of 25 %.
Table 6.3 presents the Root Mean Squared Error (RMSE) and Pearson Correlation
Coefficient (PCC) metrics computed on the test set for models V1 and V2. By examining
these values, and specifically the PCC, it can be concluded that using the GDL does not
provide an advantage (at least for this application). Optimizing both the VGG16 and LSTM
networks with only the RMSE represents a reasonable choice. Moreover, in Table 6.3 it is
appreciated that the PCC is higher for the position than for the velocity variables. This result
can be justified by examining the shape of a sample of ground-truth and estimated signals, as
depicted in Figure 6.7 for model V1. In this illustration, the position and velocity variables
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have a normalized amplitude (in the range +/-5). Furthermore, it can be appreciated that the
position variables are smoother compared to the velocity variables.

Figure 6.6. LSTM network design. Each cell is designed with Coupled Input-Forget Gates
(CIFG).

6.3.2

ResNet model results

This experiment was carried out in two stages for each model R1 and R2 (see Table 6.2).
First, the ResNet was trained from scratch over ∼140K iterations with the Root Mean Square
Propagation (RMSProp) optimizer, using a batch size of 80 samples, and a learning rate of
0.5 × 10−4 . Subsequently, an LSTM network was trained to model a sequence of feature
vectors computed from the ResNet (Φ ∈ ℜ2560 ). The LSTM network design (see Figure 6.6)
and hyper-parameters used during the optimization are the same than those described in
Section 6.3.1. This neural network was trained over ∼180K iterations.
Table 6.4 presents a comparison between models R1 and R2, by providing the RMSE and
PCC metrics computed on the estimated position and velocity in 3D space (data in the test set)
for each surgical instrument. By examining this data, the results are more favorable for the
model R2 than R1. The model R2 has higher PCC and lower RMSE metrics for most of the
variables. As discussed in Section 6.3.1, estimating the tool-tip position is easier compared to
velocity. This is quantitatively described in Table 6.4 by the higher and lower quality metrics
for the position and velocity variables, respectively. An important observation supporting
the better performance of model R2, is that including the GDL in the loss function results in
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more benefits when training a model from scratch (ResNet) than when using a pre-trained
model (VGG16). Furthermore, model R2 is competitive with the baseline model V1, as
depicted in Figure 6.8. In the last illustration, the quality of the metrics (RMSE and PCC) for
the model R2 is deteriorated by a small margin with respect to model V1, as indicated by the
percentage on top of each variable. Therefore, there is a compromise between the number of
parameters in the CNN used for FE and the quality of the estimated signals.

6.3.3

Effect of varying the time steps in LSTM

The results of the regression model that consists of the VGG16 network as well as the LSTM
network with 32, 64 and 96 time steps, optimized only with the RMSE are shown in Table 6.5.
The LSTM network design (see Figure 6.6) as well as the hyper-parameters used for its
optimization are the same as described in Section 6.3.1. By analyzing the RMSE and PCC
presented in Table 6.5, the regression model that takes into account an LSTM network with
32 time steps is competitive with the model that considers 64 time steps. In contrast, an
LSTM network optimized over 96 time steps does not provide an advantage over the other
two mentioned models.
The aforesaid results shed light on the careful selection of the number of time steps used
in the LSTM network. Intuitively, by increasing this hyper-parameter, the LSTM network
should provide a better performance, and only a more expensive model is expected. However,
this is not always the case, and a more economical model can meet the requirements (i.e. the
LSTM network with 32 instead of 96 time steps). These results can also be explained by the
slow and smooth motion of the surgical instruments. In such scenario, using few time steps
should be enough to model temporal information.

6.3.4

Evaluation of the model for “unseen” tasks

This experiment was carried out in the conditions described for model V1 in Section 6.3.1,
however, the training set consisted only of data related to suturing tasks. Afterward, the
capability of the model to generalize to “unseen” tasks was evaluated by the metrics displayed
in Figure 6.9. In this illustration, the RMSE and PCC metrics are better for the “seen” task,
which is suturing, on the other hand, their quality is deteriorated by a wide margin for the
“unseen” tasks, represented by needle-passing and knot-tying. These results indicate that the
surgical instruments motion required for each task is highly task-specific. Thus, a robust
regression model for this application needs to take into account data related to all the surgical
tasks.
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Figure 6.7. Estimated tool-tip position and velocity in 3D space for each surgical instrument,
related to a suturing task using the baseline model V1. The signals’ amplitude is shown in a
normalized space (in the range +/-5).
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Figure 6.8. RMSE (top row) and PCC (bottom row) metrics for the regression models V1
and R2. The percentage in red/green color, describes the decrease/increase in the quality of
the metrics for the model R2 with respect to the baseline model V1.
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Figure 6.9. RMSE (top row) and PCC (bottom row) metrics computed on the regression
model trained only on data related to suturing tasks, and evaluated on the “seen” (suturing)
and “unseen” tasks (needle-passing and knot-tying).
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Conclusions

In the present work, a regression model based on deep neural networks for the application of
vision-based sensor substitution was developed. It estimates the tool-tip position and velocity
in 3D space of surgical instruments, here studied for the two. The analyses made on the
regression model reveal the benefits and drawbacks of different design choices.
Using the fine-tuned VGG16 neural network for feature extraction represents the best
design choice. However, a smaller CNN (in terms of parameters) designed with residual
layers is competitive with the VGG16 model. The analysis of the loss function highlights
that including the gradient difference loss term is beneficial when the regression model takes
into account a CNN trained from scratch and designed for feature extraction (ResNet). In
contrast, the advantage of using the gradient difference loss in the loss function is less clear
when a pre-trained model is used for feature extraction (fine-tuned VGG16 neural network).
Regarding the analysis of LSTM network, increasing the number of time steps used to
model sequential feature vectors, does not translate into an improvement in the quality of
the estimated signals. Using 32 instead of 96 time steps in the LSTM network (to process
the feature vectors from the VGG16 model), resulted in better accuracy (in terms of the
root-mean-squared error and Pearson correlation coefficient) and a more economical model.
Finally, the analysis related to the generalization of the regression model to “unseen” tasks,
shows the importance of providing the deep neural network with data related to different
surgical tasks during the training process.
In the reported experiments, the tool-tip orientation, defined by the angular position of
each joint in the articulated wrist, was not taken into account. However, specific orientation
patterns associated with each surgical task should exist. Therefore, integrating the tooltip orientation data during the training process of the deep neural network may lead to
improvements in the results. This study is left for future work.
It is important to notice that the regression model described in this work represents a
generic framework, and it is not restricted to a specific application (i.e. surgical tool-tip
position and velocity estimation). It can be extended to similar problems, where a nonlinear mapping between monocular video sequences and 1D time series signals is required,
i.e. tracking persons in video surveillance. As future work, this regression model is to be
improved by interpreting its predictions and identifying its weaknesses (as done for image
classification in [72]) using methods such as layer-wise relevance propagation [10]. Also, a
semi-supervised approach represents an interesting avenue of research.

Conclusions and Future Work
In this dissertation, the concept of Vision-Based Sensor Substitution (VBSS) has been investigated in the context of Robot-Assisted Minimally Invasive Surgery (RAMIS). Specifically,
two applications have been studied: (i) The estimation of interaction forces between surgical instruments and soft-tissues and (ii) the tracking of surgical instruments. The main
contribution of this research work is the validation of the effectiveness of applying Deep
neural Networks (DNN) for the design of vision-based sensors to estimate (continuous
and time-varying) physical variables, such as position, velocity or force. These DNNs
models are especially useful in situations where a sensor device cannot be deployed in the
wild to measure such variables. However, the main requirement for the design of these
vision-based sensors, is the availability of data (i.e. video sequences and ground-truth sensor
measurements).
As an initial approach, the force estimation task was studied in the context of Supervised
Learning (SL). First, a shallow model was designed to estimate forces produced by pushing
tasks (i.e. pressing the surgical tool against soft-tissues). This model consists of a 3D
lattice and a Recurrent Neural Network (RNN). This composition allows the estimation of
forces for tasks implying pushing actions (i.e. palpation and tissue removal tasks), which are
common in RAMIS and are simpler to estimate. Moreover, this model takes into account
past information to correct its estimates. Nonetheless, the processing of this information
is limited to the last time step, due to the shallow design of the RNN. To widen the kind
of surgical tasks and overcome the limitations of the shallow model, a deep model was
introduced, whose design is based on DNNs. The deep model, a Recurrent Convolutional
Neural Network (RCNN), consists of a Convolutional Neural Network (CNN) connected
in series with a Long-Short Term Memory (LSTM) network. In contrast to the shallow
model, this composition allows estimating forces related to both pushing and pulling tasks.
Furthermore, since the RCNN model integrates a LSTM network in its design, temporal
information was modeled over longer periods of time. The estimation of forces using an
Unsupervised Learning (UL) approach was also investigated by designing a model in two
stages. In the first stage, a Convolutional Auto-Encoder (CAE), consisting of encoder and
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decoder networks, was trained to learn a compact representation (latent space) of video
frames using a Generative Adversarial Network (GAN) framework. In the second stage,
the pre-trained encoder network of the CAE is serially connected with the LSTM network,
rendering the estimated force as output. The second application, the tracking of surgical
instruments from monocular video sequences, considers not only the estimation of the
surgical tool-tip position but also its velocity in 3D space. For this task, a regression model
was investigated only in a SL setting. This model is an extension of the RCNN architecture
investigated in the force estimation task. The experiments and results show that the RCNN
model is generic enough to be used in both tasks, force estimation and tracking of surgical
instruments.
The study of these applications, force estimation and tracking of surgical instruments,
reveals a series of insights, useful when designing a DNN for vision-based sensing:
• The most successful approach to develop vision-based sensors is by designing a DNN
in a SL setting. Nonetheless, this approach requires usually large quantities of data.
For instance, for the application of force estimation around 4 h of recorded video
sequences were required (with additional ground-truth force and tool data). On the
other hand, for the application of surgical instruments tracking, 206 video sequences
were used (in addition to the ground-truth tool-tip position and velocity data).
• Pre-trained CNNs in the ImageNet dataset [120] (i.e. the VGG16 model [128]) used as
feature extractors, provide better results than custom-designed neural networks. This
is consistent with several experiments reported in different applications in the medical
domain, specifically in Medical Image Analysis (MIA) [82].
• The two applications studied, force estimation and tracking of surgical instruments, are
mathematically formulated as regression problems. That is, the goal is to estimate a set
of continuous 1D time-varying signals from video sequences using a regression model.
In particular, the regression model developed for the force estimation task, the RCNN
architecture, was extended to the application of surgical instruments tracking, resulting
in minimal changes in the loss function design and hyperparameters used. Therefore,
the RCNN represents a model that has potential applications in different domains
as long as the structure of the input and output data is preserved. The input data
should have a spatiotemporal structure (i.e. video sequences), while the output data a
temporal structure (i.e. a set of 1D continuous and time-varying signals). However,
this should be interpreted with caution. Further experiments may be needed to find the
best hyperparameters for a specific application. Moreover, if the task being addressed
has more complexity than the two previously exposed, the RCNN architecture may
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not work properly. Nonetheless, the RCNN could serve as a start point upon which a
better model could be designed.
• As discussed in Section 4.2.5.1, the accuracy of the RCNN architecture needs to be
improved for real operational purposes. At least the estimated forces should have
a root-mean-squared error equal or below 0.1 N. Notwithstanding, it represents a
promising approach, and new models addressing the force estimation task could be
designed based on the RCNN architecture.
• The analyses performed on the regression model applied to the surgical instruments
tracking task (described in Section 6) show that:
(i) A regression model that uses a custom designed neural network for feature extraction, such as a Residual Neural Network (ResNet) trained from scratch, benefits
from the addition of the Gradient Difference Loss (GDL) and a transformation
Ω(r) in the loss function design. The GDL promotes the modeling of sharp
details in 1D signals (i.e. the peaks of a signal). The Ω(r) transformation, defined
based on the logarithm function, saturates large errors between ground-truth and
estimate data, which in turn saturates the gradients needed to update the neural
network parameters, resulting in a positive outcome. Nonetheless, there is no
clear advantage in using the GDL and the Ω(r) transformation when training a
regression model that relies on a pre-trained CNN for feature extraction, such as
the VGG16 model.
(ii) The comparative analysis of the designed ResNet vs VGG16 network for feature
extraction shows that there is a trade-off between model complexity and quality
of the estimated signals. A regression model that uses a pre-trained CNN, such
as the VGG16 network, results in a slightly better quality of the estimated data
than relying on a designed neural network such as the ResNet. Nonetheless, the
designed ResNet (∼4.92M) is more compact than the VGG16 network (∼138M)
in terms of parameters. Therefore, the former neural network is faster to train and
more suitable for real-time scenarios than the latter.
(iii) The number of time-steps required design a the LSTM network, should be in
theory minimal, reducing the computational burden. However, the selection of
the number of time-steps is task dependent. In the experiments, it was found that
using only 32 time-steps instead of 64 or 96, to model temporal information, was
enough to preserve the quality of the estimated data. This result is most probably
explained by the slow and smooth motion of the surgical instruments.
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(iv) The analysis of the generalization capability of the regression model to estimate
motion related to “unseen” tasks, reveals that there are specific motion patterns
associated to each surgical task studied (suturing, needle-passing, knot-tying).
Thus, during the optimization process, it is important to provide the regression
model, with data related to different surgical tasks.

In most real situations, video sequences available in RAMIS are not provided with groundtruth measurements from a sensor device (i.e. force data). Therefore, Unsupervised Learning
(UL) represents a powerful approach to learn a representation of unlabeled data. Taking
advantage of the few labeled data available (at least some ground-truth data is necessary to
design DNNs as vision-based sensors), a model is designed in a Semi-Supervised Learning
(SSL) setting. This model has the potential to provide better results in the applications being
investigated using few labeled data. Nonetheless, the experiments and results show that
the SSL model investigated in the force estimation task (Chapter 5) is less accurate than
the model designed in a SL setting (Chapter 4, Section 4.2). Using a pre-trained CNN (in
the ImageNet dataset) used as feature extractor connected in series with an LSTM network
provides the best results. These results suggest that a SL approach should be preferred
over a SSL one when addressing the application of force estimation. In its current state, the
proposed SSL model needs further refinements to improve the accuracy of the force estimates.
Notwithstanding, in the long-term, the SSL approach is more promising than the SL one,
since annotated data is not always available in the desired amount (or such annotation is
expensive to perform).
Regarding the future work, there are several interesting avenues of research that can be
explored. Three of them are highlighted below:
• An improved force estimation model based on GANs. The force estimation model
investigated in Chapter 5, designed in a SSL setting using a GAN framework, can
be further improved by optimizing the CAE with a constraint applied in the latent
space. Such constraint can be derived from information about the ground-truth force.
This strategy is suggested in [85] for designing Adversarial Auto-Encoders (AAE)
when labeled data is available, resulting in a better representation of the latent space.
Therefore, it may lead to more accurate force estimates, since not only the image
content would be encoded during the training of the CAE, but information about
interaction forces between surgical instruments and soft-tissue. Moreover, following
this approach, the decoder network of the CAE can be used as a generator of images
conditioned on force vectors. That is, given a force vector, the decoder network
would generate an image that most likely describes that force applied by the surgical
instrument on soft-tissues.
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• Attention models. The DNNs designed in a SL and SSL settings, described in
Chapters 4 (Section 4.2) and 5, respectively, provided the best results when image
preprocessing operations were applied on the raw video frames (i.e. mean normalization and space-time image transformation). The objective of these operations is to
highlight motion caused by the interaction of the surgical instrument with soft-tissues.
Nonetheless, it is desirable to learn these regions automatically from raw images, without applying such pre-processing operations. An approach such as the one described
in [143] has the potential to solve this task. In this work, an attention-based model,
which automatically learns salient parts in an image, is introduced in the application of
image caption generation. This model automatically learns to describe the content of
images by fixing its gaze on those image features relevant for the task.
• Interpreting the predictions of DNNs. DNNs are usually considered as black box
models. That is, there is little mathematical explanation for their predictions. In recent
years, some methods have been developed with the goal of interpreting the predictions
of DNNs. One of such methods is Layer-Wise Relevance Propagation [10][72], which
provides a heat map as output. This heat map shows relevant areas of the input image
contributing to the final prediction output by the DNN. Using this method, a DNN can
be improved and properly designed for the tasks of force estimation and tracking of
surgical instruments.
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