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Abstract
Routing in open and decentralized networks relies on cooperation. However, the participation of unknown nodes and node administrators pursuing heterogeneous trust and security goals is a challenge. Community-mesh networks are good examples of such
environments due to their open structure, decentralized management, and ownership. As a result, existing community networks
are vulnerable to various attacks and are seriously challenged by the obligation to find consensus on the trustability of participants
within an increasing user size and diversity. We propose a practical and novel solution enabling a secured but decentralized trust
management. This work presents the design and analysis of securely-entrusted multi-topology routing (SEMTOR), a set of routingprotocol mechanisms that enable the cryptographically secured negotiation and establishment of concurrent and individually trusted
routing topologies for infrastructure-less networks without relying on any central management. The proposed mechanisms have
been implemented, tested, and evaluated for their correctness and performance to exclude non-trusted nodes from the network. Respective safety and liveness properties that are guaranteed by our protocol have been identified and proven with formal reasoning.
Benchmarking results, based on our implementation as part of the BMX7 routing protocol and tested on real and minimal (OpenWRT, 10 Euro) routers, qualify the behaviour, performance, and scalability of our approach, supporting networks with hundreds of
nodes despite the use of strong asymmetric cryptography.
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1. Introduction
Community mesh networks [1, 2, 3] are ideally open and decentralized structures, growing and evolving organically as network infrastructure is contributed, deployed, and configured by
their participants. Typically, a deployment of such networks,
such as Guifi.net [4] with more than 34,000 total active nodes,
is structured in different network clouds [5], each consisting
of up to hundreds of nodes, constituting autonomous systems
(AS), operating its cloud-specific internal routing protocol (e.g.
OSPF and, OLSR), and peering with neighbouring clouds via
an exterior gateway protocol (e.g. BGP).
The operation of such networks is based on the principle of
cooperation among the members. These communities usually
have participation rules, such as a membership licence or peering agreement [6, 7, 8], that define their freedom, openness and
neutrality. Nonetheless, current designs and implementations
of mesh networks impose comprehensive technical definitions
and restrictions to achieve functional data transit and end-toend delivery among any pair of network nodes [2]. That includes the use of a specific routing protocol and routing metric
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so that nodes can consistently learn and inform about the state
of the network and update their own routing tables. In practice,
due to the lack of mature implementations, only a very few of
the proposed routing protocols are used in real deployments or
have been experimentally analyzed [3, 9, 10, 11]. Among them
there are the AODV [12, 13], Babel [14, 15], BMX6 [16], the
widely used OLSR [17, 18, 19], and batman-adv [20] protocol
implementations.
One shortcoming of the current solutions is given by the lack
of routing-security support that comes without introducing centralized dependencies (e.g. certificate authorities) [21], which
would contradict with the open and the decentralized objectives
of such networks. Another problem lies in the protocol requirements for unified parametrization of metrics and policies to determine Quality of Service (QoS), routing, trust and security
decisions for all network nodes [22]. Such a strong level of unification prohibits the usage of individually defined policies and
limits its openness. It also imposes a substantial effort, increasing with the number and diversity of community members, for
finding consensus on related questions.
To dilute the limitations of a single and unified set of QoS
parameters for routing, QoS multi-topology (MT) routing has
been proposed [23, 24], allowing the concurrent support of multiple virtual topologies (on top of a single physical topology),
each established based on a different definition of QoS parameters. In OLSRv2 [19] MT is used for routers to support more
than one link metric type. In this paper we use the MT con-
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cept to concurrently support different security and trust sets. A
network could for example maintain one topology (a) for nodes
trusted by organization A, and a second topology (b) usable
only by nodes certified via organization B.
The security design of the protocol proposed in this work ensures that each node is the only authority able to define and
publish its set of individually trusted nodes based on which
forwarding rules (routes) for delivering its traffic should be selected, propagated, and maintained. This way, our protocol pursues the MT approach as it establishes dedicated virtual topologies for each participating node. It further supports the cooperative, open, and decentralized philosophy that enables community networking, as deployed network infrastructures remain
open for other nodes to join and be used while being independent from any central entity.
This paper extends [25] the initial design and analysis of
the securely-entrusted multi-topology routing (SEMTOR) protocol. In summary, the main contributions of this work are:

ad hoc networks (ARAN) [28] as proposed by Sanzgiri et al.
and admittance-control enabling extensions for OLSRv2 proposed by Herberg et al. [29] use digital signatures to verify
the authenticity and integrity of control messages. Both rely
on the existence of a central certificate server trusted by all
participating nodes. Babel hash-based message authentication
code (HMAC) cryptographic authentication [30] relies on one
or several pre-deployed shared keys to validate messages via attached message authentication codes (MAC). However, the requirement for preserving shared keys as a private secret within
an open network community disqualifies related approaches for
any open Community Network (CN).
In addition, SEAD [31] and SAODV [32] encounter the
dependency on a central trust authority with a self-securing
control plane. Using Anchored Hash Chains (AHCs) to protect
the mutable hop counter field of routing- update messages
they ensure that a malicious node cannot claim better distances
to any remote node than it really has. However, both remain
vulnerable to data-plane attacks such as packet dropping or
routing-table poisoning. Moreover, SAODV proposes the use
of digital signatures to protect non-mutable data in routing
messages. To avoid the dependency of a certification authority
as a central root of trust that guarantees the binding between
node public keys (nodePKs) and other node properties such as
their IP address Zapata [33] proposed to bind the identity of
nodes given by their public key to their allocated address by
building it based on the hash of the public key.
Work in [34] and [35] addressed the problem of misbehaving
nodes by punishing malicious nodes based on their forwarding behaviour as observed and assessed by neighbouring nodes.
Adnane et al. [34] build on top of SOLSR and extend it with
detection and reaction mechanisms. Mogre et al. [35] present
another holistic approach combining self-securing routing, detection, reputation, and counter-measure mechanisms.
Introduced in [25], SEMTOR follows a different approach.
In fact, guaranteeing in all aspects the correct operation of
nodes is indeed hard and, as pointed out by Adnane et al. [34],
cannot be guaranteed (e.g. data-plane attacks cannot be prevented) by securing the topological information exchanged between nodes. Therefore, instead of aiming to ensure or enforce
correct operation, SEMTOR enables each node admin to freely
define their individual subset (and resulting sub-topology) from
the complete set of participating nodes that the admin considers
sufficiently trustworthy to meet the security and data-delivery
objectives and concerns. In addition, none of the presented
work relying on asymmetric cryptography for verification of
control messages has yet been analyzed in terms of performance or benchmarked based on embedded hardware and exposed to traffic and network characteristics that are typical for
existing community mesh-network clouds. An overview of related work on routing security for IP-based mesh networks is
given in Table 1.
An impressive amount of further related research about wireless mesh networks has been done in recent years. Selected
publications are ordered thematically with respect to the importance for the objectives of this work. The case of community mesh networks is discussed in terms of legal implications,

• Propose novel, secured, and decentralized routing protocol
mechanisms called SEMTOR. With SEMTOR users can
define individual trust sets of nodes, which are the only
ones allowed to route their traffic.
• Summarize the assumptions, and respectively achieved
safety and liveness properties and prove their correctness
with formal reasoning.
• Describe how SEMTOR is implemented in BMX7 by extending BMX6 (BMX6 + SEMTOR = BMX7), a routing
protocol currently used in production community wireless
mesh networks [5].
• Experimental validation of the resistance of the SEMTOR
implementation to various attack vectors and challenging
network scenarios.
• Analysis of the performance and resource requirements of
SEMTOR by measuring traffic, CPU, and memory overhead. The results demonstrate the scalability of SEMTOR
to support existing mesh-network deployments and using
inexpensive off-the-shelf WiFi hardware.
The remainder of this paper is organized as follows. After
reviewing related work in Section 2, we identify the addressed
problems and design objectives in Section 3 and detail the system model with further assumptions and definitions in Section 4. Section 5 describes the design and mechanisms of our
protocol to solve these objectives which is then validated from
an formal and an experimental perspective in Section 6.3 and
7. This includes the presentation of our prototypical implementation and its functional and performance evaluation using embedded router hardware in a virtualized network environment.
We discuss the contributions, open issues, and adjacent security
solution in Section 8 and conclude in Section 9.
2. Background and Related Work
Existing work on secure routing for ad hoc and mesh networks has been reviewed in [26, 27]. Authenticated routing for
2

Table 1: Related routing security work for IP-based Wireless Mesh Networks

OLSRv2 ext. [29]
Babel HMAC [30]
ARAN [28]
SEAD [31]
SAODV [32, 33]
VRR [36]
Trust OLSR [34]
AntSec [35]
CONFIDANT [37]
SEMTOR [25, 38]

Admission &
Control
centralized
orchestrated
centralized
open
open
open
open
centralized
open
individual,
open

Authentication
CA signed
shared key
CA signed
AHC
self-signed, AHC
self-signed
signed reputation
CA-signed
PGP reputation
self-signed

Control-Plane
Security
CA trust
group trust
consistent
consistent
consistent
consistent
punishment
punishment
punishment
individually
trusted

Data-Plane
Security
CA trust
group trust
CA trust
insecure
insecure
insecure
detection
detection
detection
individually
trusted

motivation, design, and business models in [39, 40, 1, 7, 41,
42, 21]. In addition, scalability and performance aspects of
routing protocols are handled in [43, 44, 45, 46, 47, 48, 9].
Trust and security related work is surveyed and discussed in
[49, 27, 50, 51, 52], with solutions for particular routing functions in [53, 34, 54, 31, 37, 55, 56, 57], and presentations of
holistic security frameworks in [36, 37, 58, 35, 59]. The last
four also present measurement results based on simulation. Approaches towards supporting different or user-defined routing
policies are handled in [22, 60]. Traffic validation, or how to
recognize a misbehaving path, node or link and which information is needed, is addressed by sketches [61, 62, 63, 64],
counters [65], fingerprinting [66] or sampling [62]. Distributed
detection, the assessment of anomalous and faulty nodes based
on sharing of distributed observations, considering the arbitrary
behaviour of malicious nodes, is addressed by Π2 and Πk+2 [67]
in general, or by KDet [68], which is specifically for CNs.

Routing
Metric
*
*
RTT
HC
HC
VRR,*
*
probabil.
*
*

proactive, link state
proactive, DSDV
reactive
proactive, DSDV
reactive, DSDV
hybrid, SR, DHT
proactive, link state
proactive, stigmergic
reactive, DSR

Usable
×
X
×
×
X
X
×
×
×

simulation
×
simulation
simulation
×
sim., testbed
simulation
simulation
simulation

proactive, DSDV

X

CN realistic

Routing Basis

Evaluation

vation, (ii) distributed detection: assessment of anomalous and
faulty nodes based on sharing of distributed observations, and
(iii) response: enforcing the exclusion of a given set of identified faulty nodes.
In that sense, our protocol addresses the third sub-problem of
a response. More precisely, given a known subset of faulty or
distrusted nodes (from the overall set of existing nodes), how
can we ensure that no subset of these nodes can negatively affect any routing-critical task? The other two sub-problems of
traffic validation and distributed detection are out of the scope
of this work, but there are complementary solutions suitable
for this scenario with sketches [64] for the first problem, and
KDet [68] for the second. Further, no assumptions are made
on how a required subset of trusted nodes (or its relative complement from the set of overall nodes, the set of non-trusted
nodes) is obtained. It is just taken for granted, as each community mesh-network can implement its own way to produce and
maintain these lists.

3. Problem Statement
3.1. Objectives

The goal of SEMTOR is to provide secure mechanisms to
ensure that non-trusted nodes in an open network are effectively
prevented from disrupting the routing between trusted nodes.
In multi-hop mesh networks, end-to-end routing is a distributed task that relies on the contribution of network resources
by nodes and honest collaboration between them. However, in
an open network, this allows new or unknown nodes to join
without pre-conditions. Therefore, malicious or misconfigured
nodes with byzantine behaviour can participate and interfere
with the collaboration with faulty operations or adverse contributions. As such, the routing system is one of the most complex
and fragile but, unfortunately, also one of the least protected
components in a network infrastructure [51].
In such a hostile environment, our mechanism shall ensure
that routing-related tasks such as path detection, (efficient and
consistent) route establishment, and end-to-end packet forwarding are robust against any faulty operations from non-trusted
nodes.
With reference to the work of Mizrak et al. [67], the problem of detecting and handling compromised nodes in a network
can be split into the three sub-problems: (i) local traffic validation: traffic behaviour characterization based on local obser-

For the design of the protocol, the following four objectives
have been identified and are briefly summarized as follows.
Regarding ownership of data traffic, forwarding routes, and
node identities, the objective is that any CN-related routingtable entry and packet can be attributed to exactly one node of
the network. Each node can be unambiguously identified with
a secure identity and an identity-proving address. In addition,
each node is the exclusive owner of exactly those routes pointing towards this address and those packets carrying this address
as destination.
Regarding security in terms of autonomy and robustness,
the general objective is that any contiguous group of nodes
(node admins), trusting and willing to cooperate and support
each other, can not be prevented by an external entity (e.g. an
adversary) from doing so.
Regarding openness and decentralization, the objective is
that each node admin can individually decide which of the other
nodes to trust and rely on, that multiple cooperative groups of
nodes (admins) can coexist, that group membership is not exclusive, and that there is no need for a central registry or authority. Nonetheless, similar to social networking or so-called
3

networks of trust, public-key servers or other decentralized coordination platforms may be used to facilitate the management
of known and trustable nodes and corresponding node IDs.
Regarding scalability, an implementation of the proposed
mechanisms should be feasible and scalable for the characteristics (e.g., number of nodes and links per node) of typical CN
clouds and given the resource limitations (e.g., CPU, memory,
and bandwidth) of low-budget but state-of-the-art embedded
routers used in today’s CN deployments.

individuals and organizations with different and even conflicting economic, political, and technical interests [76, 1, 77] and
that can not prevent anybody from participating also with notoriously error-prone or even malicious configured equipment, the
achievement of global consensus on the trustability of all other
participating nodes and their administrators is actually impossible. Instead, it is expected that controversy exists and trustability is only given among various subsets of the overall user
groups. Such directed trust relations between admins are exemplary and are illustrated as green arrows for users of admin E
and F. The E users agreed on accepting the licence and trusting
in the administrative setup of A, C, and F, while admin F and
its connected users trust in B, D, and E.

4. System Model
4.1. Community Model
Figure 1 illustrates the key scenarios, assumptions, and characteristics that are consistent with real-world community-meshnetwork clouds. Mesh clouds typically incorporate up to thousands of users, hundreds of mesh nodes, and tens of links per
node [69, 70, 71, 72, 73] and can extend from a small neighbourhood to the coverage of a city or rural district. They interconnect via gateways with neighbouring community clouds and
other private or public networks, such as the Internet.
The technical enablers are given by nodes based on wireless or wired router hardware [3] with usually limited storage,
bandwidth, and computation capabilities. These nodes are contributed and controlled by individuals and mounted at low cost
on rooftops or isolated rural locations powered by solar energy. The links, manually or automatically established between
neighbouring nodes, create a restricted-route network without
universal direct connectivity between all mesh nodes [74, 75].
As such, the overall infrastructure is owned, developed, and
maintained by its users, who are united by the common idea
to share their networking resources: They offer the service provided by their own routing hardware and links to others and
benefit from those offered by others.
Users can be grouped into two stakeholder groups: users of
the infrastructure and administrators that take the additional
responsibility to control and maintain individual nodes (mesh
routers) and other locally connected infrastructure such as content servers or border gateways to neighbouring networks.
Due to the different roles, a local trust relation exists between
the directly connected users of a node and its representative, the
node administrator who implements the local user decisions. It
is expected that such local node communities are rather small
(typically at the scale of a house or organization) so that consensus on commons such as a licence or terms of usage (e.g.,
[6, 7, 8]) can be reached via direct communication. However,
if consensus is impossible, an independent local node deployment, implementing a different usage policy, can be set up, such
as the case for the upper right building in Figure 1, which hosts
two nodes operated by different administrators.
Because of the implicit dependence on each network component being potentially involved in the cooperative task of
routing and traffic forwarding, the usage of existing resources
should not be imposed and the ability to select and disapprove
among the overall set of existing cloud resources is important.
However, for an open and decentralized CN that brings together

4.2. Network Model and Terminology
This section introduces the terminology and assumptions
used for specifying and justifying the SEMTOR approach for
enabling node admins (as modelled in Section 4.1) to individually specify trusted nodes so that all non-trusted nodes can not
interfere.
A network node is defined as a (routing) process owning
an individual public/private key pair to support cryptographic
operations for authentication, integrity-verification, and nonrepudiation of data created by the node. The private key is assumed to be permanent, globally unique, and accessible exclusively by the key-owning node. A node is supposed to correctly
perform the tasks of path detection, route establishment, and
forwarding of IP data-packets as specified by algorithms and
implemented by a specification-conforming routing protocol.
A supposedly correct (benign) node may indeed not conform
with the specification of correct behaviour. This may be due
to accidental mis-configuration or malicious motivation of the
person administering this node. The public key of a node X is
denoted as KXpub . An identity function VX = v(KXpub ) is an injective function that assigns a label (identity) VX to node X based
on KXpub . A practical identity function v(N) such as the secure
SHA224 [78] hash function is assumed for this work. The set
of all (correctly and incorrectly behaving) nodes is given as V.
A link E B,A describes a directed connection that exists if a
network interface of node VB is in direct transmission range of
a network interface of VA and vice versa, providing a functioning bidirectional transmission opportunity between VA and VB .
However, while the existence of E B,A implies the existence of
E A,B it does not imply that these two links are symmetric or
even identical: E B,A , E A,B . If more than one network interface
per node is assumed then E B,A shall represent the best of all
possible combination of links for transmitting from VA to VB .
The set of all existing links between all nodes is given as E.
A path PT,S is a sequence of nodes Vh ∈ V with 0 ≤
h ≤ s, s ≥ 1 so that with VT ≡ V0 and VS ≡ V s the path
PT,S = {V0 , V1 , V2 , ...V s−1 , V s } explicitly identifies a particular
sequence of nodes (connected via implicitly identified links
E0,1 , E1,2 , ..., E s−1,s between consecutive nodes) from source
node VS to destination node VT within G, providing a directed
end-to-end transmission path with h = {0, 1, 2, ..., s − 1, s} representing the number of remaining hops (nodes) from Vh to
4

Figure 1: Model of a community mesh network

VT ≡ V0 . The set of all possible paths for a given graph G
and (VT , VS )-tuple is denoted as PT,S with PT,S ∈ PT,S .
Path detection denotes the task of identifying and maintaining, for a given network topology G and VT , VS -tuple, existing
paths and path metrics so that identified (VT , VS )-paths could
be differentiated and ranked.
Route establishment denotes the task of leveraging information from the path detection for setting up IP routing tables so
that continuous and consistent forwarding paths are established
between any tuple of source and destination nodes.
Forwarding denotes the task of forwarding and eventually
delivering IP-data packets according to previously established
routes from a source to a destination node.
Routing processes exchange routing update messages with
neighboring nodes and therefore rely on the following assumptions and service primitives provided by the data-link layer:

In the following, adversaries are modelled as a class of network nodes. As such, the behaviour of a network node VY regarding another particular node VX is either correct (benign)
and complies with the protocol rules regarding VX or it is adverse (malicious) and performs arbitrary behaviour (byzantine)
regarding VX that, detectable or not, deviates from the protocol rules. The set of correct nodes regarding VX is given as
VcX . The set of adverse nodes regarding VX is given as VcX with
VcX = V \ VcX .
Unless otherwise precluded, no assumptions are made on the
methodologies and behaviour applied by adversaries to achieve
their objectives. In particular, no assumptions are made on the
point of time (which may be any time in the future) and the
extent of deviation (which may happen at the control or data
plane), collaboration (allowing coordinated and distributed attack), or communication capabilities (using extraordinary and
dedicated channels) of adversaries. The following assumptions
apply to all nodes (including adversaries).

• The network connectivity over time is given by the topology graph G during interval I.

• The maximum transmission delay υ between any tx(d)
function call and corresponding rx(d) events is much
smaller than interval I: υ  I

Assumption 1. Nodes cannot tamper with cryptographic primitives.
This means nodes cannot attack fundamental cryptographic
primitives and their key properties such as those given by a secure hash function, the asymmetric encryption and decryption,
signing and signature verification based on a public-private key
pair, the Diffie-Hellmann (DH) secure key-exchange, and a the
identity and ownership proving properties provided by a Cryptographically Generated Addresss (CGAs). Nodes cannot control other nodes beyond the specified protocol rules. In particular private key material is inaccessible to other nodes, and other
node services (e.g. ssh) are sufficiently secured.

4.3. Threat Model and Assumptions
A threat is defined as a potential for disruption of route establishment or forwarding services towards a destination. Threat
sources are given by adversaries motivated to disrupt this service and possessing the capabilities to violate the attack surface of routing processes. This attack surface is given by the
exchange of protocol messages used to interact with their environment which could be created, modified, or treated in an
unexpected manner.

Assumption 2. Nodes cannot launch a wormhole attack [79]
without being detected and without corresponding packets being discarded by the receiving node.
This implies that it is impossible to replay entire packets
without changing them so that they appear to the receiving
nodes as being received directly from the node that originated
the repeated packet in the first place. Such attack can be addressed by lower protocol layers, Phy or medium access-control
(MAC), via packet leashes [80] or NPAs [81], or by higher level
distributed detection [82].

• Links of G either exist (are up) or not (are down) and their
states do not change within one particular interval In .
• tx(d): The transmit function broadcasts data d to all
neighbouring nodes to which a link from the broadcasting
node exists.
• rx(d): The receive function receives data d broadcasted by
any node from which a link to the receiving node exists.
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Table 2: Summary of used symbols
Symbol

Description

V
pub
KX
priv
KX
pub
VX = v(KX )
AX = a(VX )
tx(d)

set of all nodes (correct or not)
public key of node X
pub
private key of node X for KX
particular node X labeled as VX
IPv6 crypto-address (CGA) of VX
tx function broadcasting data d to all
neighbours
rx function receiving broadcasted data
d from neighbour
arbitrary transmitted or received message code, e.g. c ∈ {ping, pong, ...}
interval between two points of time
priv
signature created by VX with KX over
data d

rx(d)
ct , cr
I
S X,d
=
priv
s(KX , d)
pub
s(KX , S , d)
DcX,Q = {VX ,
pub

KX , QdX , QaX,Q ,
AX , VtX , M X , fX }
DX,Q = {DcX,Q ,
priv
s(KX , DcX,Q )}
d
QX
QaX,Q
QbX
QhX = h(QaX,Q ,
QbX , VX , QdX )
VcX
VcX
VtX
VtX

E
E B,A
EtX
LB,A = l(E B,A )
MT,S = m(VT ,
VS , fT , M̂T )
G = g(V, E)
GtX
=
g(VtX , EtX )
PT,S
=
{V0 , V1 , ..., Vn }
PT,S
PtT,S
PcT,S
Pt,c
T,S
RT,S
r(VT , VS )

=

signature verification function

monitoring and detection can detect and mitigate these attacks.
Assumption 4. Nodes cannot physically disturb other nodes.
This means that wireless channels cannot be disturbed via
jamming, and traffic incurred by concurrent transmissions sharing the same local channel environment have only a marginal
effect on the remaining capacity of the affected links.

Properties

VX ∈ V

Qd ∈ N+

All these assumptions are applicable to community mesh networks and, to the best of our knowledge, actually to any distributed networking service aiming at some sort of end-to-end
data forwarding and delivery while relying on a limited set of
resources. Cryptographic primitives can (and have been) based
on considered secure standard work such as SHA2 hashes, RSA
and HMAC signatures, and Diffie-Hellman key exchange. If
one of these primitives prove to be insecure in the future, they
can be replaced. Vulnerability of nodes to physical (destruction or jamming), (distributed) denial of service, or wormhole
attacks are kind of obvious issues and cannot be prevented entirely unless the whole network is placed in mechanically and
frequency shielded environments or based on quantum communication which is currently unfeasible for any open community
network. Related issues and solutions are discussed in section 8.

Qh ∈ N+

5. Protocol Design

s
:
{K, S , d} →
{ f alse, true}

unsigned description components of
node VX with sequence number Q =
QdX
signed description of DcX,Q
description sequence number of DX,Qd
AHC anchor of DX,Q
AHC heartbeat matching QaX,Q
heartbeat sequence number of VX
set of all correct nodes regarding VX
set of all adverse nodes regarding VX
set of all nodes trusted by VX
set of all nodes not trusted by VX
set of all links between all nodes
particular directed link from VA to VB
set of all links trusted by VX
directional link-metric quality for transmitting from A to B
path-metric quality from VS to VT
depending on VT -defined customizer
function f and upper quality bound M̂T
overall network topology graph
trusted topology graph of VX
particular explicit path from VS to VT as
ordered list of connected nodes V ∈ V
from G with V0 ≡ VS , Vn ≡ VS
set of all directed paths from VS to VT
set of paths trusted by VT from VS to
VT
set of paths consisting only of correct
nodes regarding VT from VS to VT
set of paths consisting only of trusted
and correct nodes regarding VT from
VS to VT
established route from VS to destination
VT along implicitly defined nodes

The basic idea to achieve our objectives may be best illustrated with a simple example: If person x declared that he/she
fully trusts persons a and b, then any person y, that knows
about the declaration of x, could hand out a value for x to a
or b while fully respecting x’s assumptions of trust and knowing x as being in full charge of this action and any subsequent
consequences. Further, these trust declarations should not be
weakened by composition (intransitive). In the above example,
intransitive means that even if a or b assume (and declared) z
to be trusted, they must not hand out any value for x to z unless also x explicitly declared z as trusted. Applying this idea to
routing in IP networks, a person is represented by a node that
uses a routing protocol to communicate the declaration of its
administrator.
SEMTOR extends the concept of receiver-driven routing
[22] (allowing nodes to express path-selection preferences via
a descriptive profile) and the principles of table-driven, proactive, destination-sequenced distant-vector (DSDV) routing [83]
(where sequenced routing updates, originated by each node of a
network and updated and re-broadcasted by each hop, are used
to propagate path cost and versioning information in the network). In contrast to the traditional DSDV protocol, containing
IP address and sequence number to identify a particular node
of the network and a specific version of its update, the routing
update of SEMTOR contains a single and verifiable heartbeat
value which unambiguously identifies a particular node of the
network and a specific version of this node’s self-defined description and routing-update version.
The concepts and relations between node identities, descriptions, and heartbeats are described in the following sections. A
more detailed description is given in [38].

VcX = V\VcX
VtX = V\VtX
E B,A , E A,B
, E B,A ∈ E
(see eq. (6))
L ∈ R+
M ∈ R+ ,
M ≤ M̂

PtT,S ⊆ PT,S
PcT,S ⊆ PT,S
Pt,c
⊆
T,S
PtT,S ∩ PcT,S

Assumption 3. Nodes cannot perform anonymous denial of
service (DoS) attacks.
Nodes cannot perform DoS attacks by exhausting processing
capacities (in terms of memory or CPU) of neighbouring nodes
without being detected as the cause of the critical resource exhaustion and their packets being discarded. Network and traffic
6

5.1. Global Node Identification and Description
A strong and permanent node-public key (nodePK) provides
the root of trust for all operations performed on behalf of the
node possessing the corresponding node-private key. The SHA
hash of this public key (nodePKHash) is used as a global ID, an
unambiguous and permanent reference for identifying the node.
The node description aggregates information about the
node’s current configuration and manifests at least the following information:
The nodePK and its global ID (nodePKHash).
A description version – sequence number (descSqn) that
must be incremented with every description update or node
reboot, always allowing differentiation between the latest and
out-of-date versions of any node’s description. The exhaustion of the 32-bit descSqn indicates the end-of-life of a used
nodePK.
A description signature (descSignature) matching the permanent nodePK given in this description and used for verifying
the authenticity and integrity (i.e. this description was indeed
created by the node with the corresponding global ID and was
not changed by anyone else) of the description.
Instead of aggregating all description data directly into a single and self-contained description message, parts of the overall
description are defined from the root description by the SHA
hash of the actual data. Such references-based definitions are
called content references and are used for example to define
public-keys or the trust sets of a node.
The approach comes with the implication that any received
packet header or message, containing description or content references for which the referenced raw data is not known cannot be instantly processed and must be requested first. To resolve such situations, description- or content-request messages (containing only the unresolvable hash) are sent from the
node not knowing the hash-matching raw data to the (neighbouring) node from which the packet containing this hash was
directly received. The node receiving a description or content
request and knowing the requested data then responds with a
corresponding description- or data-advertisements messages,
providing the requested data.

Figure 2: Protocol packet, description-, content-, and reference structure

authenticating the messages exchanged among them). The hash
of this concatenation is concatenated a second time with a differently padded version of the shared secret. The resulting hash
is then added to the list of MACs calculated for each link neighbor of a node. This list is transmitted with the original message.
The link neighbour verifies the received message and MACs by
matching the latter against its self-calculated MAC using the
received message and the shared secret as inputs.
A variation of the DH key exchange mechanism, tailored to
the concepts of SEMTOR, is used to let nodes establish the necessary shared secret over a public network. Therefore, each
node (e.g. x) selects a private secret k x (only known to itself)
and publishes K x , given as

5.2. Link Authentication
Neighbour and link authentication is used to (i) let neighbouring nodes, with a direct single-hop link between each other,
detect and authenticate each other as the node they claim to be
and (ii) to ensure authenticity, integrity, and non-repudiation of
information exchanged between them (to avoid misunderstanding: link authentication can verify information X as being stated
by neighbour A, but not that information X is necessarily true).
Since the authentication needs to be performed continuously
and with a high frequency, the underneath cryptographic operation should be sufficiently lightweight to be accomplishable
even by resource-constrained embedded routers.
Link authentication is achieved by authenticating exchanged
messages with HMAC signatures. The to-be-authenticated
message is concatenated with the hash of a shared secret
(known only to the two specific link neighbours interested in

K x = gkx mod p

(1)

via its description, using pre-defined protocol constants for the
modulus p and the base g. This way, any pair of nodes, given
that each other’s description is known, can calculate a mutual
shared secret S x,y without additional handshake procedures as
described by Garzia in [84]:
k

S x,y = K xy mod p = Kykx mod p

(2)

As with the transmission public keys, K values are used only
temporary and can be replaced via description updates at any
time. Further, a shared-key exchange is neither explicitly an7

nounced nor is its completion explicitly acknowledged. A successful shared-key exchange is only implicitly confirmed by receiving messages with a valid MAC based on a shared key calculated from the latest known descriptions of the two involved
nodes.

such super-trusted nodes shall also be considered trusted nodes
of the primary node. More precisely, the current overall trust
set of the primary node is given as the union of its own directly
trusted nodes, defined via its current description, and the directly trusted nodes defined via the current description of the
primary’s super-trusted nodes.
This allows to delegate, in part or entirely, the assessment of
trustworthiness to one or several other sources that are highly
and individually trusted. This way administrators can be relieved from having to reconfigure all their nodes for each considered trustability change as only a single node needs to be reconfigured while all other nodes having this single node flagged
as super-trusted would automatically adapt the trust set of the
super-trusted single node. It also allows to delegate trust assessment to individuals (or even autonomous systems) that may
be able to treat the topic of trustability with a much greater responsibility (for example due to a higher technical knowledge
or better social connection with many CN participants) than the
administrator of the actual delegating (primary) node.

5.3. Network Assets Authentication
5.3.1. Address, route, and traffic ownership
A Cryptographically Generated Address (CGA) provides
the basis for identifying and proving the owner of addresses,
routes, and data packets. The primary IPv6 address of a
node provides such a CGA. It is computed by combining a
16-bit unique local address (ULA) [85] prefix with the mostsignificant 112 bits of the node’s permanent global ID (the
nodePKHash). The concept of CGAs has been proposed by
[86], who also described mechanisms to calculate provable network ranges or further enhance the security of generated addresses and networks. Addresses within this 16-bit ULA prefix
are owned by the node possessing the private key for the CGA
mathing global ID.
CGA announcements (published via the owning nodes description) are used for declaring the ownership of CGAs to
other nodes. Any description containing CGA announcements
that are not matching the nodePKHash of the originating node
are invalid and discarded upon reception.
Forwarding routes to a given CGA address, although installed in different routers, are owned by the node owning the
destination address of the routing entry and must be maintained
exclusively according to the routing updates originated by the
owning node. Any received or self-created IP-data packets containing a verified CGA address as a destination address are
owned by the node owning the CGA and must be forwarded
according to the forwarding route configured to this CGA.

5.3.3. Routing and heartbeat updates
An Anchored Hash Chain (AHC) value substitutes the
destination network and sequence number of routing updates
from traditional destination-sequenced distance-vector protocols such as [83]. The approach has been inspired by the SEAD
protocol [31] which uses an AHC to protect the distance vector (metric) of routing updates in addition to the destination
node sequence number. In SEMTOR, the IP addresses, towards
which forwarding routes are maintained, are given by the CGA
announcements published via the AHC-referenced description
of each routing update
The creation, mapping, and validation of received AHC values has been designed as follows. Whenever a node creates a
new description it picks two random 112-bit values s0 and r0 ,
concatenates these with its node ID I and the upcoming descSqn, and calculates an initial SHA224 hash H0 of these ingredients. This hashing is repeated nmax times2 where for each
iteration the first 112 bits of the output hash are used as input
for s:

5.3.2. Sub-topology authentication
The trust set of a node is given as a list of global IDs of other
nodes that constitute the trusted nodes of this node. This way,
the trust set implicitly defines, with the links possible between
any pair of trusted nodes, the trusted virtual topology of this
trusting node. Only the good-listed nodes identified via this
trust set are authorized for propagating routing updates originated by the trusting node. However, instead of expecting untrusted nodes to respect this demand, all trusted nodes are expected to ignore routing updates originated by the trusting node
that were not received directly or securely authenticated via any
of the trusted nodes. Consequently, only neighbouring nodes
that are trusted nodes of a described trusting node are considered a next hop towards the trusting node and eventually, endto-end established routing entries towards this trusting node are
also only set along these trusted nodes.1
In addition, particular node IDs of a trusting primary node’s
trust set could be flagged as super-trusted nodes. This means
that all nodes that are explicitly identified via the trust set of

Hn+1 = sn+1 ⊕ rn+1 = S HA224(sn ⊕ r0 ⊕ I ⊕ DescS qn)

(3)

The initial hash H0 (and particularly its ingredient s0 ) is kept
as a private secret and is called the AHC root with which all
2n
max = 6000 has been selected as the default to limit the needed hash power
of used routing hardware, while allowing the sending of new routing updates
every 6 seconds and avoiding description updates (due to exhausted AHC values) for 6sec ∗ 6000 = 10hours. Moreover, SHA224 has been selected as the
most lightweight standard among current state-of-the-art secure hash functions.
The truncation to 112 bits has been chosen considering available data from
http://bitcoin.sipa.be/ (April 2017) that indicates the global cumulative number
of yet calculated bitcoin double-sha256 hashes around 1026 ∼ 289 which is assumed to roughly correspond to that of 290 single-sha224 hashes. Thus, we
assume that, even given a doubling of hash power per year, a brute-force attack
for finding the matching first 112 bits of a SHA224 hash remains unfeasible
for the following 112 − 90 = 22 years, especially if the attacked AHC root is
invalidated every few hours with each description update.

1 In [38] Sect. 4.5.3.3 and 4.5.5 we also describe and discuss a mechanism
to delegate the selection of trusted nodes to other individual nodes
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follow-up hashes could be easily calculated. The final hash
Hnmax is published with r0 , I, descSqn, and nmax in the description of the node. It is called the anchor of the hash chain and
allows easy verification of whether a given 112-bit value is part
of this hash chain or not. Follow-up routing updates sent by
an originating node start revealing the pre-calculated hash values starting with nmax − 1 towards n1 . The number of iterations
i needed to match the hash-chain anchor Hnmax of a received
hash-chain value sn (thus, Hnmax = Hn+i ) is used to calculate the
routing update sequence number (routeSqn) as:
routeSqn = (descSqn ∗ nmax ) + (i − nmax )

5.3.4. Optional description content
Without going into further detail, several optional node properties that are relevant in the context of computer networks can
be propagated via node descriptions such as Routing metric definitions ([22] and [88]), hostname, tunnel, or tunnel-route announcements.
5.4. Bootstrapping Example
Figure 3 illustrates related bootstrapping procedures of the
protocol in four phases: (1) the local node discovery, (2) link
discovery, (3) global node discovery and trusted path establishment.
The local node discovery (phase 1) shows how nodes n2 and
n3 react on the reception of a new (for n2 and n3 yet unknown)
nodePKHash (I) or descSqn (given here by a received packet
header) and resolve the description, identity (pubKey) and further referenced description content by sending corresponding
description or content request messages (containing only the
unresolvable hash) to node n1. Then n1 replies with the requested information. When all requested content has been resolved, n2 and n3 can assemble the full description and verify
its authenticity with the signature and public key as defined by
the initially received nodePKHash that triggered this process.
The descHhash and signature are calculated over the raw description data and contained data hashes as they occur (not the
referenced original data).
A transmission signature message (txSignature in Fig. 2
and 3) verifies the authenticity and integrity of all following
signature-demanding messages. These include the locally exchanged link-discovery and routing-update messages but do not
include the eventually globally exchanged descriptions (already
signed explicitly via description signatures) or content advertisements (already signed implicitly via SHA reference hashes
used in the signed descriptions).
To protect against link-local replay attacks, the txSignature
also covers the transmission sequence number (txSqn) that
again can only be reused after renewing the currently used txPK
and a transmission IP (txIP) that must match the link-local src
IPv6 address of the IP packet containing the protocol data.
The link discovery (phase 2) briefly indicates how the provided functionality can be used to authenticate the exchange
of link-probing messages and subsequent deduced link qualities. Here, the hello message contains a sequence number that
is unique during the lifetime of a node’s description and the
corresponding hello-reply message unambiguously references
a previously received hello message and link through which this
message has been transmitted (by specifying the hello-sequence
number, the current description hash of the hello-sending node,
and the txIP from which the hello message has been sent and received through its own interface). By receiving correctly signed
hello and hello-reply messages (referencing the receiver’s own
hello messages via the included txSqn and txIP), the exchange
of link-probing messages becomes a continuous and bidirectional challenge-response handshake that only the holder of the
corresponding private keys can maintain.

(4)

By performing a brute-force search for a hash-chain anchor
in previously received and verified descriptions that matches a
particular iteration output of Formula (3), receiving nodes can
retain the identity of the node that originated the update and
verify its authenticity and freshness in terms of the corresponding descSqn and routeSqn. This can be verified because node
Id and descSqn are mandatory inputs for calculating the chain
anchor, all of them being part of the description that has been
signed with the node Id matching the public-private key pair.
If a matching description can not be found for a received AHC
value it is requested by sending a description request message
containing the unresolvable AHC value to the node that send
the update. To relieve updates-receiving nodes from the task of
finding the hash-chain anchors for a given chain value, routing
update messages are extended with an (16-bit) internal identifier field (IID) that works similar to IPsec’s SPI and is described
in more detail in [38] Ch.4.5.3.2.
Because the hash chain can not be calculated backwards, its
testimony cannot be anticipated by any other node and only
the originating node itself can create hash-chain values that
yield a newer (or greater) routeSqn than any previously yielded
routeSqn for that node. Therefore the provable routeSqn can
always be used to identify the newest heartbeat of a node and
disqualify old updates. It provides a secure heartbeat that makes
so called “false destination sequence attacks” [87] impossible.
Routing updates exchanged between neighbouring nodes are
covered by the link authentication mechanism described in Section 5.2, allowing verification of the authenticity, integrity, and
non-repudiation of exchanged information. The signature of the
sender covering the update allows the receiving node to verify
whether the sender is authentic. The AHC-referenced description and contained trustSet allows the receiving node to verify
if the sender is trusted by the originating node and whether the
contained metric can be accepted for further path maintenance.
This way, a routing update can be considered a signed promise
by each propagating node, stating to the receiving nodes that
(i) this particular update has been propagated exclusively via
nodes trusted by the originator of the message, and (ii) that all
intermediate nodes also stated their willingness and capability
for routing packets (with destination addresses as expressed via
the referenced and signed description) towards the originating
node.
9

During the global node discovery (phase 3), nodes are discovered beyond the link neighbourhood. The discovery is triggered by the detection of an unresolvable AHC value contained
in routing updates, which causes the receiving nodes to resolve
and verify the full node description (similar to local node discovery in phase 1).
Phase 3 also illustrates the establishment and setup of forwarding paths along trusted nodes. First n2 and n3 receive
the routing update from n1, whose description has already been
fully resolved in phase 1. Because the update was received via
an authenticated link (due to its txSignature) with known link
quality (see phase 2) and because n1 itself is listed as a trusted
node in the description, n2 and n3 know that n1 trusts the transmitter of the received message regarding correctly processing,
updating, and re-broadcasting its routing-update messages. The
end-to-end path cost to the originating node and via the trusted
link peer can be calculated based on the path metric of the update and the current link quality. In case the calculated cost
identifies this link as the best next hop towards the originating
node, the routing update is re-broadcasted with a modified path
metric value that reflects the cost of the additional link (see [89]
for more details).
In the next illustrated step, node n3 and n4 receive the routing
update originated by n1 and re-broadcasted by n2. This time,
the update-conveying txSignature verifies n2 as the transmitter
and last modifier of the routing update. However, the identity
(nodePKHash) of n2 is not listed in the trust set described by
the originating node n1; therefore, the update is discarded (by
n3 and n4) for path establishment towards n1. Node n4 does not
have a trusted route to n1 unless it receives the routing update
via n3, which is listed within the trust set of n1 and can therefore
be considered a next hop towards n1. The topology depicted
at the bottom of phase 3 illustrates with arrows the resulting
virtual topology for routing traffic towards n1. In this example,
n2 is the only node that n1 does not trust. Consequently, its
traffic is directed around n2. Given the assumption that n3 trusts
all nodes, phase 3b, with blue arrows, illustrates the concurrent
established topology for routing traffic towards node n3. Traffic
from n4 to n3 will be routed via n2 (due to potentially strong
involved links n4−n2−n1). However, traffic towards n1 remains
routed via n3 (being the only trusted path option towards n1).
5.5. Summary of Properties
The fundamental properties of this approach are summarized
as follows:
• Descriptions can be short while securely specifying large
amounts of data (e.g., a single 224-bit SHA2 hash compared to a 2048-bit RSA signature or a trust set listing the
global IDs of hundreds of nodes).
• Referenced data that does not change over a description
update or that is used by several nodes (e.g., defining equal
trust sets) does not need to be re-propagated since their
reference (hash) would not change and can be reused.
Figure 3: Network bootstrapping (node, link, and path discovery)

• A significant processing advantage is achieved using a
lightweight DH-HMAC-based verification mechanism for
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the continuous and frequent packet signing and validation
operations (typically occurring several times per second).
In contrast, a reasonably strong and asymmetric RSA key
can be used for signing the rather seldom-propagated description updates (typically once per hour) and thereby allowing a long-term protection of node IDs and descriptions.

LZ,Y it is defined that the link quality of link E B,A is better
than (equal to) that of EZ,Y . The existence of a sufficient
link-metric function is assumed for this work. A simple
but sufficient link-metric function for letting VA assess the
quality of link E B,A is described in [38]
• The overall topology of a network is given by the graph
G = g(V, E) representing all nodes V ∈ V as vertices and
all links E ∈ E as edges if l(E) > 0.

• The mechanisms provide an infrastructure that allows
(without requiring any pre-deployed central registry) the
network-wide, dynamic, and secure (in terms of authenticity and integrity) distribution of public node keys that
are further leveraged for integrity verification of node IDs,
descriptions, link-discovery and routing-update messages
between neighbouring nodes and ensures the propagation
of routing updates and the establishment of forwarding
path only along nodes trusted by the originator of these
updates.

• A path-quality value MT,S and path-metric function
m(VT , V s , fT , M̂T ) with VT ≡ V0 , VS ≡ V s , s ≥ 1 is defined
as:
MT,S = M0,s =



if s == 1 : fT ( M̂T , LT,s−1,s ), else




m(VT , V s , fT , M̂T ) = 
if fT (m(VT , V s−1 ), LT,s−1,s ) == 0 : 0




 else : fT (m(VT , V s−1 ), LT,s−1,s

• With the ability to delegate the maintenance of trust sets
to individually selected super-trusted nodes, it is possible
to share and distribute the work of trustability assessment
while conserving decentrality and self-determination and
ensuring each actual node owner as the final root of trust
that can withdraw or extend previously defined delegations
at any time.

M̂T is a constant defined by VT via DT,Q for the upper
bound of any MT,S . fT (M, L) is the customizer function
specified via DT,Q . It must ensure that
0 ≤ f (M, L) < M < M̂ for any M ∈ R+ , L ∈ R+

(5)

A function satisfying (5) would also ensure that:
– Greater path quality values reflect better paths, thus
for any path PT,A = {VT , ..., VA } with a better (equal)
path quality than another path PT,X = {VT , ..., VX }
that MT,A > (=) MT,X .

6. Specification and Correctness
6.1. Definitions
• A node description DX,Q denotes a particular version Q ∈
N+ of a statements’ summary created and signed by the
node with the identity VX . A valid description DX,Q =
{DcX,Q , S X,DcX,Q } contains unsigned description components

– A sub path PT,A = {VT , ...VA } of another path PT,X =
{VT , ..., VA , ..., VX } with equal destination VT and path
components up to including VA must lead a greater
path metric MT,A than that of MT,X . The existence of
a sufficient path metric is assumed for this work.

DcX,Q and a signature S X,d = s(KXpriv , d) with data d = DcX,Q
that, created with the private key KXpriv of VX . DcX,Q , covers
non-ambiguously definitions for VX , KX , Q = QdX , AX , VtX ,
M̂X , and fX (M, L) as defined in the following. Nodes are
supposed to learn the latest description (with highest description sequence number Qd ) of all other nodes. Therefore each node creates and broadcasts a description for itself which is then flooded by receiving nodes across the
network. All nodes are also supposed to resend any earlier flooded description when demanded by a neighbouring node so that new nodes can learn the descriptions of
already existing nodes. Further background in section 5.1.

• A route RT,S = {VT , V s−1 , V s } explicitly identifies the
next hop V s−1 of a particular path PT,S from V s ≡ VS
via V s−1 and implicitly defines also all following nodes
V s−2 , ...V1 , V0 to V0 ≡ VT .
• The set of all routes from VS to VT with different next hops
is limited by the number of neighbours of VS and is given
as RT,S .
A routing function r(VT , Va ) = RT,A = {VT , Va−1 , Va } implicitly also identifies all consecutive nodes by iterative resolving Va−2 from r(VT , Va−1 ) = {VT , Va−2 , Va−1 }.

• The primary IPv6 address AX = a(VX ) of a node is a Cryptographically Generated Address (CGA) based on a truncated version of the nodes identity VX . The existence of
a sufficiently secure CGA function a(V) (as described in
section 5.3.1) that provides proof of identity and ownership is assumed for this work.

• The trust set VtX ⊆ V of a node VX lists the node identities (including itself) of its trusted nodes. E.g.: VtX =
{VA , VB , VC , VX }.
• A trusting node is a node (e.g. VS ) that defines a nonempty trust set VtS to secure itself against attacks from
non-trusted nodes. Therefore, the cardinality of VtS must
be greater or equal than one: |VtS | ≥ 1. Thus, if a particular
node VX does not trust any other node then it would define
only itself as trustable: VtX = {VX }.

• A link-metric function l(E B,A ) = LB,A with L ∈ R+ is a
heuristic function that quantifies the quality of a given link
as a positive real value (including zero). For any LB,A ≥
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not a single consecutive path exists that consists only of
T -correct nodes: PcT,S = ∅

Trusted
May
influence
Incorrect
(adversary)

Eventually
detected
Harmless

b) Correct path: At least one (T, S )-path of T -correct nodes
exists, that may (or may not) consist of T -trusted nodes,
but some T -trusted nodes of G may be T -adverse (incorrect) nodes: PcT,S , ∅ ∧ VtT \ VcT , ∅

Good
Correct
Improve
cooperation

c) Correct trust and path: At least one (T, S )-path of only T correct nodes exists and T -trusted adversaries do not exist
but a (T, S )-path of only T -trusted nodes may not exist:
PcT,S , ∅ ∧ VtT \ VcT = ∅ ∧ PtT,S = ∅

Non-trusted

d) Correctly trusted nodes and path:
At least one
(T, S )-path of only T -trusted and correct nodes
exists and T -trusted adversaries do not exist:
PcT,S , ∅ ∧ VtT \ VcT = ∅ ∧ PcT,S , ∅

Figure 4: Cases in SEMTOR considering trust, correctness, and a detection
mechanism

• A trusted node is a node (e.g. VX ) which is explicitly listed
in the trust set VtA of a given node VA . This is formalized
as VX ∈ VtA . A non-trusted node VY is a node which is
not listed in the trust set of a given other node VA , formalized as VY < VtA . Thus, trust is a tuple of the trusted
node (VX ) and the trusting node (VA ). A particular node
VZ can be a trusted node of node VA and at the same time
V
be a non-trusted node of node VB : VZ ∈ VtA VZ < VtB .
Trust relations are not implicitly symmetric, e.g.: VZ ∈
V
VtA VA < VtZ . Direct trust relations are not transitive,
V
V
e.g.: VC ∈ VtB VB ∈ VtA VC < VtA .

We are interested in the correct and continuous provisioning
of awareness (node and node state discovery) and reachability
(path and route discovery and packet delivery) services.
These services can be characterized by a set of properties
[90, 56] that can be differentiated between safety and liveness
properties [91, 92].
Safety properties state the guarantee that bad things do not
happen:
• Information authenticity and integrity are mandatory properties for an awareness service that, in our case, shall propagate node descriptions and heartbeats. We define this
property as update-safety which guarantees that if a QT,S sequenced update (supposedly created by VT ) can be verified by a receiving node VS as correct then it must have
been sent earlier by the supposed originating node VT as
QT,T and has propagated unchanged to VS . Because every
QT,T,τn ∈ N+ sent by VT at time τn must be greater or equal
to any previously sent QT,T,τn−1 , τn > τn−1 this guarantee is
expressed as: QT,T,τ ≥ QT,S ,τ . This property shall apply to
description and heartbeat updates, sequenced with Qd and
Qh respectively.

• A link E B,A is a trusted link of node VX if the two neighbouring nodes VA and VB are trusted nodes of VX . The
trusted link set EtX of node VX is defined as
EtX = {E B,A |E B,A ∈ E, VA ∈ TX , VB ∈ TX }

(6)

• The trusted topology GtX of node VX is a sub graph of
G(T, L) consisting of vertices V ∈ TtX and edges E ∈ EtX
with GtX = G(TtX , EtX ).
• A trusted path is a connected end-to-end path between a
given source-destination-node tuple that consists only of
trusted nodes and links of the (trusting) destination node.
It represents one particular combination of consecutive
links from the trusted topology of the destination node.
A trusted route denotes, according to a given path metric,
the currently best existing trusted path.

• Path-adversary-freedom is an important property for guaranteeing the reachability of VT from VS along a path. A
path PT,S is adversary-free if it has no adversary nodes.
• Adversary-resilience: Routing is adversary-resilient if
its behaviour under the presence of adversary nodes is
equivalent to that of a network that has no adversary
nodes. This means that adversary nodes, if present, do
not have any noticeable effect. An update-safe awareness
service and a delivery service that routes and forwards
data packets only along adversary free paths can be
considered adversary resilient.

6.2. Desired Properties
For any given node VT two orthogonal properties of nodes
are considered: correct (V c ∈ VcT ) versus adverse (V c < VcT ),
and trusted nodes (V t ∈ VtT ) versus non-trusted nodes (V t <
VtT ). This leads to four possible combinations as illustrated by
the four sectors in Figure 4: Non-trusted correct nodes, trusted
correct nodes, non-trusted adversaries, and trusted adversaries.
For any given (T, S )-path tuple and network graph G one of
the following topological constellations can be considered:

• Loop-freedom: A path is loop-free if it has no repetition
of nodes.
• Consistency: packets only traverse loop- and adversaryfree paths between source and destination. We define this
property as route-safety for any established route RT,S that

a) Incorrect path: S is isolated from T either because a continuous (T, S )-path in G does not exist at all or because
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consists only of non-repetitive nodes that behave correctly
(non-adversary) regarding VT : RT,S ⊆ VtT .

Table 3 summarizes the desired safety and liveness properties
and identifies the previously described topology constellations
a) - d) for which these properties shall be satisfied. Here the
∗-symbol is used to indicate that no assumptions are made on
the requirement given in the respective header row (thus, may
be true or false) and the X-symbol is used to indicate that a
corresponding property can be satisfied. None of the four constellations makes assumptions on the presence of non-trusted
adversaries.
It should be noted that the assumptions and objectives outlined in section 3.1 are actually reflected by the conditions and
properties listed for constellation d) while constellation a) to c)
list properties that shall be provided under even less restrictive
conditions.
Regarding the security objective: Any group of nodes (e.g.
subeset VX ⊆ VY ) that is trusting (so ∀VT ∈ VX : VtT = VX ),
willing to cooperate and support each other (correct, so VX ⊆
VcT with VtT = VX ⇒ VtT \ VcT = ∅, so not trusted adversaries exist), and contiguous (connected, so with VtT = VX ⇒
∀VT , VS ∈ VX : PtT,S , ∅) cannot be inhibited by an external VZ < VX on the objective of routing packets to each other
(which is satisfied by the given route-safety and -liveness properties).

There are also liveness properties which state that good
things [eventually] happen:
• Update freshness: An update is fresh with respect to an
interval I and an incrementally increasing update-version
Q (update-sequence number) if the last received update
QT,S ,τ from VT by VS at time τ is greater or equal than
any update QT,T,τ−I sent by VT since I. We define updateliveness as the property that guarantees update freshness
so that: QT,S ,τ ≥ QT,T,τ−I .
• Route freshness: A route RT,S ,τ from VS to VT at time τ is
fresh with respect to an interval I = (τ − I, τ) and a given
set of existing paths PT,S ,I if all implicitly via RT,S ,τ defined consecutive hops and respective links are up during
I. We define route-liveness as the property that guarantees in addition to route freshness also consistency so that:
RT,S ,τ ∈ PcT,S ,I .
• Route accuracy: A route RT,S is accurate if it is consistent
and fresh and, with respect to a path-metric function mT ()
defined via DT,Q , if the path-metric value calculated and
re-propagated by VS conforms with the actual link-metrics
LB,A between all successive path nodes VB , VA ∈ RT,S .

6.3. Proving Correctness
In this section we analyze the safety and liveness properties
defined in section 6.2 for updates and routes as lemmas and
theorems that we prove with formal reasoning.

• Responsiveness: Depending on the logic of the routingupdate process, updates received by a node are validated
(which, if necessary, may include the immediate request
and resolution of depending information) and applied to
its forwarding table and propagated to other routers, including those that potentially depend upon the outcome of
the update. This affects how quickly the network reacts to
changes and therefore it qualifies the timeliness of freshness.

Lemma 1. Descriptions discovered by SEMTOR are authentic
and can be differentiated between older and newer versions, independent of the presence of trusted or non-trusted adversaries.
Proof: A description DX,Q received by a SEMTOR node
is only accepted as valid if it contains the components
DcX,Q = {VX , KXpub , QdX , AX , VtX , M X , fX } and a signature S X,DcX,Q

It is assumed that the transmission delay υ (from data-link
layer assumptions in section 4.2) of up links and the responsiveness ρ of correct nodes for processing received
updates and responding to resolution requests from neighbours is much smaller than I: υ + τ  I

for which VX equals v(KXpub ) and s(KXpub , S , DcX,Q ) is true and
QdX is greater than any earlier received and accepted description from VX . Description integrity is proven because, given
Assumption 1, a s(KXpub , S , DcX,Q )-correct signature cannot be
created by any other node than VX , and therefore not by any
adverse node. Identity and authenticity is implicitly proven because of the matching signature and VX matching v(KXpub ). Exclusive ownership of AX is proven based on Cryptographically
Generated Address (CGA) respective rules. Possibly earlier received descriptions from VX can be reliably identified as outdated if contained Qdearlier < Qdcurrent . 

• Delivery: data packets get eventually delivered to its destination though a path, with statistical guarantees as channels are usually lossy, typically in a small percentage. This
property depends on the liveness of updates (freshness)
and routes (freshness and accuracy).
• Efficiency: The expected resource overhead cost for each
node amortized over all usage. Resources can be processing (CPU, memory in nodes) and communication (traffic
in links), and the overhead cost, the additional resource
consumption due to the protocol translated into a performance penalty (cost).

Lemma 2. Heartbeats discovered by SEMTOR are authentic,
can be related to a particular description of the originating
node, and can be differentiated between older and newer versions, independent of the presence of trusted or non-trusted adversaries.
Proof: A heartbeat QbX,Q received by a SEMTOR node is
only accepted as valid and identified as originated by VX if,
among the latest accepted descriptions known from any node,
one can be found that contains an AHC anchor QaX,Q , which

Safety and liveness properties about updates and routes are
the basis to ensure overall properties: the (safety) consistency
and resilience to adversaries; and the (liveness) responsiveness,
delivery and efficiency of routing.
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Table 3: Topology constellations and respective protocol properties.
Constellation

a)
b)
c)
d)

correct
path
exists:
PcT,S , ∅

no
trusted
adversaries:

trusted
path exists:

Update-Safety
(au-thenticity):

PtT,S , ∅

no
adversaries:
PcT , ∅

VtT \ VcT = ∅

*
true
true
true

*
*
true
true

*
*
*
true

*
*
*
*

X
X
X
X

QT,T,τ
QT,S ,τ

yields a positive heartbeat-sequence number calculated as QhX =
h(QaX,Q , QbX , VX , QdX ), and one of the following conditions is
true: Either QhX is equal to or greater than any previously accepted QhX value from VX that was based on the same QaX,Q and
Q = QdX , or the last accepted heartbeat sequence from VX was
based on an outdated description from VX that has since then
be replaced by the receiving node with an accepted updated description. The authenticity belonging to a particular description and the differentiability (in older and newer versions) of
heartbeats is proven because of the cryptographic properties of
AHCs (see also section 5.3.3 and Assumption 1). This assumption also covers VX and QdX so that only the originating node VX
that knows the secret AHC root can create heartbeats that yield
QhX values that are acceptable as newer (greater) than the heartbeat with the greatest corresponding QhX value ever sent before
by VX . 

≥

UpdateLiveness
(freshness):
QT,S ,τ
≥
QT,T,τ−I

Route-Safety
(consistency):

X
X
X

X(RT,S = ∅)
X(RT,S , ∅)

RT,S ,Qh ⊆ Vc

T,Qd

RouteLiveness
(freshness):
RT,S ,τ
∈
PcT,S ,(τ−I..τ)
X

(iii) VN does not know DX,Q , on which QbX,Q is based. Then,
the acceptance processing of QbX,Q is postponed by VN for at
most I h , QbX,Q is cached for possible later processing for the duration of I h , and a request is broadcasted to all neighbouring
nodes of VN demanding a description that allows VN to accept
QbX,Q . Within I h , if a description DX,Q is received by VN that
is acceptable and yet unknown by VN , then VN accepts DX,Q
and searches its cached heartbeats for one that can be accepted
based on DX,Q . If this is the case, then VN continues as described for case (ii).
As a consequence of this mechanism, and given that the
transmission delay of up links and the responsiveness of correct nodes for processing received updates and responding to
requests is much smaller than I, then QbX,Q and DX,Q will be received, accepted, and re-broadcasted by all correct neighbouring VN nodes of the originating node VX to which a link exists
during I. In addition, they will be further propagated to all correct neighbouring nodes of VN , which, if behaving correctly,
will further propagate these until they are accepted by all nodes
VY to which a consecutive path PcX,Y of VX -correct nodes exists
that is up during the entire interval I. 

Theorem 1. SEMTOR guarantees update-safety: the authenticity, integrity, and differentiability of discovered node descriptions and heartbeats.
Proof: From Lemmas 1 and 2. 
Theorem 2. SEMTOR guarantees update-liveness: Descriptions and heartbeats discovered by SEMTOR in the presence
of correct paths are fresh so that any description DX,Q or heartbeat QbX,Q originated at time t1 by VX with Q = QdX is discovered
by any VY before time t2 = t1 + I if a consecutive path PcX,Y of
VX -correct nodes exists between VX and VY that is up during
the entire interval I = (t1 , t2 ).

Theorem 3. SEMTOR guarantees route-safety: Routes discovered by SEMTOR in the presence of non-trusted adversaries
(implying that trusted adversaries do not exist) are loop free
and adversary free.
Proof: Any destination node VT broadcasts a new and signed
routing update message UT,QbT ,T = {QbT , MT,T } with each new
heartbeat update QbT and with MT,T = M̂T .
Any route RT,S ,QbT to destination VT , propagated via routing
update messages UT,QbT ,N = {QbT , MT,N }, and broadcasted by
node VN (VN may be equal to VT ) is only accepted by a correct
receiving node VS if all the following conditions are satisfied.
(i) The current description DN,QdN of VN is known and accepted (from proof of Lemma 1).
(ii) The transmission signature that covers UT,QbT ,N proves the
authenticity and integrity of the update as having been created
and broadcasted by VN (note also Assumptions 2 and 1 and related mechanism details described in Sections 5.2 and 5.3.3).
(iii) A description DT,QdT is known that allows accepting QbT
from UT,QbT ,N as a valid heartbeat update from VT (from proof
of Lemma 2)
(iv) QbT is either new or QbT is equal to the newest heartbeat
update from VT and MT,N from UT,QbT ,N is the greatest pathmetric value ever accepted (via any neighbour) for VT . QbT .

Proof: Let I h = (t2 − t1 ) be the interval duration with which
each node VX broadcasts a new heartbeat (update) QbX,Q yielding
a heartbeat-sequence number QhX,Q that is one greater than the
previously broadcasted heartbeat sequence of VX . If an up-link
between the QbX,Q -broadcasting node and a correct neighbouring node VN of the broadcasting node exists during the broadcast of QbX,Q then VN receives QbX,Q and one of the following
three cases occur:
(i) VN already knows and accepted DX,Q (see Lemma 1), on
which QbX,Q is based and has also already accepted QbX,Q (see
Lemma 2) due to an earlier reception from a neighbouring node
of VN . Then, VN only responds to description requests received
from its neighbouring nodes that demand a description known
by VN .
(ii) VN already knows and accepted DX,Q , on which QbX,Q is
based and accepts QbX,Q as a new heartbeat update. Then, QbX,Q
is re-broadcasted by VN .
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Table 4: Protocol implementation details

(v) MT,N from UT,QbT ,N is greater than zero.
(vi) VN is listed as a trusted node in VtT from DT,QdN .
Only if a routing-update messages received by the correct
node VS is accepted as valid then VS configures a forwarding
route to VT via VN and propagates the route further by creating
and broadcasting a new and VS -signed update as: UT,QbT ,S =
{QbT , MT,S } with MT,S < MT,N .
Condition (vi) is only true if VN ∈ VtT , which, given that
t
VT ⊆ VcT , implies that VN ∈ VcT . Therefore, routes are only accepted and configured if propagated along correct and therefore
adversary free, paths.
Condition (iv) is only true if the contained heartbeat and/or
path-metric value represents an update that is newer or better
than any previously received updates by the processing node.
Therefore neither the processing node, nor any other correctly
processing node, could yet be part of a route established by
any updates with the same heartbeat sequence. Therefore, all
accepted routes are loop free. 

Topic

Details and used default

Protocol Source code

SEMTOR/BMX7 branch, git revision ee2f1d86
MbedTLS version 2.4.0
SHA224 (RFC4634) hashes

Crypto Library
Node-identity and description referenciation
Primary key foundation
Asymmetric txKey foundation
Symmetric txKey foundation

Description-update interval
Heartbeat authentication
Routing updates interval
Link-probing interval
Aggregation (TX) interval

RSA2048 (RFC8017)
RSA896 (RFC8017)
112-bit truncated SHA224-MAC
based on DHM2048 (RFC3526)
negotiated shared key
36000 s
112-bit truncated, SHA224-based,
anchored hash chain
6s
0.8 s
0.8 s

has been used. Our SEMTOR extensions currently supports RSA512 to RSA4096 public-key authentication for node
and description verification, SHA224-based hashes for node-,
description-, and routing-update references (the latter based on
anchored-hash chains), and DH-key exchange for MAC-based
neighbour verification. The complete source code is publicly
available via the SEMTOR/BMX7 git-repositorys [16, 94].
Protocol implementation details are summarised in Table 4.
The scenarios to which our implementation was exposed
were realised with an emulated network consisting of Linux
nodes and using MLC [95], a suite of LXC-based scripts,3 that
allow virtualization of hundreds of Debian systems inside a single host and configuration of virtual topologies, essentially by
linking virtual or real node interfaces via a virtual bridge and
using ebtables4 and tc5 to control packet loss and delay between
nodes on layer two.
The host system was an Intel i5-3230M 2.60 GHz CPU with
four CPU cores and 8 GB RAM, allowing more than 200 virtual
systems and protocol instances to run in parallel.
Further emulation parameters and ranges used for the functionality validation in Section 7.2 and the performance measurements in Section 7.3 are given in Table 5. The selected
probing ranges comprise network sizes and densities that are
typical for deployments in clouds and core-graph zones of real
CNs [3, 4, 5, 69, 96, 97, 98, 99, 100, 71, 73].

Theorem 4. SEMTOR guarantees route liveness: Routes discovered by SEMTOR, in the presence of non-trusted adversaries (implying that trusted adversaries do not exist) and at
least one correct and trusted path, are fresh.
Proof: The proof of route-liveness is provided by an equivalent reasoning as given for Theorem 2.
As a consequence of the routing-update propagation mechanism from the proof of Theorem 3, and given that the transmission delay of up links and the responsiveness of correct nodes
for processing received updates and responding to requests is
much smaller than I, then any routing update UT originated by
VT will be received, accepted, and further propagated by all correct neighbouring VN nodes of VT to which a link exists during
I. Additionally, they will be further propagated to all correct
neighbouring nodes of VN which, if behaving correct, will further propagate these till they are accepted by all nodes VS to
which a consecutive path Pc,t
T,S of VT -correct and trusted nodes
exists that is up during the entire interval I. 
7. Experimental Validation
7.1. Implementation and Validation Framework
In this section the key security and performance achievements of SEMTOR are validated experimentally. Therefore,
the proposed SEMTOR mechanisms have been implemented by
extending the BMX6 routing protocol which eventually became
BMX7 (BMX6 + SEMTOR = BMX7). This BMX7 implementation has then been observed when exposed to key attack
scenarios and challenging network environments.
The BMX6 [16] routing-protocol has been selected as a basis because its message structure and handling already provides functional support for node-descriptive profiles, SHA
hashes as referencing identifier, and a “hash-based profilepropagation mechanism” to disseminate node descriptions. For
cryptographic operations such as hashing, asymmetric-key generation, signing, and verification the MbedTLS [93] library

7.2. Validation of Functionality
To validate our design and implementation (regarding the
ownership, security, openness, and decentralization objectives
as outlined in Section 3.1), several representative network attacks have been set up and analyzed. section 7.2.1 first details
the implementation of different attack vectors and section 7.2.2
evaluates their effect on a node that naively (and falsely) trusts

3 Linux

containers http://lxc.sourceforge.net/.
ebtables, http://ebtables.sourceforge.net
5 Linux
traffic
control:
tc,
http://tldp.org/HOWTO/
Traffic-Control-HOWTO/.
4 Linux
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Table 5: Emulation defaults and ranges
Parameter

Default [range]

Host hardware
Host system
Emulation system
Network virtualization
Emulated systems
Measurement tools
Network structure (topology)
Link loss
Node interfaces
Network size (# of nodes)
Density (# of links per node)

Intel i5-3230M, 2.6 GHz, 4
cores, 8 GB RAM
Linux, Debian
MLC git rev. d63f726c
LXC, ebtables, qdisc, tc, brctl
Linux, Debian
tcpdump, top, ping, iperf
Grid 10x10 [10x2..20]
0% loss [0%..60%]
1
100 [10..200]
4 [4..20]

Primary key strength
TxKey method
Own description-upd. freq.
Others description-upd. freq.

RSA2048 [512..4096]
RSA512..1536 vs. DHM2048
1/10h [0..0.5 Hz]
100/10h [0..5 Hz]

Tests confirmed that manipulated descriptions are discarded
immediately upon reception by any correctly behaving node because of the description signature mismatch with the node ID’s
public key (remember that a node ID is defined as the SHA hash
of its public key). To successfully execute this attack, an adversary would need to manufacture a matching signature, which
is possible only by knowing the node ID’s private key. Therefore, any IHA attack must fail as long as private keys are not
compromised.
A route (or primary IP) hijacking attack (RHA) is implemented by letting an attacking node announce the primary
(CGA) IP addresses of the attacked nodes via its own description and propagating this and the description-referencing routing updates to the network via its neighbouring nodes.
Tests confirmed that such composed descriptions and
description-referencing routing updates are discarded immediately upon reception by any correctly behaving node because
the contained CGA announcements do not match the description node ID.
A heartbeat (or routing-update) manufacturing attack
(HMA) is implemented by transmitting all internally scheduled
routing-update messages that reference the description of an attacked node ID with a hash-chain value replaced with random
bits.
Tests confirmed that such way manipulated and received
routing-update messages are not further processed or propagated because the contained hash-chain value does not match
the hash-chain anchor of any known description.
A description dropping attack (DDA) is achieved by discarding all internally scheduled description transmissions that
contain a node ID matching any of the attacked node IDs.
A routing-update dropping attack (UDA) is achieved by
discarding all internally scheduled routing message transmissions that reference the description of an attacked node ID.
A routing-update metric manipulation attack (MMA) is
achieved by transmitting all internally scheduled update messages that reference the description of an attacked node ID with
a metric value modified to the maximum (best), suggesting to
the update-receiving nodes a better path than actually exist.
In contrast to all former attacks, which can be classified
as control-plane attacks, a route or traffic dropping attack
(RDA) represents a typical data-plane attack. This is achieved
by configuring a route towards the primary (CGA) address of
an attacked node into a virtual ‘/dev/null’ interface that drops
all IP packets routed into it (instead of via the next hop of its
collectively established path).
From the above attacks, three categories can be identified: (i)
Attacks that every correctly behaving SEMTOR node always
secures against: The first three (IHA, RHA, and HMA) attacks
are of this kind. As they are prevented by design no further
exploration of such attacks is needed.
(ii) Attacks that can be considered relatively harmless because the behaviour of the attackers is similar to the case in
which the attackers do not exist: The DDA and UDA attacks
are of this kind. However, it should be noted that the combination of the DDA attack with the RDA or MMA attack does
make a difference that can be lucrative from an attackers per-
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in the correct behaviour of all nodes (including existing malicious and attacking nodes), which corresponds with constellation b) from Table 3.
Section 7.2.3 then validates our SEMTOR implementation
and quantifies its performance to recover, when attacking nodes
have been correctly identified (as given by constellation d) from
Table 3), from the most powerful combination of previously introduced attacks. Eventually, Section 7.2.4 illustrates further
protocol achievements for supporting openness, decentralization, and cooperativeness.
7.2.1. Attack vectors
To experimentally validate the resistance of SEMTOR when
exposed to attacks, an implementation is needed that supports
the execution of a corresponding attack. In this section, we describe and validate the implemented attacks by observing their
effect on a node that is reachable via paths consisting of correct
and adverse nodes and that considers all, thus including the attacking nodes, as trusted. That corresponds to the most adverse
topology constellation b) from Section 6.2.
For the below detailed attacks, an attacking node behaves,
unless explicitly noted, like a correct node (only the deviations
from the correct behaviour are described). Functions implementing these attack-specific deviations from the correct behaviour are provided via a so-called ‘evil’ plugin, extending
the default protocol implementation with malicious capabilities. The plugin allows (i) defining a set of attacked nodes based
on a list of node IDs and (ii) defining the combination of attacks
performed on these nodes.
We have considered attacks to manipulate or selectively suppress routing information about the identity and description of
the nodes, the routing updates, and route announcements.
An identity hijacking attack (IHA) would be given by any
successful attempt to propagate a manufactured or modified description of an attacked node, for example, by replacing the
trust set or transmission key of the attacked node’s original
description. One variance of such description manufacturing
has been implemented by transmitting descriptions of attacked
node IDs with an incremented description SQN.
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spective because not supporting the propagation of an attacked
node’s description updates may increase the latency with which
these are eventually received by all other nodes. Especially, if
such an update is received late, then it has the attacking node
removed from its previous trust set.
(iii) Attacks that the protocol only secures against if performed by non-trusted nodes: These are given by the latter
MMA and RDA attacks, which are analyzed (in combination
with the DDA) in more detail in the following sections. To
neutralize these attacks, it is necessary to identify the incorrect
nodes and mark them as non-trusted. This identification could
be achieved either by improving the assessment of trustability
on a social layer among CN members, or it could be automated
with a monitoring and distributed detection protocol. For the
analysis of the re-coverage performance of SEMTOR in section 7.2.3, we take the availability of eventually correctly assessed trustability as given and focus on the performance of the
protocol to enforce such updated assessments.

ered packet to the corresponding destination node. If none of
the packets sent by node S since T x were ever delivered, then
this duration is assumed to be zero, meaning that the attack succeeded immediately.
On the other hand, if packets continued to be delivered for
more than 40 seconds since T x , then this attack is considered
failed, the evaluated collapse time is considered infinite, and no
result is printed. The path-entrapment time represents the duration between T x and the first packet forwarded to any of the
intermediate attacking nodes (which, due to their RDA configuration, drop the packets instead of further forwarding them).
If no packets towards an attacked destination node could be
received by any of the attacking intermediate nodes, then this
duration is also considered infinite and no result is printed.
The DA path-collapse time and DA path-entrapment time
lines in Figure 6 show, depending on the length of the attacking
B path, the effect of an RDA attack (performed by all intermediate B-path nodes) on packets sent (by S ) to destination node
DA. The length of the alternative A path between S and DA
was configured to three, six, or nine hops, respectively, for Figure 6a, 6b, or 6c. The results show that attack is only possible
from nodes that are part of shortest path between a given source
and an attacked destination node. If the attack is possible, then
it succeeds immediately. However, whenever an existing nonattacked path is shorter (or generally better) than the attacking
path, such as in 6a for a B-path length of three or more hops,
in 6b for a B-path length of six or more hops, or in 6c for a Bpath length of nine hops, then at least one of 5 observed attacks
failed.
As a double check, the DB path-collapse time and DB pathentrapment time were measured to show the effect of all intermediate A nodes attacking the routing towards destination node
DB (from the same source node S ) with converse results. For
the sake of brevity, these measurements are not shown here.
In summary, for DDA and RDA attacks, the most vulnerable scenario for the attacked destination nodes is given if the
attacking nodes are in the advantageous position of a shorter or
better path.
A different effect can be seen if an attacking node combines
the DDA and RDA with the MMA attack as illustrated in Figure 7. For these measurements, only a single B node attacked
the packet delivery to DA. For Figure 7a, apart from only a
single attacking B node, the network scenario is equal to that
of Figure 6c. The combined attack on DA also succeeds with a
nine-hop B path that has the same length as the non-attacking
A path. This is because the attacking node manipulates the
distance-vector metric of the routing updates of DA to the best
possible value so that other nodes, receiving these updates, perceive the path via the attacking node with a better path metric
than it actually has. This effect proves even more drastic in the
scenarios used for Figures 7b and 7c. In the former, DA is successfully attacked by B8 for a B-path length between five and
nine hops. It should be noted that B8, in B-path lengths of five
to seven hops, is not on any reasonable path between S and DA.
In the case of the five-hop B path, it is actually three hops apart
from the shortest and correctly behaving path given by S -B5B4-B3-B2-DA and still succeeds in dropping routes redirected

7.2.2. Network Attack Scenarios
To further explore the power of different attacks we first assume a network scenario without non-trusted nodes (thus, all
nodes are trusted, whether correct or not) and therefore also
without counter-measures. The used network scenario, as outlined in Figure 5, allows placing one or more adversaries (intermediate B-nodes) on differently “good” strategic positions for
attacking the routing process between an attacked destination
node DA and a given source node S . As an example, by activating, in addition to the permanent links (illustrated as solid
lines), the optional S B4 link between node S and B4, any communication between nodes S and DA would fully rely on the
only possible end-to-end path S − B4 − B3 − B2 − DA, allowing
any intermediate node B2, B3, or B4 to easily disrupt this communication, simply by dropping any packet (doing an RDA)
sent via them to DA. However, if the optional S A2 link is also
activated, then an alternative end-to-end path from S , via A2 to
DA emerges which is also shorter than the previous path. In
this case, the position of node B3 is less advantageous for attacking the communication between S and DA and additional
attack measures (such as MMA) would be needed to convince
node S to send packets to DA via the longer (RDA performing)
S − B4 − B3 − B2 − DA path.
Further measurements are executed as follows. At time T 0 ,
all nodes start bootstrapping a previously configured network
topology and establishing end-to-end paths to all other nodes
which takes less than 40 seconds to complete. At a randomly
selected time T x between 50 and 55 seconds, node S starts
sending ICMPv6 packets with an interval of 10 ms to both destination nodes in parallel. At the same time all intermediate
B- nodes start performing combined DDA and RDA attacks on
destination node DA.
The graphs in Figures 6 and 7 illustrate the effect of the applied attacks in terms of success and latency as the duration
(averaged over 5 measurement probes) between the attack activation at T x and its successful completion. The completion is
measured from two perspectives. The path-collapse time represents the duration between T x and the last successfully deliv17

Figure 5: Base-network topology for validating attack vectors
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Figure 6: Performance of route (and packet) dropping attack (RDA) performed by B nodes on DA node depending on A and B-path length
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Figure 7: Performance of DDA&RDA&MMA-combined attack on DA node depending on A or B path length and adversary position

towards itself. That is because B5, which resides on the shortest path, is closer to the MMA-attacking node B8 than to the
destination node DA and is affected by the promising updates
manipulated by B8. The same effect causes the successful attacks shown in Figure 7c where the actual shortest path is given
by the varied A-path length, while the B path, where the attacking B8 node resides, has been fixed to nine hops. Still, B
succeeds to attack DA even from a path that is up to six hops
longer than the alternative A path.

This attack combination is given if the adverse nodes are
placed in the advantageous position of a shorter path towards
the attacked destination node, are as close as possible to the
source node, and perform a combined DDA, RDA, and MMA
attack. Such a scenario is given for the transmission from S
to DA when attacked from B2 in the topology illustrated in
Figure 8. The topology extends that of Figure 5 with a third
group and path of neutral (correctly behaving) C nodes, which,
in its default configuration, corresponds (apart from the new C
nodes) with the scenario used for Figure 7a.

7.2.3. Recovery Functionality and Performance
In this section, we evaluate our SEMTOR implementation regarding its performance to recover, given that attacking nodes
have been identified, from the most critical combination of previously introduced attacks, by applying corrected trust sets that
exclude all adverse nodes.6

First, we deviate from this default configuration by varying
the path length of correct and non-correct (attacking) A and B
nodes. Later, the effect of an enabled neutral path length, as
given by the intermediate C nodes, is discussed in more detail
in section 7.2.4. To capture the recovery and convergence performance of our implementation at the presence of lossy and
fading links, which must be expected for any realistic Wireless
Mesh Network (WMN) deployment, we also vary the broadcast
packet loss of configured links between 0% (corresponding to
perfect links) and up to 60%, using the Linux traffic control

6 Recovery performance could also be interpreted as the duration it takes to
effectively exclude a set of identified adversaries from the routing towards a
given destination node.
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S − DA route is entrapped from the beginning, simply because
the shortest path already traversed B nodes even before these
started to attack the S − DA routing.
The recovery and avoidance latencies of the S − DA and
S − DB routes increase with increased protocol-data loss. The
avoidance of a deprecated path is achieved faster than the convergence to the new trusted path. In the case of the S − DA
route, the average recovery increases to up to 40 seconds, which
is acceptable given that routing updates along the only trusted A
path need to propagate along nine links, each having a remaining success rate for propagating broadcasted protocol messages
of only 40%.

command mentioned earlier. However, the artificial loss is only
applied to broadcast transmissions that the SEMTOR protocol
uses for all its protocol data. All unicast transmissions along all
configured links are kept as loss free. This allows us to trace
the routing decisions of the protocol by capturing the path of
forwarded unicast packets, such as the ICMPv6 ping request,
and reply packets used for probing end-to-end packet delivery
between a given source-destination pair.
All B nodes perform combined DDA, RDA, and MMA attacks to disrupt packet delivery to DA. In parallel, all A nodes
perform the same combination of attacks to disrupt packet delivery to DB. Moreover, C nodes perform no attacks and are not
attacked by any other node. The C nodes trust all other nodes
but are not trusted by any A or B nodes. The S node is used
as source node that sends packets to the destination nodes DA,
DB, and DC in parallel with the same parametrization as given
in Sections 7.2.1 and 7.2.2.
We measure path entrapment in the same way as performed
for Figures 6 and 7. However, once all attacked destination
routes are entrapped, we keep on running the emulation, wait
a random period between 40 and 60 seconds to let protocol instances adapt to the given configuration, and then update the
trust sets of DA and DB so that DA does not trust B nodes anyt
= {VDA , VA2 , VA3 , VA4 , VA5 , VA6 , VA7 , VA8 , VA9 })
more (e.g., VDA
t
and DB does not trust A nodes anymore (e.g., VDB
=
{VDB , VB2 , VB3 , VB4 , VB5 , VB6 , VB7 , VB8 , VB9 }). Note that neither
DA nor DB needs to trust S because, for this scenario, S is not
needed to relay packets from S to DA or DB (S creates and
sends packets but does not relay them). Furthermore, note that
the trust set VSt of S is irrelevant for the delivery of packets
sent by S . Such trust updates actually reflect a constellation
switch from Table 3 from b) to d). We then measure the elapsed
time from the moment of the updated trust sets until the last
packet from S to DA was routed via any B node and until the
last packet from S to DB was routed via any A node. Therefore,
tcpdump captures from the master switch, that covers all existing links, were searched for respective packets from S to DA,
DB, and DC that contained a MAC address from the deprecated
path. In the following figures, the average of these measures
are represented as path avoidance latency. We also measure
the elapsed time from the moment of the updated trust sets until the first packet reaches the intended destination, which we
represent as path-recovery latency.
For the measurements shown in Figure 9, the following attacks and links have been configured. From all optional S A
links, only the S A9 link is activated, which enables a nine-hop
A path between source node S and the destination nodes DA,
DB, and DC. From all optional S B links, only the S B2 link
is activated, which enables an alternative two-hop B path between S and DA, DB, and DC. None of the optional S C links
is activated so that no third alternative C path exists.
Moreover, Figure 9 indicates a clearly increasing entrapment
latency for the S -DB route, which is plausible given that routing updates from DB need to traverse several hops with increasing packet loss before an MMA-modified update by any
A-path node could delude S to perceive the nine-hop A path as
shorter than the two-hop B path. The figure also shows that the

7.2.4. Openness, decentrality, and cooperativeness
The attainment of further protocol objectives and desired
properties shall be illustrated with the measurements given in
Figure 10. The measurements represent the effect of pathlength variations based on the topology of Figure 8 which extends the default scenario used for Figure 9 by enabling a third
path of neutral C nodes. However, as a reference, the grey vertical bar in each figure indicate measurements that can also be
found in Figure 9.
Autonomy, decentrality was demonstrated indirectly via all
performed experiments because none of the security enhancements provided by the gained capability for recovering functioning end-to-end routes required the existence of any central
authority or entity. Instead, all path selection were orchestrated
individually and autonomously via the trusted nodes definition
of each destination node.
Support for openness, neutrality, and cooperativeness, in the
sense that unknown nodes could join an existing network infrastructure and be neutrally supported without prior conditions,
could be well observed in Figures 10a and 10b, where the reachability of the DC node from S is always provided, although no
C node is ever trusted by any A or B nodes and an alternative
S -DC path of intermediate C nodes does not exist in any of the
captured scenarios.
Our experiments also demonstrate how nodes benefit from
the existence of paths given by unknown (so non-trusted) but
correctly behaving nodes as seen from the measurements shown
in Figure 10c. Here, the existence of an alternative, although
non-trusted but shorter C path between S and DA, clearly reduces the avoidance latency with which the non-trusted and DA
attacking B-path nodes could be rendered as deprecated.
7.3. Validation of Resource Consumption and Scalability
To evaluate our design and implementation with respect to
its performance implications and our scalability objectives outlined in Section 3.1, the effect of network and protocol parameters on total protocol overhead and performance has been measured by benchmarking our implementation on target given by
a cheap embedded device with hardware characteristics as summarized in Table 6 and that can be considered the bottom end
of devices typically used within CNs [3, 5]. This device, running the Lede OS (an OpenWrt-based [101] Linux system) and
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protocol-data (using tcpdump) . Graphs in Figure 12 represent the results of these measurements averaged over 30 seconds. To save space and ease comparability, CPU, memory,
and protocol-traffic overhead (node TX) are represented in a
single figure for each analyzed input parameter. All measurements represent the overall resources consumed by the BMX7
process on the embedded target device and not just the extra
overhead added over the BMX6 implementation that was used
as a basis for integrating the SEMTOR mechanisms.
The effect of nodes updating their description at higher (nondefault) rates is illustrated in Figures 12b and 12e . The measurements show that protocol-data overhead and CPU usage are
indeed significantly affected by such bootstrapping events and
that update intervals occurring at rates higher than once per second have the potential to seriously harm the stability of the protocol, a finding that we will get back to later. To avoid capturing
the effect of parallel bootstrapping phases, an unlikely scenario
for real nodes under distributed administration, all other measurements have been delayed for a stabilization period of 120
seconds after each protocol-configuration change.
From Figures 12a and 12d it can be seen that network size7
and number of links linearly affects CPU, memory, and traffic
usage per node.
CPU depending on network size rises slower than the others which could be explained by the fact that the most CPUintensive operation of continuous signing and verification of
hello and routing-update messages could be significantly reduced with the symmetric DH2048-HMAC TX signatures
(compared with asymmetric RSA-based TX signatures evaluated in [25]). Also, TX signatures are performed per packet
which can efficiently aggregate an increasing amount of messages.
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Figure 9: Path recovery latencies depending on average link loss
Table 6: HW and OS characteristics of the embedded target device
Characteristic

Details

Type / CPU
Wireless
Flash / Memory
Ports
Power supply
Cost
OS and distro
Further reading

TP-Link TL-WR703N, Atheros AR7240@400 MHz
AR9331, 802.11bgn 150 Mbps @100 mW
4 MB / 32 MB
100 MBit Ethernet, USB 2.0
5 V, 100 mA, 0.5 W
approx 10 Euro (2013)
Linux OpenWrt/Lede (lede-17.01)
http://wiki.openwrt.org/toh/tp-link/tl-wr703n

a cross-compiled version of our implementation, has been connected as a core node via Ethernet to the virtual network environment explained in section 7.1. Figure 11 illustrates the
setup.
The overhead has been measured in terms of CPU usage
(relative to the totally available in the node), absolute virtual

7 Trust sets described per node were kept constant despite the varied number
of participating nodes.
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Figure 10: Path recovery performance depending on different physical path-lengths at 0% link loss

layed for later aggregation, leading to less totally transmitted
but more efficiently aggregated packets.
The CPU load of the host machine (given in % as HostCPU,
relative to the total available processing capacity) was captured
(again using top command) with all four host CPU cores fixed
to their maximum frequency of 2.6 GHz.
The routing performance in terms of throughput (TP) for forwarding user-data traffic, along SEMTOR-configured routes, in
and out of the target device was measured by conducting a TCP
TP test (using iperf) between the A1 LXC node, the first node
from the left in the top (A) row in Figure 11, to the A4 LXC node
(the fourth in the same row). In all topological setups, since the
target device was always linked to at least the nodes A1,A2,A3,
and A4 (the first four top left nodes), the best (shortest) path between A1 and A4 always consisted of only the target device as
the only intermediate hop. To ensure that only correctly routed
(along this best path) TCP traffic is considered, all TCP traffic
between A1 and A4 that was not routed back and forth via the
target device was dropped using iptables.
The measurements confirm that (i) user traffic is continuously
routed via the correct path and (ii) as long as the host CPU usage is below 50%, at the maximum speed that the 100 MBit
ethernet HW of the target device is capable of processing. In
fact, a clear relation can be seen between the host CPU load
and the TP, which degrades when the host CPU load exceeds
50% (e.g., Figures 12a , 12e ), while it appears uncorrelated
with the CPU or protocol-traffic increase of the target device
(e.g., Figures 12d , 12b ). We explain this with the incapability
of the Linux Kernel in the host machine to efficiently parallelize
layer-2 packet-forwarding tasks over its four cores. Therefore,
the observed degradation of routing performance can in fact be
attributed to a tentative overload of the host system which, by
emulating up to 200 nodes, is indeed challenged with an unrealistic setup.
The continuous lines for CPU, traffic, and memory overhead
in Figures 12a and 12d represent their increase based on a linear fitted model, fed with the obtained measurement averages.
This model has been used in Figures 12c and 12f for extrapolating the resource consumption for even larger and more dense

Figure 11: Experimentation setup consisting of benchmarked embedded router
and MLC-emulated network environment

Figure 12d shows that CPU and traffic overhead heavily depend on the number of links to which the test node is exposed, while little additional memory requirements could be
observed for maintaining an increasing number of links. This
could be explained with the relatively small related memory requirements for maintaining these links compared to the allocations needed for maintaining node descriptions and thereby
referenced data, which must be tracked anyway, also for nonneighbouring nodes.
In addition, the following system characteristics were observed with the objective to continuously validate the correct
operation of the embedded target device itself and the emulation environment provided by the host (desktop) machine.
The fill rate (in 10%) of the TX-queue in the target device
that is used by our implementation to throttle (via increased aggregation of scheduled messages) the transmission of protocoldata packets was captured as TXQueue. The sharp increase of
the TX-queue fill rate in Figure 12e explains why the increase
of the protocol-data overhead declines in the same figure. Once
the fill rate reaches its maximum, scheduled messages are de21
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Figure 12: Measured and extrapolated overhead using DHM-packet signatures depending on network and protocol characteristics.

network scenarios and allows us to estimate the cost and limits
of SEMTOR when exposed to network scenarios known from
existing deployments. Therefore, the Y-axis represents in % a
given assumed resource availability. Regarding CPU and memory, the used embedded target device has served as a reference
for the available resources. Regarding resources for transmitting protocol-data overhead, a link capacity of 1Mbit per second has been assumed as a conservative but pragmatic upper
bound (100%) for the available capacity of a (typically wireless) link. The blue horizontal lines relate this assumptions
with link and path capacities known from existing wireless network deployments [69] such as the average link TP reported by
Roofnet [96, 97] and the average and minimum end-to-end path
TP to GW nodes reported by QMPSU [5] and MadMesh [98]
which imply that each hop along these end-to-end pathes must
have had an at least equal but typically greater link capacity.
The gray vertical lines mark number of nodes and links per
node reported from same QMPSU and MadMesh deployments,
but also from GoogleWifi [99, 100] and from the Osona core
network, the largest zone in Guifi.net [71, 73, 4]. From this
comparison it can be seen that our SEMTOR/BMX7 implementation can be expected to well support existing deployment sce-

narios, generally without exhausting existing resources. Even
in the case of the 40-nodes Roofnet deployment (based on
rather outdated 80211b radio hardware combined with omnidirectinal antennas) the average reported link capacity of only
400kbps would not be exhausted unless the number of nodes
grow to about 800 nodes (20 times of its actual reported size
and assuming 15 instead of 10 average links per node).

In summary, since none of the observed performance degradations can be attributed to the overload of the target device
itself, the measurements confirm the scalability of our implementation within the probed parameter space. Moreover, with
regards to the observed linearly increasing CPU, memory, and
protocol-data overhead depending on network size and density, the extrapolation of our measurements indicate that even
several-times larger networks with up to thousand of nodes and
tenths of links per node can be supported without exhausting
the processing resources of the used embedded device nor the
transmission capacities of wireless channels known from existing wireless network deployments.
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8. Open Issues and Adjacent Solutions

and the availability of a functioning end-to-end packet delivery
along trusted paths established between nodes owning these addresses. Related guarantees should be provided by the control
plane, which can be attacked by disturbing the propagation of
node and topology information or the forwarding of data packets. Attacks on this plane from non-trusted nodes fall into the
second category, and preventing related attacks [27] (such as
blackhole, partition, detour, routing-table poisoning, impersonation via replication, dropping, modification, or fabrication of
protocol messages) is what the main contribution of this work is
about. This is essentially achieved by excluding all non-trusted
nodes from related attack-susceptible tasks, such as routediscovery, establishment, and forwarding. The key enablers
for this approach include the strictly non-overlapping receiverdriven responsibility for these ‘trusted tasks’, the usage of a
permanent strong asymmetric-key pair (used for authenticating
node identity, cryptographically generated addresses ensuring
conflict-free IPv6 addresses and route ownership, trusted nodes,
and secondary-key replacements) and a secondary lightweight
key pair of which security relies on its short lifetime and frequent replacement (used for frequent tasks of verifying communication between neighbouring nodes and to identify and
discard data from non-trusted nodes).
Wormhole and denial of service (DoS) attacks fall into
the third category that remains unsolved with yet-to-be defined
mechanisms. While several approaches, such as TIK [80] using
packet leashes or NPA [81] observing the standard deviation of
round trip times, exist to defend against wormhole attacks, the
threat of DoS attacks on the security of mesh-routing protocols
has received much less attention.
The susceptibility to DoS attacks is actually a pillar stemming from the open and decentralization objectives pursued
with our approach that provides no means for excluding malicious or selfish nodes from exploiting or exhausting other
node resources. For example, an adversary can fake and propagate large numbers of physically non-existent virtual node IDs
with frequently updated node descriptions that can hardly be
distinguished from real nodes but whose processing may easily exceed existing memory and CPU resources in real nodes.
The consequences of such attack could already be seen from
the measurements performed in Section 7.3, showing overhead
depending on the number of nodes or description update frequency. To defend against such attacks without sacrificing
the decentralization and open preambles defined for this work,
nodes may prioritize the processing of certain known nodes and
throttle the support of the unknown, which is an approach we
plan to research further in future work.
The design in section 5 and experimental validation in section 7 shows that it can safely separate trusted nodes from
the influence of non-trusted nodes. As illustrated in Figure 4,
when incorrect nodes are detected by any means, if these nodes
are not considered trusted anymore and tagged as non-trusted,
SEMTOR can render detected incorrect nodes harmless to the
network.
In summary, with respect to the design objectives in section 3.1, SEMTOR can effectively ensure the ownership of data
traffic, forwarding routes and node identities, so that they can be

In the following, routing-security aspects are discussed in the
context of the objectives defined for this work and grouped into
(i) those out of the scope or not considered an attack (although
worth discussing), (ii) those addressed and explicitly handled,
and (iii) those remaining a potential threat.
Confidentiality attacks via eavesdropping of disseminated
protocol data fall into the first category. Such data includes
topology, trust, identity, and if published, personal information.
Particularly, the disclosure of trust sets has raised concerns, 8 as
its transparent dissemination allows others to deduce trust relations between the users of a CN and exploit this knowledge for
attacking individuals or groups of them in higher layers (e.g.,
the social layer). However, it should be noted that the provision of personal information via node descriptions or other
parallel infrastructure services is left to the preferences of each
node admin and could be omitted (thus revealing only trust relations between anonymous cryptographic identities) at the cost
of complicating the task for identifying the nodes considered
trustworthy.
Malign attacks also fall into this category, being the case
where a malicious node aims to influence the reputation of another node by incorrectly reporting on its negative behaviour.
However, SEMTOR does not facilitate such attacks simply
because no functionality exists for detecting or reporting behaviour (good or bad) of other nodes.
This also means that selfish, non-cooperative, and unfair
behaviour is not considered by the protocol and (as yet) is left
to be solved independently. Here, approaches based on reputation such as [34, 35] or observed traffic validation [64] and
distributed detection [68] mechanisms could be employed for
detecting (groups of) faulty nodes and adding them to the list of
non-trusted nodes.
However, with the support for verifiable and dynamically
updatable node descriptions, self-bootstrapping public-key infrastructure, and individually definable trust topology, powerful
tools are provided that can be used for arguing on the trustability of nodes and enforcing individual decisions without requiring consensus among network participants.
Several data-plane attacks, compromising confidentiality,
authenticity, integrity, non-replication, and non-repudiation of
user data are also considered out of the scope. Various existing and well-established end-to-end security solutions should
be used instead, such as TLS-based protocols like HTTPS, VPN
solutions like OpenVPN or tinc, and anonymization and privacy
protocols like TOR. In fact, the security aspects covered by our
protocol, operating on layer 3, complement these higher-layer
solutions, as these build on the availability of a functioning (although best effort-based) routing and data-forwarding service
in the first place, partially for creating encrypted overlay networks on top of it. What these higher-layer security protocols
typically require are identity- and ownership-proven addresses
8 For example, during discussions and presentations of our approach at community events, such as the International Summit for Community Wireless Networks 2013 and the Wireless Battle Mesh in Germany 2014 and Slovenia 2015.
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attributed to exactly one node (ownership in objective 1). Moreover, it can ensure the ability to communicate by a contiguous
group of trusting nodes, never prevented by an external entity
(security as autonomy and robustness in objective 2). In addition it can ensure following an open and decentralized model,
where each node admin decides on the nodes to rely on (openness and decentralization in objective 3). Finally, it can ensure
scalability (objective 4). Regarding the liveness properties, responsiveness is satisfied by the proactiveness of the protocol
and the progress as soon as correct messages with correct information are delivered. Data delivery is satisfied according to the
conditions in the above paragraph, across trusted nodes that are
expected to be trustworthy (correct). The freshness and accuracy of the update and route information come by design of the
information ownership and security mechanisms, and the efficiency of the protocol has been analyzed in detail in section 7.3.
Regarding the safety properties, the consistency and loopfreedom are provided by the baseline routing algorithm that ensures route safety combined with the security and trust mechanisms for node and path information (update safety). Adversary
freedom and adversary resilience come from the separation between trusted and non-trusted nodes, particularly when trusted
nodes are also trustworthy and incorrect nodes are or become
non-trusted when detected.

and challenges further due to the presence of large numbers of
anonymous nodes and DoS attacks.
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9. Conclusions and Future Work
In this work, we pointed to new trust and security requirements arising in open and decentralized networks, such as CNs.
We described SEMTOR, a novel routing protocol that can be
used for satisfying these demands. Moreover, SEMTOR allows
the verifiable and undeniable definition and distributed application of user-individual trust topologies for routing traffic towards each node. One particular advantage of SEMTOR is that
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network. Therefore, safety and liveness properties that are guaranteed by our protocol have been identified and proven with formal reasoning. The scalability of our implementation has been
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L. Cerdà-Alabern, A. Neumann, L. Maccari, Experimental evaluation of
bmx6 routing metrics in a 802.11an wireless-community mesh network,
in: 2015 3rd International Conference on Future Internet of Things and
Cloud, 2015, pp. 770–775. doi:10.1109/FiCloud.2015.28.
J. P. John, E. Katz-Bassett, A. Krishnamurthy, T. Anderson,
A. Venkataramani, Consensus routing: The internet as a distributed system, in: Proceedings of the 5th USENIX Symposium on Networked
Systems Design and Implementation, 2008, pp. 351–364.
L. Lamport, Proving the correctness of multiprocess programs, IEEE
transactions on software engineering 1 (2) (1977) 125–143.
A. Datta, J. Franklin, D. Garg, L. Jia, D. Kaynar, On adversary models
and compositional security, IEEE Security Privacy 9 (3) (2011) 26–32.
doi:10.1109/MSP.2010.203.
MbedTLS – SSL Library, https://tls.mbed.org/ssl-library.
BMX/Semtor related public git repositories, https://github.com/
axn/bmx6.
Axel Neumann, Investigating Routing-Protocol Characteristics with
Mesh Linux Containers (MLC), Workshop, UPC, Barcelona, Spain,
https://raw.github.com/axn/mlc (Nov. 2011).
D. Aguayo, J. Bicket, S. Biswas, G. Judd, R. Morris, Link-level measurements from an 802.11 b mesh network, ACM SIGCOMM Computer
Communication Review 34 (4) (2004) 121–132.
J. Bicket, D. Aguayo, S. Biswas, R. Morris, Architecture and evaluation
of an unplanned 802.11 b mesh network, in: Proceedings of the 11th
annual international conference on Mobile computing and networking,
MobiCom ’05, Cologne, Germany, 2005, pp. 31–42.
V. Brik, S. Rayanchu, S. Saha, S. Sen, V. Shrivastava, S. Banerjee, A
measurement study of a commercial-grade urban wifi mesh, in: Proceedings of the 8th ACM SIGCOMM conference on Internet measurement,
2008, pp. 111–124.
M. Afanasyev, T. Chen, G. M. Voelker, A. C. Snoeren, Analysis of a
mixed-use urban wifi network: When metropolitan becomes neapolitan,
in: In ACM/USENIX IMC, 2008.

[100] M. Afanasyev, T. Chen, G. Voelker, A. Snoeren, Usage patterns in an urban wifi network, IEEE/ACM Transactions on Networking 18 (5) (2010)
1359–1372.
[101] Lede/OpenWrt Linux distribution for embedded devices, http://
lede-project.org and http://openwrt.org.

27

