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Abstract

In this research, I have studied a method called Normalizing Flows, to transform prob-
ability densities. The idea is to construct complex distributions starting from a simple
initial density by applying a sequence of invertible transformations. The flows have been
used in conjunction with stochastic recurrent networks which are trained with Stochas-
tic Gradient Variational Bayes (SGVB), a low variance gradient estimator. Two variants
of the flows namely ’planar’ and ’radial’ have been used to model time sequences from
inverted pendulum dataset. In addition to the aforementioned flows which have already
been proposed, a new flow based on 1D convolution, has also been proposed. This has
been termed as ’Convolution Planar Flows’. However, despite the fact that this flow has a
sound mathematical basis, it was not found to be working satisfactorily.

Keywords: Probability density transformation, Normalizing Flows, SGVB, VAE, RNN,
STORN, 1D Convolution
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Chapter 1

Introduction

Latent variable models are a class of statistical models that try to explain the observed vari-
ables through latent or ’unobserved’ variables. As an example, we can consider a proba-
bilistic model for news articles. Each article x is typically on a specific topic t. Now instead
of modeling the probability of news articles with one p(x) we can use our prior knowledge
on the topic to come up with a model p(x|t)p(t). This model can be more informative than
the one which does not capture any information on the topics. Information like the topics
of the news articles are known as latent variables in machine learning literature. We then
define a joint probability distribution over the latent variables and data. This requires us
to calculate the posterior distribution over the latent variables, a problem which is referred
to as inference problem in probabilistic models.

It is often not possible to come up with a polynomial time algorithm for inference prob-
lems. Therefore, much research effort in machine learning has gone into developing algo-
rithms to approximate solution to these intractable problems. Two of the popular heuris-
tics to approximate the posterior are sampling based algorithms (most of which are in-
stances of Markov Chain Monte Carlo (MCMC)) and Variational Inference. While sam-
pling methods are guaranteed to find a globally optimal solution they are not time effi-
cient. Unlike these, the variational family of algorithms while never finds the globally
optimal solution, they are often fast and scale better. In addition, they are also amenable to
techniques like stochastic gradient optimization and parallelization over Graphic Process-
ing Units (GPUs).11 Following is a brief introduction of variational inference as the topic of
study in this research is applicable to this technique.

The idea of variational inference is to cast the inference problem as an optimization prob-
lem. In order to approximate an intractable probability distribution p, we look for a distri-
bution q ∈ Q which is most similar to p, where Q refers to a family of tractable distribu-
tions, by formulating the inference as an optimization problem. Then instead of querying
p, we query q to get an approximate solution. In the optimization objective J(q), a tool
from information theory known as Kullback-Leibler (KL) Divergence is used to measure the
difference in information contained within two distributions, p and q.

Of the various algorithms for performing stochastic variational inference, Variational Au-
toencoder (VAE) has found success over the past few years in many domains such as com-
puter vision and natural language processing. Similar to its cousins from the family of

1Though, in the past few years quite a few papers have been published on Monte Carlo simulations on GPUs
or parallel Monte Carlo or High Performance Computing for Monte Carlo etc.
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1. Introduction

variational inference algorithms, it too has a generative model and an inference model.
While the former is the model of observed variables given the latents, the latter is the
model of the posterior over the latents. The inference model is constrained to come from
a family of distributions, yielding an approximate posterior. This approximation gives a
lower bound for the log of evidence. The idea is to maximize this lower bound with respect
to the parameters of both the inference and the genrative model.

As with other variational inference based methods, VAEs also suffer with the problem of
approximating the posterior. Even in the asymptotic regime, one cannot hope to recover
the exact posterior as the lower bound to the log evidence is not necessarily tight. It is
in this context that the concept of Normalizing Flows was proposed by Rezende et al. to
improve the approximation of the posterior by enriching the family of the posterior by
enriching the family of posterior distributions beyond diagonal Gaussians. These flows
are basically probability density transformations.

VAEs use a low variance gradient estimator called Stochastic Gradient Variational Bayes
(SGVB). Bayer and Osebdorfer [22][22] have used the SGVB estimator to train recurrent net-
works for time series data.

In this study, I have surveyed the effect of flows, both planar and radial, as proposed in
[1212][1212], when applied in conjunction with STORN. Experiments have been performed on the
inverted pendulum dataset.

In addition, with a view to defining another class of transformation that could be used for
rich posterior construction for state space models, a flow named Convolution Planar Flow
(CPF) has been proposed in this research. This flow makes use of 1D temporal convolution.
It has been described in detail in chapter 55. Notwithstanding the fact that the mathematics
behind CPF appears very robust, it does not perform as per the expectation. This flow
seems to be very sensitive to the parameters and the determinant of the jacobian diverges
very quickly. A possible solution to this problem has been proposed in chapter 66.

The document is organized in the following manner. Part II briefly describes the four com-
ponents namely recurrent networks, the SGVB estimator, STORN and Normalizing Flows,
which form the basis of this study. Part III contains a description of the experimental set-
up. Report concludes with Results and Discussions in Part IV. Some avenues of future
research are also mentioned in the concluding part.
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Chapter 2

Stochastic Gradient Variational Bayes
(SGVB)

Stochastic Gradient Variational Bayes (SGVB) algorithm was independently developed by
Kingma and Welling [1010][1010] and Rezende et al. [1313][1313] for training models wherein the input
signal x is assumed to be generated by some continuous unobserved latent random vari-
able z. The marginal likelihood p(x) of the data is modeled as a directed graphical model:
p(x) =

∫
p(x|z)p(z). However, it turns out that in majority of the cases this integral is

intractable and sampling based methods are computationally very expensive even for
smaller datasets. SGVB solves this by using the distribution q(x|z) an approximation of
the true posterior p(x|z) and then optimizing a bound on the marginal log-likelihood.

Following the nomenclature in Kingma and Welling [1010][1010] let’s call q(z|x) the encoder or the
recognition model and p(x|z) the decoder or the generating model. The log likelihood of
the ith data point can be written as [77][77]:

log p(x(i)) = KL(q(z(i)|x(i))||p(z(i)|x(i))) + L(θ;x(i)) (2.1)

where, θ is the set of parameters and L(θ;x(i)) is the lower bound on the evidence, which
in turn can be written as:

L(θ;φ;x(i)) = −KL(qθ(z(i)|x(i)) || p(z(i))) + Eqθ(z|x)[log pφ(x|z)]. (2.2)

In order to optimize the lower bound, we need the gradient with respect to all the parame-
ters. While obtaining the gradients of the recognition model is easy, that for the generating
model is not easy. To overcome this problem, Kingma and Welling [1010][1010] have proposed a
low variance gradient estimator which makes use of what is called the reparametrization
trick. The idea is to reparametrize the random variable z ∼ q(z|x) as a deterministic vari-
able by first sampling a noise variable ε from a simple distribution p(ε) such as a standard
normal N ∼ (0, 1) and then applying a deterministic transformation g(ε, x) that maps the
random noise into a more complex distribution [77][77] [22][22]. For many classes of probability
distributions, including the normal distribution, it is possible to choose a map g such that
z = g(ε, x) is distributed according to q(z | x) [77][77].
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Chapter 3

Stochastic Recurrent Networks

This chapter summarizes the Stochastic Recurrent Neural Networks (STORN) which was
first proposed by Bayer and Osendorfer [22][22]. For a more elaborate discussion of the model,
please refer the original paper. This model is similar to a Variational Auto Encoder [1010][1010]
in the sense that there is an encoder which learns the mapping from data to the latent
space, and a decoder which reconstructs the data from the latent representation of data.
The Bayesian approach ensures that the data is mapped to a distribution over the latent
variables. The model is trained with the low variance gradient estimator SGVB, discussed
in the previous chapter. In STORN, a simple RNN (sRNN) is used as both the recognition
q(zt|x1:t) and the generating model p(xt|z1:t). Such a recurrent network based on the vari-
ational bayesian approach allows us to map time sequences to a latent representation and
enables efficient, large scale unsupervised variational learning on time sequences.

Computational dependencies in STORN are shown in figure 3.13.1 for an input sequence
x = (x1, . . . , xT ), xt ∈ Rκ, an output sequence y = (y1, . . . , yT ), yt ∈ Rω and a hidden layer
h = (h1, . . . , hT ), ht ∈ Rγ . Following is a brief description of the architecture in words:

The recognition model or the encoder is parametrized by a single mean µt,k and variance
σ2t,k which are defined for each time step and latent sequence. These are divided between
a total of 2ω outputs of the RNN. The first ω represents the (unconstrained) mean while
the next ω (constrained to be positive) represents the variance. The encoder, given by the
following equation, contains one set of recurrent connections such that the state ht+1 is
calculated based on the previous state ht and on the data xt.

ht+1 = fh(xtW
r
in + htW

r
enc + benc) (3.1)

Here h0 is initialized as zero vector. Once we have the hidden states, we get the mean µt,k
and log variance σ2t,k for each time step and latent sequence.

µz = hWh
mu + bµ (3.2)

log (σz) = hWh
sigma + bσ (3.3)

Following the reparametrization trick proposed by Kingma and Welling [1010][1010], we sample
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3. Stochastic Recurrent Networks

from a standard normal at each time step i.e. εt,k ∼ N(0, 1) and use it to sample zt,k from q
via zt,k = µt,k + σt,kεt,k.

Once we have the complete latent sample sequence z1:T , we can use the generating model
or the decoder, given by the following equations, to calculate the output.

ht = fh(xt−1W
g
in + ztW

′g
in + ht−1Wrec + bhidden) (3.4)

yt = fy(htWout + bout) (3.5)

where, model parameters are given by θ = {Win,Wrec,Wout,bhidden,bout} and fh and fy
are the activation functions which introduce non-linearity in computation.

xt xt+1 xt+2

hr
t hrt+1 hr

t+2

yrt yrt+1 yrt+2

zt zt+1 zt+2

h
g
t

h
g
t+1 h

g
t+2

y
g
t

y
g
t+1 y

g
t+2

. . . . . .

. . . . . .

Figure 3.1.: Computational dependencies in STORN: Figure (as it is) and the description (with
some paraphrasis) has been taken from [22][22]. However, note that in [22][22], yrt in cyan is mis-typed as
ygt . The different types of nodes are: data(magenta), the recognition model(cyan), samples (green)
and the generating model(teal). The outputs of the recognition model yrt represents the statistics
of q(zt|x1:T) from which the sample zt (green) is drawn. The output of the generating model, ygt
represents p(xt+1|x1:t). The red arrow expresses that this prediction is this prediction is used to
evaluate the loss i.e. the negative log-likelihood.

The loss function to be used as a training criterion is defined as a variational upper bound
on the negative log-likelihood of data with the approximate posterior q(z1:T |x1:T ) used
instead of the true posterior p(z1:T |x1:T ). The log likelihood of the ith data sequence x1:T

can be written as the sum of the lower bound and the KL divergence between the true and
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the approximate posterior. More formally,

log p(x
(i)
1:T ) = KL(q(z

(i)
1:T |x

(i)
1:T )||p(z

(i)
1:T |x

(i)
1:T )) + L(θ;x(i)) (3.6)

where, θ is the set of parameters and L is the lower bound on the evidence, which in turn
can be written as:

L(θ;φ;x(i)) = −KL(qθ(z
(i)
1:T |x

(i)
1:T ) || p(z

(i)
1:T )) + Eqθ(z|x)[log pφ(x|z)]. (3.7)

Note that eq. 3.73.7 will get modified in light of Normalizing Flows discussed in the following
chapter.
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Chapter 4

Normalizing Flows

As noted in the introductory chapter, evaluation of the posterior p(z|x) requires summing
over exponentially many configurations of the hidden variable z, and is computationally
intractable in majority of the cases. This motivates the need to approximate the posterior
with a simpler distribution q(z|x). This approximation of the posterior is a long standing
problem in machine learning and many methods have been proposed to solve this.

This chapter summarizes one such approach, called Normalizing Flows (NFs), which forms
the core of this research. It is largely a summary (at some places a paraphrasis as well) of
the relevant sections of [1212][1212]. The chapter is organized in the following manner: Section 1
formally describes the probability density transformation leading up to normalizing flows.
The following section briefly explains a few variants of the flow relevant to this research,
as discussed in [1212][1212], and the modified objective function which follows.

4.1. Probability Density Transformation as a Flow

Normalizing Flows (NFs) as proposed by Rezende et al. [1212][1212] is a technique to construct com-
plex posteriors starting from a simpler distribution. These flows are basically a sequence
of parametric mappings for transforming a simple probability distribution to a complex
one.

The idea of NFs was first proposed by Tabak and Vanden-Eijnden [1414][1414], in the context of
non-parametric density estimation. The original idea was to transform the data x , coming
from a distribution p(x), using a transformation function (or map) y(x), such that y(x) is
distributed according to some simple distribution. If the map y(x) is known, then we can
recover the original density p(x) by using the relation p(x) = Jy(x)qy(y(x)), where Jy(x)
is the Jacobian of the transformation. Thus the density estimation problem becomes one of
finding the normalizing map y.

In the context of enriching the posteriors of the VAEs using flow-based methods, an ap-
proach opposite to the idea originally proposed, explained in the previous paragraph, has
been adopted. Flows, which are a sequence of invertible mappings, are used to transform
data from a simple Gaussian distribution to an arbitrary distribution. By repeatedly ap-
plying the rule for change of variables, the initial density ’flows’ through the sequence of
invertible mappings.

13



4. Normalizing Flows

The sequence of transformations induce expansions or contractions in the initial density.
While in the former case, the transformation function pulls the points away from the region
of interest, thereby increasing (or decreasing) the density outside (or inside) the region.
Likewise, in case of contraction, the transformation function pushes the points towards
the interior of the region of interest which increases (or decreases) the density inside (or
outside) the region.

More formally, if f is an invertible, smooth function such that f−1 = g i.e. g(f(z)) = z,
which is used to transform a random variable z ∼ q(z), the resulting random variable
z′ = f(z) will have a distribution:

q(z′) = q(z) det

∣∣∣∣∂f−1∂z′

∣∣∣∣ = q(z) det

∣∣∣∣∂f∂z
∣∣∣∣−1 (4.1)

where the last equality is a property of Jacobians of invertible functions. By successively
applying the transformation as given by eq.(4.14.1) through a chain of K transformations fk
on z0 ∼ q(z0), one can obtain a complex probability density qk(z) given by:

zk = fk ◦ fk−1 ◦ ... ◦ f1(z0) (4.2)

ln qK(zK) = ln q0(z0)−
K∑
k=1

ln det

∣∣∣∣ ∂fk∂zk−1

∣∣∣∣ (4.3)

The path traversed by the random variable z starting from q(z) via the transformation
defined by eq. (4.24.2) is called flow and the path formed by the successive distributions qk is
a normalizing flow.

A property of the aforementioned transformations is that expectations with respect to the
transformed density qK can be computed without explicitly knowing qK . This is referred
to as the law of the unconscious statistician (LOTUS). Any expectation EqK [h(z)] can be
written as an expectation under q0 as:

EqK [h(z)] = Eq0 [h(fK ◦ fK−1 ◦ ... ◦ f1(z0))], (4.4)

which does not require computation of the the logdet-Jacobian terms when h(z) does not
depend on qK .

To sum up, NFs gives us a systematic way to specify the approximate posterior distribu-
tions q(z|x) required for variational inference. Starting from a very simple distribution,
say a diagonal Gaussian, NFs can give us a complex multi-modal distribution.

14



4.2. General Normalizing Flows

4.2. General Normalizing Flows

Depending on the value of the Jacobian in eq. (4.14.1), flows are classified as either a general or
a volume preserving normalizing flow. While the former has a non-zero log determinant of
Jacobian, the latter has a zero log determinant of Jacobian i.e. determinant of the Jacobian
is equal to 1.

Regardless of the type of flow, the mappings or the transformation functions must satisfy
two constraints. One, it must be smooth and invertible so that backpropagation can be
used to train the parameters. Two, the computation of the log determinant of the Jacobian
should be computationally cheap and parallelizable. In this research, experiments have
been performed using the linear and planar flows and their variants, both of which are of
the type general normalizing flows. These flows are defined as under:

1. Planar NF: The planar flow applies expansions or contractions along the direction
perpendicular to the hyperplane wTi zi + bi of the initial distribution zk ∼ q(zk). The
function is defined as:

f(z) = z+ uh(w>z+ b) (4.5)

where λ = {w ∈ RD,w ∈ RD, b ∈ R}

2. Radial NF: It applies contractions and expansions around a reference point z0 of the
current distribution zk, hence the name radial flow. The function is defined as:

f(z) = z+ βh(α, r)(z− z0) (4.6)

where r = |z− z0|, h(α, r) = 1/(α+ r) and the parameters of the map are λ = {z0 ∈
RD, α ∈ R+, β ∈ R}.

In addition, there are some additional constraints on the parameters which ensure that the
map is invertible. For details, please refer the appendix of [1212][1212].

In order to use NFs in VAEs, we sample the latent variable from an initial distribution (say
Gaussian), and then apply the flow to the sample. The flow parameters, are dependent on
the data points. Due to the transformations, the VAE objective function as give by eq. (4.74.7)
gets modified to eq. (4.84.8).

ELBO(θ, φ) = Eqθ(z|x)[log pφ(x|z)]−KL(qθ(z|x)||p(z)) (4.7)

ELBO(θ, φ) = Eqθ(z0|x)[log pφ(x|zK) + ln q0(z0)−
K∑
k=1

ln det

∣∣∣∣ ∂fk∂zk−1

∣∣∣∣]−KL(qθ(z0|x)||p(zK))
(4.8)
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Chapter 5

Experimental Set-up

The following sections contain a description of the dataset, different models on which the
experiments were performed (including the Convolution Planar Flow (CPF) which was
conceived during this research), details of the parameters and the types of experiments
done.

5.1. Dataset Description

For this research, simulated dataset for the inverted pendulum swing-up problem was
used. This is a classic problem in the control literature. Data was simulated using Pendulum-
v0 environment in OpenAI Gym [88][88]. In this version of the problem, the pendulum starts
in a random position and the goal is to swing it up so that it stays upright.

In this dataset, for each time step we have four features viz. sine and cosine of the angular
displacement, angular velocity and reward. The idea is to use the state information at each
time step to decide on a motor-driven action so as to keep the pendulum upright. The
simulated dataset has 1000 instances for each time step where the total number of time
steps is 100.

Dataset was split between training and test set in the ration 80:20.

5.2. Data Preprocessing

For the inverted pendulum dataset, initially z-score normalization was done as recom-
mended in [1414][1414]. However, output from the model in terms of reconstruction and gen-
erative samples were not good. Hence, all the experiments were performed on the data
without any normalization.

19



5. Experimental Set-up

5.3. Model

STORN as described in chapter 33 forms the core of the model developed for this work.
The encoder RNN of STORN outputs a mean and a variance which are used to sample the
latent z0 from the posterior. Flows are applied to the latent so as to obtain a transformed la-
tent zk. Three types of flow namely planar, radial and convolution planar were experimented
with. While results with the former two was encouraging and in many cases outperformed
the vanilla STORN, the convolution planar flow, despite having sound mathematical ba-
sis, was found to be very sensitive to the parameters. Following subsection has a detail on
CPF.

5.3.1. Convolution Planar Flow (CPF)

Recall that the planar flows, defined in chapter 44 is given by equation 4.54.5:

f(z) = z+ uh(w>z+ b) (5.1)

where λ = {w ∈ RD,w ∈ RD, b ∈ R} is the set of parameters to be learned by the model
and h(.) is the element wise non-linearity with derivative h′(.).

The idea of the proposed CPF is to make use to 1D temporal convolution w ∗ z instead
of w>z. Since convolution can be construed as matrix multiplication, this flow will still
remain planar. Implementation details on the analogy between convolution and matrix
multiplication can be found herehere.

ψ = h′
∂ (w ∗ z)

∂z
= h′

∂ (W.z)

∂z
(5.2)

ψ = h′W = w ∗ h′ (5.3)

where, W is a sparse matrix constructed from the convolution filter. In eq. 5.25.2, the fact that
convolution with a filter is equivalent to matrix multiplication with a sparse matrix made
from the convolution filter. In eq. 5.35.3, inverse of the same fact has been used to arrive at
the final value of ψ.

20
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5.4. Training

5.4. Training

In my experiments, I used the Adam optimizer which is loosely inspired by RMSprop.
However, it must be noted that in the earlier part of the research, different optimizers were
tested. The model was found to be reconstructing well and the losses were also converging
as per expectation, regardless of the optimizer. Hence the choice of Adam as an optimizer
was purely coincidental.

The recurrent networks in both the encoder and the decoder had a single hidden layer
each containing 128 neurons. A constant learning rate equal to 1e-3 was used for all the
experiments. For all other parameters of Adam, default values were used.

A two dimensional latent space was found to be optimal for modeling the underlying data
distribution.

Please refer Appendix AA for the values of other parameters.
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Chapter 6

Results and Discussions

As of the writing of this section, the Convolution Planar Flow (CPF), proposed in this
research did not work as the log determinant of the jacobian is diverging very quickly. There-
fore, results in this section is presented in two parts. While the first part contains the results
obtained from the STORN model with planar and radial flows, the second part briefly ex-
plains the CPF and the possible reasons as to why this flow didn’t work.

6.1. Comparison of losses

Table 6.16.1 shows a comparison of the free energy bound (ELBO), KL Divergence and the
Reconstruction Loss (RL). On an average, we can safely say that a radial flow based STORN
outperforms both the vanilla and the planar flow based STORN. STORN-RF with a flow
length k = 4 which is a clear winner of all the models has an ELBO about 12% smaller than
the vanilla STORN. However, in terms of the KL loss, as can be seen in figure 6.16.1, starts
converging early and at a much faster rate.

Globally, the results obtained from the experiments on the inverted pendulum dataset
is consistent with the findings of [1212][1212] where the experiments have been done on images
dataset.

However, on the test set, the vanilla STORN significantly outperforms the flow based
methods. This can be attributed to the relative unstable inference with flow based methods
which has been discussed later in this chapter.

6.2. Comparison of flow lengths

In figure 6.26.2 and 6.36.3, evolution of loss obtained with flow based transformations, for differ-
ent values of flow length, has been shown over the course of training. In addition, figure
6.46.4 shows a plot of log densities of the prior, the approximate posterior and the sum log
determinant of the jacobian for varying flow lengths.

In case of planar flow, relatively less number of steps are needed to arrive at the density
close to the final precise initial density q(z0) when the flow length is small. This is possibly
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6. Results and Discussions

(a) ELBO (b) Zoomed-in view ELBO

(c) KL (d) Zoomed-in view KL

(e) RL (f) Zoomed-in view RL

Figure 6.1.: Comparison of losses: Average values of ELBO, KL and Reconstruction loss (RL) ob-
tained with STORN with and without flow. Results are for the inverted pendulum dataset. Column
on the right is a zoomed-in view of the losses from epochs 4000 through 10000. Note that the plot
of ELBO is actually the plot for -ELBO which is being minimized.
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6.2. Comparison of flow lengths

Flow Type Flow Length ELBO = -RL Loss − KL Loss
Vanilla STORN (No Flow) NA 11.59 11.72 0.13

STORN- PF 2 11.36 11.79 0.43
4 11.17 11.39 0.22
8 11.47 11.99 0.52

STORN- RF 2 11.39 11.60 0.20
4 12.96 13.14 0.17
8 11.66 11.87 0.21

Table 6.1.: Comparison of ELBO on training data: Average −ELBO loss values (in nats) for the
training data of the dynamic pendulum dataset. Larger ELBO implies better model. Radial loss
performs marginally better than the baseline vanilla STORN and the planar flow. However, on
the test set, vanilla STORN outperforms the flow based models. Please refer table 6.26.2. Expansion
of acronyms/ abbreviations are as follows: NF- No Flow; PF- Planar Flow; RF- Radial Flow; RL-
Reconstruction Loss’; Other acronyms in the table have been used earlier in the document.

Flow Type Flow Length ELBO = -RL Loss − KL Loss
Vanilla STORN (No Flow) NA 12.10 12.15 0.043

STORN- PF 2 10.75 10.80 0.045
4 10.12 10.17 0.047
8 11.46 11.50 0.042

STORN- RF 2 11.26 11.29 0.031
4 12.63 12.67 0.040
8 11.53 11.56 0.036

Table 6.2.: Comparison of ELBO on test data: Average -ELBO loss values (in nats) for the test data
of the dynamic pendulum dataset. As with the training data, larger ELBO implies better model.
Note that vanilla STORN significantly outperforms the flow based methods. Please refer 6.16.1 for
comparison of the losses during training. For expansion of acronyms/ abbreviations please refer
table 6.16.1.

due to the slack introduced in the model as the flow length increases. Similar observation
on flow length has also been made by Henrion and Welleck [99][99] who had studied the flow
based methods (planar but not radial) on binarized MNIST.

In case of radial flow, samples from q(z0) seem to have a low density early on. This is
suggested by the contractions in log determinant of the jacobian term. This phenomenon
is more pronounced for higher values of flow length k. However, in case of planar flow, a
sequence of expansions are required so as to arrive at a similar value of q(zk). Unlike the
radial flow, here the flow length does not seem to have much effect.
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6. Results and Discussions

(a) ELBO (b) Zoomed-in view ELBO

(c) KL (d) Zoomed-in view KL

(e) RL (f) Zoomed-in view RL

Figure 6.2.: Effect of length of Planar Flow on STORN: Average values of ELBO, KL and Recon-
struction loss (RL) obtained with flow lengths k = 2, 4, 8. Results are for the inverted pendulum
dataset. Column on the right is a zoomed-in view of the losses from epochs 4000 through 9000.
Note that the plot of ELBO is actually the plot for negative of ELBO which is being minimized.
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6.2. Comparison of flow lengths

(a) ELBO (b) Zoomed-in view ELBO

(c) KL (d) Zoomed-in view KL

(e) RL (f) Zoomed-in view RL

Figure 6.3.: Effect of length of Radial Flow on STORN: Average values of ELBO, KL and Recon-
struction loss (RL) obtained with flow lengths k = 2, 4, 8. Results are for the inverted pendulum
dataset. Column on the right is a zoomed-in view of the losses from epochs 4000 through 9000.
Note that the plot of ELBO is actually the plot for negative of ELBO which is being minimized.
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6. Results and Discussions

(a) STORN-PF: log q(z0) (b) STORN-RF: log q(z0)

(c) STORN-PF: log q(zk) (d) STORN-RF: log q(zk)

(e) STORN-PF: Sum log determinant of Jacobian (f) STORN-RF: Sum log determinant of Jacobian

Figure 6.4.: Log densities and sum log determinant of Jacobian: Note that in case of radial flow,
samples from q(z0) seem to have a relatively low density early on which increases as training pro-
gresses. This is suggested by the contractions in log determinant of the jacobian term. This phe-
nomenon is more pronounced for higher values of flow length k. As opposed to the radial flows,
in case of planar flow, a sequence of expansions is required to sharpen the density as can be seen
from the plot of log q(zk). The effect of flow length is less pronounced in this case.
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6.3. Comparison of generative samples

6.3. Comparison of generative samples

Similar the experiments performed by Bayer and Osendorfer [22][22] to demonstrate the gen-
erative capabilities of the model, signals from 1st to 99th time step were generated from
the model after initializing it with an actual signal at the 0th time step. The results are
shown in figure 6.56.5. We can see that the flow based STORN outperforms vanilla STORN
in this task of generating all the four input signals. This is particularly noticeable in case
of angular velocity where the periodicity of the signal generated using vanilla STORN is
way off the actual signal. Within the flow based methods, radial flow performs marginally
better than the planar flow. It must be appropriately mentioned that generative capability
of the flow based model was not the same across all the data instances. Some of the poor
generative samples are shown in Appendix CC. That said, even in those cases, flow based
methods performed better than vanilla STORN.

6.4. Relatively unstable training with flow based methods

The losses obtained with both vanilla STORN and flow based methods are very noisy.
The loss curves as shown in figure 6.16.1, 6.26.2 and 6.36.3 are the smoothed curves obtained after
applying Savitzky- Golay filter.

The key idea in this filter is that the smoothed value gi corresponding to the point xi is
obtained by fitting a polynomial through a fixed number of points in the neighborhood of
xi. Then the value of the polynomial at xi gives the smoothed value gi. This filter was used
as a black-box with the window size being different for the losses resulting from different
models. For more details on theory and implementation of this filter, please refer [44][44] and
[55][55].

This fluctuation in ELBO loss during training is largely due to fluctuations in KL diver-
gence. This can be attributed to the fact that the samples from the approximate posterior
qk did not have a consistent probability under the prior, as illustrated in figure 6.66.6. This
phenomenon is more pronounced in STORN-PF in which case the variance of the log den-
sity of posterior increases as the flow length increases. Compared to this, the variance of
the log density of the posterior is at large independent of the flow length in case of STORN-
RF. This observation of unstable training in regards to the planar flow is consistent with
the observations made by Kochurov [1111][1111] and Henrion and Welleck [99][99].
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6. Results and Discussions

(a) Cosine
(b) Sine

(c) Angular Velocity (d) Reward

Figure 6.5.: Comparison of generative samples: Generative samples for the 6th instance in the first
mini-batch of the training data of the inverted pendulum dataset has been plotted here. Flow length
k = 8 was used for both planar and radial flow here. In the ”generating mode”, the generative
samples only get access to the observations at the 0th time-step. Data at subsequent time steps i.e. 1
through 99 are predicted from this single initial state using the weights learnt by the model during
training. Vertical line in black, merely indicates the time step beyond which we are comparing
the signals. NF-GS stands for generative samples obtained with vanilla STORN i.e. the one with
no flow. Likewise, PF and RF refer to generative samples obtained with STORN when used in
conjunction with respective flows. Not in all cases the generative samples matched the actual
signal. Only the best generative samples have been shown here. Some of the poor ones are shown
in Appendix CC.

.
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6.5. No role of annealing the learning rate

Figure 6.6.: Log density p(zk) Plot of log density of samples from the approximate posterior under
the prior p(zk). The training pattern is shown for both planar and radial flows with a flow length
of k = 2 and k = 8. To avoid clutter, plot corresponding to k = 4 has been ignored. Note that in
case of planar flow, as the flow length increases, the variance of the log density increases. While in
case of radial flow, the variance of log density is more or less independent of flow length.

6.5. No role of annealing the learning rate

While training deep networks, annealing the learning rate over time is a usual practice.
In this implementation throughout, annealing was realized using a step decay following
a schedule βt = min(1, 0.01 + t/10, 000). This was chosen as the hyperparameter t has a
more intuitive interpretation as compared to either the exponential or 1/t decay. However, it
was observed that in all models i.e. STORN-vanilla, STORN-PF and STORN-RF, annealing
leads to a very poor reconstruction. This was found to be true for different values of t. A
plausible explanation behind this could be that in the system, for the combination of model
and dataset, the parameter vectors have a near optimal kinetic energy. Therefore, even a
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small amount of decay is a bit too aggressive which leads the kinetic energy of the vectors
to drop fairly quickly before it reaches the best position in the loss function [66][66].

6.6. Issues with Convolution Planar Flow (CPF) and possible fix

This flow was conceived during this research. Details of the flow can be found in chapter
55. The jacobian matrix obtained from this flow is shown in figure 6.76.7.

Figure 6.7.: Jacobian matrix: The figure shows the sparsity pattern of the jacobian matrix for a
25 time step sequence of a 2D latent variable. Each row corresponds to the Jacobian of f(z) at a
particular time step with respect to the latents at all time steps. So for example, in the first row, the
first element is the derivative of the first element of f(z) at 0th time step i.e. f(zt0) followed by the
2nd element f(z) at 0th time step i.e. f(zt1) where t = 0. The denominator in each row changes in
the following manner: z00 , z01 , z10 , z11 , ..., zt0, zt1. Dots indicate that those elements have a dependence
on the corresponding element of latent variable.

Despite the flow having a sound mathematical basis, it does not work in the sense that
the determinant of the jacobian diverges fairly quickly. While parameter tuning did help
in circumventing this issue, the loss values doesn’t show any sign of convergence and
neither are the reconstructions of the input signal good.

There are two possible fixes to the aforementioned issue. Neither of these could be tried
due to paucity of time. One, a search over the hyperparameter. Two, and possibly a better
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6.6. Issues with Convolution Planar Flow (CPF) and possible fix

solution would be to make use of Toeplitz matrix to perform convolution [1515][1515]. The ad-
vantage of this approach is that for calculating the jacobian we can follow the analytical
approach similar to that described for planar flow in [1212][1212].

In order to find the determinant of the jacobian, we can use the generalization of the matrix-
determinant lemma called Sylvester’s theorem for determinants [11][11]. Recall that the former
is written as:

det(A+ uvT) = (1 + vTA−1u) det(A) . (6.1)

where, A is an invertible square matrix and u and v are column vectors. The latter also
has a similar form and is given by:

det(A+UVT) = det(Im +VTA−1U) det(A) (6.2)

but it this case U and V are matrices.

In case of CPF, the derivation is outlined below. Let W represent the toeplitz matrix corre-
sponding to the convolution filter. Similar to the planar flow, the transformation can be
represented by:

f(z) = z+ uh(W>z+ b) (6.3)

Following the steps to find the determinant of the jacobian outlined for planar flow, for
CPF we can write:

ψ(z) = h′(W>z+ b)W (6.4)∣∣∣det ∂f∂z ∣∣∣ = | det(I+ uψ(z)>)| = |1 + u>ψ(z)|. (6.5)

where, eq. 6.56.5 has been written using Sylvester’s theorem for determinants given by eq.
6.26.2. Note that in 6.36.3, using this theorem, u and W are allowed to be matrices.

One argument against this approach can be the computational inefficiency resulting from
large matrix multiplication. However, there are some approaches, such as the one ex-
plained by Cariow and Gliszczynski [33][33], following which fast matrix-vector multiplication
can be performed for Toeplitz matrics. While it is not guaranteed to solve the problem, it
is worth giving a try.
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Chapter 7

Conclusion and Future Work

In this research, I studied a number of flow-based methods for enriching the approximate
posterior distribution resulting from a class of models called ’stochastic RNNs (or STORN)’
and applied it on a time series data. STORN as the model is called, can be trained with
SGVB which is a low variance gradient estimator. Two kinds of flow was studied on the in-
verted pendulum dataset: Planar and Radial, with varying flow lengths. A new flow based
on 1D convolution, referred to as ’Convolution Planar Flow’ was proposed. Notwithstand-
ing the fact that this flow has a sound mathematical basis, optimization in this case was a
bit too unstable and quite dependent on the initialization of the parameters. A few sug-
gestions to fix this issue has been discussed in the previous chapter.

Based on the discussion in the previous chapter, we can conclude that does allow us to cre-
ate rich posterior approximations for variational inference. However, training is relatively
unstable with the flow based methods. Moreover, not in all cases were the flow based
methods able to outperform the vanilla STORN.

Future research on this thread should largely focus on rigorously proving the importance
of flows. With a view to designing alternate transforms, it would be good to study the
convolutional planar flow proposed in this research.
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Appendix A

Parameter Settings

Results reported in this document were obtained using the parameter settings mentioned
here. All the results reported in this document were obtained from the model STORN with
input connections. Unless stated otherwise, parameter values must be assumed to be the
same regardless of the flow type applied. Please refer the codecode for more details.

1 parameters

2 Out[3]:

3 OrderedDict([('n_samples', 1000),

4 ('n_timesteps', 100),

5 ('learned_reward', True),

6 ('n_latent_dim', 2), # Dimension of latent space

7 ('HU_enc', 128), # Number of hidden units in encoder

8 ('HU_dec', 128), # Number of hidden units in decoder

9 ('mb_size', 20), # Mini-batch size

10 ('learning_rate', 1e-03), # Learning rate

11 ('training_epochs', 10000), # Number of epochs

12 ('mu_init', 0),

13 ('sigma_init', 0.001),

14 ('decoder_output_function', 'tf.identity'),

15 ('activation_function', 'tf.nn.relu'),

16 ('apply_invertibility_conditions', True),

17 ('beta', False), # Only False was

18 ('restore_model', False),

19 ('reconstruction_error_function',

20 'losses.loss_functions.negative_log_normal'),

21 ('optimizer',

22 "<class 'tensorflow.python.training.adam.AdamOptimizer'>"),

23 ('normalize_data', False), # Always use False

24 ('filter_width', 3), # Applicable to ConvolutionPlanar flow

25 ('model_type', 'storn_with_input')]) # STORN with input connection.
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Appendix B

Histogram of Distribution of Features

(a) Cosine (b) Sine

(c) Angular Velocity (d) Reward

Figure B.1.: Distribution of features for the 0th instance in one of the batches in training data of
the dynamic pendulum dataset. Data has been binned into 10 categories. While sine and cosine
span from -1 through 1, angular velocity ranges from 0 through 8 and reward ranges from -16.27
through 0. For details on the range of values for angular velocity and reward, please refer thisthis link.
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Appendix C

Poor Generative Samples

(a) Cosine (b) Sine

(c) Angular Velocity (d) Reward

Figure C.1.: Examples of poor generative samples: As opposed to some of the good generative
samples as shown in figure 6.56.5, the figures above are some of the poor generative samples. These
are the generative samples for the 0th instance in the first mini-batch of the training data in the
inverted pendulum dataset. Flow length k = 8 was used for both the planar and radial flows
here. As explained in the relevant section in chapter 66, in the ”generating mode” the generative
samples only get access to the observations at the 0th time-step so as to create the initial states.
Data at subsequent time steps i.e. 1 through 99 are predicted from this single initial state using the
weights learnt by the model during training. Vertical line in black, merely indicates the time step
beyond which we are comparing the generative samples with the actual signal. NF-GS stands for
generative samples obtained with vanilla STORN i.e. the one with no flow. Likewise, PF and RF
refer to generative samples obtained with STORN when used in conjunction with respective flows.
Note that not only are the generations way off the actual signal but the phase in the generations is
not in conformity with the original signal as well.
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