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Abstract

In this thesis, we explored the idea of texture as a tumor segmentation
approach in MR images. To deal with this, we extended the definition of the
texture descriptors provided by Kovalev et al., co-occurrence matrices [1].
Then, we defined a rotation-robust feature space derived from the natural
feature space that our definition of co-occurence matrices defined. We used
these features to train a random forest classifier [2] and see if tumors could
be detected from MR images, and if the different tissues within a tumor
could be distinguished.
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1. Introduction

1.1 Motivation

Texture is an innate property of virtually all volumes and surfaces (e.g., the
rugosity of concrete, the pattern of a tiger’s fur, the grain of wood...). It
contains important information about the structural arrangement of volumes
and surfaces and their relationship with the surrounding environment. When
referring to images, texture is a property related to the statistics of the
spatial arrangement of voxels intensities.

This property can be clearly used to distinguish between different ob-
jects in an image and classify them. For example, in Figure 1.1 we can see
two different images; in Figure 1.1a we can easily distinguish an ellipse, a
rectangle and a triangle using only the image intensity information. How-
ever, in Figure 1.1b, the information provided by the intensity alone does
not help to distinguish the three different patterns presented in the image
(i.e., the histogram of the image will tell that one half of the pixels are white
and the other half are black). With the help of the texture, though, we can
clearly distinguish all three different patterns.

(a) Image composed with solid
objects.

(b) Image composed with three
kinds of different textures.

Figure 1.1: Example of texture importance in image pattern recognition.
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Chapter 1. Introduction 1.1. Motivation

Biological tissues are composite by nature, thus, they present texture;
and brain tissues are no exception (see Figure 1.2). Furthermore, the texture
of different compartments is recognizable even though the intensity value of
the majority of their voxels is the same. For example, a radiologist could
tell the difference of the cerebro-spinal fluid tissue in 1.2b from the tumor
lesion tissue in 1.2c, given the context of the original image 1.2d.

(a) Grey matter tissue. (b) Cerebro-spinal fluid tissue.

(c) Tumor lesion tissue. (d) T1-weighted brain image.

Figure 1.2: Example of different tissues of a damaged human brain.

For this reason, we expect a texture-based description of the brain tis-
sues to be more accurate than a simple intensity-based approach and, thus,
we expect a texture-based brain tumor segmentation to have better per-
formance than an intensity-based one. In fact, texture was used for other
brain segmentation purposes (e.g., pathological structures in the white mat-
ter [3]) with good results, which reinforced our idea of texture as a good
tissue descriptor.

The objective of this thesis is to study how the usage of texture de-
scriptors can improve the segmentation of brain tumors in MR images. We
also want to know if the performance of tumor tissue classification (e.g.,
classification between necrosis or edema) is improved after applying texture
features too.
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Chapter 1. Introduction 1.2. Outline of the work

1.2 Outline of the work

After the brief explanation of what is texture and why we considered it for
our segmentation approach in Section 1.1, in Chapter 2 we are going to give
a short review of the state-of-the art methods for brain tumor segmentation.

In Chapter 3 we are going to provide with the theory needed to follow the
thesis. First, we will give basic and necessary definitions of what a classifier
is, and different statistical metrics for classification performance evaluation
in Section 3.1. Then, in Section 3.2, we will introduce co-occurrence matri-
ces, the texture descriptors. In this Section we will explain our extension of
the original definition and also the derived rotation-robust space. This will
be followed by the definition and description of the classification algorithm,
random forests, in Section 3.3.

Then, in Chapter 4 we will explain the different experiments we per-
formed for the study of the texture-based brain tumor segmentation.

In the Discussion, Chapter 5, the results obtained in the experiments
will be commented along with the conclusions derived with them. Also, the
future work this thesis motivates will be exposed.

Finally, in the Appendices, Chapter 6, some other useful theory is ex-
plained along with further explanation on some experimental setups.

1.3 Technical Remarks

The core algorithms for this project (the segmentation framework), was
entirely coded in C++11. For the parallelization tasks, used in the testing
steps and in the random forest definition, OpenMP [4] was used. This code
was built under the BRIAN [5] system; where some used algorithms such
as image gradient extraction or the extraction of an empirical cumulative
distribution function (CDF) of an image intensities were already efficiently
coded.

During the development of the code, some ideas were tried, both in
Octave [6] and R [7]. Also, the majority of the figures presented in this thesis
were obtained with R using the results provided by the C++ programs.
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2. Background

During the past 25 years, the problem of computer-based brain tumor seg-
mentation has been studied extensively due to its high clinical importance.
No perfect method has yet arisen, however, lots of automated, semi-automated
and interactive algorithms for segmentation of tumor structures have been
developed (refer to [8–10] for in-depth reviews).

As the years passed, the methods for automatic tumor segmentation
gained importance and two categories of approaches emerged as useful: gen-
erative probabilistic methods and discriminative algorithms.

In the former, explicit models of anatomy and appearance are combined
to obtain automated segmentations. They use prior information about the
appearance and spacial distribution of the different tissue types. Usually,
they perform great in front of new images and are the state-of-the-art in
many tissue segmentation tasks [11,12].

In these approaches, tumors are often modelled as outliers of either im-
age signal intensity of healthy subjects [13,14] or their expected shape using
region growing algorithms [15,16]. They perform well in unseen tumor cases
because they are able to detect any ”unnatural” structures presented in the
images. However, they rely on registration for accurately aligning images;
which is often problematic in the presence of large lesions or resection cav-
ities. These algorithms are susceptible to false positives (i.e., detecting a
tumor where there is healthy tissue) due to this issue. Moreover, they are
limited by the difficulty of transforming an arbitrary semantic interpretation
of an image (e.g., a radiologist’s evaluation) into a probabilistic map.

Discriminative-based segmentation techniques, on the other hand, try to
learn relationships between image intensities and segmentation labels with-
out any domain knowledge, focusing on specific image features that appear
relevant for the tumor identification. These techniques usually require large
amounts of training data (e.g., In [17, 18], the classification resides in high-
dimensional feature spaces where small training datasets would result in
underfitted models).
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Chapter 2. Background

These algorithms usually follow two simple steps: first, the extraction
of voxel-wise features from anatomical maps [19, 20]; where either inten-
sity distributions of the voxel surroundings [19, 21], or local intensity dif-
ferences [22, 23] are calculated. Second, these features are classified using
classification algorithms such as support vector machines (SVM) [24] or de-
cision trees [25]. The counterpart of this kind of methods is their reliance
on intensity protocol calibration between training and study sets.

During the last 10 years, discriminative methods based on decision trees
have gained popularity thanks to the development of the random forests
technique [2]. Several segmentation algorithms have used this approach
since then [19,22,23,26–30]. These approaches mainly differ in the features
used to train the classifier: some use simple intensity features after a clever
calibration of the images [27], others rely on the geometry in the company of
the intensity [28], and others have used texture and symmetry features [26,
29]; finally, there are approaches where the decision of the training features is
also automatically decided, as in [30], where a convolutional neural network
(CNN) extracts them.
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3. Methods

3.1 Classifiers and classification

3.1.1 What is a classifier?

Let STR ∈ CmTR
×n be a set of elements or observations in a feature space,

being mTR the number of observations and n the number of features, so

sTR,i = {f (i)1 , ..., f
(i)
n }, i = 1, ...,mTR ; this set will be known as the training

set. Now, let C = {c1, ..., cNC
} be the possible classes of each observation

si. Finally, consider the known labels of the training set (i.e., an identifier
that relates each observation to a class in C), L = {l1, ..., lmTr

}, li ∈ C.
Then, classification is the problem of identifying to which class a new ob-

servation, x ∈ Cn, belongs in behalf of the training set. Also, the algorithm
that performs this classification is known as a classifier.

Note that in this definition we are always considering known labels in
the training set, this is known as a supervised learning classification task.
When the labels of the training samples are not available, the classification
task belongs to the unsupervised learning family of algorithms. Note also
that we are not considering the case of missing data (i.e., when some of
the features representing an observation in both training and testing sets or
some labels on the training set are not available).

When |C| = 2 we say that we are facing a binary or binomial classi-
fication problem; in contrast to a multiclass classification when |C| ≥ 3.
Classifiers are considered as supervised machine learning techniques, and a
complete field is reserved for them; where they are usually divided into differ-
ent types, such as logic-based, statistical-based or instance-based classifiers
(refer to [31] for a review of different classification algorithms).
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Chapter 3. Methods 3.1. Classifiers and classification

3.1.2 Overfitting and underfitting

The basic classifier heuristic consists of two steps: the fitting of a model (or
the training of the classifier), and the comparison of the new observations
with this model for the classification. The first step is crucial for the clas-
sification, because a bad fitting of the model will lead to misclassification
when the new observations are compared with it.

Due to the importance of the selection of the appropriate model in a
classification task, the terms of over and underfitting appeared (see Figure
3.1 for a comparative example):

A classifier is said to be overfitted when it observes the noise present in
the data instead of the underlying relationships that the features and classes
share (e.g., in Figure 3.1c we can see how some mislabeled class 2 samples
have created some ”islands” of class 2 classification in what it should be
a class 1 region and vice versa). Overfitting is usually provoked by a very
complex model, that relies on a large number of parameters relative to the
number of training observations.

An underfitted classifier relies on a very simplistic model incapable of
describing all the relationships between the different features and classes of
the training observations (e.g., in Figure 3.1a the top-right samples usually
belong to class 2, but the classifier was not able to capture this relationship).

3.1.3 Performance evaluation

Evaluating the classification performance is very important; without per-
formance metrics we could not compare different classifiers and, thus, no
improvements in classification tasks would be made.

A usual metric for multi class classification (can also be used in binomial
classification) is the one proposed by Boutell et al. [32]. They proposed
an extension of the classic base-class evaluation metrics of recall, precision
and accuracy. Other ways to present results and extract conclusions are
confusion matrices and receiver-operating characteristic curves [33–35].

Base-class evaluation

Let LS = {lS1 , ..., lSmS
}, lSi ∈ C be the ground truth labels of our test

data, S ∈ CmS×n, and L̂S = {l̂S1 , ..., l̂SmS
}, l̂Si ∈ C be the set of prediction

labels extracted from a classifier h. Now, lets consider Hc
S = 1 if c ∈ LS

and c ∈ L̂S , 0 otherwise. Also consider L̃cS = 1 if c ∈ Ls, 0 otherwise, and˜̂
LcS = 1 if c ∈ L̂S , 0 otherwise. Then the base-class recall metrics are:
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(a) Underfitted classification.

(b) Well fitted classification.

(c) Overfitted classification.

Figure 3.1: Example of over and under fitted classifications. In red and
blue the different classes; in black, the classification boundary. The top
image presents an under fitted classification, with a classification boundary
missing some relevant data behaviour; the middle image presents a well fitted
classification and the bottom image presents an over fitted classification,
with a classification boundary considering the misjudgments of the training
set as general data behaviour.
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Chapter 3. Methods 3.1. Classifiers and classification

• Recall of the class c:

recall(c) =

∑
s∈S H

c
S∑

s∈S L̃
c
S

(3.1)

• Precision of the class c:

precision(c) =

∑
s∈S H

c
S∑

s∈S
˜̂
LcS

(3.2)

• Base-class accuray of the test data set, S:

accuracy(D) =

∑
s∈S

∑
c∈C H

c
S

max

(∑
s∈S

∑
c∈C L̃

c
S ,
∑

s∈S
∑

c∈C
˜̂
LcS

) (3.3)

The recall of the class c expresses (in percentage) how good our classifier
detects class c when it appears. However, a good recall alone does not
necessarily mean a good classification; for example, a classifier that only
returns class c, no matter the input, will have a 100% recall for this class
and still be a bad classifier. The precision of class c, on the contrary, tells
us how often our classifier does a correct classification when it detects class
c. The combination of these two metrics says how good the classification of
class c is with our classifier.

The accuracy metric gives an overall idea of the performance of the
classifier taking into account all classes.

Confusion Matrix

The confusion matrix (CM) is a way to represent how a classifier, h, is
performing and shows the relationships between different classes.

This is a NC × NC matrix, being NC the number of possible classes.
Each element of the confusion matrix, cmij , i, j = 1...NC , tells us how many
elements that really belonged to class j have been classified as pertaining to
class i. Ideally, then, this matrix is diagonal (perfect classification).

A general CM would have the following form:
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c1 c2 . . . cNC

c1 cm11 cm12 . . . cm1NC

c2 cm21 cm22 . . . cm2NC

...
...

...
. . .

...
cNC

cmNC1 cmNC2 . . . cmNCNC

, cmij = |{L̂S = ci} ∩ {LS = cj}|

(3.4)
Once the CM of a classification is built, it is easy to obtain the previously

mentioned values for performance evaluation (e.g.,
∑

s∈S H
c
S = cmcc).

Receiver-operating characteristic curve

The receiver-operating characteristic (ROC) curve is commonly used to ex-
amine the performance of binomial classifiers. It is a powerful way to under-
stand the trade-off between the detection of true positives, while avoiding the
false positives of a class c. A true positive of a class c is understood as the ele-
ments detected as being from the class c while actually being from this class,
TP = {Hc

S = 1}; and the false positives are the elements detected as perti-

nent to class c while belonging to another class, FP = {˜̂LcS = 1 ∩ L̃cS = 0}.
Note that with the above definition of ROC curves; a ROC curve can be

traced for each one of the classes in C even if |C| ≥ 3. This analysis, where
one class is evaluated against all the others, is commonly known as one vs.
all [36].

In Figure 3.2, the characteristics of a typical ROC diagram are depicted.
These curves are defined on a plot with the proportion of the true posi-
tives on the vertical axis and the proportion of the false positives on the
horizontal axis. Thus, the points comprising ROC curves indicate the true
positive rate at varying false positive thresholds [34] as shown in Figure 3.2.
For example, the point (0, 0) represents a classifier which will never issue a
class c prediction; committing no false positive errors neither gaining any
true positives. The point (1, 1), in contrast, represents a classifier which
is relating all the input samples to other classes rather than c. A perfect
classification would be, then, represented by the point (0, 1).
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Figure 3.2: Example of a ROC curve. Figure extracted from [37].

To create these curves, a classifier’s predictions are sorted by the model’s
estimated probability of the class c, with the largest values first. These
probabilities are used with a threshold to produce a classifier different ROC
point. We can imagine then, varying a threshold from 0 to 1 and tracing
the ROC curve (for a more efficient and careful method of ROC curves
generation refer to [34]).

To understand the concept of ROC curves, we will look at Figure 3.2.
The diagonal line from the bottom-left to the top-right corner of the dia-
gram represents a classifier with no predictive value (i.e., a random guess
classifier). This classifier will detect true positives and false negatives at
exactly the same rate, implying that the classifier can not discriminate be-
tween class c and the others. Then, every curve located at the north-west
of the dashed line will represent a classifier which is performing better than
a random guess. A perfect classifier will have a curve that passes through
the (1, 0) point (i.e., it is able to correctly identify all the elements of class
c before it incorrectly classifies any element from other classes). Hence, the
closest the ROC curve to the perfect classifer’s curve for class c, the better
its performance for class c. This can be measured using a statistic known as
the area under the ROC curve (AUC). The AUC treats the ROC diagram
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as a two-dimensional square and measures the total area under the ROC
curve. The values of the AUC spans from 0.5 (for a random guess classifier)
to 1.0 (for a perfect classifier).

3.2 Co-Occurrence matrices

3.2.1 Background

Co-Occurrence matrices (COMs) can be considered as a 2D histogram of
the voxel-wise relationships between the image characteristics or attributes
between voxel pairs, which constitute a texture descriptor. These matrices
were first introduced by Haralick et al. [38] and Galloway [39] as a tool to
extract relevant textural features of rectangular regions of 2D image data.
These texture image descriptors resulted efficient in brain image diagnosis
and analysis (e.g., Alzheimer’s disease [40]).

The features extracted from the COMs tried to define the texture of
an image in a low dimensional space (28-D in [38] and 5-D in [39]) us-
ing only one attribute (image intensity) and one relationship (axis distance
between pixels). The appearance of more computationally capable comput-
ers encouraged Kovalev et al. [41] to define multidimensional co-occurrence
matrices (MDCOMs) exploiting different image attributes (e.g., grey-level
value, local gradient, angle between gradient vectors..) and relationships
(e.g., Euclidian distance, length of a contour that connected two pixels...).
Later, the definition of these MDCOMs was extended to three dimensional
images for the study of the anisotropy of images [42,43].

Those MDCOMs were later used by Kovalev et al. for 3D brain image
texture analysis in [1] using the relationships between a set of orthogonal at-
tributes (i.e., that constitute an orthogonal basis for the MDCOMs). These
attributes were selected according to the studies of human texture percep-
tion conducted by Tamura et al. [44] and later by Rao and Lohse [45].
These studies suggested the features of ”granularity” or coarseness or con-
trast, ”repetiveness” or periodicity or randomness and ”directionality” or
anisotropy; features that were traduced into intensity, gradient magnitude
and relative orientation between vectors.

For 3D brain image segmentation purposes (i.e., the segmentation of dif-
fuse lesions of the white matter), Kruggel et al. [3] adapted the definition of
these COMs to cubic subvolumes with restricted search domains; they used
a concatenation of single-sort MDCOMs using only immediate neighbours
relationships of the above mentioned attributes instead of the multi-sort
COM. In this publication, the importance of the selected intensity, gradient
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magnitude and angle binning area, along with the spatial and MDCOM res-
olution trade-off are explained. For these reasons, in this thesis an extension
of the last MDCOMs definition is done; where no cubic subvolumes nor uni-
form or connected binning space is required. Furthermore, we have defined
a rotation-robust feature space derived from the natural feature space that
COMs define.

3.2.2 Formal Definition

The following definition expresses the co-occurrence matrices for three-dimensional
images because this is our interest domain. However, this definition can be
re-written to ND dimensions with any loss of generality by adding or re-
moving spatial domains and following an analogous procedure to each of
them.

Let LX = {1, ..., NX}, LY = {1, ..., NY } and LZ = {1, ..., NZ} be the X,
Y and Z spatial domains which conform the image domain Ω = LX ×LY ×
LZ ; then the image I is a function which assigns some grey-tone value to
each and every resolution cell (or voxel, νi); I : Ω→ R.

Consider now the Gaussian smoothed image gradient Gr : Ω → R3;
which definition is equivalent to the convolution of the image and the first
derivative of a Gaussian kernel [46]:

Gr(νi) = ∇I(νi) ~ g3(0, σ) ≡ I(νi) ~∇g3(0, σ) (3.5)

Where ∇ is the nabla operator and g3(0, σ) is the three-dimensional
Gaussian kernel with 0 mean and σ standard deviation.

Note that the smoothing is applied in order to filter possible noise that
the image may contain and that the Gaussian kernel is acting as a low-
pass filter (LPF). Depending on the SNR of the considered image, a larger
or smaller σ will be applied: the worse the SNR, the smaller the σ (i.e.,
smaller the cut-off frequency of the LPF).

Consider also the gradient magnitude of the image, Gm : Ω → R, and
the angle between gradient directions, A : Ω× Ω→ (−π, π].

Gm(νi) = ‖ Gr(I(νi)) ‖ (3.6)

A(νi, νj) = cos−1
(
Gr(νi)

Gm(νi)
· Gr(νj)
Gm(νj)

)
(3.7)

Where ‖ · ‖ is the L2 norm and · is the dot product.
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Now let us define a search domain for the image features or mask, M ⊂ Ω,
and a 3D subvolume or window, W ⊂ Ω, centered at ν0 = (x0, y0, z0).

If we also define the intensity, gradient and angle interest zones as:

RI =

NRI⋃
i

[lIi , hIi) , lIi < hIi (3.8)

RG =

NRG⋃
i

[lGi , hGi) , lGi < hGi (3.9)

RA =

NRA⋃
i

[lAi , hAi) , lAi < hAi (3.10)

Where lIi , hIi , lGi , hGi ∈ R are the intensity and gradient subrange
delimiters and lAi , hAi ∈ (−π, π] are the angle ones.

and the number of bins allocated for each attribute are defined for
each region of interest as: NI =

∑NRI
i=1 nii, NG =

∑NRG
i=1 ngi and NA =∑NRA

i=1 nii; then, the possible bins of the matrix are defined as BI, BG
and BA and the attribute elements are binned using the binning functions:
bI : RI → BI, bG : RG → BG and bA : RA → BA.

bI(ν) =
hIi − lIi
nii

⌊
(I(ν)− lIi)nii

hIi − lIi

⌋
+ lIi , ν ∈ [lIi , hIi) (3.11)

bG(ν) =
hGi − lGi

ngi

⌊
(G(ν)− lGi)ngi

hGi − lGi

⌋
+ lGi , ν ∈ [lGi , hGi) (3.12)

bA(νa, νb) =
hAi − lAi

nai

⌊
(A(νa, νb)− lAi)nai

hAi − lAi

⌋
+ lAi , νa, νb ∈ [lAi , hAi)

(3.13)

In this context, the multi-sort COM is defined as:
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MSCOM = ‖ λ(I(νi), I(νj), Gm(νi), Gm(νj), A(νi, νj)) ‖, (3.14)

λ(BIi, BIj , BGi, BGj , BA)

= card{(νi, νj) ∈M ∩W : νi 6= νj ,

BIi = bI(νi), BIj = bI(νj),

BGi = bG(νi), BGj = bG(νj),

BA = bA(νi, νj),

νj = νi + (∆x,∆y,∆z),

∆x,∆y,∆z ∈ [0, 1]}

The two last lines of the equation formalize the usage of only the re-
lationships between immediate voxel neighbours. Note that the inspir-
ing definition of co-occurrence matrices [1] is not included in this defi-
nition. In order to do so, the last line of the Equation 3.14 should be
∆x,∆y,∆z ∈ [Dl, Dh] , Dl, Dh ∈ R.

Finally, the single-sort COMs can be derived from Equation 3.14 as:

COMI = ‖ λ(I(νi), I(νj)) ‖, (3.15)

λ(BIi, BIj)

= card{(νi, νj) ∈M ∩W : νi 6= νj ,

BIi = bI(νi), BIj = bI(νj),

νj = νi + (∆x,∆y,∆z),

∆x,∆y,∆z ∈ [0, 1]}

COMG = ‖ λ(Gm(νi), Gm(νj)) ‖, (3.16)

λ(BGi, BGj)

= card{(νi, νj) ∈M ∩W : νi 6= νj ,

BGi = bG(νi), BGj = bG(νj),

νj = νi + (∆x,∆y,∆z),

∆x,∆y,∆z ∈ [0, 1]}
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COMA = ‖ λ(A(νi, νj)) ‖, (3.17)

λ(BA)

= card{(νi, νj) ∈M ∩W : νi 6= νj ,

BA = bA(νi, νj),

νj = νi + (∆x,∆y,∆z),

∆x,∆y,∆z ∈ [0, 1]}

These single-sort matrices COMI , COMG, GOMA can always be com-
puted from the basic MSCOM by the summation along the correspond-
ing axes. They may be considered as a reduced, low-resolution versions
of the MSCOM . Note that, the original MSCOM can not be restored
from the single-sort matrices. Also, the number of elements in a MSCOM
is (NI ·NG ·NA)2 while the number of elements of the concatenation of
COMI , COMG and COMA is

(
NI2 +NG2 +NA2

)
.

For example, consider the following MSCOM matrix with NI = NG =
NA = 2:

MSCOM =


Bc(I1G1A1) Bc(I1G1A2) . . . Bc(I2G2A2)

Br(I1G1A1) x11 x12 . . . x18
Br(I1G1A2) x21 x22 . . . x28

...
...

...
. . .

...
Br(I2G2A2) x81 x82 . . . x88


Then, the single-sort matrices can be found as:

COMI =

(
i11 i12
i21 i22

)
, imn =

8∑
k=1
BrIm

8∑
l=1
BcIn

xkl

COMG =

(
g11 g12
g21 g22

)
, gmn =

8∑
k=1
BrGm

8∑
l=1
BcGn

xkl

COMA =

(
a11 a12
a21 a22

)
, amn =

8∑
k=1
BrAm

8∑
l=1
BcAn

xkl
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Where the condition BcIn of the summation refers to all the columns of the
MSCOM which intensity binning is In. The same logic is applied to the
rows summation condition BrIm. These conditions are analogous for the

definition of the gradient and the angle COM elements.

Now, there is no transformation that can convert the information con-
tained in COMI , COMG and COMA into the original MSCOM .

3.2.3 Reduced COM features

Consider the following co-occurence matrix:

COM =


x11 x12 . . . x1N
x21 x22 . . . x2N

...
...

. . .
...

xN1 xN2 . . . xNN


These matrices are asymmetric and susceptible to rotations. This means

that, given a proper window, the COMs would detect different textures in
Figures 3.3a and 3.3b. This phenomena is caused because in this matrices,
in general, xij 6= xji, i 6= j (i.e., the appearance of consecutive attributes
with values vali and valj is considered different than the appearance of valj
and vali consecutively).

(a) Chessboard pattern texture.
(b) Chessboard pattern texture
rotated 45◦.

Figure 3.3: Comparison of rotated textures.

Sometimes, however, this characteristic is not desired and a texture de-
scriptor robust against rotations is demanded. Such a descriptor can be
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obtained by the addition of the elements corresponding to the same pair of
attribute values, with independence of the order.

Formally, if we name the N2-dimensional feature space formed by the
elements of the COM as fCOM :

fCOM = {fij = xij , i, j = 1..N} ∈ CN
2

(3.18)

Then, the rotation-robust feature space will have
(
N
2

)
+ N = N(N+1)

2
dimensions; and will be called reduced fCOM or rCOM :

rCOM =

{
rij =

{
xij : i = j
xij + xji : i 6= j

, i, j = 1..N, i > j

}
∈ C

N(N+1)
2

(3.19)

3.3 Decision Trees and Random Forests

3.3.1 Background

Decision trees (DTs) are a hierarchical concatenation of binary classifiers,
and are the basis of the random forests (RFs) technique. It is difficult to de-
termine who introduced them because most flowcharts and if-else structures
could be thought as decision trees. The use of decision trees gained impor-
tance when the selection of the rules at each node of the tree started to be
automatic [47,48]. After that, lots of different DT induction algorithms were
developed (e.g., the Quinlan implementation and its improvements [49–51]);
with different splitting criteria [52] and pruning methods [53].

DTs exclude unimportant features, are fast and precise and their re-
sults are easy to interpret; however, the divide and conquer nature of their
heuristic make them greedy and, thus, susceptible to overfitting. Also, they
can be underfitted and may overlook some feature relationships due to re-
liance on axis-parallel splits (i.e., each split is based on the thresholding of
only one feature). To overcome these problems, and following the ideas of
bagging [50, 54–56] and random feature selection [57], Breiman and Cutler
developed random forests in 2001 [2] as an extension of the work propsed
by Ho in 1995 [58].

RFs grow many DTs with random subsets of training data and ran-
dom feature selection per node, and select the outcome using majority vote
over all the DTs. Breiman also suggested that the famous state-of-the-art
DT boosting technique (Adaboost [59]) could be reduced to a RF [2]. It
quickly became popular because of its great performance in large datasets
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and resilience against overfitting . RFs still gave an estimate of important
features for classification (like DTs), and a prototype DT could be extracted
to have an insight of the relationships between features and classification.
Moreover, it generated an internal unbiased estimate of the generalization
error [2]. Finally, it was seen that the applications of the method were be-
yond labeled data (both classification and regression), and it was also useful
for unsupervised learning [60].

For these reasons, many people have considered this method in brain
tumor segmentation tasks [19, 22, 23, 26–30], and now is considered one of
the state-of-the-art classification techniques in this field.

3.3.2 Decision Trees

What are Decision Trees?

Let S ∈ Rm×n be a set of elements or observations to classify in our feature
space, being m the number of observations and n the number of features, so

si = {f (i)1 , ..., f
(i)
n }, i = 1, ...,m. Now let C = {c1, ..., cNC

} be the possible
classes of each observation si.

A decision tree, T , is a classifier that given the set of observations S,
returns an estimate of the classes where they belong, L̂ = {l̂i, ..., ˆlm}, l̂i ∈ C.
A decision tree may either be a leaf identified by a class name, or a structure
of the form:

Υ(1) : T (1) (3.20)

Υ(2) : T (2)

...

Υ(NT ) : T (NT )

Where Υ(i)’s are mutually exclusive and exhaustive logical conditions and
the T (i)’s are decision trees themselves.

The set of conditions involves only one of the attribues, each condition
being:

fj < Th or fj ≥ Th (3.21)

Where Th is some threshold.
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Such a decision tree is used to classify an observation as follows: if the
tree is a leaf, the observation’s class is determined to be the one nominated
by the leaf; if, conversely, it is a structure, the single condition Υ(i) that holds
for this observation is found and the evaluation of the associated decision
tree is made [61].

As we are only dealing with real-valued, existent features, the above
definition is sufficient. To find the definition for categorical values and the
procedure in case of missing data, refer to [49].

For notation of compactness, we will denote the whole structure of equa-
tion 3.20 as T , each of the conditions, Υ(i), will be called splits and, as
mentioned above, each of the terminal nodes of the tree will be called leaf
[Figure 3.4].

Figure 3.4: Graphical representation of a decision tree: The decision tree,
T , separates the observations, si, into 3 classes using 3 splits.

How are Decison Trees formed (grown)?

To grow a decision tree, a labeled training set (STr ∈ RmTr×n; L = {l1, ..., lmTr
},

li ∈ C) is needed. A tree grown with STr and L, will be referred as T (x;STr),
being x ∈ Rn an input observation to classify.

The first challenge that a decision tree faces is to identify which feature
to split upon in each node.

The degree to which a subset of observations contains only a single class
is known as purity, and any subset composed of only a single class is called
pure. There are many measurements of purity that can be used to identify
the best decision tree splitting candidate [52]: e.g., Quinlan C5.0 algorithm
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uses information gain [51]; RF decision trees use the Gini impurity criterion
[2].

Given the probability of a class, pi, defined as the fraction of observations
of the a training subset falling into the class ci; the Gini function is:

GINI =

NC∑
i=1

NC∑
j=1

j 6=i

pipj = 1−
NC∑
i=1

p2i (3.22)

This function tells us how often a randomly chosen element from the
training set would be incorrectly labeled if it was randomly labeled according
to the distribution of labels in the subset. The DT selects the split that most
reduces the Gini function (i.e., maximizes the purity).

The second challenge of a DT is deciding when to stop the tree from
growing (called pre-pruning) or how to reduce its size once it has grown com-
pletely (called post-pruning); in order to avoid overfitting. Lots of pruning
methods have been studied [53], however, RF decision trees do not perform
any pruning [2].

3.3.3 Random Forests

Bootstrap Aggregating (bagging)

Bagging is a method for generating multiple versions of a classifier and count-
ing them as an aggregated classifier. The aggregation uses a plurality vote
criterion when predicting a class. Multiple versions are formed by making
bootstrap replicates of the training set and using these as new training sets.
The bagging technique was shown to perform great in unstable classifiers
(e.g., decision trees) [50,54].

In RF, if there are NT number of trees to be grown in the forest, and

mTr observations in the dataset; NT new training sets S
(i)
Tr
∈ RmTr×n are

computed by randomly sampling (with replacement) observations from the
original dataset. Then, each tree is grown with a different training dataset,

T
(
x, S

(i)
Tr

)
.

Random feature selection

To make the algorithm faster and enhance the power of randomness injec-
tion offered by bagging, during the growing process of each tree, only nf
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features are evaluated as candidates at each node for the Gini function re-
duction. These features are randomly selected (without replacement) from
the original n.

In the original RF publication [2] it was shown that the performance of
the classifier depends both on the correlation between individual trees (the
less correlation, the better the performance), and the individual strength
(i.e., prediction power) of each tree (the more strength, the better the per-
formance). The number of considered features for each split, nf , has an im-
pact in both of the performance indicators: the smaller the nf , the smaller
the correlation and the individual strengths. This trade-off is usually solved
looking at the internal error estimation for different values of nf [62].

Definition

Revised the concepts of decision tree, bagging and random feature selection;
the definition of a random forest, F , is straightforward: A random forest is
a classifier consisting of a collection of unpruned decision trees grown with
bootstrap replicates of a training set; these trees are grown using the Gini
impurity criterion in a random feature selection context. Each tree casts a
unit vote for the most popular class at input x and a majority vote criterion
is applied.

F (x, STr) =
{
T
(
x, S

(i)
Tr

)
, i = 1, ..., NT

}
(3.23)

Unbiased error estimation

For each tree grown, T
(
x, S

(i)
Tr

)
, its out-of-bag (OOB) data is defined as the

training set observations that were not used for its growth:

S
(i)
OOB = STr\S

(i)
Tr

(3.24)

SOOB =

NT⋃
i=1

S
(i)
OOB (3.25)

Where S
(i)
OOB is the individual trees OOB data and SOOB is the forest OOB

data.

Usually, this OOB data comprises about one-third of the original training
observations [2].
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This OOB data is used as a test set as follows: each tree classifies the
observations of its OOB data and cast a vote for them; then, each one of the
observations that have votes on them, SOOB, are classified using majority
vote. Note that each observation is classified over a different subset of trees.
Finally, the proportion of times that the classification is incorrect over all
observations is called OOB error estimate, εOOB.

The OOB error estimate is experimentally suggested to be unbiased given
a sufficient number of trees grown [2]. Otherwise it can be upward biased
[63,64].

Feature Importance

Feature importance can be derived using the OOB data. For each tree in
the forest, the OOB observations correctly classified are counted. Then the
values of the kth feature are permuted among all OOB observations and
are again classified. The subtraction of the correct class in the feature-k-
permuted OOB data from the number of votes for the correct class in the
untouched OOB data is the tree kth feature raw importance score. The
average of this number over all trees in the forest is the raw importance
score for the kth feature, RIk.

The tree raw importance score has low correlation between trees (sug-
gested by experimentation [2, 65]), which allows a standard computation of
the standard error, and consequently of the z-score and the significance level
(assuming Gaussianity).

SEk =
σ̂k√
mTr

(3.26)

Zk =
RI

SEk
(3.27)

pvalk = Φ(−Zk) (3.28)

Where σ̂k is the sample standard deviation of the kth feature, mTr is the
number of samples considered for the kth feature importance calculation,
RI is the raw importance score and Φ(·) is the normal distribution cdf.

This score allows the reduction of the features considered in the growth
of the trees and can be used as a feature selector for RF and other classifiers
[65,66].
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Another feature importance indicator is the summation of the Gini de-
crease over all the splits on the kth feature among all the trees. This in-
dicator is fast and is usually consistent with the permutation importance
indicator.
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4. Experiments

4.1 Discrimination ability of COMs

Before starting to segment tumors from brain images, it is important to see
if the texture descriptors, co-occurrence matrices, can really discriminate
between textures in a brain image. Moreover, it is important to set some
rules on how to use them to exploit their strengths and to be aware of their
limitations.

4.1.1 Noiseless discrimination with COMI

The first experiment that we carried out is the extraction of 10 samples of
grey matter and 10 samples of white matter of a healthy human brain. The
brain image had good quality (a signal-to-noise ratio (SNR) of 53.498; com-
puted using one of the classical definitions: the ratio between the mean of
the signal and the standard deviation of the noise) and the textural features
were extracted from the mentioned samples.

Firstly, only intensity co-occurrence matrices, COMI , were extracted
for each of the samples and used as features to discriminate between classes.
As remarked in the study of Kruggel et al. [3], the selection of the attribute
binning is very important. Looking at the image intensity histogram [Figure
4.1], we spotted our interest regions to be {[100, 120) , [140, 160)}, and we
assigned 4 bins to each region (distributed uniformly). Our dataset, then, is
formed by 20 samples represented by a set of 64 features, S ∈ R20×64. The
width of these regions is set long enough to be able to face with images with
less SNR.
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Figure 4.1: Intensity histogram of the healthy brain image. The peaks of
the histogram can be associated to the different classes (CF, GM and WM
from left to right).

The metric used to express the distance between the two classes is a
variation of the Mahalanobis distance [67]; where instead of looking how far
is a point, P , from a distribution, Dist, we look at the distance between two
sets of points. To do so, we compute the mean of the Mahalanobis distance
between the mean of the grey matter features distribution and the white
matter features distribution and vice versa.

D =
1

2

(
dTwgCw

−1dwg + dTwgCg
−1dwg

)
, dwg = mw −mg (4.1)

Where mw and mg are the mean of the feature points of the white and grey
matter respectively; and Cw and Cg their covariance matrices.

The distance between both distributions is, then, 9.52. Taking into ac-
count that this distance could be roughly thought as the number of standard
deviations away from one distribution to another, we can conclude that the
intensity co-occurrence matrices serve to discriminate between textures. To
graphically represent how both classes are separated, we applied a principal
component analysis (see Section 6.1 in page 48) to our dataset, and plotted
the two principal components [Figure 4.2]. In this Figure we can see how
both feature points distributions are clearly separated: in red, we have the
feature points representing the grey matter, and, in green, the feature points
representing the white matter.
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Figure 4.2: Graphical representation of WM and GM feature points after
applying PCA. The two first components retain the 89.0% of the variance.

4.1.2 Noisy discrimination with COMI

After demonstrating the co-occurrence matrices were indeed capable of dis-
criminating between different textures, we wanted to test their resilience
against noise and blurring.

To see if the descriptors were still able to discriminate between classes
after the degradation of the image; we degraded the image with different
noise amplitudes and different blurring function standard deviations (refer
to Section 6.3 to see the exact implementation of those).

As we can see in Table 4.1, the impact of the noise in the discrimination is
minor. The random nature of the additive noise even help in some situations
to better discrimination (e.g., α = 0.6, 0.9); however, as the noise becomes
higher (e.g., α = 5, 10), the discrimination ability ceases. We can conclude,
nevertheless, that the descriptors are resilient to the noise the images will
typically suffer, given that the SNR for both α = 5, 10 is far inferior to a
standard bad quality image (SNR of 10), having a SNR of 1.86 and 1.22
respectively.
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α D

0.00 9.52
0.10 11.5
0.20 10.1
0.30 8.57
0.40 9.54
0.50 11.0
0.60 11.5
0.70 8.49
0.80 8.01
0.90 10.1
1.00 8.31
5.00 6.04
10.0 3.16

Table 4.1: Noise impact on distance between white matter and grey matter
classes. Here α is the noise amplitude and D is the distance defined in
equation 4.1.

This experiment was again performed with 4 other subsets of 10 obser-
vations of each texture with similar results.

The texture descriptors are not as resilient to blurring as they were
with noise. In Table 4.2 we have an example of the impact of different
standard deviations of the blurring function; we can observe four different
levels of distance: ≈ 9.5, ≈ 8.5, ≈ 5.4 and ≈ 1. These different levels
are caused because the blurring faded some former intensity changes (2nd,
3rd and 4th levels), or because this diffumination provoked an overlapping
of both textures (4th level).
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σ D

0.00 9.52
0.05 9.52
0.10 9.52
0.15 9.52
0.20 8.66
0.25 8.63
0.30 8.58
0.35 8.65
0.40 8.49
0.45 5.40
0.50 1.00

Table 4.2: Blurring impact on distance between white matter and grey mat-
ter classes. Here σ is the standard deviation of the blurring function and D
is the distance defined in equation 4.1.

The appearance of blurring proved critical after trying with different
subsets of observations with an arbitrary selection of the proximity in space
between the observation of one class and the other (i.e., how close where the
grey matter selected points from the white matter ones). An example of this
study is shown in Table 4.3; where the feature-space distance between classes
is computed with different spacial distances between class observations, for
a given σ of the blurring function.

δ D

5 9.52
3 5.67
1 2.15

Table 4.3: Spacial distance impact on the distance between white matter
and grey matter classes given blur. Here δ is the spacial Euclidian distance
with voxel units and D is the distance defined in equation 4.1. These values
are computed for a standard deviation in the blurring function of 0.20.

The former study reveals that, in the tumor segmentation, the borders
of the tumor may be misjudged by the texture-descriptors given a blurred
image.
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4.1.3 Discrimination with COMI, COMG and COMA

After studying the discrimination ability of the intensity co-occurrence ma-
trix, we performed the same experiments for the gradient and angle co-
occurrence matrices.

Similarly than with the intensity, we decided the binning of the gradient
based on its histogram [Figure 4.3]. For the gradient, a single region of
interest was found {[0, 200)}, where 8 bins were distributed uniformly.

Figure 4.3: Gradient magnitude histogram of the healthy brain image.

The COMG showed great discrimination power alone, with a feature
space distance of 18.536 in the best case of the 5 different subsets and a
median feature space distance of 13.2. This co-occurrence matrix provided
good discrimination at the borders between classes, providing then a crutch
to the intensity-based COM weakness.

The angle binning is a more complicated issue, because the computa-
tion of such histogram is too computationally expensive. For this reason, a
uniform binning on the whole angle spectrum (−π, π] was computed with a
total of 8 bins. The COMA alone lead to a median feature space distance
of 7.90.

Finally, when all the co-occurrence matrices are put together for classifi-
cation, the feature space distance showed to be the best (i.e., farther), with
a median value of 21.5.

4.2 Binary classification of tumors

Knowing that COM can indeed discriminate between different textures, we
want to see how well this texture descriptors help in the binary classification
of brain tumors. In this section we will observe the classification performance
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of a random forest classifier trained with different sets of features. First, we
will compare the whole COM feature space against the rotation-robust or
reduced COM feature space. Then, we will see how the important features
of the feature space are extracted using random forests and the improvement
of these new features against a sole-intensity trained RF classifier. Finally,
we will compare the RF method against another state-of-the art classifier, a
support vector machine. All the RF used in this thesis are growing 500 trees
and are using nf =

√
n feature candidates in the random feature selection,

being n the total number of features used for the training.
The data used to train and test the classifiers is obtained from the MIC-

CAI BraTS 2017 Challenge. All the imaging datasets were segmented man-
ually, by one to four raters, following the same annotation protocol as de-
scribed in the BraTS reference publication [68].

4.2.1 Feature space: fCOM vs rCOM

In this experiment we want to compare both COM feature spaces. We want
to see if the rotation-robust feature space performs better in detecting the
tumor textures than the general feature space of the COMs.

We were expecting a better performance of the rCOM because even with
a pre-processing step of brain registration (i.e., aligning all the brains to the
stereotactic coordinates), the tumor anomalies can manifest themselves with
different orientations and, therefore, different textures in the fCOM space.

For the training step, we used 20 different brains of the above mentioned
dataset, and extracted 1000 observations of healthy tissue and 1000 more
of tumor tissue; obtaining, then, 40000 training observations. In the testing
step, the same operation was done with other different 20 brains.

Intensity, gradient and COM were extracted from all T1-weighted, T2-
weighted, fluid attenuated inversion recovery (FLAIR) and post-Gadolinium
contrast-enhanced T1-weighted images for each brain in both train and test
steps. The regions of interest for the COM computation were decided fol-
lowing the same procedure than in Section 4.1 with COMG, COMG and
COMA. They are the following:
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RI(T1) = {[100, 200), [200, 500), [500, 700)} with nI(T1) = {2, 6, 2}
RG(T1) = {[0, 250)} with nG(T1) = {5}
RI(T2) = {[50, 200), [200, 350)} with nI(T2) = {6, 2}
RG(T2) = {[0, 100), [100, 200), [200, 600)} with nG(T2) = {5, 2, 2}
RI(FL) = {[0, 100), [100, 350), [350, 600)} with nI(FL) = {2, 5, 2}
RG(FL) = {[0, 250), [250, 500)} with nG(FL) = {5, 3}
RI(TC) = {[50, 200), [200, 350)} with nI(TC) = {6, 2}
RG(TC) = {[0, 300), [300, 500)} with nI(T1) = {5, 3}

Where T1 refers to T1-weigthed images, T2 to T2-weighted images, FL to
FLAIR images and TC to post-gadolinium T1-weighted images.

To compare the performance of both classifiers (fCOM trained and rCOM
trained), we decided to compute the ROC of the classification of the test
dataset [Figure 4.4]. We can see how the classification obtained with the
reduced features is much better than the obtained in the fCOM space; the
fCOM classification has a poor performance because it is confusing the same
textures when they have different orientations.

Figure 4.4: ROC comparison of the classification obtained with a fCOM +
Intensities + Gradient (blue) and a rCOM + Intensities + Gradient (red)
set of features. They had 0.54 and 0.96 AUCs respectively. The grey dashed
line represents a classifier operating at chance.
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The rCOM classification has a good performance obtaining a median
accuracy of 89.394% and a median tumor recall and precision of 93.4% and
98.2% respectively over the 20 test brains. With the usage of the rCOM
space instead of the fCOM we reduced our feature space from 567 (575
if we take the intensity and gradient attributes into account) to 328 (336
considering the intensity and gradient attributes).

4.2.2 Feature selection: COMs vs Intensity

Once the feature space is selected between the fCOM and the rCOM we
can see how the addition of these features to the intensity improves the
performance of the classification. Also, we can see how we can reduce the
dimension of the rCOM + Intensity + Gradient feature space using the
feature importance obtained as explained in Subsection 3.3.3. This feature
importance can be used also to see how important the intensity features
really are.

For this experiment we used the same training and testing set than in the
previous sub-section. Also, we used the same regions of interest to compute
the COMs.

Four random forests were trained, one with all the rCOM and intensities
and gradients; another with only the intensities and the last ones with the
most important features obtained both with the raw importance score, RI,
and the Gini decrease summation. In both cases, only the features with an
importance score greater or equal to the 10% of the most important feature
were kept for training.

As we can see in the ROCs of the different classifiers [Figure 4.5], there
is an improvement in the usage of rCOM in addition to only intensities (the
intensity based ROC is always under the rCOM ROC). Also, we can see
how the usage of only the important features maintains the performance of
the classification (black, green and red curves almost superposed).

Page 33



Chapter 4. Experiments 4.2. Binary classification of tumors

Figure 4.5: ROC comparison of COM-based features (red), important fea-
tures obtained with the Gini criterion (black), important features obtained
with the raw-importance criterion (green) and intensity features (blue) clas-
sification. They had 0.96, 0.96, 0.96 and 0.92 AUCs respectively. The grey
dashed line represents a classifier operating at chance.

If we take a look into the other evaluation metrics, the rCOM addition
makes a median improvement of accuracy of 12.8%, going from 76.7% to
89.4%. The improvement in the recall is also remarkable (15.3%). Further-
more, if we take a look into the most important variables using both criteria,
only the FLAIR and T2-weighted intensities are retained.

As discussed above, the performance of the classifier does not decay when
using only the important variables as we can see in Table 4.4. The number of
these features is 42 using the Gini criterion and 40 using the raw importance
one. This reduction of dimensionality makes the classification faster and
reveals some information about what is important to detect a tumor. For
example, in any of the computed importance features any gradient attribute
or post-Gadolinium T1-weighted image is used; which means that these
elements are not required for the detection of the tumor. Also, only the
angle between gradients COM of the FLAIR image is used; so the other
COMA are not taken into account. A similar observation was made for the
other set of features, which allows to reduce enormously the computational
expense.
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Features used rCOM space Gini’s RI’s

Accuracy 89.4% 89.0% 89.4%
Tumor recall 93.4% 94.1% 94.0%
Tumor precision 98.2% 98.2% 98.3%
AUC 0.96 0.96 0.96

Table 4.4: Performance indicators from the important features in binary
classification. The accuracy and tumor recall and precision showed are the
median over all the 20 test brains and are shown as a percentage. The area
under the curve (AUC) was computed in a global prediction of all the 20
brain test datasets. The first column refers to the addition of the rCOM
features, the intensity and the gradient of all images; the second and third
columns refer to the important features using the Gini and raw importance
criteria respectively.

4.2.3 Comparison between SVM and RF

Finally, we compared the classification obtained with our RF and the one
obtained with a SVM [24] (using the R implementation of kernlab library
[69]).

A comparison between SVM and RF performance using ROC curves
[Figure 4.6] demonstrates the superiority of RF. The ROC of the SVM clas-
sification using the RI important features is very similar to the one obtained
with the RF. It is important to notice, though, that this is only possible
because of the usage of the important features extracted using the RF tech-
nique.
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Figure 4.6: ROC comparison between RF and SVM classifiers, both with all
the rCOM + Intensity + Gradient and the important features. The RF with
important features and all features had 0.96 and 0.96 AUCs respectively;
while the SVM with important features and all features had 0.95 and 0.93
AUCs respectively. The grey dashed line represents a classifier operating at
chance.

If all features are used, the performance of the SVM is considerably worse
than the RF, because SVMs do not discriminate between important and
unimportant features, non-discriminative features reduce its classification
power. The difference between accuracy and tumor recall are 10.1% and
12.5% respectively. We conclude, then, that RF was a good choice as a
classifier.

4.3 Tumor tissue classification

We observed how a RF trained with the most important features of the
rCOM space along with the intensities and gradients can detect a tumor
with high confidence (>89% accuracy). Now, we want to see if the RF and
the rCOM space of features are beneficial to the classification of the different
tissues within a tumor.

In the previous section we already proved that the textures defining
a tumor are better represented with a rotation-robust space, rCOM, than
with the natural COM space, fCOM. First, in this section we are going to
compare the performance of four RF classifiers trained with different sets
of features; looking at the improvement of the usage of the rCOM space
against a sole intensity set of features and how the important features keep
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the performance quality. Then, we will compare again the performance of
the RF against a SVM classifier.

In this section we are going to use the same train and test brain datasets.
However, now we are going to extract 500 observations of each tumor tissue
present in the image. The different possible tumor tissues are the ones
defined in the MICCAI BraTS 2017 Challenge dataset: necrotic and non-
enhancing tumor tissue (NCR/NET), peritumoral edema (ED) and GD-
enhancing tumor tissue (ET) (Figure 4.7 is provided to illustrate how these
different tissues are manifested). This process will produce 30000 training
and testing observations.

Intensity, gradient and COM were extracted from all T1-weighted, T2-
weighted, fluid attenuated inversion recovery (FLAIR) and post-Gadolinium
contrast-enhanced T1-weighted images for each brain in both train and test
steps. The regions of interest for the COM computation are different from
the ones in the previous Section, but they were also decided following the
same procedure than in Section 4.1 with COMG, COMG and COMA. They
are the following:

RI(T1) = {[100, 175), [175, 400), [400, 500)} with nI(T1) = {3, 6, 3}
RG(T1) = {[0, 200)} with nG(T1) = {6}
RI(T2) = {[75, 400)} with nI(T2) = {6}
RG(T2) = {[0, 200), [200, 350)} with nG(T2) = {6, 2}
RI(FL) = {[100, 150), [150, 400), [400, 700)} with nI(FL) = {2, 6, 3}
RG(FL) = {[0, 350), [350, 500)} with nG(FL) = {6, 3}
RI(TC) = {[75, 400)} with nI(TC) = {10}
RG(TC) = {[0, 400), [400, 1000)} with nI(T1) = {6, 4}

Where T1 refers to T1-weigthed images, T2 to T2-weighted images, FL to
FLAIR images and TC to post-gadolinium T1-weighted images.

4.3.1 Feature selection: COMs vs Intensity

For the first experiment, four random forests were trained one with all the
rCOM and intensities and gradients; another with only the intensities and
the last ones with the most important features obtained both with the raw
importance score, RI, and the Gini decrease summation. In both cases, and
differently than in the previous section, only the features with an importance
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(a) Example of T1-weighted image of a
damaged brain.

(b) Example of a T2-weighted image of a
damaged brain.

(c) Example of a post-Gadolinium
contrast-enhanced T1-weighted image of
a damaged brain.

(d) Example of a FLAIR image of a dam-
aged brain.

(e) Example of the ground truth image of
a damaged brain.

Figure 4.7: Example of a damaged brain with different images. From top
to bottom, T1-weighted, T2-weighted, post-Gadolinium contrast-enhanced
T1-weighted and FLAIR images. The bottom image is the labeled ground
truth; in white the undamaged tissue, in brown the necrotic and non-
enhancing tumor tissue, in yellow the peritumoral edema, and in orange
the GD-enhancing tumor tissue.
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score greater or equal to the 5% of the most important feature were kept for
training.

If we take a look at Table 4.5 we can see how the performance obtained in
the classification with the rCOM set of features is better than the obtained
with sole intensities. This improvement is not as high as the improvement
in the tumor detection; and it is about 4.4% improvement in accuracy and
around 8-9% in both recall and precision of all tumor tissues.

Features used rCOM space Gini RI I

Accuracy 81.4% 79.3% 79.2% 76.9%
Recall NCR/NET 86.1% 83.6% 83.7% 78.8%
Recall ED 87.5% 85.1% 85.2% 79.7%
Recall ET 87.3% 84.9% 85.0% 80.0%
Precision NCR/NET 87.6% 84.5% 84.7% 78.6%
Precision ED 88.0% 85.0% 85.2% 79.6%
Precision ET 87.0% 84.3% 84.5% 79.3%

Table 4.5: Performance indicators from the important features in multi-
tissue classification. The values of accuracy, recall and precision shown in the
table correspond to the median over the 20 brains used as a test set. The first
column refers to the addition of the rCOM features, the intensity and the
gradient of all images; the second and third columns refer to the important
features using the Gini and raw importance (RI) criteria respectively, and
the fourth column refers to the intensities only (I). Then, NCR/NET refers
to necrotic and non-enhancing tumor tissue, ED refers to peritumoral edema
tissue and finally ET refers to GD-enhancing tumor tissue.

Looking at how well the important variables keep the good performance
of the classifier, we can see how they perform around 2% worse in accu-
racy and around 2-3% in recall and precision of all tumor tissues; but still
have better performance than with intensities only (around 2.5% better in
accuracy and 5% in recall and precision). Taking a look at the important
variables we observed that all intensities are used and only T1’s COMI and
TC’s COMI , COMG and gradient were used. This means that T1 and
TC are the most important images in order to differentiate between tumor
tissues and that the information about the angle between gradients is not
relevant to distinguish between them.
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4.3.2 Comparison between SVM and RF

Then, we compared the classification performance of the RF classifier and
the SVM (also using the R kernlab library implementation [69]). We trained
two RF classifiers with the rCOM set of features along with the intensities
and gradients and another one with the most important features extracted
with the raw importance criterion. We did the same with the SVMs.

If we take a look at Table 4.6, we can see that the RF classification using
all the rCOM set of features is better than the SVM classification in every
one of the performance indicators by 5% to 7%. The comparison between the
classification using only the important features suggests, however, a similar
performance between the two classifiers; having a better recall and precision
by only 1% to 2%, and being 1.33% worse in general accuracy.

It is important to notice, again, that the good performance of the SVM
with the RI features is only possible because of its extraction with the RF
technique and, also, that the classification with the rCOM set of features of
the random forests is still better in every evaluation metric than the SVM
classification. For this reason, we can again conclude that the RF classifier
is a good choice for the multi-tissue classification.

Features used RF(rCOM) SVM(rCOM) RF(RI) SVM(RI)

Accuracy 81.4% 76.3% 79.2% 80.5%
Recall NCR/NET 86.1% 79.1% 83.7% 82.3%
Recall ED 87.5% 81.6% 85.2% 84.2%
Recall ET 87.3% 81.8% 85.0% 83.8%
Precision NCR/NET 87.6% 80.8% 84.7% 83.2%
Precision ED 88.0% 81.9% 85.2% 84.2%
Precision ET 87.0% 80.2% 84.5% 82.8%

Table 4.6: Performance indicators from the SVM and RF in multi-tissue
classification. The values of accuracy, recall and precision shown in the
table correspond to the median over the 20 brains used as a test set. The
two first columns refer to the addition of the rCOM features, the intensity
and the gradient of all images in both RF and SVM respectively; the third
and four columns refer to the important features using the raw importance
(RI) criterion in both RF and SVM respectively. Then, NCR/NET refers to
necrotic and non-enhancing tumor tissue, ED refers to peritumoral edema
tissue and finally ET refers to GD-enhancing tumor tissue.
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4.4 All tissues classification

In the previous sections we studied how the introduction of the rCOM space
improves the detection of tumors in a brain and how they improve, also,
the differentiation between different tissues of the tumor. We also observed
which are the important features to spot the tumor and differentiate between
its textures. Now, we want to see if the a straightforward approach of
segmenting all the different tissues (healthy and NCR/NET, ED and ET)
has a good performance with the usage of RF trained with the rCOM set of
features.

In this section, we will first compare the usage of intensity only to the
usage of the rCOM space in this segmentation approach and see if we can
reduce the feature set dimensionality with the method shown in Subsection
3.3.3. Then, we will compare the classification performance of the RF with
the SVM.

For these experiments, we are going to use the same training and testing
datasets. We are going to extract 500 observations of each tumor tissue
present in the image and of the healthy brain tissue. The different possible
tumor tissues are the ones defined in the MICCAI BraTS 2017 Challenge
dataset: necrotic and non-enhancing tumor tissue (NCR/NET), peritumoral
edema (ED) and GD-enhancing tumor tissue (ET). This process will produce
40000 training and testing observations.

Intensity, gradient and COM were extracted from all T1-weighted, T2-
weighted, fluid attenuated inversion recovery (FLAIR) and post-Gadolinium
contrast-enhanced T1-weighted images for each brain in both train and test
steps. The selection of the regions of interest is not based on the histograms
this time, but in the important features for both the detection of the tumors
and the differentiation of tumor tissues obtained in Section 4.2 and Section
4.3. They are the following:
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RI(T1) = {[100, 175), [175, 400), [400, 500)} with nI(T1) = {3, 6, 3}
RG(T1) = {[0, 250)} with nG(T1) = {5}
RI(T2) = ∅ with nI(T2) = ∅
RG(T2) = {[0, 100), [100, 200), [200, 600)} with nG(T2) = {5, 2, 2}
RI(FL) = {[0, 100), [100, 350), [350, 600)} with nI(FL) = {2, 5, 2}
RG(FL) = {[0, 250), [250, 500)} with nG(FL) = {5, 3}
RI(TC) = {[75, 400)} with nI(TC) = {10}
RG(TC) = {[0, 400), [400, 1000)} with nI(T1) = {6, 4}

Where T1 refers to T1-weigthed images, T2 to T2-weighted images, FL to
FLAIR images and TC to post-gadolinium T1-weighted images.

Note that the number of bins for the COMA of T1 and T2 weighted
images is also 0.

4.4.1 Feature selection: COMs vs Intensity

As in the previous section, for the first experiment, four random forests were
trained one with all the rCOM and intensities and gradients; another with
only the intensities and the last ones with the most important features ob-
tained both with the raw importance score, RI, and the Gini decrease sum-
mation. In both cases, only the features with an importance score greater
or equal to the 5% of the most important feature were kept for training.

Looking at Table 4.7 we can see how the usage of the rCOM set of
features has an overall better performance than the obtained using sole
intensities. There is an improvement of around 13% in accuracy and more
than 10% improvement in the recall of every one of the tumor tissues. Also,
the precision is better for more than 15% in all kind of tissues except for the
ET tissue, which is around 4.75% worse.
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Features used rCOM space RI’s Gini’s I’s

Accuracy 73.2% 72.8% 72.7% 60.2%
Recall Healthy 99.0% 98.6% 99.0% 96.2%
Recall NCR/NET 72.6% 78.6% 79.2% 60.6%
Recall ED 86.6% 87.0% 86.2% 72.4%
Recall ET 81.4% 77.2% 79.0% 69.4%
Precision Healthy 85.8% 86.3% 87.3% 69.5%
Precision NCR/NET 74.5% 71.7% 73.3% 58.3%
Precision ED 79.2% 80.9% 80.8% 64.4%
Precision ET 87.3% 89.3% 89.6% 92.0%

Table 4.7: Performance indicators from the important features in multi-
tissue classification. The values of accuracy, recall and precision shown in
the table correspond to the median over the 20 brains used as a test set.
The first column refers to the addition of the rCOM features, the intensity
and the gradient of all images; the second and third columns refer to the
important features using the Gini and raw importance criteria respectively,
and the fourth column refers to the intensities only. Then, ”Healthy” refers
to the unaffected tissue of the brain (WM,GM and CF), NCR/NET refers to
necrotic and non-enhancing tumor tissue, ED refers to peritumoral edema
tissue and finally ET refers to GD-enhancing tumor tissue.

Considering how the important variables maintain the performance, in
Table 4.7 we can demonstrate that the performance obtained with the im-
portant variables is very similar to the one obtained with the whole rCOM
set of features along with the intensities and gradients. As in Section 4.2,
this provides a huge computational improvement, reducing from 349 features
to 91 features with the RI criterion and 87 with the Gini’s criterion. It is
important to notice that now the reduction is not as big as it was before, this
is because we already selected the appropriate and discriminative regions of
interest. Also, only COMs that help to distinguish between tissues are used.

4.4.2 Comparison between SVM and RF

Finally, we compared the performance of our RF classifier with the SVM
implementation of the R kernlab library [69]. We trained two RF classi-
fiers with the rCOM set of features along with the intensities and gradients
and another one with the most important features extracted with the raw
importance criterion. We did the same with the SVMs.

As in the previous sections, and as we can see in Table 4.8, the perfor-
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mance of the RF is better than the obtained with the SVM when all the
features (rCOM + Is + Gs) are used and it is similar when the useful fea-
tures are extracted and injected for the SVM training. Thus, the conclusion
of having chosen a good classification algorithm remains.

Features used RF(rCOM) SVM(rCOM) RF(RI’s) SVM(RI’s)

Accuracy 73.2% 63.5% 72.8% 73.5%
Recall Healthy 99.0% 97.0% 98.6% 97.4%
Recall NCR/NET 72.6% 66.6% 78.6% 70.0%
Recall ED 86.6% 66.2% 87.0% 85.6%
Recall ET 81.4% 68.8% 77.2% 74.8%
Precision Healthy 85.8% 75.7% 86.3% 87.1%
Precision NCR/NET 74.5% 65.2% 71.7% 72.6%
Precision ED 79.2% 70.3% 80.9% 74.4%
Precision ET 87.3% 89.6% 89.3% 89.5%

Table 4.8: Performance indicators from the SVM and RF in multi-tissue
classification. The values of accuracy, recall and precision shown in the table
correspond to the median over the 20 brains used as a test set. The two first
columns refer to the addition of the rCOM features, the intensity and the
gradient of all images in both RF and SVM respectively; the third and fourth
columns refer to the important features using the raw importance criteria
in both RF and SVM respectively. Then, ”Healthy” refers to the unaffected
tissue of the brain (WM,GM and CF), NCR/NET refers to necrotic and
non-enhancing tumor tissue, ED refers to peritumoral edema and finally ET
refers to GD-enhancing tumor tissue.
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In this project we studied how texture-based descriptors, co-occurrence ma-
trices, perform in the brain tumor segmentation. For this reason, we ex-
tended the definition of Kovalev et al. of COMs [1] in Section 3.2. We also
defined a rotation-robust space of features derived from the natural feature
space defined by our COMs definition in that section.

In Section 4.1 we proved the discrimination ability of the natural set
of features defined by the COMs, fCOM, by looking at a variation of the
Mahalanobis distance [67] (see Equation 4.1). We also studied the resilience
of these set of features against noise and blurring in the same section. This
study has revealed resilience against any noise of a typical MR image (SNR
> 10); and sensitivity with blurring, that worsens in the frontier between
different classes. In this section, we also described the process followed to
extract the regions of interest used for the COMs extraction based on their
attributes histograms.

Then, in Section 4.2 we studied how our rotation-robust space performs
against the fCOM space, how big is the improvement of the usage of the
rCOM space against a sole-intensities approach, and compared the RF clas-
sifier against the SVM.

We observed how the rotation-robust set of features performed much
better than the fCOM space, because of the random orientation nature of
the tumor anomalies, that present themselves as different textures in the
fCOM space. After that, we saw a big improvement of the usage of the
rCOM set of features against sole intensities for tumor detection, with a
median improvement of accuracy of 12.745% and tumor recall of 15.25%.

Then, we observed how the usage of the important variables obtained
both with the Gini criterion and the raw importance one, gave us a similar
classification performance at a much lower computational cost (reducing
from 336 to 42 (Gini) and 40 (RI) features for training and classifying). The
usage of these important features also gave us an insight of what information
was important to detect a tumor; we found that only T1, T2 and FLAIR
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images were important, being the last one the most discriminative. Also,
from T1-weighted images, only its intensity and COMI and COMG were
used, and from T2-weighted images only the intensity and COMI .

Finally, we saw how the usage of the RF was a good choice both for its
classification performance and for its ability to extract the relevant features
for classification.

In Section 4.3, we again studied the improvement of the usage of the
rCOM set of features against only intensities and how did the important
features kept the performance power. This time, though, for the classifi-
cation of the different tissues within a tumor (necrotic and non-enhancing
tumor tissue (NCR/NET), peritumoral edema (ED) and GD-enhancing tu-
mor tissue (ET)). We obtained similar results, but this time the improvement
obtained against the intensity was not that remarkable, with about a 4.4%
improvement in accuracy and around 8-9% in both recall and precision of
all tumor tissues.

The important features also had similar performance than the obtained
with the rCOM set of features, and also gave us an insight of the important
features to distinguish between different tumor tissues. This time, all inten-
sities were used, but only the COMI of T1-weighted images and the COMI ,
COMG and gradient of the post-Gadolinium contrast-enhanced T1-weighted
images were important for the differentiation.

Again, in this section, the RF technique performed better than the SVM
classifier.

Finally, in Section 4.4 we performed similar experiments than in the two
previous sections; this time to classify between all tissues directly, healthy
and the different tissues within the tumor. The conclusions obtained were
similar, the rCOM space performed better than an only intensities segmen-
tation approach; the usage of important features kept the segmentation
performance; and the usage of RF was better than the usage of a SVM.

Concluding, in this project we defined a good texture descriptor that
describes the textures of a MR brain image better than intensities only.
This descriptor allowed building an approach for tumor segmentation. This
approach performs specially good for tumor detection (with better results
of accuracy, recall and precision than the majority of the 2016 MICCAI
BraTS Challenge as we can see in Table 5.1), and does a good job for tumor
tissue classification. We also were able to detect the important features for
detecting a tumor and distinguish between the tissues within the tumor.
We hope this features can be used for other people in order to build better
classifiers and help to the brain tumor segmentation community.
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Approach Tumor Recall Tumor Precision

Our 94.1% 98.2%
Ellwaa et al. [70] 89.0% −
Kamnitsas et al. (I) [71] 91.3% 92.2%
Kamnitsas et al. (II) [71] 94.1% 89.2%
Kuan Lun et al. [72] 92.0% −
Zhao et al. [73] 85.0% −

Table 5.1: Comparison between our approach and some of 2016 MICCAI
BraTS Challenge approaches for tumor detection. Only the presented ap-
proaches with same performance metrics than ours are presented; also, only
the bests approaches of each author are presented. ”−” represents that this
metric was not provided in their publication. Note that tumor recall and
sensitivity are synonymous in this context.

In the future, we are interested in observing how the classification per-
formance improves after a spatial stabilization of the classifier.
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6.1 Principal Component Analysis

6.1.1 Introduction

PCA is a non-parametric method that helps us to reduce data sets dimen-
sionality. This analysis is useful for both revealing simple dynamics of sys-
tems and reducing computational time of some algorithms.

PCA computes the most meaningful basis to re-express our data. It tries
to project our data into a basis with the minimum noise and redundancy
possible [74].

In order to briefly explain what noise and redundancy means for us, let’s
recall the following example. Let’s suppose we want to measure the celerity
of a bullet moving along the X axis; for doing so, we measure the position
of the bullet in a short period of time 0.25s under the assumption that the
movement of this bullet is constant (no acceleration).

We have basically two concerns: the first one is that our camera is ob-
serving the XY plane with a different coordinate system than the canonical
(redundancy); and the second one is that our camera has a measurement
error of σε centimeters (noise).

Noise is always computed relative to the measurement. In our example,
we suppose some error produced by the camera which can be seen in the
Figure 6.1. We detect that there is an error because the data obtained is
not an exact straight line as it should be.

Signal-to-noise ratio is the figure of merit that describes how noiseless
our data is. It basically provides the ratio between the spread of our data
and the spread of the noise:

SNR = 10log

(
σε

2

σ2X

)
(6.1)
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Figure 6.1: Data obtained from the camera. The signal and noise standard
deviations, σX and σε, are graphically represented.

Redundancy refers to the correlation between recordings. In our exam-
ple, the correlation between the 1st and 2nd axis is very high. To express our
data, we could perfectly use only the data projected into the axis represented
by the data standard deviation, σX , in Figure 6.1.

6.1.2 How it works

Once we know that the translation of noise and redundancy in our dataset
is closely related to the dataset covariance matrix: we are looking for closely
uncorrelated variables and a way to discriminate between high and low
spread variables. A good way to do both is using singular values decompo-
sition.

Let X ∈ Cm×nr be our dataset of m observations and n variables. We
are looking for a projection Ŷ = proj (X) such that Ŷ ∈ Cm×kk with k ≤ r.

The singular values decomposition of X is [75]:

X = UΣV ∗ (6.2)

Where U ∈ Cm×m and V ∈ Cn×n are unitary, and Σ ∈ Rm×n has the form

Σ =

(
D 0
0 0

)
, with D = diag (σ1, σ2, ..., σr) and σ1 ≥ σ2 ≥ ... ≥ σr > 0.

We call the columns of U , {ui ∈ Cm, i = 1...m}, left singular vectors of
X; the columns of V , {vi ∈ Cn, i = 1...n}, right singular vectors of X; and
{σi ∈ R+, i = 1...r}, singular values of X. The singular values of a dataset
correspond to the standard deviations of r variables in a certain basis.
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As V is unitary we know that V −1 = V ∗, which means that Equation
6.2 can be rewriten as XV = UΣ. Then, V is our projection matrix and
Y = XV .

Finally, to reduce the dimensionality we simply keep the first k features
of Y :

Ŷ = [y1 | y2 | ... | yk] (6.3)

Where {yi ∈ Cm, i = 1...n} are the column vectors of Y , and n ≥ r ≥ k.

The selection of reduced space number of features, k, is usually done
using the tolerance parameter. The tolerance, τ ∈ [0, 1] is defined as the
minimum acceptable ratio between a feature standard deviation and the
principal component standard deviation. Hence, the singular values associ-
ated with the principal components are:{

σi : τ ≤ σi
σ1

}
(6.4)

6.2 Point Spread Function

When we describe a system [Figure 6.2], we usually want to know how the
function T (·) behaves. This way we can predict or simulate mathematically
the output y(t) of a given input x(t).

Figure 6.2: Schematic representation of a system. x(t) is the input, y(t) is
the output and T () is the system response function.

Sometimes the systems are linear, which means that the following ex-
pression is satisfied:

T

(
N∑
n=1

αnxn(t)

)
=

N∑
n=1

αnT (xn(t)) (6.5)

Where αi with i = 1..N is a scalar xi with i = 1..N is an input and T ()
is the system response function.
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When the systems are linear and time invariant, we call the function
that describes them transfer function and compute them as the output of
an impulse δ(t) [76]. Then, the output of the system can be modeled as the
convolution of the transfer function with the input signal.

When we are dealing with images, the invariant condition is translated
to isoplanatism, which means the image of a point retains its shape as the
object point is moved in the image [77]. Also, the concept of transfer function
is translated to point spread function.

Then, the PSF could be defined as the radiation intensity distribution
in the image of an infinitely small aperture, δ[x, y, z]. As the real imaging
systems are not perfect, usually the shape of the imaged point is unsharp
and diffuse; so the PSF gives us a measure to model the shape of the blur
formed by at this point.

Typical approximations of the PSF are the Airy and the Gaussian func-
tions [78].

When these approximations are made, more importance in the spread
of one direction can be done (i.e.: augmenting the standard deviation of
one axis in the blurring function). However, if the PSF possesses rotational
symetry, it is called isotropic.

6.3 Modeling Noise and Blur in MR Images

After observing MRI images we can easily see that the images we obtain
from a scan are far from being perfect, and that some artifacts are present on
them (refer to Section 11: Image Artifacts of [79]). In order to model these
artifacts we have implemented two features to degrade the image quality:
noise and blurring.

6.3.1 Noise

To model the random disturbances that the artifacts may produce we have
simply created a function that reproduces additive noise all over the sites
of the image. In MR imaging, voxel-wise intensities are computed as the
norm of signal amplitude and phase. If both amplitude and phase noise are
considered as Gaussian-distributed, then the intensity noise follows a Rician
distribution [80]. However, this noise distribution is nearly Gaussian for
SNR larger than two. For this reason, we have reproduced both of them:
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Rice noise

The Rice distribution is the following:

r(i|A, σ) =
i

σ2
exp

(
− i

2 +A2

2σ2

)
I0

(
iA

σ2

)
(6.6)

Where i is the intensity of the noise, A is the main amplitued of the image,
σ is the standard deviation of the distribution and I0() is the zero-order

modified Bessel function of the first kind [81].

To generate this distribution, we have followed one of the paths presented
by Richards in [82]. This is the following:

• We have generated a Poisson distribution, P , with mean A2

2σ2 .

P (k) =
λk

k!
exp (−λ) (6.7)

Where λ is the mean of the distribution.

• Then we have then generated a Chi-Squared distribution, χ, with 2P+
2 degrees of freedom.

χ(K) =

K∑
i=1

G2
i (6.8)

Where K are the degrees of freedom of the distribution and Gi are
standard normal random variables.

• Finally we have constructed our Rice distribution as R = σ
√
χ.

We have fixed the standard deviation of our distribution to one and
added to our image [Figure 6.3]. So, the input of this noise function is the
amplitude with which the noise affects the image:

nr(x, α) = f(x) + αr
(
µf(x), 1

)
(6.9)

Where nr(x, α) is the noised image, f(x), µf(x) are the original image and
its mean and α is the amplitude of the noise impact.
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Figure 6.3: Effect of different Rice noise amplitudes in an image. From left
to right: axial, coronal and sagital planes. From top to bottom: α = 0;
α = 8 and α = 16.

Gaussian noise

To reproduce the Gaussian noise we have used the uni-dimensional Gaussian
distribution function:

g1(i|σ, µ) =
1

σ
√

2π
exp

(
−1

2

(
i− µ
σ

)2
)

(6.10)

Where i is the intensity of the noise, σ and µ are the standard deviation
and the mean of the distribution respectively.

We simply have and designated zero-mean and identity covariance matrix
(to fit the AWGN condition) and added its output to our image [Figure 6.4].
The input of our function, then, is the amplitude with which the noise affects
the image:

ng(x, α) = f(x) + αg1(1, 0) (6.11)

Where ng(x, α) is the noised image, f(x) is the original image and α is the
amplitude of the noise impact.

Page 53



Chapter 6. Appendices 6.3. Modeling Noise and Blur in MR Images

Figure 6.4: Effect of different Gaussian noise amplitudes in an image. From
left to right: axial, coronal and sagital planes. From top to bottom: α = 0;
α = 8 and α = 16.

Note that a SNR inferior than two is very unusual and that the Rice
distributed noise addition will only be used for the texture descriptors testing
in extreme conditions.

6.3.2 Blurring

To model the blurring that is happening in our image we have roughly re-
produced an isotropic point spread function [Section 6.2 in page 50] through
our image. This implementation consists only in a Gaussian low-pass filter
that diffuses the edges and vertices of our image [Figure 6.5]. To achieve
this we have again used the uni-dimensional Gaussian function [Equation
6.10] with zero-mean and have filtered our image convoluting it with this
function. The input of our function now is the intensity of the spread or
blurring, which is quantified as the standard deviation of the distribution.

b(x, σ) = f(x) ~ g1(σ, 0) (6.12)

Where b(x, σ) is the blurred image, f(x) is the original image and σ is the
intensity of the blurring.

In Figure 6.5, we can observe how the spread of the gray texture clearly
affects the white texture in their union. It is to expect, then, that this
blurring will make the selection of the boundaries between textures difficult.
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Figure 6.5: Effect of different standard deviation in the blurring function.
From left to right: axial, coronal and sagital planes. From top to bottom:
σ = 0; σ = 2 and σ = 4.

It is important to mention that when a degradation of an image with
both noise and blurring is done; we always first apply the blurring and
add the noise afterwards. This way we prevent the noise distribution from
changing.

Even though we are aware that these features may be too straightforward
(as we are intrinsically considering both linearity and invariance [77]), we
consider that they are good enough to have an insight of the performance
of our image descriptors.
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7. Glossary

In this chapter the acronyms used through the thesis are given along with
their meaning:

• AUC: Area Under the (ROC) Curve

• AWGN: Additive, White, Gaussian Noise

• Bagging: Bootstrap Aggregating

• BraTS: Multimodal Brain Tumor Segmentation

• CF: Cerebrospinal Fluid

• CM: Confusion Matrix

• CNN: Convolutional Neural Network

• COM: Co-Occurence Matrix

• DT: Decison Tree

• ED: Peritumoral Edema

• ET: Enhancing Tumor

• FLAIR: Fluid Attenuated Inversion Recovery

• FP: False Positive

• GM: Grey Matter

• LPF: Low-Pass Filter

• MDCOM: Multi-Dimensional Co-Occurence Matrix

Page 56



• MICCAI: Medical Image Computing and Computer Assisted Inter-
vention

• MR: Magnetic Resonance

• MRI: Magnetic Resonance Imaging

• MSCOM: Multi-Sort Co-Occurence Matrix

• NCR: Necrotic

• NET: Non-Enhancing Tumor

• ROC: Receiver-Operation Curve

• OOB data: Out-Of-Bag data

• OOB error estimate: Out-Of-Bag error estimate

• PSF: Point Spread Function

• RF: Random Forest

• RI: Raw Importance

• SNR: Signal-to-Noise Ratio

• SVM: Support Vector Machine

• TP: True Positive

• WM: White Matter
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