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A B S T R A C T

Messages posted on Location-Based Social Networks (LBSNs)
such as Twitter have been reporting everything from daily life
stories to the latest local and global news. Monitoring and an-
alyzing this rich and continuous user-generated content can
yield unprecedentedly valuable information, enabling users
and organizations to acquire priceless knowledge of the occur-
rences and events. As the size of user-data generated content is
extremely large nowadays, parallel processing of complex data
analysis becomes essential. In this context, we propose Octree-
DBSCAN 3D, an event discovery technique based on a scalable
and distributed implementation of the popular density-based
clustering algorithm called DBSCAN. First, we evaluate the per-
formance of the proposed algorithm with respect to previous
works, achieving speedups of 30 in the improved phases, and
second we evaluate the correctness of the clustering performed
in real collected data, from which some tagged events were
detected. In addition, the tweeting activity varies a lot within
geographically large regions and temporarily long periods, lim-
iting the use of global parameters needed for DSCAN-like algo-
rithms. With that in mind, we also present a novel density
density-aware MapReduce scheme that partitions tweet data as
per its spatial and temporal features and tailors local DBSCAN
parameters to local tweet densities. The results from evaluating
this scheme pointed out to the benefits of our proposal against
other state-of-the-art techniques in terms of speed-up and de-
tection accuracy.
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1

I N T R O D U C T I O N T O E V E N T D E T E C T I O N

The rapidly increasing amount of on-line available informa-
tion threatens to overwhelm human attention, raising new
challenges for information retrieval technology. Although tra-
ditional query-driven retrieval is useful for content-focused
queries, it is deficient for generic queries such as What hap-
pened? or What is new from last time?. Browsing without
guidance or a conceptual structure of the search space is useful
only in minuscule information spaces.

Social networks such as Facebook, Twitter or Youtube
have transformed the way people communicate with individu-
als, groups, and communities and have altered everyday prac-
tices [1]. Several workshops, such as Semantic Analysis in So-
cial Media [2], are pointing the impact and importance that
social media can have on our common daily practices. For in-
stance, Twitter has changed the way people and businesses per-
form, seek advice and also has reinforced the weak and strong
tie of friendship [3]. This social networks are used mainly by
mobile, providing the messages with a time stamp, geolocaliza-
tion and fine-grained information about any kind of event, re-
flecting, for instance, personal perspectives, social information,
conversational aspects, emotional reactions, and controversial
opinions.

Monitoring and analyzing this rich and continuous flow
of user-generated content can yield unprecedentedly valuable
information [4], which would not have been available from tra-
ditional media outlets. This social messages can be seen as a dy-
namic source of information enabling individuals, corporations,
and government organizations to stay informed of what is hap-
pening at this precise moment. In fact, real-world events can
be reported even faster in social networks than in traditional
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2 introduction to event detection

media due to citizens that stand as first watchers of the event.
For example, Paris terrorist attacks occurred on November 2015

were instantly reported in Twitter by several eyewitness in the
area [5].

Event detection is also one of the main components in
numerous sensor network (SN) applications. Sensor networks,
similarly to Social Networks, generate large volumes of data
and these applications rely on routinely monitoring and ana-
lyzing collected data to identify specific events. However, nor-
mally, sensor networks are often developed to gather specific
data rather than general purpose data, like in social networks.
For example, a system to monitor the city water distribution
system and detect anomalous clusters of pipe breakage has
sensors specialized in detecting pipe breaks [6]. Unfortunately,
this feature may be a limitation to identify every kind of social
event.

In general, events can be defined as real-world occur-
rences that unfold over space and time [7, 8, 9, 10]. The notion
of an event differs from a broader category of events both in
spatial/temporal localization and in specificity. For example,
the earthquake of Haiti the 12 of January of 2010 is consider
to be an event, whereas earthquake in general is considered to
be a class of events. Events might be unexpected, such as an
earthquake, or expected, such as a political election.

Event detection from conventional media sources has
been long addressed in the Topic Detection and Tracking (TDT)
research program. The TDT study is intended to explore tech-
niques for detecting the appearance of new events and for track-
ing the reappearance and evolution of them [7, 10]. According
to TDT, the objective of event detection is to discover new or
previously unidentified events, where each event refers to a
specific thing that happens at a specific time and place.

In TDT, event detection is mainly divided into two cat-
egories: Retrospective event detection (RED) and new event
detection (NED) [7, 10]. RED focuses on discovering previ-
ously unidentified events from accumulated historical collec-
tions [10], while NED involves the discovery of new events
from live streams in (near) real time [7].



1.1 event detection stages 3

Figure 1: RED stages

From previous published literature it was observed that
event discovery consists of three major phases shown in figure
1: data preprocessing, data representation, and data organiza-
tion or clustering [10, 11]. Event detection takes as input a data
corpus, which can be a set of messages, stories, notes, etc. and
interacts with it to generate clusters describing the main events
extracted from them.

1.1 event detection stages

A good corpus must involve messages taken from different
sources in order to identify a broad range of events. For ex-
ample, [12] implemented its experiments using a data corpus
created of news from different Cable News Networks and news-
papers such as CNN or the New York Times. In this context,
each user of Twitter provides a different source to the corpus
for lately tracking events, allowing the corpus to have the de-
sired heterogeneity.

The major duty of the data preprocessing stage is to elim-
inate noisy data which may contribute to inaccurate results [10].
For this purpose is important to remove redundant stories from
the data corpus and the stopwords of each story [13]. Stop-
words list consist of the most frequent terms that do not con-
tribute to do the clustering. Stopwords do not only involve
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common words (i.e. and, in, the, are) but also special words
which relates to the domain and appears with high frequency.
In our case, noisy data is centered more in the concept of doc-
ument (tweet) as a whole rather than inside them. Noisy data
consists of the notorious number of tweets posted in Twitter
that do not belong to any specific real event

Data representation for event detection involves the term
vectors or bag of words whose entries are nonzero if the cor-
responding terms appear in the story. Each term in the vec-
tor is typically weighted using the classical term frequencyin-
verse document frequency (tf-idf) approach [14], which evalu-
ates how important a word is to a story in a data corpus. The
temporal order of words and the semantic and syntactic fea-
tures of the text (e.g., named entity and grammar) are discarded
by the term vectors; thus, the model may not capture the simi-
larity (or dissimilarity) among related (or unrelated) events. For
instance, it would be difficult for the term vector to distinguish
among different earthquakes.

As a consequence other alternatives of data representa-
tion appeared, among which we highlight named entity vector.
The named entity vector is an alternative data representation
[15], which attempts to extract information and find clusters
answering the 4Ws questions: who, what, when, and where
[16].

Data organization phase consists of finding events from
the data representation created on the previous phase. In order
to achieve it, several data mining techniques have been used to
extract the useful information from the data. Clustering analy-
sis plays and important role on event discovery [10, 12]. Clus-
tering is the task of grouping a set of stories in such a way that
stories in the same group (called a cluster) are more similar
(in some sense or another) to each other than to those in other
groups (clusters).

There is not a clear cluster algorithm used among oth-
ers. The most used clustering algorithms for event detection
are Hierarchical agglomerative clustering (HAC), partitioning
algorithms and density based algorithms. A detailed explana-
tion of this clustering algorithms will be given in section 2.
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The phases of event detection are dependent on each
other. This is because the output of each stage may have ef-
fects on the accuracy of the next one. Therefore, care must be
taken when selecting the algorithms and techniques for each
one of the stages.

1.2 event detection in social networks

The TDT research line assumes that all documents are rele-
vant and contain some old or new events of interest [4]. How-
ever, this assumption is clearly violated in social networks data
streams, where relevant events are buried into large amounts of
noisy data. In addition, the most of the techniques used in TDT
not designed to handle the speed and scale requirements of so-
cial media. Therefore, new adaptive event discovery algorithms
need to be developed to handle this particular situation.

There is a broad literature in event detection describing
different algorithms for location-based social networks (LBSNs).
They can be classified by the features that are used in their
algorithms. This classification closely follows the one proposed
by [17]. The main features that appear in this research area are
content, time, geolocation and user.

• Time,location: Using only time and location features to
detect social events has shown great results when exploit-
ing diversity on multiple social networks. [18] presented
a model for the normal behavior of a city in order to then
detect anomalies associated to real events in the city. They
applied this model to a data set composed of aggregated
posts from different micro-blogging networks such as In-
stagram, Twitter and Foursquare.

• Time, content: [19] focused on detecting bursty events
from a text stream, using for this purpose a probabilistic
approach to detect bursty words. Another example is the
algorithm presented by [20] to perform event detection
in Twitter by applying wavelet analysis on the frequency-
based raw signals of words.

• Time, content, location: [21] propose a system for
the early detection of emerging events by grouping
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micro-blog messages into events and using the message-
mentioned locations to identify the locations of events.
The system keeps history clusters within previous time
slots to decrease time of computation. Every new mes-
sage is compared with previous clusters.

Other existing algorithms of this subset apply spatio-
temporal techniques to detect events after a text filtering
of the LBSNs messages. One example of this group can be
[22], which presented an Earthquake detection system by
applying Kalman filtering to tweets semantically related
to the event class. This approach applies supervised clas-
sification, requiring the event to track before running the
algorithm.

In contrast,[23] presented an event detection system for
Flickr social network in which exploits temporal, spatial
and content information from photos. The benefit from
the hashtags of the photos instead of using the whole text
of the post. In addition, they apply a wavelet transform to
suppress noisy observations and uncover events similarly
to [20].

A different approach within this group was presented
by [24], where they proposed a hierarchical probabilis-
tic model and an inference scheme to model newsworthy
events from Twitter which accounts for all three dimen-
sions. However, this probabilistic model assumes Gaus-
sian shaped events within the spatial and temporal dimen-
sions, which can limits the detection of events in real case
scenarios.

• Time, content, location, user: [17] proposed novel event
discovery technique based on density-based clustering.
The algorithm model textual content through a probabilis-
tic topic model called Hierarchical Dirichlet Process and
introduces Jensen-Shannon distance for the task of neigh-
borhood identification in the textual dimension.

In this work we are going to construct a fast and scalable
retrospective event detection system to identify events that take
place in Twitter, using the spatial, temporal and user identifier
features of the tweets. We leave for future work the addition
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of the natural language processing component to identify the
type of events that are happening.

1.3 detection methods and features

Event detection from Twitter streams draws on techniques from
different fields, including machine learning and data mining.
Similar to event detection from conventional media sources,
most techniques for unspecified event detection from Twit-
ter streams rely on clustering approaches [4]. Clustering ap-
proaches are naturally suitable for unspecified event detec-
tion as they are unsupervised, in that they do not require la-
beled data for training. However, given the increasingly large
amounts of data and the real time nature of Twitter streams,
clustering algorithms for event detection must be efficient and
highly scalable.

In addition to this restriction of efficiency there are also
other restrictions for the clustering algorithm taken from the
LBSN. Specifically, we need to have the ability to find events
with arbitrary shape, corresponding to real world events, by
clusterizing tweets from their geographical location and the
time at which they were created. In order to achieve this goal,
we need an algorithm that can define clusters with arbitrary
shape, that does not need the number of clusters a priori and
with the notion of noise points, points that do not belong to any
cluster. Since the shape of each of the events is arbitrary, a lin-
early separable cluster algorithm such as k-means [25] would
not proper cluster them. In addition, one of the goals of the
clustering that we want to achieve is identify the number of
events that have taken place, so this variable can not be de-
fined as an input. Lastly, as we are identifying events in a set
of tweets, many of these tweets will not belong to any of the
events that really happened, so that we need the concept of
noise in order not to assign each point to some event.

Regarding the election of the proper clustering algo-
rithm, partitioning algorithms [26] such as k-means construct
a partition of a database D of n objects into a set of k clus-
ters being k is an input parameter for these algorithms. In
other words, some domain knowledge about how many clus-
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ters should be is required and this is unfortunately not available
for many applications such as this case.

On the other hand, Hierarchical algorithms create a hi-
erarchical decomposition of D. The hierarchical decomposition
is represented by a dendrogram, a tree that iteratively splits D
into smaller subsets until each subset consists of only one object.
In such a hierarchy, each node of the tree represents a cluster
of D. In contrast to partitioning algorithms, hierarchical algo-
rithms do not need k as an input. However, a termination con-
dition has to be defined indicating when the merge or division
process should be terminated. One example of a termination
condition in the algorithm is the critical distance between all
the clusters. Even if they have all the features required top the
algorithm. The main problem with hierarchical clustering algo-
rithms in our use case is the difficulty of deriving appropriate
parameters for the termination condition since not all clusters
are at the same distance from one another. This may result on
big clusters being partitioned or the union of small clusters.

In contrast, density-based algorithms define clusters as
areas of higher density than the remainder of the data set, an
approach that fully fits in our use case. The main drawback
of density-based algorithms is that they expect some kind of
density drop to detect cluster borders, but this has a similar ap-
proach to the behavior of events, in which a more dense number
of points is expected.

The most popular density based clustering method is
DBSCAN (Density-Based Spatial Clustering of Applications
with Noise) [27]. In contrast to many other methods of its fam-
ily of algorithms, it features a well-defined cluster model called
density-reachability that will be explained in section 2, provides
a good noise resilience capability which enables to handle non-
event observations in Twitter and offers a low complexity with
respect again to its family of density based algorithms. For
these reasons, DBSCAN algorithm has been the proposed algo-
rithm to deal with event detection in this work.

There is literature in event detection from LBSNs us-
ing DBSCAN as clustering algorithm. For instance, Authors
in [28, 29] proposed to use the spatio-temporal extension of
DBSCAN called ST-DBSCAN [30] to detect specified events (i.e.
precipitation and dengue) from text-filtered tweets. Others [31]



1.4 contributions 9

extended ST-DBSCAN to also consider textual features through
the cosine similarity of their term vectors in order to discover
various types of unspecified events. Lately, Capdevila et al. [17]
presented Tweet-SCAN which also considers text features but it
instead relies on the Jensen-Shannon distance over probabilistic
topic distributions [32] to search among text.

However, the above-mentioned DBSCAN-like tech-
niques were not initially designed to work in geographically
large regions and temporarily long periods with lots of ob-
servations. On the one hand, the large amount of tweets, n,
directly affects the computational cost of DBSCAN which has
an average time complexity of O(n log n). On the other hand,
tweets are spread unevenly over large space-time regions and
DBSCAN fails to cluster uneven distributions of tweets, com-
promising the overall detection accuracy of event detection
systems. This uneven distributions are due to the fact that
spatial and temporal distributions of tweets are strongly corre-
lated with the activity of the underlying population [33]. Thus,
urban areas during peak hours are likely to generate much
more tweets than rural areas during off-peak hours.

1.4 contributions

To best of our knowledge, this thesis represents the first attempt
to scale DBSCAN-like algorithms for event detection. The main
contributions of our work include:

• We extend an existing 2D parallel DBSCAN algorithm to
three dimensions, in order to subsequently use it for event
detection.

• We present an enhanced parallelization of the partitioning
phase of the algorithm called Octree partitioning and we
provide empirical evidence that this scheme scales prop-
erly with large real data sets in addition to large synthetic
data previously done in the literature.

• We modify the necessary procedures to convert the par-
allel algorithm into an event detection system, using the
haversine formula and user identifiers for this purpose.
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We validate the event detection system with real collected
data from Twitter.

• We propose a novel density-aware MapReduce scheme
that partitions tweet data as per its spatial and tempo-
ral features and tailors local DBSCAN parameters to local
tweet densities. This scheme allows to better handle the
variation of tweeting activity in space and time, outper-
forming classical DBSCAN techniques during the evalua-
tion.



2

D B S C A N A L G O R I T H M

The Density-based spatial clustering of applications with noise
algorithm [27], also know as DBSCAN algorithm, has become
one of the most cited and used in the scientific world. It groups
together points that are closely packed together (points with
many nearby neighbors), marking as outliers points that lie
alone in low-density regions (whose nearest neighbors are too
far away). DBSCAN requires two parameters: ε, which gives
the maximum distance at which two points are going to be con-
sidered neighbors and the minimum number of points required
to form a dense region (minPoints).

Before entering into technical details about how DB-
SCAN works, there are a few key concepts that stem from the
definition of DBSCAN that need to be explained. Considering
a set of points DB = p1, p2, ..., pn:

• We define the neighborhood of a point p as the set of
points which its distance to p is less or equal than ε.

N(p) = {x ∈ DB | Dist(x, p) ≤ ε}

• There are two kinds of points belonging to a cluster; bor-
der points and core points. A core point is a point where
the number of neighbors (neighborhood) is greater or
equal than minPoints.

IsCore(p) i f N(p) ≥ MinPoints

• Given two points p and q, if q belongs to the neigh-
borhood of p and p is a core point we consider that
q is directly density-reachable from p. Furthermore, q is
density-reachable from another point r if there is sequence

11



12 dbscan algorithm

of points r, p1, p2, ..., pn, q such that each point (pi+1) is di-
rectly density-reachable from the previous pi.

• p and q are density-connected if there is a point r such
that both are density-reachable from r.

With these definitions we say that a cluster Q is the set
of points belonging to DB that are density-connected from one
another.

(Connectivity) Cluster C ⊆ DB if ∀ p, q ∈ C → densi-
tyConnected(p, q) and (Maximality) for any p ∈ C, q ∈ DB if
densityConnected(p,q) then q ∈ C.

As stated before there are two types of points in a cluster,
core points and border points. We define all border points as
points that are not core points but belong to the cluster. In
addition, all points that do not belong to any cluster are called
noise points.

Algorithm 1 shows the traditional implementation of a
sequential DBSCAN algorithm. It iterates over the total set of
points starting by an arbitrary one. For each point not visited,
checks whether it is core point and if so, iterates over its neigh-
borhood expanding the new cluster found. The expansion fin-
ishes when all points that are density-connected had been vis-
ited and added to the cluster. As it can be deduced from the
algorithm, all points are going to be classified into core point,
border point or noise point.

Figure 2 shows an example of clustering using DBSCAN
for the given dataset, being MinPoints=3 and ε the radius of the
circles. During the process, the algorithm marks as core the red
painted points and as border the yellow painted points. Notice
that since both core and border points are density-connected,
they form a unique cluster. Lastly, the blue point is masked as
noise point, since its not density-reachable from any core point.
The total cost of performing DBSCAN is O(n ∗m), where n is
the total number of points and m is the cost of searching the
neighborhood of a point. However, with the use of an accel-
erating index structure such as R-trees [34] the complexity of
performing the search of the neighborhood comes down and
so it does the DBSCAN algorithm to O(nlogn).
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Algorithm 1: Sequential DBCAN
Input : DB = { p1, p2, ..., pN }, ε, MinPoints
Output : All pi points ∈ DB, each of them with an

associated flag (Core, Border, Noise) and Cluster
identifier for each pi belonging to some cluster

1 clusterId← 0;
2 foreach unvisited point p in DB do
3 mark p as visited;
4 nbhdP← GetNeighborhood(p,ε);
5 if Size(nbhdP) < MinPoints then
6 p.flag← NOISE;
7 else
8 // Create a cluster containing p;
9 p.ClusterId← clusterId;

10 p.flag← CORE;
11 // Expand the new cluster;
12 foreach q in nbhdP do
13 if q not visited then
14 mark q as visited;
15 q.ClusterId← clusterId;
16 nbhdQ← GetNeighborhood(q,ε);
17 if Size(nbhdQ) ≥ MinPoints then
18 q.flag← CORE;
19 nbhdP← Union(nbhdP,nbhdQ);
20 else
21 q.flag← BORDER;

22 else
23 if q.flag is NOISE then
24 q.ClusterId← clusterId;
25 q.flag← BORDER;

26 // Prepare next cluster;
27 clusterId← clusterId + 1;
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Figure 2: Example of DBSCAN clustering (MinPts=3).

2.1 dbscan-like event detection in twitter

Most of the DBSCAN-like techniques that have been proposed
for event detection in Twitter [28, 29, 30, 31, 17] are formulated
on the basis of the Generalized DBSCAN algorithm, called
GDBSCAN. GDBSCAN [35] is a generalization by the same
authors to cluster point objects as well as spatially extended
objects according to both, their spatial and their non-spatial at-
tributes. The ε and minpts parameters become part of more
wide predicates for defining the neighbourhood. For example
on polygon data, the ”neighborhood” could be any intersecting
polygon, whereas the density predicate uses the polygon areas
instead of just the object count. This generalized version of DB-
SCAN enables to cluster any type of spatially extended object,
such as geo-located tweets.
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A PA C H E S PA R K

Apache Spark is a cluster computing platform designed to be
fast and general-purpose [36].

On the speed side, Spark extends the popular MapRe-
duce model to efficiently support more types of computations,
including interactive queries and stream processing. One of the
main features Spark offers for speed is the concept of resilient
distributed datasets, which provides the ability to run compu-
tations in memory, but the system is also more efficient than
MapReduce for complex applications running on disk.

On the general-purpose side, Spark is designed to cover
a wide range of workloads that previously required separate
distributed systems, including batch applications, iterative al-
gorithms, interactive queries, and streaming. By supporting
these workloads in the same engine, Spark makes it easy and in-
expensive to combine different processing types, which is often
necessary in production data analysis pipelines. In addition, it
reduces the management burden of maintaining separate tools.

Spark is designed to be highly accessible, offering simple
APIs in Python, Java, Scala, and R, and rich built-in libraries. It
also integrates closely with other Big Data tools. In particular,
Spark can run in Hadoop clusters and access any Hadoop data
source, including Cassandra.

In the context of our problem, Spark provides us an ef-
fective way to distribute across different nodes the workload
of the algorithm that we will use for retrospective event detec-
tion. In addition, as the problem may handle huge amounts of
data and they could not be processed in one node, Spark gives

15



16 apache spark

us a platform to execute a distributed algorithm on a shared-
nothing cluster.

3.1 resilient distributed datasets

Spark rests on the concept of a resilient distributed dataset
(RDD), which is a read-only fault-tolerant distributed memory
abstraction that lets programmers perform in-memory compu-
tations on large clusters [37].

RDDs can only be created through specific operations
on data in stable storage or other RDDs. RDDs do not need
to be materialized at all times because they have information
about how it was derived from other datasets. In particular,
each RDD contains a pointer to its parent RDD and information
about how the parent was transformed, so if a partition of the
RDD is lost, it has the sufficient information to reconstruct it.

Users can control two aspects of the RDDs: the persis-
tence, through which you can select the most convenient stor-
age strategy for them in addition to their reuse, and the parti-
tioning across the nodes.

Each RDD is represented by Spark as an immutable ob-
ject and transformations and actions of these RDDs are exposed
through methods on the objects. Transformations are opera-
tions where the system creates a new dataset starting from an
existing one, whereas Actions are operations in which it is re-
turned some value or it is exported data to persistent storage.
RDDs are computed in lazy mode, in other words, they do not
compute their results right away but instead, they just remem-
ber the transformations to be applied to some base dataset and
they are only computed when an action requires a result to be
returned to the driver program. This design makes Spark more
efficient because transformations can be pipelined and interme-
diate results do not need to be sent to the driver node.

The main benefit that RDDs provide is an efficient fault
recovery, mitigating the necessity of incurring in the overhead
of check-pointing. In addition, the immutable nature of the
RDDs allows the system to mitigate slower nodes by running
backup copies of slow tasks. Finally, RDDs can perform grace-
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Figure 3: Architecture of a Spark Cluster.

ful degradation when there is not enough memory available in
the system to store them.

3.2 architecture

Figure 3 displays the basic components when running an ap-
plication across a Spark cluster. Spark can be deployed as a
Stand-alone server or it can be on a distributed computing
framework like Mesos or YARN [38]. Spark uses a master/slave
architecture with one central coordinator called the driver and
many distributed workers. The driver communicates with a po-
tentially large number of distributed workers called executors.
The driver runs in its own Java process and each executor is a
separate Java process. A driver and its executors are together
termed a Spark application.
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3.2.1 The driver

The driver is the process that runs the user’s code. When it
runs, it has two major roles: converting the user’s code into
tasks and scheduling tasks on executors.

At a high level view, all Spark programs follow a similar
structure in the sense that they create RDDs from some input,
derive new RDDs from those using transformations, and per-
form actions to collect or save data. Regarding this structure,
Spark implicitly creates a logical directed acyclic graph (DAG)
of operations. When the driver runs, it converts this logical
graph into a physical execution plan.

Once we have the physical execution plan, the Spark
driver looks at the current set of executors and tries to sched-
ule each task in an appropriate location, based on data place-
ment. When tasks execute, they may have a side effect of stor-
ing cached data. The driver also tracks the location of cached
data and uses it to schedule future tasks that access that data.

3.2.2 Executors

On each worker node an executor process is running, which
receives tasks from the driver program and executes them, re-
turning the results to the driver when necessary. Moreover, the
executor handles the memory and the cache for this worker
through a service called the Block Manager that lives within
each executor.

3.3 mr-dbscan in apache spark

Performing DBSCAN efficiently in real-world applications is
challenging due to two reasons. First, the sizes of the datasets
are growing very fast so that they can not be held on a sin-
gle machine any more. Second, the advantages of DBSCAN
come at a higher computation complexity compared with other
clustering methods such K-means [39]. A recommended way
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to solve these problems is to perform DBSCAN algorithm in
parallel on a shared-nothing cluster.

The parallelization of the algorithm is not straight for-
ward since, in the very beginning, DBSCAN was designed to
be executed in sequential mode, as seen in algorithm 1. Al-
though DBSCAN itself does not require a specific starting point
or a sequential order, once a point has been selected for pro-
cessing and the point has entered the region growing phase
of the cluster (inner loop of the algorithm), no other points
can enter the same region, and this exclusion effectively lim-
its the amount of parallel processing that can be done for the
data set. In this context, Yaobin and Haoyu [39] proposed MR-
DBSCAN, an efficient parallelization of the DBSCAN algorithm
in a distributed environment using the MapReduce program-
ing paradigm. However, with the irruption of Spark, many
MapReduce programs have become outdated in terms of effi-
ciency as they cannot exploit in memory computing and other
optimizations that Spark provides, and have been updated to
use this engine. Being MR-DBSCAN an efficient mode of paral-
lelizing the algorithm is not surprising that was implemented
to use RDDs instead of the MapReduce approach [40], being
called RDD-DBSCAN.

For our use case, the main problem of this last imple-
mentation is the fact that is implemented only for two dimen-
sions and we need an additional one to deal with time. Along
this section we will describe the behavior of RDD-DBSCAN for
lately in chapter 5 provide the necessary modifications in the
algorithm to extending it to three dimensions.

The general parallel algorithm of RDD-DBSCAN is de-
scribed in algorithm 2.

RDD-DBSCAN takes as input the same parameters as
the sequential DBSCAN algorithm, ε and MinPoints, and in-
troduces a new input parameter, MaxPoints. MaxPoints is the
parameter that is going to constraint the maximum size of each
partition in terms of points contained in it. RDD-DBSCAN con-
sists of three clearly defined phases 4: data partitioning, local
clustering of each partition and global merging.

In the data partitioning phase it is used the Binary Space
Partitioning (BSP) technique. DBSCAN first creates a bounding
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Algorithm 2: RDD-DBSCAN
Input : DB = { p1, p2, ..., pN }, ε, MinPoints, MaxPoints
Output : All pi points ∈ DB, each of them with an

associated flag (Core, Border, Noise) and Cluster
identifier for each pi belonging to some cluster

1 BR← findMinimumBoundingRectangle(DB);
2 Partitions← doPartitions(BR,2ε,MaxPoints);
3 labeledPoints← ∅;
4 foreach partition ∈ partitions do
5 partition← expandPartitionBy(ε);
6 point← getPointsOfPartition(DB,partition);
7 labeledPoints← DBSCAN(points,ε,MinPoints);

8 aliases← IdentifyAliases(partitions,labeledPoints,ε);
9 clusters← all unique clusters in labeledPoints;

10 RelabelPoints(aliases,clusters,labeledPoints);

Figure 4: RDD-DBSCAN workflow.
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rectangle, which contains the whole data set which we wish to
cluster. This rectangle is then recursively split into two smaller
rectangles, each of them containing about half of the points of
the parent rectangle. The two stopping conditions are the num-
ber of data points contained in the rectangle is smaller than
MaxPoints or when the size of the rectangle in any of the di-
mensions is smaller than 2*(2ε). The size of each of the final
rectangles is then increased by ε in each of the axes. In section
3.3.1 is explained the reason of this increment and the value of
minimum rectangle. Each resulting rectangle of the recursive
split becomes a partition. Note that with the increment of each
partition by ε there could be points that may belong to more
than one partition.

Once we have the partitions, RDD-DBSCAN enters in
the second phase. In the local clustering stage, the sequential
DBSCAN algorithm is executed on each of the partitions. In
order to be performed in a efficient way, all data points are
leaded to memory before being executed the algorithm. After
all clusterings have finished the resulting values are persisted
in memory, using Spark features, for further transformations of
the data.

After the local clustering stage, it is need to identify what
clusters span to more than one partition. The global merging
phase takes care about this part. It does so examining all points
in the ε distance from the borders of each partition. According
to the demonstrations in [39], if a point has been identified as
part of a cluster by two or more partitions and one of them has
identified it as core point, then these clusters can be merged
into a single one. Once all global clusters are found and all
points are relabeled according to these new identifiers the al-
gorithm ends. Now we present a more detailed discussion of
each of the stages.

3.3.1 Data Partitioning

Data partitioning is one of the most critical steps in the algo-
rithm. A good partitioning can accelerate the execution in sev-
eral orders of magnitude, since the parallelization is at partition
level. However, since one of the benefits of RDDs is the ability
to make multiple passes over data that is already loaded into
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memory, care must be taken in order to avoid creating parti-
tions that exceed the available memory, forcing RDDs to be
loaded from disk and negating the speed benefits that RDDs
provide. In addition we must assure that the same results are
obtained either running the sequential DBSCAN or the parallel
one.

Y. He et al., proved in [39] that for a given set of points in
a rectangle R, which then is divided into two non-overlapping
rectangles S1,S2, it is possible to execute DBSCAN indepen-
dently in each of the non-overlapping rectangles and obtain
the same results as if DBSCAN was executed in R by including
all points that are inside an ε distance to the rectangle (outer
marging). After doing the independent clusterings, with this
new points we can identify additional points clusters that ex-
pand a larger area than one single partition. In concrete, a core
point of cluster C1 that is in the inner-margin (inside the rect-
angle and at less than ε distance to the margin) and is also core
or border point of another cluster C2 in other partition, then C1

and C2 should be merged as one single cluster.

Therefore, it follows that for the partitioning to fulfill the
requirement that each partition must be able to be processed
independently for a given minimum bounding rectangle that is
split into a set of non-overlapping rectangles. A partition then
must also include the points that are within ε of its borders.
In order not to get a point p in a huge amount of overlapping
partitions it is set the minimum partition to 2*ε, since any size
smaller would result in the overlapping of partitions that are
surrounding it for each dimension.

The partitioning of the space is done using binary split
partitioning (BSP). BSP is a method introduced by M. Berger
and S. Bokhari in [41] for recursively subdividing a space into
convex sets by hyperplanes. This subdivision gives rise to a
representation of objects within the space by means of a tree
data structure known as a BSP tree. Each leaf of the BSP tree
will represent one final partition of the space.

In RDD-DBSCAN it is used BSP with the number of
points contained in each partition as the cost function in the
algorithm. In addition, there are two parameters restricting the
minimum size of a partition, MinSize and MaxPoints. MinSize
is bounds the minimum size of a partition in each of the dimen-
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sions and MaxPoints limits the maximum number of points a
partition can have. An scheme of the mentioned algorithm is
shown is algorithm 3.

Algorithm 3: Data Partitioning
Input : DB = { p1, p2, ..., pn }, BoundingRectangle,

MinSize, MaxPoints
Output : Rectangles = { c1, c2, ..., cm } where

ci ∩ cj = ∅, ∀i, j ∈ 1..m, i 6= j and ∪ci = Cubes

1 toBeSplit← {BoundingRectangle};
2 FinalPartitions← ∅;
3 foreach partition ∈ toBeSplit do
4 toBeSplit← toBeSplit \ {partition};
5 if Points(partition) ≥ MinPoints and Size (r) ≥

MinSize then
6 (c1, c2) ← splitPartition(partition);
7 toBeSplit← toBeSplit ∪ {c1, c2};
8 else
9 FinalPartitions← FinalPartitions ∪ partition;

10 return FinalPartitions

MaxPoints must be set to the maximum number of
points that can fit into the primary memory of the machine
with the primary lowest memory that is participating in the
execution of RDD-DBSCAN. This restriction will allow all par-
titions to fit in memory during the execution of the algorithm,
improving the overall performance. Although the inclusion of
the parameter MaxPoints might seem like a limitation of RDD-
DBSCAN, in practice, this parameter can be automatically de-
duced form the environment and is not a practical considera-
tion for the user.

In addition, we introduce the MinSize constant, which re-
stricts the size of the smallest partition possible. The fixed value
of Minsize it is decided to be 2ε, in order to have a good gran-
ularity in the partitioning and not have overlapping between
the contiguous partitions in the same dimension when they are
extended. This lead to the definition of minimum bounding
rectangle, a rectangle that measures 2ε on all dimensions.

The function splitPartition declared in line 6 of the al-
gorithm 3 splits a partition into two partitions of roughly the
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same number of points. To do so, it is examined all line splits
that can be aligned with the size of the minimum rectangle
boundaries in each of two dimensions, as we can see in algo-
rithm 5. For example, if one rectangle contains 4x4 minimum
bounding rectangles, there are three splitting lines in each of
the two dimensions. The best split will be the line that better
approximates the number of points of each of the resulting par-
titions to the half of the father partition. Algorithm 4 sketches
the function splitPartition.

Algorithm 4: splitPartition
Input : Rectangle to spit c, MinSize
Output : Rectangles c1, c2 where c1 ∩ c2 = ∅ and

c1 ∪ c2 = c

1 lowestCost← ∞;
2 bestSplit← {∅,∅};
3 Candidates← getCandidates(c,MinSize);
4 optimalPoints← Points(c)/2;
5 foreach (c1, c2) ∈ Candidates do
6 cost← |optimalPoints - Points(c1)|;
7 if cost ≤ lowestCost then
8 lowestCost← cost;
9 bestSplit← {c1, c2};

10 return bestSplit

Algorithm 5: getCandidates
Input : Rectangle to spit c, MinSize
Output : Lc={p1, p2, ..., pn} where pi is a pair of

rectangles c1, c2 and c1 ∩ c2 = ∅ and c1 ∪ c2 = c

1 Lc← {∅};
2 foreach dimension d do
3 numberSplits←

(c.d.end-(c.d.begin+MinSize))/MinSize;
4 inc← 1;
5 while inc ≤ numberSplits do
6 split← c.d.begin+inc*MinSize;
7 rectangles← {c1, c2} from split;
8 Lc← Lc ∪ rectangles;

9 return Lc
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Figure 5: Example of partitioning.

Using the number of points as the criteria for split-
ting the partitions differs from the approach presented in [39],
which uses the approximate cost of executing DBSCAN on each
partition as the dividing criteria. As [40] points, when execut-
ing the algorithm on the Spark platform this approach cannot
be used since assumes in their algorithm that disk access is one
of the factors that affects the cost. However, RDD-DBSCAN
does most of the data access in memory, and in fact parame-
ters such as MinPoints are created to avoid accessing disk an
improve performance. As a result, the cost of disk access for
the data is should be not taken into account and counting the
number of points in each partition can provide a sufficiently
good estimation for a good split.

In summary, the result of the data partitioning stage is a
set of partitions P = {p1, p2, ..., pn}, such that each pi contains
roughly the same number of points. In addition, as we have
discussed above all partitions are enlarged by ε in all their di-
mensions, resulting in a state similar to the one depicted in
figure 5.
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3.3.2 Local Clustering

Once the partitions are computed in the previous stage, we are
able to execute the sequential DBSCAN in each of them. This
task is done in parallel in spark so we can execute as many
partitions in parallel as nodes our cluster has.

Sequential DBSCAN assigns unique clusters within the
scope of each partition. In this approach, a single identifier may
be assigned to different clusters in different partitions, even
though it is not known that they represent a single one. There-
fore, to identify all different clusters from all different partitions
a unique cluster must be represented as a pair of cluster iden-
tifier assigned by the sequential DBSCAN and partition identi-
fier.

The result of this second stage is a set of labeled points,
each of them identified as core, border or noise point. In case of
being core or border point they are also labeled with the cluster
identifier to which they belong.

3.3.3 Global Merging

After computing the local clusters for each of the partitions,
we need to identify the clusters that expand to more than one
partition. In addition, it is essential to provide global cluster
identifiers, so local clusters that are merged get the same cluster
identifier as output.

The execution of the sequential DBSCAN in each of the
partitions identifies clusters within the partition. However, if
we refrain from the partitions it could have happened that what
are identified as two local clusters, is identified without parti-
tions as a single one. For this reason, merging algorithm for
local clusters is presented in algorithm 6.

First, we shrink each partition by ε, so it does not overlap
with any other one. After that, for efficiency purposes, it filters
out all points that are not in an ε distance to the borders of the
partitions or are noise points.
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Algorithm 6: Identify MergingClusters
Input : Partitions = p1, p2, ...pn, where pi is a partition of

algorithm 3 expanded by ε and labeled points
LPoints = p1, p2, ...pn from local clustering

Output : ClustersToMerge= {(ci, cj), (ck, cl), ..., (cn, cm)}
where ci corresponds to a local cluster identifier

1 ClustersToMerge← 0;
2 CorePoints← 0;
3 BorderPoints← 0;
4 foreach partition ∈ Partitions do
5 Partition← reduce partition by ε;
6 Cs← 0;
7 foreach point ∈ Partition and point within ε partition’s

border and point not noise do
8 if Core ∈ Point.Labels then
9 Cs← Cs ∪ List((Point.Partition.ClusterId,

Point.DifPartition.ClusterId));

10 ClustersToMerge← ClustersToMerge ∪ Cs;

11 return ClustersToMerge

Then, for each partition we examine all points inside the
partition resulting from the previous filter. If a point contains
multiple labels from different partitions and one of them is
Core, following theorem 5 in [39], we should merge all cluster
to which the point belongs, so we emit as many pairs (clus-
terId,ohterClusterId) as clusters are to which the point belong
minus one, being clusterId the first cluster found. For example,
if a point has the labels (Core,(Part1,Cluster1)), (Border,(Part2
,Cluster1)), (Border,(Part2,Cluster2)) the algorithm would emit
((Part1,Cluster1),(Part2,Cluster1)) and ((Part1,Cluster1),(Part2
,Cluster2)) so three local clusters are joined into a single one.
The result of executing the previous algorithm, over all points
in all partitions, is a list of aliases for global clusters.

Once all merges between local clusters have been found,
it is essential to collect a list of all the clusters that are present
in the data set and assign to them a globally unique identifier.
This step is performed in order to produce an identical result
to the result of executing the sequential DBSCAN algorithm.
After we have the list of globally unique identifiers, all labeled
points are relabeled with the globally unique identifier.
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If a point has more than one labeling, for example Core
and Border, is keeps the more restrictive one, being the list of
restriction Core ≤ Border ≤ Noise. Algorithm 7 presents the
relabeling of all points, so they are assigned the final global
cluster identifier.

To get knowledge of the clusters that need to be merged
it is built a graph. Each connected component of the graph
will be a global cluster, formed by local clusters which will be
the vertexes of the connected component. The clusterIds that
do not belong to the graph a local cluster that do not need to
be merged, thus they form a global cluster each one of them.
Once all the mappings have been identified from local cluster
to global clusters all points are relabeled with the new cluster
identifiers.

Algorithm 7 is written in sequential mode for an easy
explanation. However, it is straightforward to parallelize this
algorithm and so it is done using Spark functions.
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Algorithm 7: Relabel Points
Input : ClusterId = c1, c2, ...cn, where ci is a pair of

(partition,LocalClusterId), Aliases = a1, a2, ...an,
where ai is a pair of clusterIds (cj, ck) and the
labeled points LPoints = p1, p2, ...pn from local
clustering

Output : LPoints= p1, p2, ...pn

1 g← empty graph;
2 foreach (c1, c2) ∈ Aliases do
3 if vertex c1 not in g then
4 add vertex c1 to g;

5 if vertex c2 not in g then
6 add vertex c2 to g;

7 if edge (c1, c2) not in g then
8 add edge (c1, c2) to g;

9 globalId← 1;
10 mapping← ∅;
11 foreach ConnectedComponent ∈ g do
12 foreach vertex ∈ ConnectedComponent do
13 insert (vertex.ClusterId, globalId) in mapping;

14 globalId← globalId + 1;

15 foreach clusterId not in g do
16 insert (clusterId, globalId) in mapping;
17 globalId← globalId + 1;

18 foreach p ∈ LPoints do
19 p.Label← mapping[(p.Partition,p.LocalClusterId)];

20 return LPoints
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E X P E R I M E N TA L S E T U P

In this section we present the experiment settings that are going
to conduct all the experiments. We will focus on the architec-
ture deployed to run the algorithm, the configuration of the
middleware and the datasets used.

4.1 hardware and middleware

We conduct the experiments on a shared-nothing non-
dedicated cluster with four machines. Machine A contains
two Intel Xeon CPU E5645 2.40GHz processors (6 cores and 2

threads per core in each processor) and 24 GB of main mem-
ory. Machines B and C have two Intel Xeon E5620 2.40GHz
processors (4 cores and 2 threads per core in each processor)
and with 24 GB of main memory. Machine D contains two Inte
Xeon E5-2630 v2 2.60GHz processors (6 cores and 2 threads per
core in each processor) and 32 GB of main memory.

From this machines it has been deployed a cluster which
is managed through OpenNebula. OpenNebula is a cloud com-
puting platform for managing heterogeneous distributed data
center infrastructures and building private, public and hybrid
virtual data centers. Each of the four machines in OpenNebula
is provided with 4 cores, 6 GB of main memory per node and
60 GB of hard disk space. The operative system used at the
time of the experiments was Ubuntu Trusty in all of the ma-
chines. The network connection between the machines is made
with Gigabit Ethernet.

31
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On top of OpenNebula we configured a Spark cluster
with the same resources that the OpenNebula cluster can pro-
vide and with the same characteristics of section 3.

It is important to notice that is a non-dedicated cluster,
so execution times can have a non negligible deviation from
one another. To overcome this problem, we executed each of
the performance experiments ten times and in all graphics it is
provided the mean and the standard deviation.

4.2 datasets used

In order to test the performance of the algorithms we have cho-
sen two types of datasets, synthetic and real. On the one hand,
synthetic data allows us to better conduct the experiments and
see the behaviour on special situations. In addition, it is easy
and fast to produce new datasets with almost the same charac-
teristics but different size, providing us a way to see the scala-
bility of the algorithm. On the other hand, real data allows us
to see the behaviour of the algorithm when facing real world
data.

The synthetic datasets are created using the Scikit-learn's
tool [42] samples generator utility [43]. A Python script was
developed to create datasets, given as input the number of clus-
ters, the amount of entries to produce and the standard devia-
tion of the clusters to the centroid. All clusters are produced
following a Gaussian distribution.

Regarding the real datasets, we have collected data
through the Twitter streaming API. In particular, we have es-
tablished long standing connections to Twitter public stream in
which all geolocated tweets were filtered within the bounding
box of the iberian peninsula. The long standing connections
were established, on the one hand, during the Spanish elec-
tions that were taken on December 20th of 2015 and, on the
other hand, during four days of the Spanish football league
(“La Liga”) April 20th, 23th, 30th and May 8th of 2016.
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4.2.1 “Elections”

The Spanish elections bring with several social events that hap-
pen in different locations around Spain within a short period of
time. This scenario is a suitable test bed for evaluating the per-
formance of our algorithm on discovering these physical events
from tweets.

After the data collection we were able to construct a
dataset with 348.832 geolocated tweets. However, as Twitter
recently released smart-phone applications in which it can be
attached a precise location to a tweet (such as a monument or a
city), instead of the precise coordinates [44], we decided not to
use these types of geolocations, by the fact that this will create
a huge density of tweets in a single point and will be clustered
by the algorithm as an event. Taking into account this filter, we
ended up with a dataset of 36.215 tweets with precise coordi-
nates which is displayed in figure 6. Tweets that are located
over the seas may correspond to people tweeting while sailing
or precision errors in geolocation.

For the evaluation of the clustering quality that our algo-
rithm provides, we will do an extrinsic measurement. Hence,
we have previously identified three different events in our
dataset, that their proper detection will determine how good is
the clustering. The first two correspond to two different football
matches, Real Madrid against Rayo Vallecano that took place in
Santiago Bernabeu stadium (Madrid) from 15:30 to 18:00 (table
3) and Benfica against Rio Ave that took place in Da luz sta-
dium (Lisbon) from 16:30 to 19:00 pm (table 1). The third event
corresponds to a concert held on Barclaycard center (Madrid)
from 11 pm to 1 am of the next day (table 2).

The dataset and the considered clusters are available
in https://bitbucket.org/gpericacho/dbscan-dens-aware/

src/ecf0ac34f6862e81afed26204847b91223b7c8ea/Datasets&

Events/Elections/?at=master.

https://bitbucket.org/gpericacho/dbscan-dens-aware/src/ecf0ac34f6862e81afed26204847b91223b7c8ea/Datasets&Events/Elections/?at=master
https://bitbucket.org/gpericacho/dbscan-dens-aware/src/ecf0ac34f6862e81afed26204847b91223b7c8ea/Datasets&Events/Elections/?at=master
https://bitbucket.org/gpericacho/dbscan-dens-aware/src/ecf0ac34f6862e81afed26204847b91223b7c8ea/Datasets&Events/Elections/?at=master
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Figure 6: Collected tweets during the Spanish elections. Decem-
ber 20th of 2015.

Timestamp coordinates text
20-12-2015 16:34:08 -9.18543293, 38.75329971 Os campees j aquecem! #slb #benfica #CarregaBenfica #sejaondefor @ Estdio do

Sport Lisboa e https://t.co/9HUWDfpOvJ
20-12-2015 16:39:52 -9.18543293, 38.75329971 #slbenfica @ Estdio do Sport Lisboa e Benfica https://t.co/1fhlkgSLUd
20-12-2015 16:50:25 -9.18543293, 38.75329971 Home sweet home @ Estdio do Sport Lisboa e Benfica

https://t.co/DC59upaYUW
20-12-2015 17:03:02 -9.18543293, 38.75329971 Neste nosso Portugal!... @ Estdio do Sport Lisboa e Benfica

https://t.co/TMnLR4kN53

20-12-2015 17:44:53 -9.18489188, 38.75273334 #CarregaBenfica @ Estadio da Luz, Benfica, Lisbon https://t.co/CjE95DjvBl
20-12-2015 18:00:57 -9.18461298, 38.75280466 Mauzinho, mauzinho, mauzinho! #CarregaBenfica #SejaOndeFor #RumoAo35

20-12-2015 18:46:04 -9.184942, 38.7518722 Jonasssssss a jogar e Ral a marcar
20-12-2015 18:57:50 -9.18463108, 38.75267152 Jonas: 2 golos e 1 assistłncia. Homem do jogo: Pizzi. Tem toda a lgica...

#CarregaBenfica #SejaOndeFor #RumoAo35 #daboa

Table 1: 8 tweets from Da Luz tagged event
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Timestamp coordinates text
20-12-2015 23:01:46 -3.67172935, 40.4242565 Me declaro Tortuga para siempre @ Palacio De Los Deportes

https://t.co/Pj8OP3HN6e
20-12-2015 23:09:19 -3.67207826, 40.42395792 #invasiontortuga @ Barclaycard Center https://t.co/v4npI99XoE
20-12-2015 23:33:02 -3.67207826, 40.42395792 No podra haber pedido un da mejor #NalditaNereaMiraDentro @ Barclaycard

Center https://t.co/Zu1EyUiGqs
20-12-2015 23:46:01 -3.67166667, 40.42388889 @ Palacio de Deportes de la Comunidad de Madrid https://t.co/SuiM2BubUP
21-12-2015 00:07:13 -3.67207826, 40.42395792 Esta noche hemos sido tortugas. Gracias por volver a recordar que la

https://t.co/cPfr94zNu
21-12-2015 00:22:02 -3.67207826, 40.42395792 y que el mundo nos recuerde por soar despiertos #invasiontortuga @

https://t.co/KIu80fgshs
21-12-2015 00:38:05 -3.67207826, 40.42395792 Bonito regalo cumpleaero musical. Gracias hermanita #InvasinTortuga

https://t.co/21Qf80aZyC
21-12-2015 00:50:25 -3.67207826, 40.42395792 Un dia de cumple increible MALDITA NEREA @ Barclaycard Center

https://t.co/PhtxWtHBv0

Table 2: 8 tweets from Maldita Nerea’s concert tagged event

Timestamp coordinates text
20-12-2015 15:34:10 -3.6888164, 40.45290788 Por fiiiin!!!!!!! #bernabeu #madrid #realmadrid #halamadrid #muchasgracias @

Estadio Santiago https://t.co/JULF78psN6

20-12-2015 15:54:00 -3.6888164, 40.45290788 Domingo de Bernabeu @ Estadio Santiago Bernabu https://t.co/Ui4cGvpU7I
20-12-2015 15:59:38 -3.6888164, 40.45290788 Episodio XVI: el ataque de la BBC #HalaMadrid @ Estadio Santiago Bernabu

https://t.co/UNNMVxypfI
20-12-2015 16:27:05 -3.68832707, 40.45311522 En las buenas y en las malas ! (@ Estadio Santiago Bernabu - @realmadrid for

Real Madrid vs Rayo Vallecano) https://t.co/A6U77nO80h
20-12-2015 16:39:11 -3.6888164, 40.45290788 CR7 @ Estadio Santiago Bernabu https://t.co/vYnkrq3HoX
20-12-2015 17:03:21 -3.6888164, 40.45290788 4 - 2 First half. #RealMadrid #Gol #HalaMadrid @ Estadio Santiago Bernabu

https://t.co/dY87IYKkP5

20-12-2015 17:19:58 -3.688056, 40.452778 cada vez ms orgulloso de mi Rayo. #atracoenelbernabeu @ Santiago
https://t.co/pNVPRoYEfb

20-12-2015 17:57:28 -3.6888164, 40.45290788 Real Madrid 10-2 Rayo Vallecano 02’ @daaniloluiz 10’ Amaya
https://t.co/5VUQcBpmHV

Table 3: 8 tweets from Bernabeu tagged event
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4.2.2 “La Liga”

Using the same considerations to filter tweets as mentioned in
the elections dataset, for each day, we have considered as event-
related tweets all observations located in the nearby stadium
area during the course of the match plus a safety period of 15

min before and after the match. Note that the space-time fea-
tures for all football games will be very similar, but the num-
ber of tweets per event will directly depend on the attendance
and the surrounding tweet density. In addition, we have ex-
cluded those matches that had less than 5 tweets per event and
those that were outliers in terms of the relation of tweet density
within the partition versus points per event.

Taking this into account, we ended with 15 events and
91.447 geo-located tweets, which we further split between train-
ing and testing following an approximated ratio of 70%/30%.
In particular, we considered as training events, those ranging
from April 20th to 30th, and testing events, those from May 8th

as shown in Table 4. This split also resulted in 65.231 tweets in
training and 26.216 tweets in testing.

The dataset and the considered clusters are available
in https://bitbucket.org/gpericacho/dbscan-dens-aware/

src/ecf0ac34f6862e81afed26204847b91223b7c8ea/Datasets&

Events/La%20liga/?at=master.

https://bitbucket.org/gpericacho/dbscan-dens-aware/src/ecf0ac34f6862e81afed26204847b91223b7c8ea/Datasets&Events/La%20liga/?at=master
https://bitbucket.org/gpericacho/dbscan-dens-aware/src/ecf0ac34f6862e81afed26204847b91223b7c8ea/Datasets&Events/La%20liga/?at=master
https://bitbucket.org/gpericacho/dbscan-dens-aware/src/ecf0ac34f6862e81afed26204847b91223b7c8ea/Datasets&Events/La%20liga/?at=master
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Event Stadium Event date Start time Tweets
1 Riazor 20 April 19:45 17

2 San Mamés 20 April 20:30 16

3 Bernabeu 20 April 21:45 66

4 Mestalla 20 April 20:30 15

5 Rosaleda 20 April 20:30 6

6 Calderón 23 April 18:00 16

7 Camp Nou 23 April 20:15 69

8 Calderon 30 April 18:00 27

9 Benito Villamarı́n 30 April 20:15 16

10 Anoeta 30 April 15:45 7

11 Los Cármenes 30 April 21:50 7

12 Camp Nou 8 May 16:45 93

13 Ciudad de Valencia 8 May 16:45 9

14 Sánchez Pizjuán 8 May 16:45 24

15 Balaı́dos 8 May 16:45 15

Table 4: Training and testing football events.
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D B S C A N 3 D

As we have mentioned section 3.3, the necessity of a three-
dimensional parallel DBSCAN for event detection leads us to
modify the existing two-dimensional parallel DBSCAN, RDD-
DBSCAN.

Besides the addition of the new dimension, the algo-
rithm has been only tested with synthetic data, so the behaviour
with real skewed data has not been tested yet. Moreover, as we
are identifying events, we need to weight differently time and
location features, so tweets that have been written in a relatively
short period of time can become a cluster. Intuitively, this will
have a side effect on the performance if no modification is done.
Lastly, we need to care about the different users tweeting, so an
event is not detected if only one single user who has tweeted a
lot in a certain area.

In this chapter a first approximation of a parallel three-
dimensional DBSCAN is described, based on the implementa-
tion defined in 3.3, and afterwards adapted to achieve the de-
sired performance.

5.1 extending rdd-dbscan to 3d

Taking into account the considerations done in previous para-
graphs, a first modified version of the algorithm, called RDD-
DBSCAN 3D, has been built on top of RDD-DBSCAN to sup-
port three dimensions. The main parallel algorithm is described
in algorithm 8.

39
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Algorithm 8: RDD-DBSCAN 3D
Input : DB = { p1, p2, ..., pN }, ε, MinPoints, MaxPoints
Output : All pi points ∈ DB, each of them with an

associated flag (Core, Border, Noise) and Cluster
identifier for each pi belonging to some cluster

1 BC← findMinimumBoundingCube(DB);
2 Partitions← doPartitions(BC,2ε,MaxPoints);
3 labeledPoints← ∅;
4 foreach partition ∈ partitions do
5 partition← expandPartitionBy(ε);
6 point← getPointsOfPartition(DB,partition);
7 labeledPoints← DBSCAN(points,ε,MinPoints);

8 aliases← IdentifyAliases(partitions,labeledPoints,ε);
9 clusters← all unique clusters in labeledPoints;

10 RelabelPoints(aliases,clusters,labeledPoints);

RDD-DBSCAN 3D takes as input the same parameters
as RDD-DBSCAN algorithm. The necessary modifications to
extend the algorithm to three-dimensions fall mainly in the Par-
titioning phase, where the concept of rectangle is substituted by
the concept of cube, corresponding the additional dimension to
the time-stamp of the tweet. The minimum length of this new
dimension is going to be fixed to 2*ε for now, as the other di-
mensions. In addition, the split of the cubes to reach to the
final partitions has to take into account the new possibles splits
in the new dimension. For example, if one cube contains 4x4x4

minimum bounding rectangles, there are now three splitting
lines in each of the three dimensions, giving a total of 9 instead
of 6.

The computation of the distance performed in the se-
quential DBSCAN in the local clustering phase needs also to be
modified so the euclidean distance between two points is done
for a three-dimensional space and not for a two-dimensional
space.

d(p, q) =
√
(p1 − q1)2 + (p2 − q2)2 + (p3 − q3)2.

being p = (p1, p2, p3) and q = (q1, q2, q3) are two points in
Euclidean 3-space.
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Figure 7: Execution times for RDD-DBSCAN 2D and 3D

5.2 rdd-dbscan 3d experimentation

After the implementation of a parallelized DBSCAN in three di-
mensions, we conduct an experiment to proof the performance
of RDD-DBSCAN 3D against RDD-DBSCAN 2D, so we are able
to see if there is a bottleneck elsewhere when passing from two
dimensions to three dimensions.

The experiment consisted of the algorithms’ executions
for different sizes of synthetic data. Each synthetic data was cre-
ated with twelve clusters and the parameters for the algorithm
were fixed in all executions to an ε of 0.03, a maxPoints of 5000

and a minPoints of 75. For each execution we collected the time
spent partitioning, the time spent clustering and merging and
the total execution time. The results can be seen on table 5 and
figure 7. The rate of increasing for RDD-DBSCAN 3D is greater
than for RDD-DBSCAN 2D. While the time of clustering and
merging is almost the same for both algorithms, the time for
partitioning is increasing at the same rate as the total time does
for 3 dimensions.

The reason of this behaviour is explained looking to the
number of minimal cubes created in both algorithms. Table 6

shows that the amount of minimal cubes is increasing with the
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algorithm/data 300k 400k 500k 600k 700k
RDD-DBSCAN 2D 44.2 55.3 60.5 70.2 76.1
Partitioning 2D 4.3 4.7 5.2 5.6 6.9
RDD-DBSCAN 3D 174.9 290.9 319.2 370.3 564.2
Partitioning 3D 139.5 248.1 270.9 321.6 501.6

Table 5: Execution times for RDD-DBSCAN 2D and 3D

minCubes/data 300k 400k 500k 600k 700k
2D 4300 4416 4501 4574 4623

3D 79817 88769 95893 101717 106770

Table 6: Minimal Cubes created for DBSCAN 2D and 3D

size of the data increases and also with the addition of the third
dimension. In the first case, the increasing can be explained
with the construction of the synthetic data. The greater the
number of points to be created the better they spread along the
Gaussian distributions, creating new minimal cubes in those
spaces where no points where.

In the second case and the most important, the number
of minimal cubes increases dramatically because of the addi-
tion of a new dimension. In section 3.3.1, we explained that
the partitioning was done using a doing BSP and for each par-
titioning it was found the best split such that left in both new
partitions the same amount of points. In other words, for each
possible split in a partitioning the algorithm iterated over the
number of minimal cubes, so if the number of minimal cubes
increases so it does and in a big fashion the time in partitioning.

In conclusion, the simple extension of the algorithm to
three dimensions creates a bottleneck in the partitioning phase
that needs to be solved.

5.2.1 Enhanced RDD-DBSCAN

The first approach to solve the problem of performance in the
partitioning phase is to improve the current algorithm of parti-
tioning. Instead of defining a sequential recursive implementa-
tion, we propose an iterative parallel one, partitioning concur-
rently several partitions and iterating in each partition to find
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the best split only over the minimal cubes that are inside the
father partition.

The expansion of the partitioning doing BSP can be seen
as a binary tree, in which each of the leaves is a final parti-
tion. Moreover, the computation of the partitions in each of the
branches of the tree is independent from one another. There-
fore, instead of computing each partition of the tree recursively,
we can parallelize all partitions of the same level and then filter
out those partitions that can not be split anymore (leaves) and
perform another iteration with the remaining partitions. The
algorithm stops when no partitions can be split.

In addition to this enhancement, we also noticed that the
iteration over the whole amount of minimal cubes in the search
of the best split limited the performance of the algorithm. How-
ever, if we look to the tree, the minimal cubes necessary for each
partition are at most those that are inside the father partition,
instead of all minimal cubes inside the root node. Therefore,
we can speed up again the computation by passing to the new
nodes all minimal cubes that are inside it. Then, we this par-
tition has to be split, the computation of the split only iterates
over this fraction of minimal cubes. The enhanced implementa-
tion for the algorithm is depicted on algorithm 9. Notice that
the inner loop is parallelized with threads when implemented.

In figure 8 we compare the total times of the enhanced
partitioning against the normal partitioning in three dimen-
sions. For this experiment we have used the same datasets and
algorithm parameters of the first one. The results proof that the
new implementation reduces the amount of time spent in par-
titioning and has better scalability than the old one. In fact, the
speed up achieved is at least greater than 8 for the experiments
produced.

Moreover, this enhancement is not only valid for three
dimensions but also for two dimensions. If we perform the
same experiment in two dimensions we see that the speed up
achieved is again greater than 8, as shown in figure 9. This
time, the total time is not shown in the graphic, due to the fact
that in both case the time of partitioning is negligible compared
with the time of clustering and merging and the performance
will not be seen.
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Algorithm 9: Enhanced Partitioning
Input : MinCubes = { mc1, mc2, ..., mcn } minimal cubes,

BoundingCube, MinSize, MaxPoints
Output : Cubes = { c1, c2, ..., cm } where

ci ∩ cj = ∅, ∀i, j ∈ 1..m, i 6= j and ∪ci = Cubes

1 RemainingParts← {(BoundingCube,MinCubes)};
2 FinalPartitions← ∅;
3 while RemainingParts 6= ∅ do
4 tobeSplit← RemainingParts that can be split;
5 FinalPartitions← FinalPartitions ∪ {RemainingParts

\ tobeSplit};
6 RemainingParts← ∅;
7 foreach (partition,fatherCubes) ∈ tobeSplit do
8 ((c1, c1Cubes), (c2, c2cubes)) ←

splitPartition(partition,fatherCubes);
9 RemainingParts← RemainingParts ∪

{((c1, c1Cubes), (c2, c2cubes))};

10 return FinalPartitions

Figure 8: Execution times for RDD-DBSCAN 3D and Enhanced-
DBSCAN 3D
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Figure 9: Execution times for RDD-DBSCAN 2D and Enhanced-
DBSCAN 2D

5.2.2 Octree Partitioning

Even though the enhancement in the implementation of the
partitioning makes the phase perform far better, the partition-
ing still represents a significant part of the total amount of time
of the algorithm. To avoid this behaviour, another type of par-
titioning is needed, so the time spent is negligible with respect
to the clustering and merging phases.

At this point, we propose a naive implementation of the
partitioning, in which in each iteration for each of the remain-
ing partitions that need to be split, a split in each of the dimen-
sions is performed if possible. The split is done in the middle
point of the dimension, generating at most eight sub-partitions,
as can be seen on figure 10. It could occur that in some dimen-
sion the length is smaller than two minimal cubes, in this case
the algorithm does not split the cube in this dimension.

With this partitioning we avoid the computation of the
best possible split, but we could generate more partitions that
can contain a very diverse amount of points in them, depending
on the skewness of the data. As more partitions we have, more
points will be duplicated to do the clustering since for each
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Figure 10: Example of Octree Partitioning in three dimensions

partition created we expand it by ε and add this new involved
points to the partition. As we may add more points, this could
affect the performance of the clustering and merging. To proof
the performance of this octree partitioning we used the same
experiment of section 5.2.1.

Figure 11 shows the resulting execution times, compar-
ing the enhanced RDD-DBSCAN against this octree approach
in three dimensions. In them we can see that the speed up
achieved using this new approach is better than 12 in our ex-
periments. Although, as we expected, and increasing on the
clustering and merging phase has occurred, the global execu-
tion times are lower than in the enhanced approach.

Moreover, if we perform the experiment with a lower
value of the ε, for instance 0.01, the difference between the total
execution times become higher. The reason of this behaviour
has to be again with the creation of huge amount of minimal
cubes 7, which makes the first iterations of the enhanced al-
gorithm perform very slow. The increasing of the amount of
minimal cubes is due to the decrease of the ε, since the length
of the minimal cube depends on this factor and will force to
create more minimal cubes to fill the bounding cube. Figure 12

shows the behaviour explained above.

To conclude, we did an experiment to represent the per-
formance achieved with respect to the initial partitioning algo-
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Figure 11: Execution times for Enhanced-DBSCAN 3D and
Octree-DBSCAN 3D

Figure 12: Execution times for Enhanced-DBSCAN 3D and
Octree-DBSCAN 3D with lower ε

ε/data 300k 400k 500k 600k 700k
0.03 79817 88769 95893 101717 106770

0.01 264388 339329 408344 474375 535264

Table 7: Minimal Cubes created by Enhanced-DBSCAN 3D for
different ε
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Figure 13: Partitioning execution times for RDD-DBSCAN 2D
and Octree-DBSCAN 2D

rithm in two dimensions. In this experiment we used the same
data sets and parameters of the first experiment. Results from
figure 13 show that the speedup achieved is at least of 30 in the
partitioning phase.

5.2.3 Distributed Octree Partitioning

During this section we have mentioned several forms of per-
forming a partitioning using only one node. In order to avoid
scalability problems we introduced the concept of minimal
cubes, cubes that cached the amount of points inside them. This
approach works well for great amounts of points in situations
where the space is not too large with respect to the ε taken. In
the complementary situation, the memory consumed by min-
imal cubes could be higher than the memory available in the
node, making infeasible the computation of the algorithm. In
our context, the memory of the driver in Spark could be ex-
ceeded.

In this subsection, we propose a distributed partitioning
using resilient distributed datasets. Using the minimal cubes
as an RDD and applying the same algorithm that in 5.2.2. The
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Figure 14: Execution times for Distributed-DBSCAN 3D and
Octree-DBSCAN 3D

partitioning algorithm requires many communication between
nodes even without computing the best possible split because
for each partition counts the number of points inside it to eval-
uate the condition of partitioning, and this countings are dis-
tributed. Therefore, the algorithm does not perform as well as
in one node.

In addition, it is not convenient to bring down the mini-
mal cubes through the branches of the tree as we did in section
5.2.1 because the cost of creating and persisting a great amount
of RDDs is far higher than having a whole unique RDD and
query to it.

In order to demonstrate the aforementioned considera-
tions we conducted an experiment with a dataset of five mil-
lion points, something feasible in reality if we collect tweets for
some days. Figure 14 compares execution times between the
naive partitioning approach and the distributed one for differ-
ent ε. As we expected, the partitioning time increases when we
use the distributed implementation.

However, as it is shown in table 8, when ε decreases
the number of minimal cubes increases and so it does the java
heap. For an ε lower than 0.006 the memory of the driver node
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algorithm/ε 0.014 0.012 0.01 0.008 0.006

Octree 357 447 760 819 ≥1000

Distributed 178 164 180 169 183

Table 8: Java Heap used by algorithms Distributed-DBSCAN
3D and Octree-DBSCAN 3D in MBytes

is exceeded (1 GB) and a fatal error occurs, making infeasible
to finish the algorithm. In contrast, in the distributed algorithm
the Java heap of the driver remains almost constant as we are
doing the computation distributed.
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D B S C A N 3 D F O R E V E N T D E T E C T I O N

At this point, we have a algorithm in three dimensions capa-
ble of identifying clusters in an acceptable time. However, the
synthetic data with which we have tested it gives the same di-
mensionality to each of the components that identifies a point.
In real world points like tweets, we have two components that
belong to geolocation and the remaining one to time. There-
fore, the datasets cannot be directly inserted in the algorithm
because there is a different measurement in the components
and we would loose control in one of the two features since we
have only one parameter (ε) to define the distance between to
points.

In this situation, we have focused on two different ways
to solve the problem. On the one hand, we could make a trans-
formation in one of the features, for instance the temporal one
since it has only one component. This can be done in a pre-
processing stage, were the feature is multiplied by a factor so a
unit in the geolocation feature corresponds to the desired units
in the temporal unit. For instance, if we want to perform a
clustering where the neighborhood of a point is in less than 1

km and half an hour, and we have the location given in kilome-
ters and the timestamp in hours, the factor we should apply to
the temporal component would be of 2. Now, one unit of fac-
torized temporal features corresponds to one unit of location
feature. Therefore, being the factor F would be computed as:

F =
desired distance measure
desired temporal measure

On the other hand, instead of performing a transforma-
tion to one of the features, we can add another parameter to the
algorithm, say ε2, to allow the user introduce the desired tem-

51
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poral and distance measure for computing the neighborhood in
each one of the two parameters, as it was done by [17]. From
now and then we would use ε1 to introduce distance and ε2 for
time. We believe that this last approach is more user-friendly
even though both are correct, so we decided to implement it.

To do so, first we have to modify the minimal cubes. Pro-
vided that there would be a different measurement between
spatial and temporal features it is straight forward to identify
that the length of the minimal cube in the temporal dimension
would be 2 ∗ ε2 instead of 2 ∗ ε1. In addition, in the clustering
phase we need to face the problem of calculating the distance
between two points given. The solution and the incorporation
of the user component will be explained in the following sub-
sections.

6.1 computation of the distance between two

points

Typically, when it is gathered data from location-based social
networks the geolocation of the messages is given in degrees
of latitude and longitude. For instance, almost all tweets in
Twitter give the location in the WGS84 coordinate system, since
is the reference system of the global positioning system (GPS)
[45]. However, to measure the distance between two points on
the surface of the earth we cannot simply apply the euclidean
formula. The distance between two points in Euclidean space
is the length of a straight line between them, but what we need
is the shortest distance between two points on the surface of
the Earth. To compute the distance, several approaches can be
taken, from which we highlight two of them: transform the
WGS84 coordinates to UTM coordinates or use the haversine
formula.

The Universal Transverse Mercator coordinate system
(UTM) uses a 2-dimensional Cartesian coordinate system to
give locations on the surface of the Earth [46]. With this ap-
proach, a preprocessing would be added to transform the co-
ordinates from WGS84 to UTM and then the Euclidean dis-
tance could be applied. However, the UTM system is not a
single map projection. The system instead divides the Earth
into sixty zones, each being a six-degree band of longitude, and
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Figure 15: Haversine distance

uses a secant transverse Mercator projection in each zone. For
this reason, distance between points that belong to the same
zone would be easy to compute (applying just Euclidean for-
mula), but within different zones the measurement becomes
more complicated since we have different coordinate reference
systems (CRS), one for each zone, and we need to reproject
them to a third CRS to compute the distance and, in addition,
this produces less accuracy in the calculus.

The haversine formula was introduced in the 18th cen-
tury by James Inman [47]. It calculates the great-circle distance
between two points, in other words, the shortest distance over
the earths surface, as we see in figure 15, but ignoring any hills
in the computation:

D = 2r arcsin
(√

sin2
(

φ2−φ1
2

)
+ cos(φ1) cos(φ2) sin2

(
λ2−λ1

2

))
Where:

• D is the distance between the two points along a great
circle of the sphere.

• r is the radius of the sphere, in our case the Earth.

• φ1, φ2 are the latitude of point 1 and latitude of point 2

respectively, in radians.

• λ1, λ2 are the longitude of point 1 and the longitude of
point 2 respectively, in radians.

This computation has an intrinsic error since the Earth is
not a perfect sphere, the ”Earth radius” R varies from 6356.752

km at the poles to 6378.137 km at the equator. More impor-
tantly, the radius of curvature of a north-south line on the
earth’s surface is 1% greater at the poles (6399.594 km) than
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at the equator (6335.439 km), so the haversine formula can’t be
guaranteed correct to better than 99.5% [48]. However, the for-
mula remains particularly well-conditioned for numerical com-
putation when small distances. something very useful for our
algorithm as the partitions will have points relatively close. As
a result, we would use the haversine formula to compute dis-
tances between points.

Once we know the distance between two points in the
space, to introduce temporal component in the measuring we
will use the ∞-norm distance. The ∞-norm or Chebyshev dis-
tance is a metric defined on a vector space where the distance
between two vectors is the greatest of their differences along
any coordinate dimension [49]. Being ε1 and ε2 the units of dis-
tance for their respective features, we can compute the distance
between two points as:

d(p, p′) = max
(

Haversine(p, p′)
ε1

,
| p.time− p′.time |

ε2

)
d(p, p′) ≤ 1

Where p and p’ are points and the function Haversine
computes the Haversine distance between the both. If in future
work the textual component is added to the algorithm, this dis-
tance can be extended to consider it.

With this approach, some fixes need to be done in the
partitioning phase. In concrete, the input points have coordi-
nates measured in degrees and ε1 is provided in kilometers.
Previously, on section 3.3.1 we have said that the size of the
minimal cubes are 2*ε, but the splits are going to be done in
degrees of coordinates, so we must find a correlation between
degrees and kilometers.

On the latitude side, it is measured the angle between
the equatorial plane and the straight line that passes through
that point and through the center of the Earth. The distance
in one degree is fixed to 111,131 kilometers. So we can do a
simple computation to convert km in degrees: ε1/111.131.

On the longitude side, it is measured the angle east or
west from a reference meridian (typically Greenwich meridian)
to another meridian that passes through that point. However,
in this case to number of kilometers in one varies with respect
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to the latitude. As we get closer to the poles of the Earth num-
ber of kilometers in one degree is lower. With this situation, if
we do a conversion for instance with the Equador conversion (1
degree is 111,319 km), we would have that the rate km-degree
is the lowest possible and if we have a minimal cube as par-
tition in a place with greater latitude, this minimal cube will
may leave out some points that are in an ε1 since there the
rate km-degree. This behaviour makes incorrect the algorithm
since it could happen that some cluster are not identified be-
cause points that are in a ε1 distance are not placed in the same
partition and the neighborhood computed is lower than should
be.

To solve this problem, we have taken the rate km-degree
of the Arctic Circle (where 1 degree is 360/17662 km, being
17662 the length of the Arctic Circle). We assume that there
will be no minimal cubes above the Arctic Circle. Therefore,
the length of the minimal cube is computed as:

MinCube = (2 ∗ ε1/111.131 , 2 ∗ ε1 ∗ 360/17662 , 2 ∗ ε2)

6.2 the user component

Until now, we have been considering a neighborhood of a point
p an extension in which only geographical distance and time
distance affects. However, with this approach we can be iden-
tifying as clusters, and consequently events, agglomerations of
points that where tweeted by the same user, for example when
having a conversation with another person via Twitter.

These type of clusters are highly probable to be identi-
fying false events, so we must introduce a new limitation in
the computation of the neighborhood to restrict the minimum
number of different users necessary to identify the point as core.
The limitation will be in terms of a new input parameter to the
algorithm called µ, with a domain D = [0, 1], and will represent
the percentage of points from the parameter MinPoints that has
to be from different users.

For instance, imagine we want to make clusters with an
ε1 equal to 1 km, an ε2 equal to one hour and a number of
points in the neighbourhood minPoints equal to 40. If we want
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that at least 10 of the 40 points would be written from different
users, we will set µ to 0.25, so it is the 25% of the minPoints
parameter. The final computation of the neighborhood will be
given by algorithm 10.

Algorithm 10: Computation of Neighborhood

1 nbhdP← GetNeighborhood(p,ε1,ε2);
2 UniqueNb← GetNumUniqueNeighbors(nbhdP);
3 if Size(nbhdP) < MinPoints or µ > UniqueNb/minPoints

then
4 p.flag← NOISE;
5 else
6 // Create a cluster containing p

6.3 evaluation and results

The aim of this section is to understand the impact of differ-
ent neighborhood sizes through the spatio-temporal and user
parameters. We conducted experiments using the elections
dataset mentioned in section 4.2.1 and fixing all parameters
of the algorithm except the spatial and temporal. We set the
minimum number of points in neighborhood (MinPoints) to 40

from which at least 20 have to be from different users (µ = 0.5).
The maximum number of points in a partition would be 3.000,
since the total amount of points is 36.215 and a bigger size will
create few partitions, thus, having less parallelization in the
clustering phase. For the remaining components, we vary the
spatial parameter (ε1) between 300 meters and 900 meters and
the temporal parameter (ε2) between 36 minutes (0,6 hours) and
1 hour and 12 minutes (1,2 hours).

To evaluate the results provided we will use an evalua-
tion by set matching. This model assumes a one to one map-
ping between clusters and categories (events in our case), and
rely on the precision and recall concepts inherited from Infor-
mation Retrieval [50].

Precision focuses on the frequency of the most common
event into each cluster. Being C the set of clusters to be evalu-
ated, E the set of events and N the number of clustered items
in the clusters that at least have one tweet that belongs to some
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Figure 16: Precision achieved for different ε1 and ε2

event, Precision is computed by taking the weighted average of
maximal local precision of values:

Precision = ∑
i

| Ci |
N

maxj LocalPrec(Ci, Ej)

Where the local precision of a cluster Ci for a given event Ej is
defined as:

LocalPrec(Ci, Ej) =
| Ci ∩ Ej |
| Ci |

Although Precision penalizes the noise in a cluster, it
does not reward grouping items from the same event together;
if we simply make one cluster per tweet, we reach trivially a
maximum precision value. Figure 16 plots the results obtained
using this measure. In it we can see that after a certain value
in each of the parameters the precision starts to decrease. This
behaviour is due to the fact that when increasing the neighbor-
hood more points are added to the clusters that are containing
the points of the events. There are exceptions, for example with
ε1=0.3 and ε2=1.1, where it increases. This is because more
points belonging to the events are clustered. With very low
εs we can get a zero value for precision since no point of the
events is clustered. In addition, high values of εs decrease the
precision as stated above. One example, is ε1=2 and ε2=0.75

where the precision falls to 0,026.
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Figure 17: Recall achieved for different ε1 and ε2

On the contrary to Precision, Recall metric focuses on the
cluster with maximum rate of tweets detected for each event.
Being M the number of events to be detected, recall is defined
as:

Recall = ∑
i

| Ei |
M

maxj LocalPrec(Ei, Cj)

Recall rewards grouping items together, but it does not penalize
mixing items from different events; we can reach a maximum
value for Recall by making a single cluster with all tweets. The
results of applying this measure are shown in figure 17. In it
we observe that Recall uses to increase as one of the parameters
increase. In this case, as the neighborhood gets bigger, greater
is the possibility to include all the tweets of the event in the
same cluster. However, not always behaves in such way, for
example in ε1=0.3 and ε2=1.05, because the event may be iden-
tified in two separated clusters and the measure will only take
into account the cluster with the biggest rate. Again, With very
low εs we can get a zero value since no point of the events is
clustered.

A more robust metric can be obtained by combining the
concepts of Precision and Recall using the harmonic mean, the
traditional F-measure or balanced F-score:

F = 2 · precision · recall
precision + recall
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Figure 18: F-measure for different ε1 and ε2

This measure is appropriate to this situation since we desire
and average of both rates more than extremes. Figure 18 shows
the results of computing the F-measure from the Precision and
Recall values.

For the F-measures collected we see that the metric tends
to decrease after a value of ε2=0.75 when we increase any of the
two parameters. The maximum is reached when ε1=0.3 and
ε2=1.1. In this case, we have a small ε1 and the clusters are
so small that even if we do not detect any tweet of the concert
event we get a good F-measure since the precision achieved is
high (we don’t have many noise in the clusters).

On the other hand, we can observe that the step from
ε1=0.7 to 0.8 produces an increase on the F-measure when set-
ting low values for the temporal component. The reason is
the detection of tweets from the concert event. Lastly, when
we have high values of the temporal component the F-measure
tends to decrease more rapidly than with low values, since we
are collecting from ε1=0.8 onwards bigger clusters with more
noise inside them.

In figure 19 we can see the two tagged events of Madrid.
The blue points correspond to Bernabeu event where as the
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Figure 19: Tagged Events in Madrid
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Figure 20: Events detected with ε1=0.8 and ε2=0.75

red points correspond to Maldita Nerea’s concert event. If we
map the clustered events from the two last situations described
(ε1=0.3, ε2=1.1 and ε1=0.8 and ε2=0.75), we are able to see that
the size of the clusters are higher when having bigger values
of the εs. For instance, an event in the city center of Madrid
is always detected since the density of tweets is much bigger
than anywhere else in the country. Notice figures 20 and 21 .
However, with low εs the size of this event decreases markedly.

Moreover, we observe that some clusters are not exactly
physical events, but landmarks or popular places that usually
have a huge attendance, such as the city center of the cities. Is
normal to detect these type of clusters with the algorithm since
it does not have a textual component to relate the tweets.

In addition, with large εs we are able to find more clus-
ters since the size of the neighborhood increases. However, at
a certain limit the number of clusters will start to decrease be-
cause they will be merged. Thereby, with a large ε1 while main-
taining ε2 in a normal size we are able to detect more events
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Figure 21: Events detected with ε1=0.3 and ε2=1.1

in Madrid, for instance Maldita Nerea’s concert, marked with
blue points.

One of the drawbacks of using DBSCAN is that cannot
cluster datasets well with large differences in densities, since
the neighborhood parameters are fixed and global for all space-
time regions and cannot then be chosen appropriately for ev-
ery cluster. This situation has been seen along the evaluation
of the event detection, mainly due to the fact that city centers
have a bigger density of tweets than the outskirts of the cities.
The difference is even more blatant when we compare different
regions in Spain, for instance Madrid and Castilla y Len, two Au-
tonomous Communities. This limitation makes the algorithm
unable to obtain better results in large regions.
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D E N S I T Y AWA R E S C H E M E

In this section we provide a novel density aware scheme for
mitigating the fixed and global neighborhood parameters lim-
itation of DBSCAN, so they could be chosen appropriately for
all areas.

At this point, partitions provide a way to modify the
neighborhood inside the algorithm by modifying the aforemen-
tioned combination in each of the partitions depending on the
density they have. Moreover, the spatio-temporal properties
of an event do not vary much from one place to another, or
within different time periods; but the number of tweets per
event certainly changes as per the user activity. Because of this,
we propose to adjust the local MinPts parameter based on the
tweet density in each partition in such a way that the denser the
partition is, the more tweets are needed to identify such event.

For a fixed set of εi parameters, we define the optimal
MinPts value per event as the value that enables to identify
this event in isolation. We claim that there is a relationship be-
tween the optimal MinPts value per event and its local density
of tweets in the partition. As we show in Fig. 22, each event,
represented by a dot, can be identified individually through an
optimal MinPts value and this is correlated with the partition
tweet density. In what follows, we explicitly assume a linear
relationship (slope m, intercept b) between the local density of
tweets and the MinPts value.

The fitting of this linear model could be done by per-
forming simple linear regression between the partition tweet
density and the individual optimal MinPts. However, this ap-
proach would not necessarily optimize the overall detection ac-
curacy. Therefore, our proposal estimates these parameters (m

63
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Figure 22: Relation between the optimal MinPts value per
event and partition density.

and b) through an optimization framework in which detection
accuracy is maximized, as we will show in Section 7.2.

Introducing the density-aware parameters requires min-
imal changes on the local DBSCAN stage given that partition
densities can be computed in the partitioning phase. Therefore,
the local process simply calculates the proper MinPts value
through the linear model (m and b) and it performs cluster-
ing with that local value through the DBSCAN-like algorithm
presented in Section 6.

The merging stage follows a two-step process as MR-
DBSCAN [39] and RDD-DBSCAN [40]. Although cluster merg-
ing is performed exactly as in these algorithms, we note that the
resulting clusters might be different, given that we here merge
clusters from partitions with different MinPts value.

On the relabeling step, we must take into account that
points in the overlapping margins, which are clustered by dif-
ferent partitions, might be tagged with distinct point types by
each partition. In contrast to MR-DBSCAN and RDD-DBSCAN,
we must consider here that partitions might have different den-
sity levels. Our criteria is that the partition with higher or equal
tweet density than the partition that contains the tweet will de-
termine the point type according to the order of significance
(Core > Border > Noise).
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Algorithm 11: Relabel Points
Input : Key: (p,DensPartBelongs), Values: list of

(p.ClusterID,DensityPart,p.flag)
Output : Key: p, Value:(ClusterID,flag)

1 ClusterID← NULL;
2 Flag← Noise;
3 foreach item ∈ Values do
4 if value.DensityPart ≥ DensPartBelongs then
5 if item.p.flag == Border then
6 ClusterID← item.p.ClusterID;
7 flag← Border;

8 else if item.p.flag == Core then
9 ClusterID← item.p.ClusterID;

10 flag← Core;
11 break;

12 return (p,(ClusterID,flag))

Relabeling details are shown in Algorithm 11. This algo-
rithm takes as input a tweet or point p together with the density
of its partition, and a list of labelings made by each overlapping
partitions about this tweet. Note that a tweet belongs to a single
partition with density DensPartBelongs, but it might be labeled
by several partitions. For each tweet, the algorithm iterates over
all possible labelings, Values. For a given labeling we know the
cluster to which the tweet was clustered, item.p.CluterID, the
density of its partition, item.DensityPart, and the flag that the
tweet was associated with it, item.p. f lag. The algorithm then
checks whether the density of the partition in the given label-
ing is greater or equal to the density of the point’s partition. If
that is the case, relabeling is done as in MR-DBSCAN. Other-
wise, relabeling is performed according to the partition that the
tweet belongs.

All source code of the described scheme has been imple-
mented using Scala along with Spark and is published in https:

//bitbucket.org/gpericacho/dbscan-dens-aware/overview.

https://bitbucket.org/gpericacho/dbscan-dens-aware/overview
https://bitbucket.org/gpericacho/dbscan-dens-aware/overview
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7.1 detection metrics

To evaluate the detection accuracy of our proposal, we use a
variant of the F-measure concept described in section 6.3 in
which we combine a F-measures obtained for each event [50].
The metric is defined as follows per each event Ei and cluster
Cj,

F(Ei, Cj) = 2 ·
Recall(Ei, Cj) · Precision(Ei, Cj)

Recall(Ei, Cj) + Precision(Ei, Cj)

where precision is the proportion of tweets from cluster Cj that
are tagged as event Ei. Oppositely, recall is the proportion of
tweet from event Ei that are clustered as Cj. The following
expressions formally define precision and recall per each pair
of event and cluster.

Precision(Cj, Ei) =
| Cj ∩ Ei |
| Cj |

Recall(Cj, Ei) =
| Ei ∩ Cj |
| Ei |

Finally, the F-measures obtained are combined through a
weighted average scheme across all events. For each event, the
maximum F-measure with respect to all clusters is considered
for averaging.

F = ∑
i

| Ei |
N

maxj F(Ei, Cj)

where N is the total number of tweets.

7.2 evaluation and results

To validate the detection accuracy of the proposed density-
aware scheme, we compare the best performing DBSCAN-like
model against the density-aware scheme in “La Liga” dataset.

Given that all labeled events shared similar space-time
properties (tweets were located nearby stadiums and during
the course of football matches), ε1 and ε2 parameters were out
of the optimization scope and they were assumed known and
constant for all experiments. In particular, we found out that
an ε1 = 500m and ε2 = 1hour performed reasonably well in
this dataset.

Therefore, we aimed to find the best performing config-
urations of both models by optimizing the MinPts parameter
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Figure 23: MinPts optimization for DBSCAN-like algorithm

Figure 24: Linear (m, b) optimization for density-aware scheme

for the DBSCAN-like model and the linear parameters (m, b)
for the density-aware scheme. The optimizations were per-
formed in “La Liga” training dataset, while the test dataset
was used to validate the values found. A greater F-measure
value of the density-aware scheme in the training and testing
datasets would indicate that our proposal outperforms the ba-
sic DBSCAN-like approach.

Fig. 23 shows the optimization of the MinPts parame-
ter for a DBSCAN-like algorithm in terms of F-measure in the
training set. As it is depicted, the global maximum is achieved
for a MinPts of 12 with a overall F-measure value of 0.628.

Fig. 24 shows the optimization of the linear parameters
(m, b) in terms of F-measure for the density-aware scheme. The
left figure plots the optimization results in a suitable view to
understand the variation of the slope m. The right figure plots
the same optimization results in a different angle of view to un-
derstand the intercept b. In both axis, a global optimum seems
to exist given that extremely high or low slope and intercept
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(a) Training dataset (b) Testing dataset

Figure 25: F-measure, global Precision and global Recall values.

values will end up with lower F-measure values. Therefore,
the best performing linear model for the density-aware scheme
consist of a slope m = 300 and a intercept b = 8, which results
in a F-measure of 0.683.

With this optimal values we now compare the perfor-
mance of both algorithms in the testing dataset. Results shown
in Fig. 25 sustain that the detection performance obtained in the
density-aware scheme are higher than the ones of the the basic
DBSCAN-like algorithm in both training and testing datasets.
In both cases, the percentage of improvement is around 5%, be-
ing a promising value for future work in the field. In addition,
the global Recall and Precision values computed for both algo-
rithms and datasets reveal that our proposal is increasing both
measures with respect to the traditional algorithm, not priori-
tising one over the other.
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C O N C L U S I O N S A N D F U T U R E W O R K

This work introduced Octree-DBSCAN 3D, a distributed and
modified version of DBSCAN algorithm, using Spark platform,
for the purpose of locating real world events from Location-
based social networks such as Twitter.

On the one hand, we provided a partitioning algorithm
with a speed up of 30 for the experiments conducted. Increas-
ing this speedup when the size of the parameter ε of the algo-
rithm gets reduced. On the clustering phase, one area of im-
provement could be the inclusion of a three-dimensional R-tree
to perform searches in the neighborhood more efficiently.

On the other hand, we modified the DBSCAN algorithm
to introduce spatial, temporal and user awareness in the identi-
fication of clusters. Moreover, we noticed that imposing a user
diversity condition avoids identifying clusters of tweets posted
by a reduced set of users as events. Also, we have observed that
some clusters discovered were not physical events, but popular
places that usually have a huge attendance such as the city cen-
tre of big cities.

In order to avoid this type of clusters of being detected,
a textual component could be added in the neighborhood se-
lection for selecting only those tweets with textual similarity.
Other approach can be performing a post-processing and re-
move in the clusters those tweets with a high textual deviation
with respect to the set of tweets of the cluster.

Lastly, we identified a major shortcoming when scaling
DBSCAN-like algorithms for event detection systems in Twitter.
The geographical or temporal scaling of these systems has to
explicitly consider that tweeting activity varies in space and

69
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time, so the minimum density of tweets to be considered as an
event has also to vary in accordance to tweeting activity.

To tackle this shortcoming, we proposed a density-aware
MapReduce scheme which benefits from local DBSCAN com-
putations, adjusting its local parameters to the neighboring
tweet densities. The rationale for using density-aware param-
eters is that events in highly dense tweeting regions are likely
to contain more tweets, while those in low-density regions will
contain less. The evaluation of this scheme shows that our pro-
posal to incorporate density awareness outperforms classical
DBSCAN techniques in real collected data.

The proposed density-aware MapReduce scheme for
event detection has been evaluated in a dataset of events which
all shared similar spatio-temporal features. Future work should
address the evaluation in datasets of heterogeneous events. For
example, events that last many hours but are located within a
narrow area or events that last few hours but are geographically
very spread.
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[50] Enrique Amigó, Julio Gonzalo, Javier Artiles, and Felisa
Verdejo. A comparison of extrinsic clustering evaluation
metrics based on formal constraints. Inf. Retr., 12(4):461–
486, August 2009.

https://support.twitter.com/articles/20169204
https://support.twitter.com/articles/20169204
 http://earth-info.nga.mil/GandG/coordsys/mmr201.pdf
 http://earth-info.nga.mil/GandG/coordsys/mmr201.pdf
 http://www.movable-type.co.uk/scripts/latlong.html
 http://www.movable-type.co.uk/scripts/latlong.html

	Abstract
	Dedication
	Acknowledgements
	Contents
	List of Figures
	List of Tables
	Introduction to event detection
	Event detection stages
	Event detection in social networks
	Detection Methods and features
	Contributions

	DBSCAN algorithm
	DBSCAN-like event detection in Twitter

	Apache Spark
	Resilient Distributed Datasets
	Architecture
	The driver
	Executors

	MR-DBSCAN in Apache Spark
	Data Partitioning
	Local Clustering
	Global Merging


	Experimental Setup
	Hardware and Middleware
	Datasets used
	``Elections''
	``La Liga''


	DBSCAN3D
	Extending RDD-DBSCAN to 3D
	RDD-DBSCAN 3D experimentation
	Enhanced RDD-DBSCAN
	Octree Partitioning
	Distributed Octree Partitioning


	DBSCAN3D for event detection
	Computation of the distance between two points
	The user component
	Evaluation and results

	Density aware scheme
	Detection metrics
	Evaluation and results

	Conclusions and future work

