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Abstract 

The use for emotion recognition has been on the rise on the last few years, from 

social media and video games to the research on customer’s experience. This fact has 

created an interest on the community for its research and development.  

This work has focused on the study of the use of two modalities, speech and video, 

to train a CNN to determine an emotion out of a video sequence. A deep learning 

approach has been used for video features and classical classifiers for audio. 

The system has been trained mainly with the AFEW database which makes it take 

an approach adapted to the real environment instead of a lab environment. This makes 

the emotion detection more challenging due to the amount of noise in both the modalities.  

 Three systems are presented with multimodal fusion at decision level, and two 
systems at feature fusion level.  
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Resum 

L'ús del reconeixement d'emocions ha anat en augment en els últims anys, des de 
les xarxes socials i els videojocs a la investigació sobre l'experiència del client. Aquest fet 
ha creat un interès en la comunitat per a la seva investigació i desenvolupament. 

Aquest treball s'ha centrat en l'estudi de l'ús de dues modalitats, parla i vídeo, per 
entrenar una CNN per determinar una emoció d'una seqüència de vídeo. S’ha pres un 
enfocament de deep learning per les característiques de i classificadors clàssics per 
àudio. 

El sistema ha estat entrenat principalment amb la base de dades AFEW el que fa 
que adopti un enfocament adaptat a l'entorn real en lloc d'un entorn de laboratori. Això fa 
que la detecció d'emocions sigui més difícil a causa de la quantitat de soroll en els dos 
modes.   

Es presenten tres sistemes amb fusió multimodal a nivell de decisió, i dos sistemes a 
nivell de fusió de característiques.  
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Resumen 

El uso del reconocimiento de emociones ha ido en aumento en los últimos años, 
desde las redes sociales y los videojuegos a la investigación sobre la experiencia del 
cliente. Este hecho ha creado un interés en la comunidad para su investigación y 
desarrollo. 

Este trabajo se ha centrado en el estudio del uso de dos modalidades, habla y video, 
para entrenar una CNN para determinar una emoción de una secuencia de vídeo. Se ha 
tomado un enfoque de deep learning para las características de video y clasificadores 
clásicos para audio. 

El sistema ha sido entrenado principalmente con la base de datos AFEW lo que 
hace que adopte un enfoque adaptado al entorno real en lugar de un entorno de 
laboratorio. Esto hace que la detección de emociones sea más difícil debido a la cantidad 
de ruido en ambas modalidades. 

Se presentan tres sistemas con fusión multimodal a nivel de decisión, y dos 
sistemas a nivel de fusión de características.  
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1. Introduction 

The interaction of humans with computers is becoming more and more a reality and 

a necessity of our times, which is why in the recent years many branches of the world of 

technology have set eyes on the ability of facial and emotion recognition. The potential of 

exploiting this technology is endless; from the entertainment business such as 

videogames or social media to customer service on stores. 

Since 1970, when Paul Ekman started his research on facial expressions and found 

that the facial expression of emotion was biological in origin and not determined by 

culture [1], a lot of progress has been made on emotion recognition. Many studies have 

dealt with speech emotion recognition, face recognition, or multimodal emotion 

recognition; in this paper we will focus on the last one.  

In this project we are going to work with the six archetypal emotions: anger, disgust, 

fear, happiness, sad and surprise; and also with a seventh emotion: neutral. 

We started the video aspect of this work in conjunction with Patricia Sereno; she 

focused her thesis on this study, so she went on greater depth on facial expression 

recognition from image and video. As my interests were broader I utilized her 

experiments in this field whilst focusing on the speech recognition and the fusion of both 

modalities. 

1.1. Statement of purpose 

The main objective of this project is to study the recognition of emotions using a 

multimodal system that uses facial expression recognition through the use of deep 

learning for features extraction and the classical classifiers for audio. 

The approach taken is not to use a lab environment database but to employ a 

database that although it is an acted database it is based on a close to real environment. 

1.2. Requirements and specifications 

Project requirements: 
 

 Development of a system that uses deep learning to recognize emotions from still 
images  

 Development of a system that is able to detect emotions from an audio file 

 Create a fusion for both previous systems 

 Identify an emotion from an audiovisual file 
 

Project specifications: 
 

 Recognition of 7 emotions: anger, disgust, fear, happy, neutral, sad and surprise 

 Not a real time recognition system 

 All code implemented and libraries used are implemented in Python 

 Deep learning implemented with Keras 

 Utilization of pre-trained CNN with weights of a VGG Face 
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1.3. Work plan 

1.3.1. Work Packages 

The work packages followed are the following: 

WP1: Introduction to deep learning and CNN’s (Carried out on July and August) 

WP2: Learning of the Deep Learning tools 

WP3: Study of the state of the art 

WP4: Video Analysis 

WP5: Audio Analysis 

WP6: Audiovisual Analysis 

WP7: Conclusions and Final Report 

1.3.2. Justification and deviations 

At first the idea behind this project was the detection of pose as well as emotion, but 

after some deliberation it was decided that it was better to focused on emotion 

recognition. The original work plan distributed the work packages and tasks sequentially, 

but due to the amount of research and difficulties with the deep learning libraries that 

were used at the beginning of the project, most work packages were delayed and even 

done in parallel, as in the case of WP4 and WP5. The extraction of audio features also 

was a challenge that delayed and extended its duration. 

 

1.3.3. Gantt diagrams 

The Gantt diagrams proposed are the following: 

 

Figure 1: Gantt diagram proposed on the project plan 

 

Figure 2: Gantt diagram proposed on the critical review 

 

Figure 3: Real Gantt diagram 
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2. State of the art of the technology used or applied in this 

thesis: 

2.1. Facial expression recognition 

It all started with Paul Ekman in the 1970’s when he developed the Facial Action 

Coding System (FACS) where facial movements are described with action units (AUs)[2]. 

Then, in 1991 Mase was one of the first researchers who used image processing 

techniques to recognize facial expressions and he proposed an emotion recognition 

system that uses the major directions of specific facial muscles. With 11 windows 

manually located in the face, the muscle movements are extracted by the use of optical 

flow. Using K-nearest neighbours, he classified four emotions with 80% accuracy [3].  

Now, in the last decades a lot of research has been done with different approaches 

using pyramid histograms of gradients (PHOG) [4], AU aware facial features [5], boosted 

LBP descriptors [6], and RNNs [7], but in the recent years the use of CNN has been on 

the rise generating up to 62% in test accuracy in recent top submissions to the 2015 

Emotions in the Wild (EmotiW 2015) [8], [9]. 

A recent development by G. Levi et. al [10] showed significant improvement in facial 

emotion recognition using a CNN using LBP to transform the images to an illumination 

invariant, 3D space that could serve as an input to a CNN. This data was applied to a 

VGG S model that was then re-trained on the large CASIA WebFace data-set[30] and 

transferlearned on SFEW dataset [12] obtaining a test accuracy up to 54.56%.  

2.2. Vocal emotion recognition 

On the early studies the use of global-level acoustic features like the mean, standard 

deviation, maximum, minimum of pitch contour and energy were commonly used. The 

main limitation of those features is that they cannot describe the dynamic variation along 

an utterance. In consequence researchers changed to short-term spectral features since 

dynamic variation in emotion in speech can be traced in spectral changes at a local 

segmental level.  

Nwe et al. [13] used 12 Mel-Frequency Cepstral Coefficients to train a Discrete 

Hidden Markov Model to classify the six archetypal emotions achieving an accuracy of 

70%. Yu et al. used SVM on four emotions achieving 73%. Lee attempted to distinguish 

between positive and negative emotions using linear discrimination, k-NN and SVM 

classifiers getting a maximum accuracy rate of 75%. 

Nwe et al. in [14] propose a method that makes use of short time log frequency 

power coefficients (LFPC) to represent the speech signals and a discrete hidden Markov 

model (HMM) as the classifier. They compare the performance of the LFPC feature 

parameters with that of the linear prediction Cepstral coefficients (LPCC) and MFCC. 

Their system yields an average accuracy of 78% and the best accuracy of 96% in the 

classification of six emotions.  
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For our work we will be using global-level features as well as short-term spectral 

features. 

 

2.3. Multimodal emotion recognition 

With the goal of improving the monomodal emotion recognition systems several 

studies have been carried out to take advantage of a multimodal system by fusing audio 

and video features.  

In [15] Chao,L. et al  propose a system using The Long Short Term Memory 

Recurrent Neural Network (LSTM-RNN) as the main classification architecture obtaining 

44.9% test accuracy. In [16] Kahou et al proposes a system where they use a CNN to 

train the still images, a RNN for the sequences and a SVM classifier for the audio 

features and they all are fusion at decision level. They obtained 52.9% accuracy. Kaya et 

al [17] propose a system using Spatial-temporal features, Partial Least Squares 

Regression (PLS) and Kernel Extreme Learning Machines (ELM) generating 53.6% 

accuracy.  And lastly Yao et al [18] presented a system using AU-aware features and an 

SVM classifier obtaining 53.8% accuracy. All of these studies use as the main dataset the 

AFEW and SFEW database. 

2.4. Background 

2.4.1. Artificial Neural Networks 

An Artificial Neural Network (ANN) is an information processing model that is inspired 

by the way biological nervous systems, such as the brain, process information. The key 

element of this model is the unique structure of the information processing system. It is 

composed of a large number of highly interconnected processing elements (neurons) 

working in unison to solve specific problems. ANNs, like people, learn by example. An 

ANN is configured for a specific application, such as pattern recognition or data 

classification, through a learning process. Learning in biological systems involves 

adjustments to the synaptic connections that exist between the neurons. This is true of 

ANNs as well. 

The word network in the term 'artificial neural network' refers to the interconnections 

between the neurons in the different layers of each system. The first layer has input 

neurons which send data via synapses to the second layer of neurons, and then via more 

synapses to the third layer, repeating the process until the last layers of output neurons. 

The synapses store parameters called "weights" that manipulate the data in the 

calculations.  

 

 

 

 

 

 

 Figure 4: Example of a 5 layer ANN 
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2.4.2. Convolutional Neural Networks (CNN) 

A Convolutional Neural Network is a sort of ANN inspired by the performance of the 

animal and human visual cortex which is used for applications such as image and video 

recognition, recommender systems, natural language processing and many others. CNN 

architectures make the explicit assumption that the inputs are images, which allows 

encoding certain properties into the architecture.   

The network that is going to be used in the project is formed by the following types of 

layers and methods: 

Convolutional Layer: It is the core building block of a CNN. The layer's parameters 

consist of a set of learnable filters, which have a small receptive field, but extend through 

the full depth of the input volume. During the forward pass, each filter is convolved across 

the width and height of the input volume, computing the dot product between the entries 

of the filter and the input and producing a 2-dimensional activation map of that filter. As a 

result, the network learns filters that activate when it detects some specific type of feature 

at some spatial position in the input. One major advantage of using this kind of layer is 

the use of shared weight, which means that the same filter is used for each pixel in the 

layer; this both reduces memory footprint and improves performance. 

Pooling Layer: Its function is to progressively reduce the spatial size of the 

representation to reduce the amount of parameters and computation in the network, and 

hence to also control overfitting. It is common to periodically insert Pooling layers in-

between successive Convolutional layers. The most commonly used non-linear function 

is max pooling that partitions the input image into a set of non-overlapping rectangles and, 

for each such sub-region, outputs the maximum 

ReLU Layer: This layer introduces non-linearity to the network, the most common 

activation function is (𝑥)=max(0,𝑥) 

Zero Padding Layer: This layer provides control of the output volume spatial size by 

adding zeros on the border of the image. In particular, sometimes it is desirable to exactly 

preserve the spatial size of the input volume. 

Fully-connected layer: Neurons in a fully connected layer have full connections to 

all activations in the previous layer. It is a type of convolutional layer where a 1x1 

convolution is performed with a single dimension output. They occupy most of the 

parameters and its prone to overfitting, that is why after FC layers the dropout method is 

used where at each training stage, individual nodes are either "dropped out" of the net 

with probability (1-p) or kept with probability p. 

 

 

Figure 5 : Example of structure of a CNN 
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 All the layers explained above contain hyperparameters, such as the stride size 

for pooling or the number and shape of the filters of each Convolutional layer, which are 

decided by the person in charge of designing the CNN. Depending on those 

hyperparamaters the network will have more or less parameters or weights. Those 

weights are chosen through a process of training.  

The training process consists on running through the network a set of labeled images 

using the backpropagation algorithm, where each image in the training set is introduced 

into the network; it is propagated forward through the network until it reaches the output 

layer; then the output of the network is compared to the desired output, and using a loss 

function, an error value is calculated for each of the neurons in the output layer. The error 

values are then propagated backwards using a gradient descent optimization algorithm, 

starting from the output, until each neuron has an associated error value which roughly 

represents its contribution to the original output. 

In practice, it is rare to train an entire Convolutional Network from scratch because it 

is very difficult to have a dataset of sufficient size. Instead, it is common to pre-train a 

CNN on a very large dataset and then use that network either as an initialization or a 

fixed feature extractor for the task of interest. This process is called transfer learning. 

For this project transfer learning will be applied as a fixed feature extractor to then 

train a FC layer with our dataset. 

Once the network is trained the network should be able to classify the input image 

into one of the set categories by running said input through every layer of the model. 

 

2.4.3. VGG-Face 

The VGG-Face is a CNN implementation for face recognition based on the VGG-

Very-Deep-16 CNN architecture described in [19] developed by the Visual Geometry 

Group from the department of  Engineering Science of the University of Oxford.  

This CNN’s purpose is to label different people; it is evaluated on the Labeled Faces 

in the Wild [20] and the YouTube Faces [21] dataset generating accuracies among 97-

99.13% and 92.8-97.4% respectively. 

The VGG-Face is composed by building six blocks. The first to two blocks are formed 

by two Convolutional layers each, with 64 filters of 3x3 for the first block, and 128 filters of 

3x3 in the second block. The third, fourth and fifth are formed with three Convolutional 

layers each, with 256 filters of 3x3 for the third block, and 512 filters of 3x3 for the fourth  

and fifth block. Up until now all Convolutional layers previously have a Zero Padding layer 

and is followed by a ReLU activation layer. All the blocks finish with a Max Pooling layer 

with strides of 2x2. And the sixth and last block is formed by three Convolutional layers 

with 4096 filters of 7x7 for the first layer, 4096 filters of 1x1 for the second layer, and 2622 

filters of 1x1 for the third layer. The first two layers are followed by a dropout with a 

probability of 0.5, and the last layer is flatten and followed by softmax activation. 

 In this project transfer learning will be applied from this structure. 
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2.4.4. Audio features 

The features chosen to be used in this project are described in the table below: 

Feature Name Description 

Zero Crossing Rate The rate of sign-changes of the signal during the duration of a particular 

frame. 

Energy The sum of squares of the signal values, normalized by the respective 

frame length. 

Entropy of Energy The entropy of sub-frames' normalized energies. It can be interpreted as 

a measure of abrupt changes. 

Spectral Centroid The center of gravity of the spectrum 

Spectral Spread The second central moment of the spectrum. 

Spectral Entropy Entropy of the normalized spectral energies for a set of sub-frames. 

Spectral Flux The squared difference between the normalized magnitudes of the 

spectra of the two successive frames. 

Spectral Rolloff The frequency below which 90% of the magnitude distribution of the 

spectrum is concentrated. 

MFCCs Mel Frequency Cepstral Coefficients form a cepstral representation 

where the frequency bands are not linear but distributed according to the 

mel-scale. 

Chroma Vector A 12-element representation of the spectral energy where the bins 

represent the 12 equal-tempered pitch classes of western-type music 

(semitone spacing). 

Chroma Deviation The standard deviation of the 12 chroma coefficients. 

Table 1 : Audio features that pyAudioAnalysis provides their extraction 

Figure 6 : VGG-Face structure 
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2.4.5. Classifiers 

There are many classifiers used for emotion recognition, but we are only going to go 

into further detail in the following 4, which the first two are non-linear and the last two are 

linear classifiers: 

 

K-Nearest Neighbor: The principle behind nearest 

neighbor methods is to find a predefined number of training 

samples closest in distance to the new point, and predict the 

label from these, so an object is classified by a majority vote of 

its neighbors, with the object being assigned to the class most 

common among its k nearest neighbors. The distances are 

calculated for each of the training samples with either the 

Manhattan or Euclidean distance. The choices of the K and the 

kind of distance are hyperparameters. 

 

𝑑𝑀𝑎𝑛ℎ𝑎𝑡𝑡𝑎𝑛 = ∑|𝐼1
𝑃 − 𝐼2

𝑃|

𝑃

            𝑑𝐸𝑢𝑐𝑙𝑖𝑑𝑒𝑎𝑛 = √∑|𝐼1
𝑃 − 𝐼2

𝑃|2

𝑃

 

 

 

Hidden Markov Models: It is a statistical Markov 

model in which the system being modeled is assumed 

to be a Markov chain with unobserved states that are 

not directly visible, but the output, dependent on the 

state, is visible. Each state has a probability distribution 

over the possible output tokens. Therefore, the 

sequence of tokens generated by an HMM gives some 

information about the sequence of states. Hidden 

Markov models are especially known for their 

application in temporal pattern recognition such as 

speech or gesture recognition. 

 

The basic formula for a linear classifier is: 𝑓(𝑥, 𝑊) = 𝑊𝑥 + 𝑏 where W is a weights 

matrix, x is the image or feature vector and b is bias. The loss is calculated from this 

function. 

If 𝑥𝑖 is an image, 𝑦𝑖 is a label (integer), the score vector would be calculated with the 

previous formula: 𝑠 = 𝑓(𝑥, 𝑊) 

 

 

 

 

Figure 7 : Example KNN 
classifier distribution 

Figure 8 : Example HMM diagram 
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Suport Vector Machine: Its training algorithm builds a 

model that assigns new examples to one category or the other, 

making it a non-probabilistic binary linear classifier. An SVM 

model is a representation of the examples as points in space, 

mapped so that the examples of the separate categories are 

divided by a clear gap that is as wide as possible. New 

examples are then mapped into that same space and predicted 

to belong to a category based on which side of the gap they fall.  

 

The loss function for each image is: 𝐿𝑖 = ∑ max (0, 𝑠𝑗 − 𝑠𝑦𝑖
+ 1)𝑗≠𝑦𝑖

 

And the total loss: 𝐿 =
1

𝑁
∑ 𝐿𝑖

𝑁
𝑖=1  

 

Softmax: This classifier transforms the unnormalized log probabilities of the classes 

or scores and applies the softmax function so the probability for each class would be 

given by the next function:  

𝑷(𝒀 = 𝒌, 𝑿 = 𝒙𝒊) =
𝒆𝒔𝒌

∑ 𝒆𝒔𝒋
𝒋

 

We want to maximize the log likelihood, or for the loss function minimize de negative log 

likelihood of the correct class. 

𝑳𝒊 = −𝒍𝒐𝒈(𝑷(𝒀 = 𝒌, 𝑿 = 𝒙𝒊)) = 𝒍𝒐𝒈(
𝒆𝒔𝒌

∑ 𝒆𝒔𝒋
𝒋

) 

The weights for the score function are recalculated with weight regularization and 

optimization. 

 

2.4.6. Optimization algorithm 

The goal of optimization is to find the value of the weights that minimizes the loss 

function. The optimization algorithm that is going to be used in this work is the Adam 

optimizer. 

Adaptive Moment Estimation (Adam) [22] is a method that as described by the 

authors it is computationally efficient, has little memory requirements, is invariant to 

diagonal rescaling of the gradients, and is well suited for problems that are large in terms 

of data and/or parameters. 

Adam is a method that computes adaptive learning rates for each parameter. It 

stores an exponentially decaying average of past squared gradients 𝑣𝑡  and keeps an 

exponentially decaying average of past gradients 𝑚𝑡, similar to momentum: 

 

𝒎𝒕 = 𝜷𝟏𝒎𝒕+𝟏 + (𝟏 − 𝜷𝟏)𝛁𝒕                         𝒗𝒕 = 𝜷𝟐𝒗𝒕+𝟏 + (𝟏 − 𝜷𝟐)𝛁𝒕𝟐            

                

Figure 9 : Example SVM 
classifier distribution 
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mt, and  𝑣𝑡  are estimates of the first moment (the mean) and the second moment (the 
uncentered variance) of the gradients respectively, hence the name of the method. 

As 𝑚𝑡 and  𝑣𝑡  are initialized as vectors of 0's, the authors of Adam observe that they are 
biased towards zero, especially during the initial time steps, and especially when the 
decay rates are small (i.e. 𝛽1 and 𝛽2 are close to 1). 

They counteract these biases by computing bias-corrected first and second moment 
estimates: 

 

𝒎�̂� =
𝒎𝒕

𝟏−𝜷𝟏
𝒕                                     𝒗�̂� =

𝒗𝒕

𝟏−𝜷𝟐
𝒕  

 

They then use these to update the parameter which yields the Adam update rule: 

 

𝜽𝒕+𝟏 = 𝜽𝒕 −
𝜼

√𝒗�̂� + 𝝐
 

 

The authors propose default values of 0.9 for 𝛽1 , 0.999 for 𝛽12 , and 10-8  for 𝜖. They 

show empirically that Adam works well in practice and compares favorably to other 

adaptive learning-method algorithms. 
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Figure 10 : Samples of the SFEW database 

3. Methodology / project development: 

3.1. Databases 

The databases used to train our systems are the SFEW/AFEW 6.0, the Radboud 

Faces, the JAFFE and the SAVEE database. 

The AFEW database is a dynamic temporal facial expressions data corpus 

consisting of close scenes extracted from movies. The SFEW database is formed by a 

selection of frames from the videos from the AFEW database. This dataset is composed 

of 330 subjects between the ages of 1 and 70, with a close to real environment and a 

close to natural illumination. As shown in Figure 10 the images are not frontal images of 

the face but rotated to various angles. 

This multimodal database is going to be used as the main dataset to train and test 

the systems implemented in order to fulfill one of the said purposes to recognize 

emotions from a real environment. 

 

 

The Radboud Faces database is a set of pictures of 67 models including Caucasian 

males and females, Caucasian children, both boys and girls, and Moroccan Dutch males. 

This database is set on a lab environment with a controlled illumination. This database 

provides images from the same subject with the same emotion taken from five different 

angles: the frontal angle, two on 45 degrees and two more on their profiles, for this work  

the frontal face and the ones in 45 degrees are going to be used. 

 
Figure 11 : Samples of the Radboud Faces database 



 

 21 

JAFFE is the Japanese Female Facial Expression database formed with 10 different 

models. The images, unlike the two previous databases are in grayscale and all images 

are frontal images. 

 Both RadBoud and JAFFE are monomodal database used to enhance the facial 

recognition and dispose of more training data. 

 

 

 

 

 

 

 

The SAVEE database is a lab environment recorded database that has both audio 

and video files, but we are only interested in the audio since the video is modified for 

other purposes. It consists of recordings from 4 male actors in 7 different emotions, 480 

British English utterances in total. This database’s purpose is to increase the amount of 

training data for the audio system as well for reducing the noise of the AFEW database 

Although more databases were found, only English language databases were 

considered so that the complexity is not as high. 

 

3.2. Image/Video analysis 

The system that takes care of the treatment of the still images and video sequences 

is implemented in Python and uses the Keras library for the deep learning features.  

The system that recognizes emotions from a still image consists on a Convolutional 

Neural Network with the structure of a VGG-Face that uses transfer learning from a 

trained CNN and trains the last FC layer/s, then the features extracted are classified with 

a softmax classifier . 

3.2.1. Pre-processing 

Before starting the training process for the CNN a previous processing is needed. 

For the SFEW/AFEW database a rescale is applied to convert the images and videos to a 

resolution of 1020x576. Then all images from the two databases set on a lab environment 

go through a face detector implemented with the OpenCV library in order to get rid of all 

the surrounding noise; the images belonging to the SFEW are cropped manually because 

the face detector detected less than 90% of the faces. When all the faces are cropped a, 

generator is created, which applies data augmentation taking the cropped image and 

does all possible combinations among the following options: 30 degrees rotation in both 

directions, vertical and horizontal flipping, zooming, scaling, width and height shifting. 

 

Figure 12 : Samples of the JAFFE database 
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3.2.2. Treatment of the visual data 

For the visual part of the project the scores that will determine what emotion is each 

frame of the video are extracted using a CNN with the structure of the VGG-Face model.  

As explained in 2.4.3 the VGG-Face is a CNN structured that is used to label a large 

amount of faces. So, the VGG-Face is a good starting point for our emotion recognition 

model. The weights corresponding to the first 5 building blocks of the VGG-Face should 

be able to extract important facial features that help to detect emotion but not tuned 

enough for detecting who’s picture it is from which is the main purpose of the obtained 

CNN.  

Due to the small number of training data accessible, it was unlikely to be able to 

properly train an entire CNN, which is why transfer learning is used in this project. The 

trained weights for the VGG-Face have been obtained from [23] and change its structure 

from Theano backend to Tensorflow because our model runs in Tensorflow backend. 

To be able to recognize emotions, the last layer/s have to be re-trained with the 

chosen datasets. When training the new last layer/s the weights for the remaining layers 

have been frozen for all the experiments realized. 

For the training process of the CNN the optimization algorithm for the 

backpropagation chosen is Adam as explained in 2.4.6 and the parameters set are the 

ones chosen by the authors of the algorithm.  

Concerning the video, the frames have been extracted from an AVI file. Then each 

frame is pre-processed following the methodology described in 3.2.1. When all the faces 

have been cropped, each image of a face is run through the CNN and the softmax 

classifier, and all the scores are kept on a matrix. Since it has been considered that in a 

video sequence only a single emotion appears the scores are averaged together to 

obtain a single score for the entire video. 

 

 

 

 

 

 

 

Figure 13 : Pre-processing steps 

Figure 14 : Emotion recognition system for video sequences 
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Figure 15 : Distribution of the feature vector 

3.3. Audio analysis 

For the audio part of the project the features of the audio are not extracted using a 

convolutional neural network as we did for video but they are going to be extracted using 

classic feature extraction techniques. 

On the search for techniques that enabled to extract the features of the audio signal 

that would make characteristic an emotion there were several ways to accomplish it. The 

first approach taken was to extract the features using the Praat library [24] while in 

parallel the research for more and better ways to extract audio features continued.  

Since Praat ended up giving too many issues when extracting features a deeper look 

on Python libraries was taken. The YAFFE toolbox has been a common library to use on 

audio feature extraction for emotion recognition like they do in [15], but while searching 

for more useful software we encountered the pyAudioAnalysis [25] Python library that 

implements not only an audio feature extraction but also a classifier training system. 

The pyAudioAnalysis library provides with the list of features described in 2.4.4. All 

features described are going to be extracted and used in this work as it is recommended 

by the author of the library.  

To use this library it was required to use only WAV or ARF files, so the first step 

taken was to extract the audio in MP3 format from the AVI files and then convert it to 

WAV. Once an exclusively audio database was created a classifier to train had to be 

chosen.  

The classifiers that pyAudioAnalysis provides are: SVM, K-nearest neighbor, random 

forests, extra trees and gradient boosting. Since SVM is a classifier commonly used on 

the state of the art with good test accuracies obtained, that is the one chosen. 

The first process the system goes through is the labeling of the data previously 

separated in folders. Then, in order to extract the features, when the WAV file is read the 

systems takes the sample frequency and the samples of the audio file. Then the samples 

are transformed from stereo to mono. After that all the features are extracted using a 

short term window size of the sample frequency and a short term step of the 0.05 times 

the sample frequency. All 34 features are calculated its mean and its standard deviation, 

and stored in a vector with the following structure: 
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Figure 17 : Score fusion structure of the system 

Once all the feature are extracted and are labeled the systems realizes 100 

experiments to train the SVM, where for every experiment takes the training data and 

shuffles it, then trains the classifier with  90% of it and tests it with the remaining 10%. 

After the 100 experiments for each of the C parameters pre-entered have ended, the 

systems chooses the C parameter with best accuracy overall. 

 

 

 

 

 

 

 

 

 

3.4. Multimodal classification 

To see if a better accuracy can be obtained from the fusion of audio and video 

features two approaches have been taken: fusion of scores, and fusion of features. 

3.4.1. Approach 1: Fusion at decision level  

The idea behind fusing scores is to see if the recognition accuracy improves just by 

taking into account audio and video features separately.  That is why the experiments on 

this section consist on getting the scores for each mode. For the video the score is 

obtained by running all the frames from the video file through the CNN model and getting 

a score for as many scores as frames there are on the video, and then averaging them. 

For the audio file, the features are extracted and run through the SVM. With both score a 

weighted sum is applied to acquire a single score vector and determine an emotion. 

  

 

 

 

Figure 16 : Structure of SVM training 
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3.4.2. Approach 2: Fusion at features level 

For the second approach the video features are extracted directly from the last FC 

layer of the CNN, and now these are concatenated with the audio features. The new 

vector of features passes through a Principal Component Analysis (PCA), so the vector 

goes from size 324 to 68 keeping only the 68 more relevant features. Now, what comes 

after this point will vary on the experiment performed. 

  

Figure 18 : Structure of the system with the second approach 
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4. Experiments and results 

In this section it is described the set of experiment that have been carried out and the 

results obtained. 

The experiments done for image are the following: 

Experiment 1: Re-train FC2. 

The input is of size 4096 from FC1 and the output for FC2 has been set to 256. Then 

a softmax classifier is applied after reducing the FC2 output to 7 the same way as in 

experiment 1. 

Experiment 2: Re-train FC1 and FC2.  

The FC1 input is of size 4096 and the output size has been set to 512 and the output 

size for FC2 has been set 256. Then a softmax classifier is applied after reducing the 

FC2 output to 7. 

For the audio the only experiments considered were to train the SVM classifier with 

different sets of databases and test it with the testing data from the AFEW database: 

Experiment 3: Only SAVEE database (30 samples per emotion; a total of 210) 

Experiment 4:  Only AFEW database (104 samples per emotion; a total of 728) 

Experiment 5: Combination of AFEW and SAVEE database (134 samples per emotion; 

a total of 938) 

Experiment 6: Combination of AFEW and SAVEE database with the number of samples 

unbalanced among categories (anger: 193; disgust: 134; fear: 141; happy: 210;neutral: 

263; sad: 177; surprise: 134; a total of 1252) 

The experiments for the first approach of the multimodal analysis are based on the 

finding the optimum weights for the sum: 

Experiment 7: Giving 50% of power to the both modes. 

Through a series of calculations taking into account the presence of right 

classification in the confusion matrixes of audio and video detection a weight for each 

emotion and mode is calculated. 

Experiment 8: Giving preference to the video detection using the new weights 

Experiment 9: Giving preference to the audio detection using the new weights 

 For the second approach the systems are described in the following experiments 

performed 

Experiment 10: A fully connected layer of size 14 is trained from the features from the 

output of the PCA and then a softmax classifier is added as well. 

Experiment 11: The features from the PCA will be classified by a trained SVM. 

The experiments 10 and 11 follow the structure o Figure 18. 
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4.1. Image analysis 

By the use of two systems practically identical we see how important it is to set the 

right set of parameters in the design of a CNN.  

For emotion recognition from a static image two different designs have been applied.  

For the first system (Experiment 

1) the first FC layer remains intact 

with a size of 4096 and the VGG-

Face weights, and the second FC 

layer is trained with a size of 256, 

and an output layer of 7 connected 

to the softmax.  Using a generator 

that implements data augmentation, 

so we have more test data, all the 

images are run through the system 

and the generator is evaluated with 

a 56.25% of accuracy. If we only run 

the test data of the SFEW dataset 

we obtain an accuracy of 42.20%, 

which is a 12.26% lower than the 

accuracy obtained in the state of the 

art. 

The second system (Experiment 2) re-trains the last two fully connected layers and a 

softmax with FC sizes of 512 and 256, and an output layer of 7 connected to the softmax.  

With this system the test accuracy given to the generated dataset gets an accuracy of 

65%; but obtains test accuracy of 48.29% without any data augmentation, which is 6.47% 

less than the state of the art for emotion recognition with the SFEW database.  

The accuracies are low due to the small size of the database used and the condition 

of the samples. Taking into account the main database used is a close to real 

environment the variation of conditions among the samples is vast, from different lighting 

conditions, different angles in which the face faces the camera, subjects wearing glasses, 

or wearing long hair covering have of the face.  

 

4.2. Video analysis 

For the video analysis only the design of the system for the experiment 2 is 

considered since it has accomplished better accuracy.  

Considering that all video sequences have the same emotion through the whole 

sequence the scores for each video file have been computed averaging the scores of all 

the frames. 

For the designed system we obtain test accuracy of 27.74%. As it can be seen in the 

confusion matrix below the system is able to recognize more than half the test videos for 

happiness and sadness, but the rest of emotions the system does not even recognize a 

third of them.  

 

Figure 19: Graphic of the accuracy obtained for 
experiment 1 and 2 in image emotion recognition 
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AN DI FE HA NE SA SU 

AN 27,3 28,6 15,8 12,5 15,8 14,9 15,0 

DI 23,6 5,7 21,1 14,3 8,8 4,3 15,0 

FE 14,5 8,6 15,8 8,9 8,8 19,1 12,5 

HA 5,5 17,1 7,95 51,8 10,5 4,3 7,5 

NE 7,3 17,1 0,0 3,6 24,6 6,4 15,0 

SA 14,5 20,0 34,2 5,4 29,8 51,1 32,5 

SU 7,3 2,9 5,3 3,6 1,8 0,0 2,5 
Table 2 : Confusion matrix of the emotion recognition system based on facial expressions from a 
video file 

The low accuracy is caused by the malfunction of the OpenCV face detector which 

not always detects faces on the frame but body parts, patterns in walls or clothing, or 

even secondary faces like the face on a picture frame. When one of the last cases 

happens their score distorts the average of the whole sequence causing to probably 

detect the wrong emotion. As a future work, the extraction of the frames that distort the 

sequence should be performed. 

 

4.3. Audio analysis 

The audio system has been trained with different sets of databases (Experiment 3-6). 

The systems have been tested with the AFEW test data. As the Figure 18 shows, the 

best accuracy obtained is when the SVM is trained with samples of a combined database 

with samples from the SAVEE and AFEW databases.  

 

 

 

 

 

 

 

 

 

 

 

The accuracy is so low compared to the ones that are obtained on the start of the art 

mainly because of the limited size of the database as well as the amount of noise that the 

AFEW database has. Being formed from movie scenes, the audio files have a lot of 

background noise, music and complementary sound related to the scene but not to the 

emotion expressed by the subject.     

Figure 20 : Accuracies of the SVM trained with different databases and tested it 
with the AFEW test data 
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4.4. Bimodal analysis 

The first approach considered a fusion of audio and video features on the decision 

level. For the experiment 7 the scores from audio and video were combined with same 

wights. For this experiment the test accuracy obtained is 28.96%.  Then for the 

experiment 8 and 9 the weights for the sum of the score are calculated from the 

confusion matrix of the audio and the video taking into account the presence of the true 

positives for emotion so that the weights are: 

 
Anger Disgust Fear Happy Neutral Sad Surprise 

Audio 0,68 0 0,61 0,21 0,41 0,51 0,59 

Video 0,32 1 0,39 0,79 0,59 0,49 0,41 
Table 3 : Weight distribution table per emotion 

So, applying the weights in Table 3 we obtain test accuracy of 29.88% giving 

preference to the video prediction and 29.25% giving preference to the audio prediction. 

The fusion is a very small percentage more accurate than the video or the audio by 

themselves but the accuracy generated by any of the three experiments is approximately 

20% lower than results obtained in the state of the art. 

As the fusion system drags the probabilities from the monomodal systems the color 

map of the confusion matrixes remain practically identically although most values of the 

diagonal have slightly increased. 

 

 
AN DI FE HA NE SA SU 

AN 30,9 20,0 15,8 12,5 12,3 14,9 12,5 

DI 20,0 8,6 18,4 10,7 12,3 4,3 12,5 

FE 16,4 11,4 18,4 10,7 8,8 19,1 17,5 

HA 5,5 17,1 7,9 53,6 10,5 4,3 5,0 

NE 3,6 17,1 0,0 3,6 22,8 6,4 20,0 

SA 16,4 22,9 34,2 5,4 29,8 51,1 30,0 

SU 7,3 2,9 5,3 3,6 3,5 0,0 2,5 

Table 4 : Confusion matrix for 
experiment 7 

 
AN DI FE HA NE SA SU 

AN 29,1 14,3 7,9 10,7 10,5 6,4 15,0 

DI 23,6 8,6 21,1 14,3 12,3 4,3 15,0 

FE 16,4 8,6 23,7 7,1 8,8 23,4 12,5 

HA 5,5 20,0 10,5 53,6 10,5 4,3 5,0 

NE 3,6 22,9 0,0 5,4 24,6 8,5 22,5 

SA 14,5 22,9 31,6 5,4 29,8 53,2 27,5 

SU 7,3 2,9 5,3 3,6 3,5 0,0 2,5 

Table 5 : Confusion matrix for 
experiment 8 

 
AN DI FE HA NE SA SU 

AN 32,7 22,9 13,2 12,5 14,0 12,8 15,0 

DI 20,0 5,7 18,4 10,7 10,5 4,3 12,5 

FE 16,4 11,4 23,7 10,7 10,5 21,3 20,0 

HA 5,5 17,1 5,3 53,6 10,5 4,3 5,0 

NE 3,6 20,0 0,0 3,6 21,1 6,4 20,0 

SA 14,5 20,0 34,2 5,4 29,8 51,1 25,0 

SU 7,3 2,9 5,3 3,6 3,5 0,0 2,5 

Table 6 : Confusion matrix for 
experiment 9 

 

For the second approach a feature level fusion perspective has been considered. In 
the experiment 10, the output of the PCA of 68 audiovisual features is run through a FC 
layer of size 14 and a softmax classifier. To train this layer and the classifier there were 
only 700 feature vectors, so the accuracy obtained for this system is as low as 19.81%. 

For the experiment 11, the output of the PCA is classified with a SVM, but there were 
some difficulties when training the classifier and it has happen the same as in experiment 
10 and for the same reason. With this system the accuracy generated is of 21%. 

 Those two last experiments have very low accuracy because there was no way to 
increase the number of samples to train neither the FC layer nor the SVM classifier. 
There was also no time to deepen on the process of the improvement of both systems. 
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The best accuracy obtained for bimodal accuracy is the system designed in 
experiment 29.88%. All bimodal systems have very low accuracy due to the lack of 
training data, but the experiments from the first approach give a slightly better accuracy.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 21 : Test accuracy for the bimodal systems 
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5. Budget 

The official hours of the project are set by the ECTS established by the university. 
Considering an ECT is 25 hours of work and this project is worth 12 ECT, the total 
number of hours worked is 300h. The salary per hour of a junior engineer is around 
12.50/h, so the salary for the student would be 3750€ 

 

There have been weekly meeting for the supervision of the project with a senior 
engineer. Considering this project has been going on for 20 weeks (4 months) and there 
have been three more meetings during the summer, the hours sum up to 23 hours paid at 
a price of senior engineer of approximately 30€/h. The budget for dedicated to 
supervision rounds up to 690€. 

 

The project has been carried out using the server of the Image Group of the 
ETSETB-UPC, but considering renting a dedicated server with GeForce GTX 1080 8GB 
GDDR5X, 2560 CUDA cores the monthly price would have been 110€ 

 

To sum up, the total cost of the project is 4880€. 
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6. Conclusions and future development: 

 

In this project it has been discussed different ways to implement a system that 

recognizes the seven basic emotions: anger, disgust, fear, happy, neutral, sad and 

surprise. Systems to detect emotion from a still image, video sequence, an audio file, and 

the last two combined.  

 

Although the results obtained were not as good as they were expected to be, it has 

been slightly demonstrated that the use of a multimodal system gives better results than 

the monomodal systems per separate.  

 

The accuracy of the designed systems was lower than the state of the art for two 

main reasons: time restriction and a small training set. The duration of the thesis is very 

limited for a project of this scope that requires a lot of research on the basics of deep 

learning and convolutional neural networks as well as learning the software used to 

implement it.  As for the databases used, the data is recorded on a close to reality 

environment, so the amount of noise on the image as well as in the audio is very high. A 

solution to this problem would be to increase exponentially the number of samples of the 

database in order to make the system more robust to noise.  

 

In terms of the audio features, the selection chosen for this project might have not 

been the most suitable since the feature vector is very small. For future work,  it might be 

interesting to use alongside the MFCC coefficients, the Perceptual Linear Cepstral 

Coefficients ( LPCC) and classification with Hidden Markov Models since they are widely 

used on speech recognition recently. 

 

For future developments it would be interesting to elaborate a real-time application of 

an emotion recognition system robust enough to be able to predict successfully on a 

different set of illumination conditions on the visual aspect and different languages on the 

audio aspect.  
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Glossary 

Emotions: 

 AN: Anger 

 DI: Disgust 

 FE: Fear 

 HA: Happy 

 NE: Neutral 

 SA: SAD 

 SU: Surprise 

CNN: Convolutional Neural Network 

WP: Work Package 

FC: Fully Connected 

PHOG: Pyramid Histograms Of Gradients 

LBP: Local Binary Patterns 

RNN: Recurrent Neural Network 

SFEW: Static Facial Expressions In The Wild 

AFEW: Acted Facial Expressions In The Wild 

SAVEE : Surrey Audio-Visual Expressed Emotion  

Adam: Adaptive Moment Estimation 

SVM: Support Vector Machine 

PCA: Principal Component Analysis  

 


