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of the Universitat Politècnica de Catalunya. Financial support was provided by
the Spanish Ministry of Education, Culture and Sport (Secretaŕıa de Estado
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Abstract

Forest fires are natural phenomena essential for ecosystem balance. However,
their impact on society is increasing. Various regions of the world have witnessed
significant shifts in wildfire regimes, partially due to the way humans have inter-
acted with the environment during past decades. As a consequence, emergency
managers are facing unprecedented crises caused by forest fires. Some recent in-
cidents have produced massive evacuations, numerous casualties and economic
losses in the order of billions of dollars. At the same time, fire scientists around
the world are struggling to improve our understanding of wildfire dynamics.
Extensive large-scale experimental campaigns have been designed, funded and
implemented in recent years to study fire behaviour. Furthermore, operational
fire spread simulators have been revisited to improve their accuracy when work-
ing in real time. A very promising approach to do so is data assimilation, which
relies on fire monitoring.

In this context, there is a strong need for accurate detailed information about
wildfire behaviour, with a triple goal: firstly, to improve the understanding of
fire dynamics; secondly, to assist evacuation and firefighting tasks if such data
can be acquired and provided in real time during a fire emergency; thirdly, to
support modelling efforts including the specific case of data-driven fire spread
simulators.

Remote sensing techniques have shown a great potential to monitor wild-
fires. Thermal infrared (TIR) cameras allow a clear view of the fire, in most
conditions even in the presence of heavy smoke. Furthermore, infrared sensors
have seen outstanding developments in recent years. Modern TIR cameras are
light, compact and affordable. If installed on airborne platforms flying over
an active fire, they can monitor fire behaviour with high temporal and spa-
tial resolution. Moreover, the use of Unmanned and Remotely Piloted Aircraft
(UAS and RPAS, respectively) facilitates sensor deployment while drastically
reducing cost and risk. These conditions have spurred an interest in the use of
airborne thermal infrared imaging to measure fire behaviour metrics. However,
the analysis of TIR imagery has so far been mostly manual and often only qual-
itative. When quantitative results have been obtained, they have usually been
computed analysing individually a subset of frames from the complete video
sequence. This methodology entails two important limitations. Firstly, image
analysis is slow and it cannot be performed in real time. Secondly, measured
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values of fire behaviour metrics are averaged both in time and space, with a
significant portion of the acquired information never being used.

This Thesis contributes to the automation of active wildfire monitoring. It
presents a number of image processing techniques that assist in the analysis of
aerial thermal infrared imagery. After a thorough review of the current state of
the art, highest priority needs were identified (chapter 1). Detected needs in-
clude video stabilization, fire perimeter tracking and the estimation of spatially
explicit fire rates of spread (ROS). Image registration and video stabilization
are essential to georeference aerial imagery, which must be performed before any
further analysis. Automated fire perimeter tracking has a great applicability for
tactical emergency management and it allows ROS estimation. Finally, ROS
can be used to derive additional fire behaviour metrics such as fire line inten-
sity and it can be fed into data-driven simulators to improve operational fire
spread forecast. Algorithms for IR fire image segmentation, fire line detection
and fire perimeter tracking are presented in chapters 2 and 3, whereas image
registration and video stabilization are dealt with in chapters 4 and 5. Addi-
tionally, chapter 6 describes a number of tools developed to overcome practical
limitations of modern compact IR cameras. Afterwards, chapter 7 provides a
demonstration of the use of developed algorithms in two independent datasets.
Finally, chapter 8 describes the integration of the software developed in this
Thesis with third-party tools. External software necessary for the study of
wildfire behaviour includes Geographic Information Systems (GIS), fire models
based on Computational Fluid Dynamics (CFD) and data-driven fire spread
simulators that incorporate data assimilation.

Chapter 9 closes this Thesis with a discussion of obtained results and their
implications, together with a list of suggested future work. Due to the broad
scope of this Thesis, individual topics were inevitably studied at a limited level
of detail. Consequently, most of the work described herein accepts further im-
provements. Nevertheless, successful solutions were obtained for some of the
most prevalent limitations that have so far prevented completely automated
monitoring of active wildland fires.
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Chapter 1

Introduction

1.1 The wildfire problem

Fire is a natural disturbance essential for ecosystem functioning (Bond et al.,
2005). Humans have historically benefited from ecosystem services dependent on
fire (Pausas and Keeley, 2019). Furthermore, fire plays a key role in ecological
evolution (Pausas and Keeley, 2009) as forests are resilient and adaptive to
natural disturbances. However, ecological adaptation is based on ecological
memory (Johnstone et al., 2016). Significant deviations from historical fire
regimes –in terms of frequency, severity, size or duration– can surpass ecosystem
capacity of adaptation (Keeley and Pausas, 2019).

In recent years, some regions of the world have witnessed such shifts in fire
regimes. For instance, various authors have reported a significant rise in the
annual number of fires and area burned in the Mediterranean region (Pausas,
2004; Shakesby, 2011). Similarly, fire season length has increased over large
areas of North America, especially in eastern Canada and the south-western
United States (Jain et al., 2017). The current global annual burned area is
comparable to the size of India (Flannigan et al., 2013), and fire has been
identified as a primary driver of global loss in forest cover (Curtis et al., 2018).

The rapid growth in fire occurrence and impact seems to have a variety of
causes. Some authors have underlined human-related factors such as changes in
land use, rural depopulation, land abandonment and afforestation with flammable
species (Pausas, 2004; Pausas et al., 2008; Shakesby, 2011), while others have
highlighted the relationship between wildfires and climatic changes (Sousa et al.,
2015; Jolly et al., 2015). As an example, the amount of days with high fire po-
tential across Western US forests has extended an average of nine days per year
between 2000 and 2015, due to anthropogenic climate change alone (Abatzoglou
and Williams, 2016). Human-caused increase in global temperature contributed
to an additional 4.2 million ha of burned area in the same region during 1984-
2015 (Abatzoglou and Williams, 2016). Such tendencies have been reported in
other regions of the world such as the Iberian Peninsula (Sousa et al., 2015) and
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at the global scale as well (Jolly et al., 2015).

Ecological, social and economic effects

The effects of wildland fires are appreciable at local, regional and global scales
(Lentile et al., 2006). At the local scale, fire alters the structure and composition
of soil and vegetation (Mikita-Barbato et al., 2015; Shakesby and Doerr, 2006),
not only in the burned zone but also in neighbouring areas (Campos et al., 2015).
At the regional scale, high fire recurrence can produce irrecoverable losses in
biodiversity (Peñuelas et al., 2017). Water yield may be affected in both quantity
and quality, accelerating erosion and sedimentation and increasing sensitivity to
posterior small-scale disturbances such as rainstorms (Ice et al., 2004; Shakesby
and Doerr, 2006; Minshall et al., 2001). High fire severity conditions may also
increase erosion rates, especially in human-altered ecosystems (Pausas et al.,
2008). More intense erosion can transform forested areas into shrublands, which
in turn increases their risk of degradation (Acácio et al., 2009). Furthermore,
fire-produced pollutants affect air quality and may act as triggering factors
for respiratory and cardiovascular diseases (Haikerwal et al., 2015; Liu et al.,
2014). At the global scale, pyrogenic CO2 emissions can exceed 50% of fossil
fuel combustion emissions (Andreae and Merlet, 2001; van der Werf et al., 2006)
and thus appreciably affect atmospheric cycles and the Earth’s radiative budget
(Lentile et al., 2006).

Moreover, some areas particularly affected by extreme wildfire events, such
as the western USA, south-eastern Australia and the Mediterranean Basin, are
sparsely populated. This fact has led to a significant amount of fire events in
these areas being reported as economically or socially disastrous (Bowman et al.,
2017). Although very large fires are not frequent, they usually account for the
largest part of the annually burned area and they seriously jeopardize human
settlements located at the Wildland-Urban Interface (WUI). Furthermore, it is
the largest fires that usually exhibit sudden changes in fire dynamics, which
occasionally result in accidents. In extreme cases, a significant amount of ca-
sualties have occurred as a consequence of unpreparedness and unforeseen fire
evolution, e.g. in Australia’s Black Saturday in 2009 (173 victims), in Yarnell
Hill, Arizona, US, in 2013 (19 victims), in Portugal and Spain in 2017 (111 vic-
tims), in Greece in 2018 (98 victims) and in California in 2018 (128 victims)1.

Even when there are no casualties, thousands of people must be displaced
1Figures obtained from incident reports and press articles
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– e.g. 65,000 during 2017 British Columbia fires (Duran, 2017), 100,000 during
2017 October Northern California fires and over 200,000 during 2018 Woolsey
fire (CA) (Wong and Shaheen, 2019). Important economic losses are suffered
and large budgets spent. The economic impact of wildfires goes far beyond di-
rect property losses. Suppression, protection and mitigation costs take a good
part of public budgets in many countries. The U.S Forest Service, for instance,
spent over $US 11.5 billion between 1997 and 2008 on fire suppression alone,
while Canada’s expense averages $US 531 million annually (González-Cabán,
2013). When putting together all costs directly or indirectly generated by wild-
fires, including estimated losses, Australia reached in 2005 the amount of nearly
$US 9.4 billion, which constitutes 1.3% of their Gross Domestic Product (Jolly
et al., 2015). Unfortunately, all previous records were beaten in 2017 and 2018.
With 2018 costs still being analysed, US federal fire suppression costs exceeded
$US 2.9 billion in 2017 (Nauslar et al., 2018). The total economic impact of
2017 North Bay California fires, including evacuation and displacement of local
residents, has been estimated to exceed $US 85 billion (Nauslar et al., 2018).

What is to be expected

For the future, climate models foresee further raises in the yearly amount of
high-danger days, the burn probability, individual fire size and annually burned
area (Flannigan et al., 2009), even in areas with reduced occurrence of large
fires (Riley and Loehman, 2016). Without significant changes in other factors
such as human activity, fire suppression or land use, burned areas are expected
to double or triple their extension in the Iberian Peninsula by 2075 (Sousa et al.,
2015). In the Northern Hemisphere, the Cumulative Severity Rating (CSR, a
weather-based fire danger metric) is expected to increase by more than three
times by the end of the 21st century, and fire seasons will lengthen by more
than 20 days per year (Flannigan et al., 2013). Furthermore, fire regimes are
shifting and their dynamics are not yet fully understood (Finney et al., 2013;
Duane et al., 2015). All in all, fire seasons are likely to become increasingly more
severe until the point when conventional fire management approaches may no
longer be effective (Flannigan et al., 2013).

In the meantime, public safety agencies are facing unprecedented evacuation
challenges. Fire emergencies such as the ones in British Columbia (Canada,
2017), Mati (Greece, 2018), Algarve (Portugal, 2018) and Northern California
(United States, 2018) have highlighted the lack of population and Government
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preparedness for mass evacuations. As this problem is expected to continue
in upcoming years, national and international efforts are being coordinated to
improve population safety in the event of a wildfire –e.g. Ronchi et al. (2017).

1.2 Wildfire science - current needs

Section 1.1 describes a global scenario in which societies around the world must
adapt to and cope with wildfire while wildfire regimes are evolving as a conse-
quence of climatic and societal changes. This constitutes a significant research
challenge which can only be solved if fire behaviour and effects are thoroughly
analysed and related to the rest of involved factors. There has been invaluable
research that studied the relationships among some of the many variables im-
plicated in fire –e.g. see Sullivan (2017a,b) for a review of recent advancements.
This research helped us intuit how to proceed in order to diminish the nega-
tive effects of wildfires. However, we are still lacking a full understanding of
fire behaviour. Fire, and especially wildland fire, is a combination of multiple
physico-chemical processes that take place at an extremely wide range of spatial
and temporal scales. Disentangling all these phenomena is essential to under-
stand their individual dynamics as well as their interactions. Only by doing so
will we be able to predict, and eventually control, the macroscopic behaviour
of fire. Unfortunately, such an achievement is beyond the current capacity of
science.

In spite of not fully understanding wildfire behaviour at all scales, the re-
search community has produced a number of models and simulators capable
of reproducing certain aspects of fire dynamics. There is a wide variety of
models ranging from fully empirical to physics-based, each one with their own
strengths and limitations. Sullivan (2009a,b,c) compiled a review that remains
valid today. The so-called full-physics models are based on Computational Fluid
Dynamics (CFD). Their main goal is to predict fire behaviour by modelling the
physical and chemical phenomena that leads to fire spread. This approach is
very powerful because it allows model application beyond the conditions used
for model definition, as opposed to purely empirical models. Therefore, CFD
fire simulators can be helpful to perform risk analyses at the wildland-urban
interface (Mell et al., 2010, 2011), to design forest fuel management strategies
(Ziegler et al., 2017; Parsons et al., 2018) and to study specific aspects of wildfire
behaviour that may be difficult to observe experimentally (Morvan et al., 2011),
among other applications. Some of these models underwent successful valida-
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tion against experimental data (Mell et al., 2009; Menage et al., 2012; Mueller
et al., 2014; Hoffman et al., 2016), which provides encouraging expectations for
the future.

However, we are still far from achieving the general goal of reproducing (and
predicting) complete fire behaviour using models. At present, fire spread cannot
be successfully forecasted given a set of initial and boundary conditions. Ex-
isting operational models have shown low accuracy when estimating fire rates
of spread in scenarios different to those where they were developed (Cruz and
Alexander, 2013). Moreover, all models –including full physics-based– incorpo-
rate a series of parameters and submodels that must be adjusted empirically.
This data necessity led to the development of data driven simulators, which
implement data assimilation techniques to optimise model parameters on line
–i.e. while running a simulation. If fire spread observations can be provided
in real time, data-assimilation strategies have shown very promising potential
to issue reliable forecasts of the fire evolution in the short term (Mandel et al.,
2008; Rios et al., 2014, 2016; Rochoux et al., 2014, 2015; Rios et al., 2019).

All in all, a significant amount of the current needs in wildfire research can
be reduced to one: experimental quantitative information. Authors have re-
peatedly acknowledged the need for comprehensive datasets that allow holistic
studies of fire behaviour (Mell et al., 2011; Butler et al., 2016; Clements et al.,
2016). Variables to be measured include not only fire but also fuel properties
and dynamics of the atmospheric boundary layer. There are three principal
challenges in this goal. Firstly, all relevant variables must be measured in a
coordinated manner. That is, fire data must be registered –in space– and syn-
chronised –in time– with fuel, terrain and weather information. Secondly, all
variables participating in fire spread must be considered and analysed systemat-
ically. Strong statistical analyses are essential to validate or refute hypotheses.
Thirdly, fire behaviour is highly sensitive to scale, which means that laboratory
observations cannot be easily extrapolated to real wildfire conditions.

Therefore, the only existing approach to know real scale wildfire behaviour
consists in actually measuring fire behaviour at real scale, with the added com-
plexity of having to measure fuel properties, terrain characteristics and weather
variables simultaneously. This requirement led to the design and execution of
important field experimental campaigns such as Fireflux (Clements et al., 2007,
2014, 2019) and RxCADRE (Ottmar et al., 2016). These projects coordinated
efforts from different research teams with diverse skills. Their outcome has been
valued positively (Peterson and Hardy, 2016) and their results have allowed a
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significant amount of research into fire behaviour, e.g. Filippi et al. (2013); But-
ler et al. (2016); Clements et al. (2016); Dickinson et al. (2016); O’Brien et al.
(2016); Zajkowski et al. (2016); Zhang et al. (2017, 2018). In fact, their success
has motivated the design of similar studies that will be conducted in the near
future, one example being the FASMEE project (Ottmar et al., 2017; Prichard
et al., 2019).

These experimental efforts will undoubtedly contribute to better understand-
ing of wildfire dynamics and its interaction with vegetation, terrain and atmo-
sphere. However, the scale of these tests is still not comparable with real wild-
fires. Especially out of scope are the largest fires, which usually account for
the highest figures in number of casualties and economic losses. Additionally,
it is usually the largest fires that produce phenomena the most difficult to un-
derstand, such as fire tornados, eruptive fires and pyrocumulonimbus clouds.
Sooner or later, it will be necessary to measure actual real-scale wildfire dynam-
ics.

Deploying monitoring equipment during an emergency situation is extremely
challenging. If accomplished however, monitored fire behaviour could be used
not only to support scientific studies but also to increase situation awareness
during the emergency.

1.3 Research opportunities

Whereas the wildfire research community is facing important challenges, it is
at the same time supported by unprecedented opportunities. On the one hand,
there are modern technological developments that can greatly assist in the nec-
essary efforts. On the other, the devastating effects of recent wildfires have
increased social pressure on public agencies and research institutions to find
solutions in the short term. This pressure is creating interesting synergies and
collaboration opportunities.

Modern technologies that can be useful to study and respond to fires relate
both to hardware and software. A wide variety of monitoring platforms and
sensors have been developed and are already operative, airborne as well as
spaceborne. Whereas spaceborne systems do not usually provide enough spatial
and temporal resolution to study fire dynamics in detail, they are useful to
analyse global trends in fire occurrence, fire danger, burned area and pyrogenic
emissions, among others. Conversely, aerial monitoring systems can provide a
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detailed continued view of the fire evolution, even simultaneously from different
perspectives. Unmanned aerial systems (UAS) further simplify the task by
drastically reducing risks and costs. See section 1.4 for details.

Concurrently, thermal infrared cameras have seen an outstanding develop-
ment on both market ends. On the one hand, high-end devices that work at
high speed and with high resolution are allowing unprecedented studies of fire
behaviour and characteristic fire structures at different scales (McAllister and
Finney, 2017; Miller et al., 2017). On the other, cameras with basic capabilities
have become increasingly light, compact and affordable. New models weigh only
a few hundreds of grams, they have the size of a phone and they can be eas-
ily installed aboard unmanned and remotely piloted aircraft (UAS and RPAS,
respectively).

On the software side, novel techniques developed in the fields of computer
vision, machine learning and artificial intelligence open new possibilities for data
analysis. Similarly, recent improvements in data assimilation algorithms sup-
port the comparison of experimental and simulated fire behaviour and contribute
to the development of reliable operational models. Furthermore, multi-source
spatial data integration is reinforced by Geographic Information Systems (GIS).
Finally, the ever improving parallel computing and communication protocols al-
low taking advantage of massive computational resources. CFD fire simulators,
which had so far been restricted to domains of limited size, are now approaching
the capacity of simulating wildfires.

1.4 Remote sensing of active wildfires: state of
the art

Remote sensing provides a unique opportunity to improve our understanding of
wildfire dynamics. At the same time, it can support emergency management and
increase safety, efficacy and efficiency in firefighting activities. In recent years a
significant amount of technological research programmes have been developed in
order to increase the knowledge of wildfires and provide fire management teams
with useful information both at tactical and operational levels (Lentile et al.,
2006). Outcomes of this effort are remote sensing technologies that enable,
among others:

• Estimation of surface and crown fuel loading (Nelson et al., 1988; Means
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et al., 1999; Lefsky et al., 2002; Falkowski et al., 2005),

• Automatic detection and location of active fires (Kaufman et al., 1998a;
Justice et al., 2002; Giglio et al., 2003; Ichoku et al., 2003; Roberts et al.,
2005; Dennison, 2006),

• Monitoring of active fires (Roy et al., 1999; Riggan and Hoffman, 2003;
Riggan et al., 2004; Loboda and Csiszar, 2007; Veraverbeke et al., 2014),

• Estimation of radiated energy (Kaufman et al., 1998b; Wooster, 2002;
Wooster et al., 2003; Riggan et al., 2004; Wooster et al., 2005; Roberts
et al., 2005; Zhukov et al., 2006),

• Analysis of fire behaviour and patterns of biomass burning (Loboda and
Csiszar, 2007),

• Measurement of burned areas and assessment of post-fire effects (Smith
et al., 2002; Holden et al., 2005; Roy et al., 2005; Oliveras et al., 2014),

• Estimation of carbon dioxide and trace gas emissions (Kaufman et al.,
1998a; Riggan et al., 2004; Wooster et al., 2005; Oliveras et al., 2014)

Earth Observation satellites, such as NASA Terra and Aqua, NOAA Suomi-
NPP, GOES and the Landsat constellation, include sensors that can be used
to detect and monitor fires from space. Some popular examples include the
MODIS (Justice et al., 2002), AVHRR (Razafimpanilo et al., 1995), ASTER
(Giglio et al., 2008), VIIRS (Schroeder et al., 2014) and OLI (Schroeder et al.,
2016) sensors. However, spaceborne systems exhibit too coarse spatial (375m at
best) and temporal (2 - 4 overpasses a day) resolutions to be suitable for detailed
monitoring of fire behaviour, and they are affected by cloud cover (Csiszar et al.,
2006; Boschetti et al., 2010; Veraverbeke et al., 2014).

Conversely, active fires can be more easily filmed from airborne imaging
systems and their evolution followed in real time. Specific aerial platforms and
sensors have been developed for active fire monitoring, including unmanned and
remotely piloted aerial systems (UAS and RPAS, respectively). Some examples
include the NASA Ikhana UAS (Ambrosia et al., 2011d), the FireMapper sensor
(Riggan and Hoffman, 2003; Riggan et al., 2003; Stow et al., 2014), and NIROPs
operations (Ambrosia et al., 2011a; Ambrosia and Zajkowski, 2015).

Sensors used to monitor fire are usually passive and work in the infrared
range of the electromagnetic spectrum (Pérez et al., 2011; Pastor et al., 2011).
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Although visible cameras have also been explored (Çelik and Demirel, 2009; Ko
et al., 2009; Rudz et al., 2013; Rossi et al., 2013; Borges and Izquierdo, 2010;
Toulouse et al., 2015), fire segmentation in the visible spectrum is problematic
due to the presence of smoke and the background non-uniformity. Conversely,
thermal infrared imagery is generally smoke free if scattering is limited to par-
ticles under 1 µm. This difference has favoured the use of thermal infrared
and multispectral cameras in large-scale experimental fire scenarios (Riggan
and Hoffman, 2003; Ambrosia et al., 2003; Plucinski and Pastor, 2013; Paugam
et al., 2013; Stow et al., 2014; O’Brien et al., 2016; Butler et al., 2016; John-
ston et al., 2017). See figure 1.1 for an example of visible and TIR images of
experimental fires.

(a) Visible (b) Thermal Infrared

Figure 1.1: Fire behaviour images acquired during an experimental fire campaign conducted
in Ngarkat Conservation Park, South Australia, in 2008 (Cruz et al., 2010; Plucinski and
Pastor, 2013). Video was recorded from a helicopter.

Despite the wide variety of remote sensing platforms and sensors available,
there is little reference in the literature to methodologies capable of extracting
quantitative fire behaviour information from remote sensing imagery. A lack of
research has been noticed overall into the spatio-temporal dynamics of individual
fire events (Lentile et al., 2006; Loboda and Csiszar, 2007).

Variables commonly used in previous literature to analyse wildfire behaviour
include fire rate of spread, fire line intensity, flame height, fuel consumption and
radiated energy (Cruz et al., 2010; Butler et al., 2016; O’Brien et al., 2016;
Rossa and Fernandes, 2017). An increasing number of studies have obtained
estimations of these variables through remote sensing (Plucinski and Pastor,
2013; Stow et al., 2014; Butler et al., 2016; Dickinson et al., 2016; Mueller et al.,
2017; Johnston et al., 2017). However, such estimations are usually restricted to
averaged values both in time and space. The main reason behind this limitation
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is the unavailability of tools for automated data analysis. Fire perimeter evolu-
tion is frequently delineated manually in a subset of video frames (Pérez et al.,
2011; Manzano-Agugliaro et al., 2014; Stow et al., 2014; Dickinson et al., 2016;
Zajkowski et al., 2016). Moreover, video frames must be georeferenced before
conducting time series analysis. Frame registration and image geocorrection
is also performed manually at present. With the current approach, a number
of Ground Control Points (GCPs) must be identified and annotated in every
image. Then, an homography transformation is estimated based on the known
correspondence between image and ground coordinates for all GCPs (Pastor
et al., 2006; Paugam et al., 2013). Due to these limitations, data is available
at typically 0.1Hz instead of the 20− 30Hz at which standard IR cameras can
operate.

Research opportunities described in section 1.3 have spurred an interest in
the development of computer vision algorithms that facilitate the analysis of
wildfire imagery. Most authors focused on visible image processing (Çelik and
Demirel, 2009; Ko et al., 2009; Rudz et al., 2009; Borges and Izquierdo, 2010;
Rossi et al., 2010; Mart́ınez-de Dios et al., 2011; Rossi et al., 2011; Verstockt
et al., 2011; Rossi et al., 2013; Rudz et al., 2013; Toulouse et al., 2015, 2018), pre-
sumably due to the larger availability of fire visible imagery. Others developed
image processing algorithms aimed at the thermal infrared range (Pastor et al.,
2006; Paugam et al., 2013; Johnston et al., 2017). Finally, a few multi-spectral
methods have been proposed to leverage advantages of different wavelengths
(Ononye et al., 2007; Martinez-de Dios et al., 2008; Verstockt et al., 2013). Al-
lison et al. (2016) recently compiled a thorough review of the state of the art in
this field.

1.5 Goals of this thesis

The primary goal of this thesis was the development of image processing algo-
rithms that support the quantitative analysis of wildfire behaviour. This general
goal translated into the following specific objectives:

1. Analyse existing approaches to achieve remote sensing of active wildfires.
Aerial thermal infrared imagery was proposed as a promising strategy a
priori, but a literature review was planned to confirm this hypothesis.

2. Detect variables of interest to characterise forest fire behaviour.
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3. Contribute to the automated georeferencing of aerial infrared imagery.

4. Contribute to the automated measurement, in georeferenced thermal in-
frared imagery, of fire behaviour metrics identified in point 2.

5. Ensure integration of derived data products with Geographic Information
Systems (GIS).

6. Ensure that derived data products can be integrated with other critical
spatial information for fire behaviour studies, such as fuel distributions
and digital elevation models.

7. Assess the suitability of affordable hardware to acquire the required im-
agery. This included Unmanned Aerial Systems (UAS) as well as compact
cameras, with especial attention to commercial off-the-self (COTS) solu-
tions.

8. Explore the potential of developed remote sensing algorithms to be coupled
with data-driven fire spread simulators.
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Chapter 2

Location of active fire lines and
fire perimeter tracking

Summary

This chapter describes a computer vision algorithm developed to locate the ac-
tive fire lines and the perimeter of an active wildfire in thermal infrared (TIR)
video. This algorithm is based on edge detection methods and it is completely
automated. Internal parameters are optimised automatically based on the video
information and no manual calibration is needed. Precise radiometric measure-
ments are neither required, which deems these methods suitable for simple (i.e.
light and compact) infrared (IR) cameras. The only requisite of the IR camera
used is a sufficiently wide measurement range so that sensors do not saturate.
After a comparative study of a selection of well-established edge detectors, the
Canny method was adopted due to its superior performance. Subsequently, ex-
isting methods to estimate the hysteresis thresholds were adapted, incorporated
and tested. The algorithm was applied to five TIR video sequences acquired
during fire experiments of dissimilar characteristics. Validation scenarios ranged
from a laboratory test to large-scale field experiments monitored from a heli-
copter. The automated algorithm showed acceptable accuracy in all cases and
proved to be a valid method to estimate spatially explicit fire rates of spread1.

2.1 Introduction

One of the key pieces of information with highest value for fire management
teams is the location of the fire perimeter and its rate of spread (ROS). Aware-
ness of fire position and rate of spread would reduce the risk of firefighter entrap-
ment and boost the effectiveness of firefighting activities. Additionally, it can

1The content included in this chapter was presented at an international conference (Valero
et al., 2015) and published in a journal article (Valero et al., 2018a). Fragments of Valero
et al. (2018a), including figures and tables, have been reproduced here verbatim.
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be used to adjust data-driven fire propagation simulators on line, thus allowing
the issue of reliable forecasts of the fire evolution in the short term as shown in
section 8.4. Finally, rate of spread is one of the most important fire behaviour
metrics. The measurement of ROS at every point of the fire perimeter with high
temporal resolution constitutes a valuable dataset to analyse fire dynamics. As
shown in section 8.2, spatially explicit ROS fields can be integrated with fuel,
terrain and weather information in order to assess the relationships between
several variables influencing fire behaviour.

However, there is little published research on the use of remote sensing im-
agery for measuring ROS over relatively short time intervals (Stow et al., 2014).
As discussed in chapter 1, spaceborne sensors exhibit too coarse spatial (500m
at best) and temporal (2 - 4 overpasses a day) resolutions to be suitable for
tactical wildfire monitoring, and they are affected by cloud cover (Csiszar et al.,
2006; Boschetti et al., 2010; Veraverbeke et al., 2014). On the contrary, airborne
sensors exhibit much better properties and a number of aerial systems are cur-
rently operational for fire evolution surveillance (Riggan et al., 2003; Ambrosia
and Wegener, 2009; Ambrosia et al., 2011d,c). Still, aerial imagery is in gen-
eral analysed merely qualitatively and fire front locations, when computed, are
delineated manually (Pérez et al., 2011; Manzano-Agugliaro et al., 2014; Stow
et al., 2014; Dickinson et al., 2016; Zajkowski et al., 2016).

Image processing algorithms so far applied to wildfires are rather simple and
those with greater capabilities work exclusively under very specific conditions.
A large amount of research has been conducted into the segmentation of fire
visual imagery (i.e. classification of image pixels as fire or non-fire pixels). How-
ever, fire detection in the visible spectrum is problematic due to the presence of
smoke and the non-uniformity of the background. Çetin et al. (2013) provided
a detailed review of the state of the art. Although very important advance-
ments related to forest fires have been published by (Çelik and Demirel, 2009;
Ko et al., 2009; Rudz et al., 2009, 2013; Rossi et al., 2010, 2011, 2013; Borges
and Izquierdo, 2010; Toulouse et al., 2015), these algorithms are far from reach-
ing the needed robustness and maturity. On the other hand, Thermal Infrared
(TIR) cameras offer important advantages when compared to visible imaging.
The TIR range is generally smoke free (for fire scenarios with scattering limited
to particles under 1 µm) and fire is usually easy to distinguish from the cold
background. These cameras, which are becoming more and more affordable,
have proved to be useful for active fire mapping even when handheld and view-
ing far off-nadir (Plucinski and Pastor, 2013; Paugam et al., 2013). TIR images
have also seen important advancements concerning fire segmentation, although
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no completely autonomous system has been developed yet for automated forest
fire monitoring. Existing processing algorithms for TIR images rely on either
special working conditions or additional support systems. Pastor et al. (2006),
for instance, computed the location of linear flame fronts and their rate of spread
using a laboratory set-up, whereas Mart́ınez-de Dios et al. (2011) needed close
views of the fire from different angles simultaneously and combined TIR and
visible cameras. Moreover, most existing segmentation algorithms apply inten-
sity thresholding methods which can neither distinguish between flames and fire
base nor detect which part of the fire contour is actually the most active. Pérez
et al. (2011) defined several intensity thresholds so as to discriminate between
different characteristic fire zones, but such classification did not allow for auto-
matic location of the active fire front. Paugam et al. (2013) used time-of-arrival
(ta) isocontours to locate the fire front in middle infrared images, defining the
time of arrival as the time at which each pixel reached a brightness temperature
of 600 K. However, their approach relied on accurate brightness temperature
measurements, which requires a high-end camera. Furthermore, this method
was based on a time-series analysis and it would not allow the detection of the
fire front in an isolated image. Finally, Ononye et al. (2007) made use of mul-
tispectral images, thus taking advantage of the difference in emission profiles
between burned and unburned vegetation. Unfortunately, this type of sensors
are complex, heavy and expensive and cannot be widely implemented opera-
tionally at present.

In this context, this chapter presents a fire tracking algorithm designed for
georeferenced aerial TIR video. Images are segmented individually to detect the
position of the fuel burning interface in each video frame. Subsequently, time-
series information is used to obtain the fire perimeter evolution. This allows
the extraction of secondary information products such as ROS fields. Outputs
can be imported into common GIS platforms. Several standard edge detec-
tion methods were analysed and the one which showed the best performance
was selected and adapted. The core segmentation algorithm was complemented
with the needed modules for parameters estimation and extraction of derived
information products. The complete system was tested on a set of experi-
mental scenarios at different scales including large-scale burns. Needed input
images may be captured by low-cost TIR cameras as long as the imagery can be
georeferenced. Corrections that account for bodies’ emissivity or atmospheric
transmissivity are not required.
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2.2 Background

2.2.1 Edge detection methods

Edge detection methods exhibit important advantages over simpler segmenta-
tion algorithms based on intensity thresholding. Active fire areas appear in IR
images as most intense regions. However, the divergence in intensity is usually
slight between fuel burning areas and other hot zones such as flames, which
makes intensity thresholding methods not robust enough for this purpose. In
fact, the region that is to be detected corresponds to the interface between the
unburned (cold) fuel and the most intensively burning (hottest) zone. For this
reason, it seems a better approach to compute and threshold intensity gradients,
which is the basis of a series of well-known edge detection algorithms (Gonzalez
and Woods, 2008).

We assessed the suitability of such techniques for this particular purpose by
comparing different common methods. Both simple gradient masks and more
complex edge detection algorithms were applied to various sets of IR images.
The studied gradient masks were Sobel’s and Prewitt’s (Prewitt, 1970; Sobel,
1970; Gonzalez and Woods, 2008), whereas the Laplacian of a Gaussian (LoG)
edge detector (Marr and Hildreth, 1980) and the Canny edge detector (Canny,
1986) were chosen among more sophisticated algorithms.

Gradient masks are a useful tool to compute the gradient magnitude of a
two-dimensional field variable with high computational efficiency. As such, they
can be applied to intensity images to compute intensity gradients. The most
commonly employed masks are Sobel’s and Prewitt’s, displayed in figure 2.1.
In both cases, the convolution of the original image with the 3 x 3 pixel masks
in the left and right columns of figure 2.1 approximates the intensity partial
derivatives in the vertical and horizontal direction, respectively. Once these
partial derivatives are known, the magnitude and direction of the gradient can
be computed for every pixel in the image. Finally, a threshold can be applied
in order to consider only the pixels with highest gradient magnitudes.

The Laplacian of a Gaussian (LoG) detector is based on the expression
shown in equation 2.1, which corresponds to the application of the Laplacian
operator to a 2-D Gaussian function of standard deviation σ (x, y represent
pixel horizontal and vertical coordinates, respectively). The Gaussian function
smooths the image reducing noise while the second derivatives of the Laplacian
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Figure 2.1: Simple gradient operators. The convolution of the original image and each of
these masks approximates the intensity partial derivatives in either vertical (left column) or
horizontal direction (right column).

operator detect the most abrupt changes in intensity. Pixels with the highest
values in intensity gradient show peaks in the first derivative and, consequently,
zero-crossings in the second derivative.

52 G(x, y) =
[
x2 + y2 − 2σ2

σ2

]
e
−
x2 + y2

2σ2 (2.1)

The Canny edge detector, whose detailed mathematical description can be
found in Canny (1986) and in Gonzalez and Woods (2008), consists of four
basic steps. Firstly, the input image is smoothed with a Gaussian filter; next,
the gradient magnitude is computed; afterwards, an algorithm of non-maxima
suppression is applied; lastly, edges are detected and linked by means of double
thresholding and connectivity analysis. Its basic interpretation is the following:
after noise is reduced through the Gaussian filter, main edges are detected and
non-edges discarded. Considered edge points are then classified into two cate-
gories: strong and weak edges. Two threshold values, usually named hysteresis
thresholds, must be defined for this purpose. Pixels with gradient values above
the highest threshold are considered strong edges. Pixels with gradient values
above the lowest threshold but below the highest one and connected to strong
edges are considered weak edges. The final edge ridges are composed by strong
edge points plus the weak edge points.
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2.2.2 Evaluation criteria

A good number of similarity metrics are available in the literature for segmen-
tation quality assessment. Three common indices were used here, namely the
Figure of Merit (FOM), first published by Pratt (1978) and defined as in equa-
tion 2.2, the mean distance (MD) as originally defined by Peli and Malah (1982)
(eq. 2.3) and the Baddeley distance (BAD) (Baddeley, 1992) (eq. 2.4).

FOM(I, Igt) = 1
max {card(I), card(Igt)}

∑
k∈I

1
1 + α · d(k, Igt)2 (2.2)

MD(I, Igt) = 1
card(I)

∑
k∈I

d(k, Igt) (2.3)

BAD(I, Igt) =

 1
card(I) + card(Igt)

∑
k∈(I∪Igt)

|d(k, Igt)− d(k, I)|p
 1

p

(2.4)

In all of them, I is the segmentation result, Igt its corresponding ground
truth, card() represents the cardinality of a curve (i.e., the number of points it
consists of) and d(k, Igt), the minimum distance between the point k and the
curve Igt. α is a constant with an assigned value of 1/9 by Pratt and p another
constant that may take any value ≥ 1. Not having found in the literature any
justified recommendation for the value of p, here p = 1 was taken in order to
keep a formulation similar to that of the mean distance.

These three indices were selected among all existing options for the following
reasons. Pratt’s Figure of Merit was chosen by Chabrier et al. (2008) over nu-
merous evaluation criteria for its best performance. Its use was recommended for
contour similarity assessment (Hemery et al., 2010) and it was implemented for
comparison of two segmentation algorithms applied to wildfire front localisation
in visual images (Rudz et al., 2009). In addition to the Figure of Merit, which is
dimensionless, dimensional distances were computed in meters to provide addi-
tional understanding of the algorithm performance. Both the mean distance (eq.
2.3) and the Baddeley distance (eq. 2.4) were as well recommended by Hemery
et al. (2010), and the latter was also chosen by other authors for its high-quality
performance (Fernández-Garćıa et al., 2004; Medina-Carnicer et al., 2011a).
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Although all three indices quantify the accuracy of the tested methods, they
present some differences that should be noticed. The Figure of Merit is dimen-
sionless and takes values in the restricted range [0, 1], 1 being the best score
and 0 the worst. The mean distance provides an average value of the offset
existing in each instance between the automatically segmented edge and the
ground truth edge. The Baddeley distance, despite being dimensional, does
not provide easily interpretable information but includes an important aspect:
both the FOM and the mean distance account only for the points which were
wrongly considered as edges by the segmentation algorithm but are not in the
ground truth, i.e., the false positives. Neither penalises the algorithm for those
points that should be considered edges but were not, i.e., false negatives. The
Baddeley distance takes this into consideration and accounts for false positives
and false negatives alike.

2.3 Automatic algorithm for fire perimeter track-
ing

The main aim of the developed system is to monitor the evolution of an active
wildfire using aerial TIR images. This goal is achieved following three steps.
Firstly, the algorithm makes use of image processing tools to detect which pixels
in each frame belong to the fuel burning interface. Secondly, the coordinates of
these pixels are ordered to build a connected line, and the total burned perimeter
is updated. Finally, the perimeter evolution is imported into a GIS and used to
compute rates of spread. The following subsections detail each of these steps,
whereas figure 2.2 shows a block diagram of the whole process.

2.3.1 Unsupervised fire front detection

By fire front or fuel burning interface we refer in herein to the part of the
fire perimeter which shows active combustion at a given moment. To detect
it, the suitability of the four presented edge detection algorithms was assessed
using the metrics described above. Following the comparative study, whose
outcome is discussed in the results section, the Canny method was selected and
subsequently totally automated. During the comparative study, all detectors
were tested at their best possible performance by the manual adjustment and
optimisation of all required parameters. However, such manual tuning is to be

19



IR image processing tools for active wildfire monitoring

TIR frame acquired at 
time 𝑡𝑘 (brightness 

temperature)

Standard deviation of 
the Gaussian filter

σ

Set of threshold 
candidates

C

Estimation of optimum 
thresholds for the edge 

detector
Geographical 

coordinates of 
burning interface at 

time 𝑡𝑘

Burning interface 
detected in the input 

frame
(binary image)

Normalised intensity 
image (grey values є [0,1])

Geographical 
coordinates of 

burned perimeter 
at time 𝑡𝑘−1

Digital Elevation 
Model (DEM) of 

the area

Geographical 
coordinates of burned 
perimeter at time 𝑡𝑘

Surface rate 
of spread 

(ROS)

Integration 
with GIS

Figure 2.2: Block diagram of the complete algorithm. Blue ellipses represent inputs, green
ellipses represent outputs and grey rectangles, intermediate computation steps.

avoided in a completely unsupervised framework like the one proposed here.
Therefore, Canny’s parameter selection was automated following the algo-

rithm proposed by Medina-Carnicer et al. (2011b). This algorithm allows the
unsupervised estimation of the optimum hysteresis thresholds for the Canny
detector given a set of candidates by using only the information available in the
image being analysed. That is, each frame is processed independently and the
time series, as well as its frequency, has no impact on the detected fire front.
The correct determination of the hysteresis thresholds is crucial since pixels
with gradient values comprised between both thresholds will only be classified
as edges if they meet certain connectivity criteria. In contrast to previous work
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on this issue where only gradient information had been used to estimate opti-
mum threshold values, the approach followed here takes into consideration the
number of times each pixel is added to the edge during the hysteresis process.
This is accomplished by searching for the instability zone, defined as the interval
of gradient levels between both hysteresis thresholds. For instance, a pixel with
a low gradient value is unlikely to become an edge point. However, if many pix-
els with the same gradient value are added during the hysteresis process, this
gradient value should probably be a member of such instability zone. Similarly,
pixels with a high gradient value will most probably be part of edges. How-
ever, if few pixels with the same gradient value are added during the hysteresis
process, such gradient level should probably not fall within the instability zone.
Therefore, the determination of the instability zone depends not only on the
gradient values but also on the way these gradient values are treated during
the hysteresis process. In consequence, how gradient values are distributed in
the image is relevant. The proposed algorithm introduces connectivity in the
analysis and uses it for optimum parameter estimation.

Figure 2.3 shows the block diagram of this sub-module. In summary, given
an input image I and the corresponding gradient image G(I), a set of dif-
ferent edge maps GC(I) can be obtained using a set of possible hysteresis
thresholds C(I). If a set with a large enough number of candidates is used,
then the set {4Glow,high(I), (low, high) ∈ C} provides information about how
many times each pixel is added during the hysteresis process. Such infor-
mation is consolidated in the image SMHC

. The grey level of each pixel in
the image Prob (SMHC

) represents the probability of each pixel being added
as an edge point during the hysteresis process. If Prob (SMHC

) is thresh-
olded with x ∈ (0, 1), only the pixels with a probability equal to or greater
than x of being added by the hysteresis process will appear in the image
FI(x) = G(I) · Probx (SMHC

), and their grey level will be the corresponding
gradient value contained in image G(I). Pixels with a probability lower than
x of being added by the hysteresis process will have the grey level zero in the
image FI(x). Finally, the distribution P (FI(x)) (eq. 2.5) provides information
about the probability of a pixel having a gradient value x if its probability of
being added during the hysteresis process is equal to or greater than x. Whereas
P (FI(x)) is expected to take the value zero in the majority of the points, gra-
dient levels x that meet the condition P (FI(x)) 6= 0 can be considered instable.
The instability zone is defined by the instable gradient levels.
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P (FI(x)) =


|FI(x)|

|Probx (SMHC
)| , |Probx (SMHC

)| > 0

0, |Probx (SMHC
)| = 0

(2.5)

From a practical point of view, the proposed method only needs to be fed
a set of threshold candidates and the standard deviation of the Gaussian filter
used for noise removal. Input parameters can generally be kept constant as
we did here for all study cases (see table 2.1). Furthermore, there is no need
to provide a subset of ground-truth fire fronts in order to calibrate the Canny
detector. The system itself performs this calibration using only the information
contained in the thermal images.

Table 2.1: Input parameters for the unsupervised edge detection algorithm (values used for
all study cases).

Parameter Value
Gaussian filter standard devia-
tion (σ) 4

Hysteresis threshold candi-
dates

c = {(c1, c2) | c1 < c2} such that
c1 ∈ [0.2, 0.7] ∧ (∃k ∈ Z) [c1 = 0.05 · k]
c2 ∈ [0.5, 0.9] ∧ (∃k ∈ Z) [c2 = 0.05 · k]

Note that, according to Medina-Carnicer et al. (2011b), the set of candidates
for the hysteresis thresholds could take the form

c = {(low, high) | low, high ∈ (0, 1)}

However, this range was narrowed here attending to the expectable values of
the optimum thresholds. low will always be lower than high. Furthermore,
based on previous experience with this type of images, low was expected to
take values between 0.2 and 0.7 and high, between 0.5 and 0.9. While simple,
these assumptions allow an important reduction in computing times since each
candidate pair entails the computation of two edge maps for each input frame.
The results shown below proved the validity of these assumptions. Note how-
ever that this candidates set is to some degree arbitrary and can be modified
attending to computational constraints or accuracy requirements.
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Figure 2.3: Block diagram of the optimum thresholds’ estimation for the edge detector. Blue
ellipses represent inputs, green ellipses represent outputs and grey rectangles, computation
steps.
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2.3.2 Extracting the fire front coordinates and building
the fire perimeter

Once the pixels comprising the fire front have been detected in each frame, their
coordinates must be read and ordered to form a line suitable for further pro-
cessing. Previously, the thickness of the detected fire front is to be reduced to
the minimum possible. This was performed here through a medial axis trans-
formation, which allows reducing a plane region to a line. For every point in
the region, this thinning algorithm finds the closest point in the region border.
If a point is found to be equidistant to two or more points in the border, it
is considered to belong to the medial axis of the region. The output can be
understood as the skeleton of the region (Gonzalez and Woods, 2008).

Since input images were already ortho-normalised and geo-referenced, the
task of computing the geographic coordinates of the pixels in the fire front was
rather straight-forward. However, ordering these points required further atten-
tion. A set of randomly distributed points must be ordered in either clockwise or
counter clockwise direction considering their connectivity. To achieve this, the
line endpoints had to be previously located. Although edge detection algorithms
try to maximise the connectivity of resulting edges, these are usually composed
of more than one connected line. Thus, intermediate endpoints may easily be
confused with the actual endpoints of the fuel burning interface. The task of
identifying the latter in a general case and computing them in an automatic
manner may be difficult to implement. The approach followed here relies upon
the assumption that the actual endpoints will generally lie the farthest from
the centroid of the complete collection of points (see figure 2.4). Note that this
centroid does not refer to the whole fire perimeter but to the fire front detected
in each frame. Once one of these endpoints was located, the curve could be read
from a binary image in the correct direction.

The next processing step consists in updating the burned perimeter with the
new information provided by the edge detector in each time step as exemplified
in figure 2.5. The points comprising the detected burning interface at tk are or-
dered clockwise. Subsequently, its endpoints are connected to the closest points
in the burned perimeter computed at tk−1. Depending on the time elapsed
between processed frames, the newly detected active front might be separated
from the latest built perimeter. Afterwards, the points in the burned perimeter
at tk−1 comprised between those endpoints are read clockwise and added to the
updated perimeter at tk. Finally, the updated fire mask at tk is applied a union
operation (∪) with the fire scar at tk−1 to ensure the fire perimeter at tk will
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Centroid
Intermidiate
endpoints

Actual 
endpoints

Figure 2.4: Strategy followed to read and order the coordinates of the pixels classified as fire
front. These pixels may form more than one connected line. The algorithm computes the
endpoints of all present lines and the centroid of the complete collection of points. The actual
endpoints of the fire front are assumed to be those lying the farthest from the centroid.

always contain the fire perimeter at tk−1.

2.3.3 Derived information products

As long as input footages are georeferenced, fire perimeter locations can be
expressed in geographic coordinates and imported into a GIS. We developed
the necessary modules to export results in the formats used by GoogleEarth
and QGIS, two widely used and free tools. The exportation to GoogleEarth is
performed by writing a .kml file, whereas the QGIS exportation module cre-
ates an ASCII points file which is later on loaded by the GRASS function
v.in.ascii.points. This GIS integration allows coupling the information produced
by this methodology with topographic maps, digital elevation models and crew
teams’ position, among others.

Finally, geo-located fire fronts and burned perimeters are used to derive
second-level information products such as ROS fields. The fire rate of spread
is computed at each point of the perimeter measuring the distance that point
would travel in a direction perpendicular to the perimeter until intersecting
the perimeter location corresponding to the next time instant, and dividing
this distance by the time needed to travel it. If a digital elevation model of
the area is available, the actual surface ROS is computed in addition to the
horizontal ROS. Whereas the latter is important to assess fire growth velocity,
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Burned perimeter at tk – 1 
Detected front at tk 
Burned perimeter at tk 
Points in the burned perimeter at tk-1 closest to the endpoints of the active fireline 
detected at tk 

Figure 2.5: Sketch of the fire perimeter updating process. Newly burned area is added to the
previously computed fire scar.

it is the former which possesses physical meaning. Furthermore, the surface
ROS magnitude may be used to estimate fireline intensity (Johnston et al.,
2017) and it is essential to correctly determine fire ecological impact.

2.4 Experimental data

The algorithm was applied to around 6600 frames from five different video se-
quences captured under dissimilar circumstances. Table 2.2 summarises their
most relevant properties whereas sample frames are displayed in figure 2.6.

Footage 1 was acquired during a laboratory burning over a combustion table
of about 1.5 meters width and 3 meters length, using straw as fuel. Footage 2
was recorded during field burning experiments conducted in a 17 x 8 meters plot
covered with thinned Aleppo pine saplings stands (Domènech, 2011). Footages
3 to 5 were captured during various field experiments conducted in the Ngarkat
Conservation Park, South Australia (Cruz et al., 2010; Plucinski and Pastor,
2013). These experiments consisted of a series of controlled burns in horizontal
mallee-heath shrub plots with areas ranging from 4 to 25 ha. Despite being part
of a scientific experimental burning programme, fires exhibited real behaviour
patterns as were performed in large plots under extremely severe weather condi-

26



2. Location of active fire lines and fire perimeter tracking

Footage 

no. 
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17 m 

200 m 

300 m 
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Figure 2.6: Sample frames of the analysed thermal infrared (TIR) footage (left column).
Visible images are also displayed for comparison. Notice the little utility of visible images in
a real-scale operational scenario, mainly because of the presence of smoke.
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Table 2.2: Most relevant properties of the selected experimental footage.

Footage
no.

Experiment
Size of the
experimental
area

Fuel complex Recording
position

1
Laboratory
combustion
table

4.5 m2 Straw
Fixed elevated
(non-nadir)
position

2 Small-scale
field burning 136 m2 Aleppo pine

saplings

Fixed elevated
(non-nadir)
position

3
Large-scale
field
experiment

4 ha Mallee shrubland Hovering
helicopter

4
Large-scale
field
experiment

9 ha Heath shrubland Hovering
helicopter

5
Large-scale
field
experiment

25 ha Mallee woodland Hovering
helicopter

tions. Furthermore, they were recorded similarly to a real emergency situation.
All images were acquired with a thermal IR camera whose properties are

listed in table 2.3. Always operated manually, it was fixed at elevated oblique
positions in experiments 1 and 2 and mounted on a hovering helicopter for
footages 3 to 6.

The spatial resolution of footages depended on the distance between the fire
and the camera and the angle of view in each case. Pixels in footages 1 and
2 had a side length of approximately 0.008 m and 0.04 m, respectively. Im-
ages corresponding to large burning plots exhibited pixels of between 1 and 3
meters per side. All TIR footages were orthorectified through a direct linear
transformation algorithm similar to that proposed by Pastor et al. (2006). Fur-
thermore, large-scale imagery was georeferenced using ground control points.
Subsequently, fire perimeters were delineated manually every 10 seconds. These
manual isochrones were taken as ground truth for accuracy assessment. In ad-
dition to constituting the most reliable reference data available, they represent
the output of the current methodology that we aim to automate. Therefore, it
can be assumed that the closer an algorithm’s output is to this reference data,
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the higher its performance should be rated.

Table 2.3: Main technical properties of the thermal infrared (TIR) camera used.

Commercial name AGEMA Thermovison 570-Pro,
FLIR Systems

Detector type Focal Plane Array (FPA)
Spectral range (µm) 7.5 – 13
Spatial resolution (pixels) 240 x 320
Field of view (º) 24 x 18
Temporal resolution (frames per
second) 5

2.5 Results and discussion

2.5.1 Comparative study of edge detection methods

The four edge detection algorithms detailed in the background section were ap-
plied to the different geo-corrected footages described in the experimental data
section. Figure 2.7 shows the results for some representative frames for qual-
itative assessment. These results represent the best possible output obtained
with each method, i.e. edge detection parameters were optimised for each frame
independently. In addition to the edge detection algorithms, the result of apply-
ing global intensity thresholding is also shown. Since the latter is the approach
most commonly used to date, comparison to its output allows the assessment
of the improvements brought by our proposal.

In order to quantitatively assess the performance of all methods, the three
similarity metrics discussed in the background section were computed for all
frames with available ground truth. Results are shown in figure 2.8.
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Figure 2.7: Qualitative results of the application of the different edge detection methods to
some representative frames from all studied footage.
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Figure 2.8: Similarity indices between ground-truth isochrones and the output of different
algorithms (for 25 frames in each footage). Best matching is obtained when Figure of Merit
values approach 1 and distance-based indices approach 0. Edge-detection parameters were
optimised manually in all cases.
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Figures 2.7 and 2.8 show the best possible output given by every method in
each sequence. Fire fronts were obtained after manually adjusting the param-
eters independently for each method and each footage, so that the output was
always the closest to the desired one. Sobel’s and Prewitt’s masks behaved simi-
larly, which could be anticipated considering their similar formulation. Their ap-
plication proved to be unsatisfactory, as did the Laplacian of a Gaussian (LoG)
detector. Also poor results were obtained by direct intensity thresholding. None
of these methods was able to detect the whole burning interface (omission er-
rors) and they included in the output points that were obviously not part of
the targeted boundary (commission errors). More importantly, commission and
omission errors showed opposite tendencies when modifying the thresholding
value. The threshold can be adjusted to optimize segmentation, and such tun-
ing was performed here. However, increasing its value raised omission errors,
whereas reducing the threshold resulted in higher commission errors. This be-
haviour implies the impossibility of obtaining satisfactory outputs with these
methods by adjusting the threshold alone.

On the contrary, the Canny method gave satisfactory results. Not only did
it successfully recognise the points comprising the fuel burning interface but
it also omitted the flames in most cases, adjusting the output line to the fire
base. This fact shows an important improvement when compared to the global
intensity thresholding technique, which cannot distinguish between burning fuel
(i.e. fire base) and flames. This problem was exacerbated by the lengthening
and distortion of flames in the geocorrected frames (see for instance frames
of footage 5 in figure 2.7). Flame distortion appears during the homography
transformation used for ortho-rectification, which projects pixels in the camera
plane to the ground. Since flames are contained in neither of these planes, they
become distorted. Furthermore, they are not part of the fuel burning interface
and must be filtered out. The only method able to do this to some extent
was Canny’s. Another relevant aspect to note is the behaviour with respect
to internal hot zones which, despite still being actively burning (and therefore
exhibiting flames), are not part of the fire front and should not be present in the
output line. No method but Canny’s could omit such internal burning zones (see
figure 2.7). Lastly, Canny output lines are highly connected (few gaps appear),
which constitutes an important advantage for further processing.
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2.5.2 Accuracy of the automatic algorithm

For the aforementioned reasons, the Canny method was selected and the estima-
tion of its optimum parameters was automated as explained above. Qualitative
assessment of the totally unsupervised edge detector is shown in figure 2.9.
Moreover, the same similarity indices were applied in the same footages (figure
2.10). Although slightly lower than when tuning the parameters manually, the
quality was still found to be acceptable in this case. Values for the Figure of
Merit stayed above 0.6 in most cases and mean distances fell within centime-
tres in the small-scale burns and took values between 1 and 18 metres in the
large scale scenarios. The fact that the values for the Baddeley distance were
not much higher than the average distance proves than the algorithm did not
present an important amount of false negatives.

F. 1

F. 2

F. 3

F. 4

F. 5

Figure 2.9: Sample fire fronts detected by the automatic algorithm (yellow dashed line),
superimposed on original georeferenced thermal infrared (TIR) images and compared with
the corresponding ground truth, i.e. manually delineated fronts (solid blue line). F. stands
for footage.

The most significant dissimilarities correspond to frames in which the Canny
method was affected by flame projections and could not filter them out. Fig-
ure 2.11 shows examples of successful and unsuccessful behaviour when con-
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Figure 2.10: Similarity indices for 25 frames in each footage between the ground-truth
isochrones and the output of the Canny algorithm with manually optimised or automatically
estimated parameters.
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siderable flames are present. Higher errors occur when flames are particularly
concentrated. This incorrect behaviour was not easily foreseeable and had an
important impact in the quantitative metrics computed.

Figure 2.11: Example of successful (left) and unsuccessful (right) behaviour of the algorithm in
the presence of flames. Frames belong to footage number 4 and are spaced 2 s. Automatically
detected fire fronts are displayed in green.

2.5.3 Derived information products

The resulting rate of spread fields are displayed in figure 2.12, where a subset
of the detected fire isochrones has been superimposed. ROS values computed
for footage 1 were close to 0.3 m/min. These results are in accordance with
measurements obtained by Pastor et al. (2006) in the same laboratory setting
with similar fuel and ambient conditions. In footage 2, although ROS were not
explicitly measured, the fire travels around 17 m in approximately 4.5 minutes,
which gives an average ROS of almost 4 m/min, also in accordance with the
results obtained here. Finally, ROS values obtained for footages 4 and 5 can be
compared to measurements performed by Planas et al. (2011). In the experi-
mental burn corresponding to footage 4 (Plot A in Planas et al. (2011)), ROS
was estimated to take values between 20 m/min and 143 m/min. During the
burn corresponding to footage 5 (Plot AS2E Planas et al. (2011)), ROS mea-
surements fell between 20 m/min and 166 m/min. There were no experimental
data available for footage 3.
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Footage 1 Footage 2

Footage 4Footage 3

Footage 5

Figure 2.12: ROS fields obtained automatically for the five studied video sequences, with a
subset of the detected fire isochrones superimposed.
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2.5.4 Analysis of computing times

We measured the computing time needed by the presented system in all the
studied scenarios. An Intel i7 Quad Core desktop computer was used and no
code parallelisation was implemented. In average, the algorithm needed 0.977 s
to obtain the fire perimeter location corresponding to each TIR image.

Computing speed may be further increased owing to the stability detected in
the values of estimated optimum thresholds. Figure 2.13 shows these optimum
values for the five considered scenarios. Their minimal dispersion suggests actual
values might be approximated by means or medians. This hypothesis was tested
by computing, for each footage, all fire fronts with constant thresholds obtained
as an average of the optimum values for the first 50 frames. The quality of the
fronts was similar to the quality of fire fronts obtained with optimum thresholds
computed every frame (table 2.4).

Table 2.4: Assessment of the proposed algorithm when optimum thresholds were approximated
by the average corresponding to the first 50 frames.

Footage number Updated threshold Constant threshold

Average
Figure of
Merit

1 0.7415 0.7091
2 0.6227 0.5648
3 0.6783 0.6783
4 0.6774 0.6805
5 0.6529 0.6538

Average Mean
Distance (m)

1 0.0188 0.0231
2 0.3383 0.4800
3 4.0247 4.0247
4 3.7701 3.7175
5 10.016 9.9782

Average Baddeley
Distance (m)

1 0.0181 0.0221
2 0.3439 0.4747
3 3.8089 3.8089
4 3.7364 3.6931
5 9.9634 9.9281

When constant average thresholds were used instead of continuously com-
puting the optimum thresholds for every single frame, accuracy did not drop
significantly. Meanwhile, the computation time per frame could be reduced
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Figure 2.13: Optimum thresholds automatically estimated by the unsupervised edge detector.
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to 0.017s in average following this approach, i.e. more than 50 times. There-
fore, this algorithm may be deployable even in scenarios where computational
resources are extremely limited (e.g. in the field). In such cases, optimum
thresholds may be approximated by average values computed during an initial
calibration step.

2.6 Conclusions and future work

This chapter proposes the use of edge detection algorithms applied to aerial
thermal infrared images in order to automatically locate the active fuel burn-
ing interface of an active wildland fire. Four existing edge detection techniques
were assessed and their performance compared to each other’s and to the cur-
rent approach in the literature, i.e. direct intensity thresholding. Three widely
accepted similarity indices were computed to measure the quality of each algo-
rithm’s output taking as reference the manually annotated ground truth. In all
cases, the Canny method outperformed the others when the parameters needed
for all of them were manually optimised. Moreover, it showed important addi-
tional advantages such as omitting undesired flame projections in most cases,
adjusting the output flame front to the fire base and providing highly connected
lines with very few gaps. Furthermore, the Canny method could be completely
automated and its parameters estimated without supervision using only the in-
formation contained in each input TIR frame. Neither ground truth isochrones
nor manual calibration were needed. Performance of the Canny method with
automatically defined parameters was reduced slightly but remained acceptable.
The totally automated location of the fuel burning interface at each moment was
imported into standard geographic information systems such as GoogleEarth
and QGIS, thus allowing integration with other spatial awareness tools and de-
cision support systems. Generated data also permitted measuring the evolution
of the fire perimeter with time and extracting maps of the fire rate of spread.

The system was successfully tested over a set of thermal footages captured
under different conditions ranging from laboratory tests to large-scale experi-
mental burns. The latter significantly resembled an actual emergency response
scenario since fires exhibited real behaviour patterns and were recorded by the
crew aboard a hovering helicopter. Although in these situations there is a signifi-
cant production of smoke, this fact did not interfere with the algorithms exposed
here since TIR imagery is usually smoke free. Furthermore, the nature of the
algorithms makes them independent of the availability of temperature values so
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that cameras without thermogrammetry capacity may be used and corrections
that account for bodies’ emissivity or atmospheric transmissivity are not re-
quired. The fire front detection algorithm is also time-series-independent since
the fire front is detected separately in each frame. Therefore, the recording
frequency has no effect on the detected fire fronts. Subsequent outputs such as
the perimeter evolution and its rate of spread do depend on the quality of the
time series, but the core algorithm does not. This fact allows the easy handling
of faulty video sections.

Our results suggest an important application of aerial thermal infrared imag-
ing combined with edge detection methods to automatic real-time monitoring of
active forest fires. The steady decrease in price, size, weight and complexity that
TIR cameras have recently shown will support and encourage developments such
as the one examined here as well as their later implementation. Nonetheless, in
order to ensure a high level of robustness and interoperability, this algorithm
should be applied to a larger amount of images captured by different cameras,
in more complex scenarios and corresponding to various fire behaviour regimes.
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Chapter 3

Flame filtering

Summary

Motivated by challenges unresolved in chapter 2, this chapter proposes a com-
plementary methodology which allows filtering out flame projections and thus
obtaining a flame-free estimation of the fire perimeter. Burning area is esti-
mated in TIR georeferenced images through a combination of intensity thresh-
olding techniques, morphological processing and active contours. Subsequently,
fire perimeter is described by means of Contour-Centroid Distance (CCD) distri-
butions. Based on this parametrisation, a temporal series analysis is performed
to filter out regions with high-frequency temporal variations. The proposed
algorithm was tested on footages acquired during three large-scale field experi-
mental burns. Results confirmed the potential of this approach but encouraged
a revision of the employed low-pass filter, which is suggested as future work.
Alternative contour model formulations should also be explored. Finally, an
important aspect to bear in mind when considering this strategy is its high
computational cost1.

3.1 Introduction

Chapter 2 describes an unsupervised edge detection algorithm capable of de-
tecting a wildfire fuel burning interface in thermal infrared (TIR) imagery. This
allows tracking the fire perimeter with high spatial and temporal resolution and
thus estimating fire rates of spread (ROS) automatically. The automatic ap-
proach facilitates the obtention of complete two-dimensional ROS distributions
such as those showed in figure 2.12. However, the analysis of aerial TIR images
entails a number of difficulties which may prevent these algorithms from suc-
ceeding. One of the most significant challenges highlighted in chapter 2 is the

1A part of the contents included in this chapter were presented at an international con-
ference. Fragments of the corresponding proceedings (Valero et al., 2017c), including figures
and tables, have been reproduced here verbatim.
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appearance of flame projections during off-nadir image geo-correction. Wildfire
flames are thick enough to be visible in TIR imagery. Although our algorithm
is capable of filtering relatively small flames, it misbehaves when flames are
present in high concentrations. Figure 3.1 shows two sample frames where our
edge detection algorithm was misled by flame projections. These two exam-
ples were acquired during a field experimental campaign conducted in Ngarkat
Conservation Park, South Australia (see section 2.4 for a detailed description).
Properly detecting and filtering these flames is essential in order to estimate the
actual location of the fuel burning interface.

Figure 3.1: Misbehaviour examples of our fire edge detector caused by flame projections.
Frames acquired in two independent plots during field experiments conducted in Ngarkat
Conservation Park, South Australia (Cruz et al., 2010; Plucinski and Pastor, 2013).

The methodology described in chapter 2 analyses each video frame inde-
pendently. This constitutes an important strength from the point of view of
robustness because the resulting algorithm is insensitive to recording frequency
and it can work on isolated frames. However, this property limits the ability to
perform frequency analyses on image features. The original time-independent
approach proposed in chapter 2 proved insensitive to small flame projections.
However, it was unable to perform successfully when flames were present in high
concentrations or the viewing angle was far off-nadir.

Motivated by such need, this chapter introduces time in the analysis. Flames
have an interesting property that allows distinguishing them from solid burning
fuel in infrared video: they flicker. Flame dynamic nature can be used to visually
detect, locate and eventually filter them, but this can only be accomplished
through time series analysis.
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3. Flame filtering

3.2 Methodology

The approach adopted to filter out flames and detect the spatial limits of an
active wildfire consists in the computation of a fire mask including all hot zones
followed by a temporal analysis for the removal of rapidly varying areas. Firstly,
fire contour is computed in each frame without distinguishing which parts of this
contour correspond to the actual fire base and which represent flames. Secondly,
the temporal analysis determines which zones present high-frequency variations
and associates them with the presence of flames. The previously detected fire
contour is consequently smoothed in these areas so that flames are removed
from the output contours.

3.2.1 Fire contour detection

There are different approaches potentially suitable to detect the fire contour
in thermal infrared imagery. The simplest one is intensity thresholding, which
takes advantage of the temperature difference between fire and background.
However, this approach does not consider pixel spatial distribution when clas-
sifying them as fire/non-fire. Because connectivity is an important property in
wildfire imagery, methods that take connectivity into account usually behave
better than simple intensity thresholding.

One type of image segmentation algorithms that combines the analysis of
pixel grey values with their spatial distribution is active contour models. Active
contour models (aka. snakes) were firstly introduced by Kass et al. (1988)
and they have seen a remarkable evolution since then, with a good number of
variations proposed by e.g. Cohen (1991); Caselles et al. (1997); Xu and Prince
(1998); Chan and Vese (2001); Acton (2006); Tang et al. (2006); Cheng and Foo
(2006); Li and Acton (2007); Yuan and He (2012).

In general, active contours are curves designed to evolve within an image
following the action of internal and external forces until they find the position
of minimum energy. In other words, the optimum object recognition in an image
is achieved through the minimisation of an energy functional F (C) (eq. 3.1):

inf
C

F (C) (3.1)

Specific formulations for the image forces, as well as the relative weight
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assigned to each of them, vary depending on the application. In this study,
fire contour detection is performed using active contours without edges (Chan
and Vese, 2001), which entail a more general formulation than classical active
contours. The energy functional proposed by Chan and Vese (2001) is presented
in equation 3.2:

F (C) = µ · Length(C) + ν ·Area(inside(C))

+λ1

∫
inside(C)

|u0(x, y)− c1|2dxdy

+λ2

∫
outside(C)

|u0(x, y)− c2|2dxdy

(3.2)

where µ, ν, λ1, λ2 are fixed parameters, u0(x, y) is the grey value of pixel
(x, y), C is the variable curve and the constants c1, c2 are the averages of u0
inside and outside C, respectively. Introduced parameters can take any value
provided that they meet the following conditions: ν ≥ 0, ν ≥ 0, λ1, λ2 > 0. Here
we selected the values ν = µ = 0 and λ1 = λ2 = 1 following recommendations
of Chan and Vese (2001).

The optimisation problem must be initialised with a curve location from
which it is to evolve towards the energy minimum. A simple approach to obtain
the initial curve coordinates consists in intensity thresholding. Simple intensity
thresholding is not robust enough to be used as stand-alone fire contour detec-
tion because it is affected by hot smoke located close to the flames. However,
this technique may be employed to obtain a first fire-contour guess which is
sufficiently close to the actual shape and can be subsequently refined through
an active contour. In the case of wildfire TIR imagery, we suggest using a
brightness temperature threshold of T = 450K to distinguish fire and smoke
from the cold background. This is a conservative threshold that should include
all fire-related pixels in the foreground mask, probably accompanied by a small
number of false positives. A higher threshold would exclude pixels correspond-
ing to areas burned some minutes ago, whereas a lower threshold might include
cold background objects in the fire mask. Note that the application of radiance
thresholds may require atmospheric corrections when images are acquired at a
long distance from fire. Following intensity thresholding, the fire mask is applied
morphological closing and filling operations.
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3.2.2 Time series analysis

For the time series analysis, fire contours are described through a modified
version of their Contour-Centroid Distance (CCD), which we called pseudo
Contour-Centroid Distance (pCCD). The CCD distribution is a 1-D contour
descriptor computed as the distance from each contour point to the centroid of
the silhouette (Hamici, 2006).

In the present algorithm, similarly to Verstockt et al. (2012), a polar formula-
tion was chosen and discretised over 128 equally spaced intervals. However, the
original CCD formulation was modified here due to the dynamic nature of fire
and the precision required for our application. Verstockt et al. (2012) proposed
the use of CCD distributions to estimate the rotation angle between two sil-
houettes, which can be accomplished by analysing the correlation between both
CCD signals. This approach is robust and allows handling slightly dissimilar
silhouettes (e.g. obtained by different sensors or from different perspectives).
However, the usage of CCD distributions once they have been computed is dif-
ferent in our problem. We need to perform a precise contour comparison in order
to detect high-frequency variations. This requirement dramatically reduces the
algorithm robustness to other silhouette differences caused by e.g. fire growth.

Specifically, fire centroid position is sensitive to 1) fire natural growth with
time, and 2) flame projections, since they are included in the fire contours
obtained from section 3.2.1. If the centroid position changes, the complete
CCD distribution will be modified, which would cause important artefacts. To
overcome this limitation, we propose the use of a pseudo-CCD computed using
a pseudo-centroid. Instead of updating fire contour centroid in every frame,
pCCDs are obtained using a fixed reference point as coordinate origin. This
reference point is initially the centroid of the first frame fire contour. Still,
although it must not be continuously refreshed, this constant reference should be
periodically updated so that the complete algorithm can adapt to fire evolution.

Once they are obtained, these pCCD polar distributions are piled in the
time dimension and a 1-D median filter is applied to remove high-frequency
variations. Flame flickering behaviour has been acknowledged in the literature
to be a wide-band activity covering frequencies from 1 to 13Hz (Çetin et al.,
2016). Such values are in accordance with the flickering frequency observed in
the experimental footages described in Section 3.3, which was estimated to be
close to 1Hz. Considering the fact that analysed footages were recorded at a
frame rate of 4 fps, the median filter was implemented with order 15 so that
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temporal variations are analysed in a window of approximately 4 s.
During the filtering stage, special attention must be paid to discontinuities in

pCCD distributions caused by periodic updates of the reference point. Median
filtering must be interrupted in these discontinuities as outlined in figure 3.2.

Update 

reference 

point

N-order 

median 

filtering

N-order 

median 

filtering

New ref.

CCD-2

Old ref.

CCD-1

Time

Figure 3.2: Proposed scheme to update pseudo-CCD origin. The reference point used for
pCCD computation is originally located at the contour centroid. The reference (ref.) is
updated periodically but not in every video frame to avoid artefacts during median filtering.
When the reference is updated, filtering must be interrupted and restarted (figure on the
left). This necessity arises because pCCDs computed with different reference points are not
comparable (figure on the right).

Finally, filtered pCCD distributions are transformed back to image coordi-
nates in order to retrieve fire contours without flame projections.

3.3 Results

The flame filtering methodology was tested on IR footage from tests 3, 4 and
5 described in section 2.4. These three video sequences were acquired from a
helicopter during moderate-scale field experiments. Originally recorded from
an oblique perspective, footage was georeferenced using a direct linear trans-
formation (Hartley and Zisserman, 2003) as in previous similar studies (Pastor
et al., 2006; Paugam et al., 2013). The set of ground control points used for this
purpose consisted of fire beacons placed next to the plots whose coordinates had
been measured using differential GPS devices. Sample frames are displayed in
figure 3.3.
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Figure 3.3: Sample frames from the three analysed video sequences. Left: visible spectrum.
Middle: TIR off-nadir frames. Right: georeferenced TIR frames with the north upwards. Top:
test 3; middle: test 4; bottom: test 5. Test details in section 2.4.

Frames displayed in figure 3.3 exemplify how flames became distorted during
the geocorrection step. Their apparent length was considerably increased as a
result of the 2-D projective transformation, resulting in unrealistic finger-like
shapes orientated in the direction of the oblique camera view. These shapes
do not resemble the real flames and must be filtered out so that the actual fire
base can be accurately located. Figure 3.4 shows the fire contours obtained over
a video sequence with appreciable flames as well as their corresponding pCCD
distributions.
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Figure 3.4: Fire contour detection results for a sample sequence extracted from test 3, com-
posed of six consecutive frames acquired at a rate of 4 fps. Reference points used as pCCD
origin are displayed in green. 48
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For the temporal analysis, pCCD distributions were piled in the time dimen-
sion to create a 3D surface such as those displayed in figure 3.5. Subsequently,
1-D median filtering was applied to remove high-frequency temporal oscillations
caused by flame projections. Filtered pCCD evolutions for the three analysed
footages are shown in figure 3.6.
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Figure 3.5: Original temporal evolution of the fire pseudo Contour-Centroid Distribution for
a 25 s-section of the three available TIR sequences.

After filtering high-frequency variations assumed to correspond to flames,
smooth fire contours were reconstructed from smooth pCCD distributions. Fig-
ure 3.7 shows results for the sample frame sequence presented in figure 3.4.
Figures 3.8 and 3.9 include results for two more sample sequences from test 4
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and 5, respectively.
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Figure 3.6: Temporal evolution, after 1-D median filtering, of the fire pseudo Contour-Centroid
Distribution for a 25 s-section of the three available TIR sequences.
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Figure 3.7: Results for the sample sequence from test 3 presented in fig. 3.4.
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Figure 3.8: Results for a sample sequence from test 4.
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Figure 3.9: Results for a sample sequence from test 5.
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As exemplified in figures 3.7, 3.8 and 3.9, flaming regions of the fire contour
can be smoothed by the proposed algorithm. However, the resulting fire contour
was not always attached to the actual fire base but it was in some cases displaced
in the direction of flames. This offset appeared when applying median filtering
through a sequence where the majority of the frames were affected by flames.
In these cases, median values, although robuster to noise than average values,
may also become biased. An appropriate adjustment of the filter order allowed
reducing the impact of this phenomenon, but the optimum value of the filter
order could not be easily estimated apriori. Therefore, either a methodology
to automatically estimate this optimum order is needed or different filtering
strategies should be explored.

3.4 Concluding remarks

This chapter described the research conducted in order to filter out the flames
that become projected to the ground when aerial oblique imagery is georefer-
enced. The existence of these flame projections constitutes a major difficulty
when using the algorithm presented in chapter 2 to measure fire behaviour prop-
erties such as rate of spread. Flames must be distinguished from the fire base
in order to locate the actual fuel burning interface.

A combination of intensity thresholding, morphological processing, active
contours and temporal analysis of contour descriptors is presented here as a po-
tential approach to tackle this difficulty. Fire contours are located using snakes
without edges, described through pseudo Contour-Centroid Distance distribu-
tions and processed in time with a median filter. After being tested on a few
TIR video sequences, this methodology proved to be promising, although several
aspects should be revised.

Detected needs include an extended analysis of other possible low-pass fil-
tering techniques as well as alternative active contour models. The current
time analysis approach (median filtering) is not robust enough when a high
concentration of flames is present in a large number of consecutive frames. On
the other hand, contour detection using snakes is an iterative method whose
computational cost may become prohibitive in our framework. Methods that
allow a faster convergence or a more accurate initialisation may provide essen-
tial improvements. Finally, adding extra contour descriptors – that account for
curvature, for instance – could boost time analysis capabilities.
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Due to the limitations detected during the qualitative analysis of prelimi-
nary results, a thorough quantitative validation of this methodology was not
performed. Quantitative assessment would have involved manual annotation
of the fire contour location (i.e. ground truth) in a sufficient amount of video
frames, plus the computation of rates of spread for both ground truth data and
algorithm results, and finally the calculation of quantitative quality indices.
The required time investment was deemed too high when compared with the
potential benefits of such study.

Consequently, the main contributions of this chapter are:

1. The proposal of a promising approach to tackle the flame projection issue,
together with

2. A preliminary analysis and a set of recommendations to address the de-
tected opportunities for improvement.
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Chapter 4

Similarity metrics suitable for TIR
fire image registration

Summary

Image registration is an important pre-processing step in almost every computer
vision application. Although it is a topic that has been extensively studied by
the remote sensing community, the great variety of image types available pre-
vents the design of a universal registration algorithm. Thermal infrared (TIR)
imagery has demonstrated substantial potential for active wildfire monitoring.
However, a detailed study of thermal image registration for this purpose was
missing. Within registration, image similarity measurement requires special at-
tention because the estimation of image misalignment is a critical step. Further-
more, the behaviour of image similarity metrics is highly dependent on image
content. Therefore, this chapter presents a thorough analysis of existing ap-
proaches to measure image similarity and investigates their performance when
estimating alignment of wildfire thermal imagery. Similarity measures most
commonly and successfully employed in other fields were surveyed, adapted,
compared and analysed. A comprehensive sensitivity analysis was conducted in
six experimental scenarios ranging from laboratory tests to large scale controlled
burns. Each metric response to different camera movement components as well
as recording frequency and natural variations in fire, background and ambient
conditions was explored. Both Global and Local Sensitivity Analyses (GSA and
LSA, respectively) were performed using state-of-the-art techniques. Based on
the obtained results, two different similarity metrics are proposed to respond to
two detected needs. A normalized variation of Mutual Information (called NMI
here) was found to be the most promising metric to be used as cost function
during registration, whereas 2D correlation is recommended as quality control
metric after registration.
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4.1 Introduction

Image registration is an essential pre-processing step in many computer vision
applications. It consists in the alignment of images which, whereas showing the
same scene, were acquired at different times, from different perspectives or using
dissimilar sensors. A fundamental operation during image registration is the
measurement of image similarity, usually with the ultimate goal of maximising
such measure.

There are three major types of dissimilarities that can be observed when
comparing two or more images (Brown, 1992). The first type corresponds to
misalignment, which appears due to variations in the position of the acquisi-
tion sensor. These variations are relatively easy to model as geometric trans-
formations. Frequently, prior knowledge of the scene determines the class of
transformation to be explored, and this selection in turn determines the most
suitable registration method. The second type of image dissimilarities are also
related to image acquisition, but they are not easy to model. Lighting and
atmospheric conditions, for instance, fall into this category. Finally, the third
type of image variations consists in differences of interest in the scene such as
object movements and changes that are to be detected.

The main objective of image registration techniques is to find the correct
spatial transformation that cancels the first type of image dissimilarities, with-
out being affected by variations of the second type. By doing this, the third
type of image differences are then easier to analyse. Differences of types two
and three are not cancelled by registration methods but constitute a challenge
for them because they prevent an exact match between images that must be
compared. In the wildfire context, an example of type-one variations would be
the movement of the drone that operates the camera, which is unavoidable even
when the aircraft tries to hover. Conversely, differences in the concentration of
smoke between the camera and the fire fall within the second category because
they produce variations in imaging conditions and they can severely affect im-
age processing algorithms. Finally, changes in the fire itself, which is dynamic,
are the best example of type-three image dissimilarities.

Image registration and image similarity measurement have been widely stud-
ied in the fields of computer vision (Brown, 1992), medical imaging (Maintz and
Viergever, 1998; Lester and Arridge, 1999; Studholme et al., 1999; Hill et al.,
2001; Pluim et al., 2003) and remote sensing (Fonseca and Manjunath, 1996;
Chen et al., 2003), among others. Because the problem usually has a similar
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formulation in different fields, there are a number of general techniques suitable
for a wide range of applications. However, particular situations usually present
peculiarities that introduce specific requirements. The selection of one method
over another may vary accordingly.

A wildfire monitoring scenario differs in a number of aspects from other
computer vision problems such as object tracking and change detection. In
typical object-tracking scenarios, the only object that actually moves in the
scene is usually much smaller than the camera field of view (FOV), and it
usually moves following a certain trajectory that can be modelled to some extent.
On the contrary, fire usually fills the majority of the camera FOV in airborne
imagery. Furthermore, fire is dynamic and flame flicker – which constitutes the
most common type-three scene variation – is hardly predictable. These facts
cause variations of interest (type three) to be more difficult to distinguish from
type one and two variations. The situation becomes even worse when using
thermal infrared imagery, since fire monitoring usually requires relatively high
temperature measurement ranges in which cold background details are often
missed.

These singularities pose significant challenges for fire image registration,
which has been identified as one of the major sources of uncertainty in rate
of spread estimations from airborne imagery (Stow et al., 2019). At the core of
image registration resides measurement of alignment, which becomes especially
challenging in wildfire scenarios while remaining essential to solve the registra-
tion problem. These reasons strongly encourage conducting an ad-hoc analysis
of image registration techniques suitable for thermal fire imagery. Such analysis
(further discussed in chapter 5) must start with the selection of robust meth-
ods to measure image alignment. However, to the best of our knowledge, this
problem has so far not been analysed carefully.

The present chapter analyses in detail the problem of image similarity mea-
surement in the context of forest fire remote sensing. Specifically, this work
focuses on overhead imagery of an active fire acquired in the thermal infrared
range. Because this chapter was developed to support the video stabilisation
system described in chapter 5, geometric perturbations were limited to affine
transformations corresponding to slight camera jitter around a fixed recording
point. State-of-the-art methodologies used to measure image similarity in other
fields were surveyed and their performance analysed. Tested methods include
metrics based on grey value difference, grey value correlation and information
theory. Metrics were studied based on their ability to meet two specific needs:
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on the one hand, a well-behaving cost function is needed during registration; on
the other, a robust estimator of absolute image alignment is usually required
after registration in order to assess the quality of the obtained alignment.

4.2 Background: image similarity metrics

The most popular approach to measure image similarity has historically been
based on statistical metrics such as two-dimensional correlation (Brown, 1992).
Similarly, cross-correlation is the basic statistical approach to image registration.
It has been used for decades and it is still in use for some applications, including
remote sensing (Zitová and Flusser, 2003; Kern and Pattichis, 2007). Recently,
its use has decayed in favour of more powerful metrics based on information
theory, such as Mutual Information (MI) (Pluim et al., 2003; Chen et al., 2003;
Kern and Pattichis, 2007). Transforming specific grey level values into the more
general concept of information content provides enormous flexibility. For this
reason, MI is usually employed to fuse multispectral (Kern and Pattichis, 2007)
and multimodal (Baillet et al., 1999; Panin, 2012) information. However, this
flexibility entails an elevated computational cost that may become prohibitive
under certain circumstances. Speed requirements (e.g. for faster-than-real-time
processing) or hardware limitations (e.g. for processing aboard satellites or un-
manned aircraft) may motivate the use of similarity measures based on simpler
computations such as absolute grey intensity differences (Barnea and Silverman,
1972; Brown, 1992). Another alternative to lessen the computational require-
ments of image registration consists in reducing the amount of data used to
compute metric values. Instead of considering the intensity value of every pixel
in the image, comparison can be limited to a set of distinct image features.
This approach is multi-step: firstly, it requires consistent detection of equiva-
lent features in different images; secondly, features must be described in terms
of parameters that allow their comparison; afterwards, corresponding features
must be matched. If features can be correctly identified and matched in two
images, their location provides information not only about the level of image
similarity but also about their relative position. These properties make feature-
based registration algorithms fast and flexible, reason for which they are widely
used at present for multiple applications (Bentoutou et al., 2005; Ma et al., 2015;
Li et al., 2017).

Each of these methodologies entails different advantages and drawbacks,
and their performance can vary significantly with the field of application. As
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mentioned in the introduction, fire IR imagery presents important singularities
with respect to other remote sensing and computer vision scenarios. In order
to address this issue, we analysed the suitability of some of the most widely
employed image similarity metrics for fire monitoring. This section describes
the basis of the different existing approaches and the details of the specific
algorithms explored in this Thesis. It is to be noted that this chapter focuses
on image similarity measurement and does not include more general motion
estimation aspects. Feature-based image registration methods are discussed
in chapter 5 due to their further ability to estimate the relative position of
compared images.

4.2.1 Intensity 2D correlation

Cross-correlation and the absolute correlation coefficient are basic statistical
indices widely used in image registration for decades (Brown, 1992). The 2D
correlation coefficient between two images corr2D(I1, I2) (eq. 4.1) provides a
scalar measurement of their global similarity, whereas cross correlation C(u, v)
measures the degree of similarity between a reference image I and a template
T shifted u and v pixels in the x and y direction, respectively (eq. 4.2). Cross
correlation is frequently used for template matching and pattern recognition.

corr2D(I1, I2) = covariance(I1, I2)
σ1σ2

=
∑
i

∑
j(I1(i, j)− µ1)(I2(i, j)− µ2)√∑

i

∑
j (I1(i, j)− µ1)2) (I2(i, j)− µ2)2)

(4.1)

C(u, v) =
∑
x

∑
y T (x, y)I(x− u, y − v)√∑
x

∑
y I

2(x− u, y − v)
(4.2)

The 2D correlation coefficient presents two important advantages. Firstly, it
provides an image similarity measurement in the fixed range [-1, 1]. Secondly,
this statistical measure shows a linear relationship with image similarity under
certain statistical assumptions (Brown, 1992). Both properties are particularly
useful in an image registration scheme because they allow a quantitative as-
sessment of the achieved registration quality, which can be understood as the
confidence in the estimated transformation. As discussed in chapter 5, there
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may be cases where the solution to the registration problem, even if the opti-
misation converged, might not have sufficient quality. The easiest way to verify
the achieved registration quality is to compare it against a known absolute scale.
In this case, a correlation coefficient of 1 means a perfect match, i.e. identical
images identically aligned.

4.2.2 Intensity Mean Squared Difference (IMSD)

Mean squared difference (eq. 4.3) falls into the group of the simplest existing
methods useful to measure dissimilarity between two variables. It is simple
and computationally efficient, and it provides an absolute similarity estimation.
The latter property can be especially useful in image registration problems, as
discussed in section 4.2.1. In this case, perfect match is denoted by an IMSD
value of 0.

IMSD(I1, I2) = 1
N ·M

N∑
i=1

M∑
j=1

(I1(i, j)− I2(i, j))2 (4.3)

In equation 4.3, N and M indicate the number of rows and columns in
images I1 and I2, which must both be the same size.

4.2.3 Mutual Information

Mutual Information (MI) is a basic statistical measure in the field of information
theory. It quantifies the dependence between two variables, more specifically the
amount of information that one variable contains about the other (Cover and
Thomas, 1991). This definition allows for a criterion frequently used in image
registration problems, which estates that two images are geometrically aligned
when MI between the intensity values of corresponding pixels -or voxels- is
maximal (Maes et al., 1997).

Image similarity metrics based on Mutual Information were firstly proposed
by Viola (1995) and Collignon et al. (1995). Since then, they have been exten-
sively used in the field of medical imaging (Maes et al., 1997; Pluim et al., 2003)
and, more recently, in remote sensing (Chen et al., 2003; Kern and Pattichis,
2007).
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Being A and B two random variables with marginal probability distributions
pA(a) and pB(b), the Mutual Information between them I(A,B) measures the
distance between their joint distribution pAB(a, b) and the joint distribution they
would have if they were completely independent, pA(a) · pB(b). This distance
represents the degree of dependence between A and B and it is usually computed
using the Kullback-Leibler measure (eq. 4.4).

I(A,B) =
∑
a,b

pAB(a, b) log pAB(a, b)
pA(a) · pB(b) (4.4)

Alternatively, MI can be defined using the concept of image entropy. En-
tropy (H) measures the uncertainty of a random variable. It is widely used in
information theory and its most common mathematical definition was proposed
by Shannon (Shannon, 1948) (eq. 4.5).

H = −
∑
i

pi log pi (4.5)

It can be demonstrated (Pluim et al., 2003) that equation 4.4 can be rewrit-
ten as eqs. (4.6) to (4.8) introducing Shannon entropy:

I(A,B) = H(A) +H(B)−H(A,B) (4.6)
= H(A)−H(A | B) (4.7)
= H(B)−H(B | A) (4.8)

where H(A) and H(B) are the entropy of images A and B, respectively,
H(A,B) is their joint entropy, H(A | B) is the conditional entropy of A given
B and H(B | A) is the conditional entropy of B given A. Using the Shannon
entropy, H(A), H(A,B) and H(A | B) are defined by eqs. (4.9) to (4.11).

H(A) = −
∑
a

pA(a) log pA(a) (4.9)

H(A,B) = −
∑
a,b

pAB(a, b) log pAB(a, b) (4.10)

H(A | B) = −
∑
a,b

pAB(a, b) log pA|B(a | b) (4.11)
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H(A) measures the uncertainty of A, whereas H(A | B) represents the
amount of uncertainty left in A when knowing B. Consequently, I(A,B) can be
understood as the reduction in uncertainty of A caused by the knowledge of B.
In other words, I(A,B) represents the amount of information that B contains
about A.

Mutual Information is very powerful because it allows a general compari-
son of two images without assumptions about their nature and the nature of
their relation, and with no need for prior segmentation. This provides the ad-
ditional capability of comparing images of different nature, property that has
been exploited for image fusion purposes (Wang et al., 2003; Yan et al., 2012).
Furthermore, MI presents some significant advantages in contrast to metrics
based on cross-correlation, since the latter are affected by changes in lighting
conditions and reflectance dependence on wavelength (Chen et al., 2003; Kern
and Pattichis, 2007).

Despite these good properties, there are also some drawbacks related to Mu-
tual Information. The high computational cost of MI computation, together
with interpolation artefacts and the relatively high amount of noise present in
the MI surface and its derivatives when it is undersampled (Kern and Pattichis,
2007), difficult the convergence of MI-based registration algorithms. Addition-
ally, the MI registration function may contain local maxima, which can result
in misregistration (Penney et al., 1998; Pluim et al., 2000).

Furthermore, the original MI formulation presents two significant limitations
when used as image similarity metric alone, decoupled from the image registra-
tion framework. On the one hand, MI value is sensitive to the amount of overlap
between compared images (Studholme et al., 1999; Pluim et al., 2003). On the
other hand, it does not provide an absolute measurement of how well two images
are aligned. MI is able to estimate relative agreement between two images: the
greater the MI value, the more similar both images are. However, this MI value
cannot be directly compared against an absolute similarity scale. The main
consequence of this is that the quality of a certain registration algorithm cannot
be absolutely measured using MI, and therefore there is no means of verifying
whether the achieved maximum MI is acceptable.

Several MI revisions have been proposed to overcome these limitations.
Studholme et al. (1999) suggested a normalised version of MI, invariant to image
overlap, which we call Studholme’s MI (SMI, eq. 4.12). Interestingly however,
SMI is actually not normalised since its value is not comprised in the interval
[0, 1] (Yan et al., 2012). Therefore, it does not provide an absolute similarity
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value. Still, and despite its unfortunate name, it solves MI’s dependency on
image overlap.

SMI(A,B) = H(A) +H(B)
H(A,B) (4.12)

Similar to SMI is the so-called entropy correlation coefficient (ECC, eq.
4.13), firstly proposed by Astola and Virtanen (1982) and tested by Maes et al.
(1997). The behaviour of ECC is similar to SMI by definition (Pluim et al., 2000,
2003) and Maes et al. (1997) did not find a clear difference in performance when
compared with original MI.

ECC(A,B) = 2 I(A,B)
H(A) +H(B) (4.13)

4.2.4 Normalised Mutual Information (NMI)

Based on the important strengths of MI described in section 4.2.3, we tested an
alternative MI variation whose formulation theoretically overcame detected lim-
itations. SMI already tackles MI dependency on image overlap. Consequently,
only actual normalization remains to obtain an image similarity metric with all
advantages of MI that furthermore allows absolute assessment of registration
quality.

Therefore, we propose the use of the Normalised Mutual Information (NMI)
as defined in equation 4.14. This formulation has previously been used in ma-
chine learning algorithms (Strehl and Ghosh, 2002), but it has barely received
attention in image analysis problems (see Bai et al. (2011) and Pillai and Vat-
savai (2013) for the only two exceptions found). This formulation is based on
the fact that H(X) = I(X,X) and presents an analogy with a normalised inner
product in Hilbert space. NMI is symmetric and restricted to the range [0,1] by
definition.

NMI(A,B) = I(A,B)√
H(A)H(B)

(4.14)

Estévez et al. (2009) took a similar approach when comparing a feature set
F with a subset of itself S. They defined the normalized mutual information
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between fi ∈ F and fs ∈ S by dividing their MI by the minimum entropy of
both sets (eq. 4.15):

NMIEstevez(fi; fs) = MI(fi; fs)
min {H(fi), H(fs)}

(4.15)

NMIEstevez is also symmetric and takes values in [0,1]. However, its for-
mulation is less convenient for our image registration problem. NMIEstevez
similarity values may change abruptly when modifying the reference frame, and
consequently the NMIEstevez distribution is subject to discontinuities along a
video sequence. Updating the reference frame is especially important during
wildfire video stabilization, as discussed in chapter 5. Therefore, we suggest
using the NMI formulation shown in eq. 4.14.

4.3 Study design

Performance of any image similarity metric is highly dependent on the specific
application for which it is used. For this reason, the primary goal of this study
was the assessment of general similarity measurement approaches for the specific
problem of fire thermal image registration. The video stabilisation framework
described in chapter 5 needs image similarity measurement for two different
purposes. Firstly, image similarity is treated as a cost function during the opti-
misation problem linked to registration. Secondly, a robust estimation of abso-
lute image similarity is essential for quality control. The highly dynamic nature
of any wildfire scenario adds important difficulties when comparing images ac-
quired at different times. This can result in mismatches at any time, even with
the most accurate registration method. Such outliers must be automatically
detected if the algorithm is meant to work unsupervisedly.

In order to accomplish these goals, similarity metrics described in section 4.2
were subject to Global and Local Sensitivity Analyses (GSA and LSA, respec-
tively). These analyses were performed on six TIR video sequences of active
spreading fire. TIR footage was recorded during wildfire laboratory and field
experiments. All cameras were installed at fixed elevated vantage points and
obtained video was stable. Individual experiment, camera and footage details
can be consulted in section 4.3.1. Recorded TIR video was used as reference
and frames were perturbed through synthetic image translations, rotations and
changes in scale that produced virtual camera movement.
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GSA was conducted first to assess the general sensitivity of each metric to
different variables of interest such as camera movement, frame sampling fre-
quency and natural optical variations expectable in the video. After GSA,
metric sensitivity was studied locally in the region of interest where similarity
must be measured in practice for our application. This local region consists in
a limited range of camera translations, rotations and scaling around the nomi-
nal recording point of zero perturbation. Details about followed GSA and LSA
workflows are provided in sections 4.3.2 and 4.3.3. Due to its higher computa-
tional cost, GSA was limited to four video sequences representative of different
experimental scenarios, whereas LSA was performed for all available footage.

4.3.1 Test data

GSA and LSA studies described in sections 4.3.2 and 4.3.3 were applied to six
experimental scenarios ranging from small laboratory tests to large-scale field
experiments. In all cases, fire evolution was recorded from fixed vantage points
using thermal infrared cameras. Employed cameras and set-ups varied, but all
video sequences were stable. The resulting dataset allowed a systematic study
under controlled, yet dissimilar, conditions.

Scenario 1 was recorded in the Centre for Technological Risk Studies at
Universitat Politècnica de Catalunya. A homogeneous bed of straw was burned
over a 1.5m x 3m combustion table to reproduce fire spread on a flat hori-
zontal surface with no wind. Scenarios 2 and 3 were recorded at the Tall
Timbers Research Station in Tallahassee, FL, USA, in April 2017. These video
sequences were acquired during a set of small-scale experimental burns on mixed
rough/long leaf pine fuels. Scenarios 4-6 were monitored during one of the
most complete large-scale experimental campaigns conducted so far, RxCADRE
(Ottmar et al., 2016). Video sequences 4, 5 and 6 correspond to plots S3, S4
and S5 of this experiment, respectively. These three plots were recorded with a
high-resolution IR camera mounted on a boom (O’Brien et al., 2016). Burned
vegetation was a mix of grass and shrubs, predominantly turkey oak. Figure 4.1
shows sample frames from all scenarios, while table 4.1 summarises information
about the employed thermal cameras.

Crown fire did not occur in any of the presented scenarios. Still, this dataset
can be considered to be representative of the typical use of thermal IR cameras
in forest fire research.
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(a) Scenario 1 (b) Scenario 2 (c) Scenario 3

(d) Scenario 4 (e) Scenario 5 (f) Scenario 6

Figure 4.1: Sample frames of the six video sequences employed in this study

4.3.2 Global Sensitivity Analysis

Sensitivity analysis can be defined as the study of how uncertainty in the output
of a model can be apportioned to different sources of uncertainty in the model
input (Saltelli et al., 2004). In other words, it attempts to quantify the effect that
deviations in input parameters have on model outputs. In modelling literature,
this has traditionally been achieved in practice through the estimation of partial
derivatives of a particular model output versus a particular input. Because such
derivatives must be estimated locally in a point of interest, this approach is
usually referred to as local sensitivity analysis.

While LSA may provide valuable insight into model behaviour, the scientific
discipline of sensitivity analysis has evolved towards more general terms. Statis-
tical studies, risk analysis and reliability assessments -just to name a few- require
a broader approach in which the influence of factors on outputs is studied along
the entire input space. Consequently, modern global sensitivity analyses are
often based on Monte-Carlo space sampling and the computation of statistical
measures (Saltelli et al., 2008).

GSA and LSA are usually complementary, and so were they in this study.
While LSA provided detailed insight into metric behaviour around the nominal
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Table 4.1: Camera properties and parameters used to record analysed footage. S means
scenario.

S
Camera

commercial
name

Spectral
range

wavelength
(µm)

Brightness
tempera-

ture range
(°C)

Image
resolu-

tion
(pixels)

Field
of view

(°)

Record-
ing

frequency
(Hz)

1 Optris PI 640 [7.5, 13] [20, 900] 640 x 480 60 x 45 32
2 Optris PI 400 [7.5, 13] [200, 1500] 382 x 288 60 x 45 27
3 Optris PI 400 [7.5, 13] [200, 1500] 382 x 288 60 x 45 27
4 FLIR SC660 [7.5, 13] [300, 1500] 640 x 480 45 x 30 1
5 FLIR SC660 [7.5, 13] [300, 1500] 640 x 480 45 x 30 1
6 FLIR SC660 [7.5, 13] [300, 1500] 640 x 480 45 x 30 1

operation point, GSA allowed measuring the general sensitivity of metric can-
didates to factors that can vary widely and do not have fixed nominal values,
such as scene content and video sampling frequency.

An important aspect to notice is that GSA was originally conceived and it
is mostly used to study models. At first glance, it may not seem evident that
we are dealing with models in this chapter, but with measurement techniques.
However, one can in practice understand image similarity metrics as models
that allow computing a certain output of interest –i.e. similarity– from a set
of inputs –i.e. two images. Furthermore, one can disaggregate the actual input
parameters into simpler components. In the specific case of active fire video,
the two images to be compared will typically be extracted from the same video
sequence by sampling the video at a given frequency. Time elapsed between
both frames, which is related to sampling frequency, can significantly affect
estimated similarity, mostly due to fire dynamics. Moreover, we can assume
the second image misaligned with respect to the first one if the camera moved
between both acquisitions. Such misalignment can be expressed in terms of a
two-dimensional relative translation, a rotation angle and a scale coefficient –if
only affine transformations are considered in our registration problem. Beyond
sampling frequency and misalignment, similarity values computed between the
first frame and the second may vary greatly with the state of the scene. Among
others, the portion of the field of view that is covered by fire and the flaming
intensity can importantly affect similarity metric behaviour. In this study, we
grouped all factors contributing to absolute changes in the state of the scene
under the variable time. time namely represents the time at which the first
frame is acquired, measured with respect to whichever time reference is selected
–typically, the start of the video sequence.
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Therefore, the similarity value provided by any of the investigated metrics
can be understood as a function of sampling frequency (f), time (t) and ge-
ometric misalignments –relative translations (Tx, Ty), rotation (θ) and scaling
(sc) (eq. 4.16). This function is our model, and we studied the sensitivity of its
only output –similarity– to each of its inputs, which are assumed independent
of each other.

Similarity(I1, I2) = F (f, t, Tx, Ty, θ, sc) (4.16)

There are different GSA methods. Amongst them, the most powerful ap-
proach consists in estimating the conditional variance of model outputs with
respect to each of its inputs. This strategy allows not only understanding model
sensitivity but also quantifying it. Saltelli et al. (2008) defined conditional vari-
ance of a model output Y as its variance when one of the inputs Xi is fixed to
a specific value x∗i . This can be represented as VX∼i (Y |Xi = x∗i ), where VX∼i

indicates that the resulting variance is taken over all factors but Xi.
This definition of conditional variance leads to the formulation of two types

of sensitivity indices widely used in GSA: first-order and total sensitivity indices.
The first-order sensitivity index of Xi on Y , Si (eq. 4.17), measures the variance
produced in Y when only Xi is modified. This effect is averaged over all possible
values of Xi in order to provide a general measure not limited to a specific point
in the input space. The reader is referred to e.g. Saltelli et al. (2008) for the
complete mathematical derivation of this metric.

Si = VXi
(EX∼i

(Y |Xi))
V (Y ) (4.17)

First-order sensitivity indices do not take into consideration potential input
interactions, which may be relevant in non-linear models. In order to account
for them, higher-order indices can be defined analogously to eq. 4.17. In prac-
tice, although higher-order indices can be estimated, their detailed computation
has an important drawback. The amount of sensitivity indices increases expo-
nentially with the number of inputs. Specifically, a system with k parameters
will have 2k − 1 indices including first-order and higher-order terms. The com-
putation of all terms is usually impractical, especially because this detailed in-
formation can be replaced with an indirect measurement of higher-order effects
through the so-called total effects.

The total effect of factor Xi is defined as the sum of all terms of any order
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that include Xi. In other words, STi groups all possible contributions of Xi –
both direct and indirect– to the output variance. This can be expressed through
eq. 4.18:

STi = 1− V (E (Y |X∼Xi
))

V (Y ) = E (V (Y |X∼Xi
))

V (Y ) (4.18)

where V (E (Y |X∼Xi
))

V (Y ) combines all terms of any order that do not include
factor Xi.

According to Saltelli et al. (2008) (also stated in Saltelli et al. (2004) and
references therein), the computation of all first-order indices and total effects
of a model provides a sufficient characterisation of its sensitivity pattern while
keeping computational cost acceptable in most cases.

Still, estimation of variances and expected values requires a high amount
of model runs for a representative sample of the input space. Such compu-
tation may become unfeasible for complex models, which has motivated the
development of alternative methods to gain insight into model sensitivity. Ex-
ample algorithms developed to find approximate sensitivity information include
the Elementary Effect Test, Monte Carlo Filtering and the Fourier Amplitude
Sensitivity Test (Cukier et al., 1973).

Due to the manageable cost of computing similarity between two images,
variance-based sensitivity analysis (VBSA) could be applied in this study. Nev-
ertheless, VBSA was limited to four TIR sequences (namely scenarios 1, 2, 4
and 5) for computational reasons. Results obtained for these 4 scenarios were
expected to be representative of different fire scales and conditions. The main
goal of our VBSA was the quantitative comparison of different image similarity
metrics in terms of sensitivity to video recording frequency, camera movement
and scene properties, in the specific framework of active wildfire monitoring
through thermal infrared imagery.

Our implementation followed recommendations given by Saltelli et al. (2008).
These authors claim to provide the best algorithm available today to compute
first-order and total-effect indices purely from model evaluations. This method
builds on the original approach proposed by Sobol (1993) and is based on the
following steps:

1. Generate a sample of the model input space of size 2N . This can be ac-
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complished through random sampling or using sequences of quasi-random
numbers. The latter approach allows a significant reduction on the sample
size necessary to achieve convergence in estimated statistics.

2. Split the input sample into two groups. The result will be two matrices
of size NxM , where M is the number of model inputs. We call these
matrices A and B.

3. Create a third matrix C by combining columns from A and B. Specifically,
C will be a vertical concatenation of M submatrices Ci, where each Ci is
composed of all columns of B except the ith column, which is taken from
A.

4. Run the model for each sample in matrices A, B and C, thus obtaining
output vectors YA, YB and YC .

5. Compute first-order (Si) and total-effect (STi) sensitivity indices defined
in eqs. (4.17) and (4.18). Si and STi can be computed from vectors YA,
YB and YC using eqs. (4.19) and (4.20), respectively.

Si = V (E (Y |Xi))
V (Y ) = YA · YCi − f2

0
YA · YA − f2

0
=

1
N

N∑
j=1

(
yjAy

j
Ci
− f2

0

)
1
N

N∑
j=1

((
yjA

)2
− f2

0

) (4.19)

STi = 1− V (E (Y |X∼i))
V (Y ) = 1− YB · YCi

− f2
0

YA · YA − f2
0

= 1−

1
N

N∑
j=1

(
yjBy

j
Ci
− f2

0

)
1
N

N∑
j=1

((
yjA

)2
− f2

0

)
(4.20)

In eqs. (4.19) and (4.20), yjA, yjB and yjCi
represent the jth element of vectors

YA, YB and YCi
, respectively, and f0 is the mean of YA elements (eq. 4.21).

f0 = 1
N

N∑
j=1

yjA (4.21)
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Input space samples were generated using Latin Hypercube Sampling (LHS)
(McKay et al., 1979) in the parameter ranges indicated in table 4.2. Sample
size was 106 in all scenarios and variable probability distribution was consid-
ered uniform for all inputs. Additionally to computing main and total effects for
each similarity index, bootstrapping was used to estimate confidence intervals
for these sensitivity indices. 500 subsamples were used in all scenarios for boot-
strapping. Finally, index convergence was assessed by sequentially increasing
the number of model runs used to compute Si and STi. The practical implemen-
tation of this method was conducted with help of the Matlab toolbox provided
by Pianosi et al. (2015).

Table 4.2: Input parameter ranges considered for the Variance-Based Sensitivity Analysis.
Time ranges were set as wide as possible, provided that fire was present in the scene. Maximum
sampling frequency corresponds to video recording frequency.

Video
se-

quence

Translation
range (% of
width/height)

Rotation
range
(deg)

Scaling
range

Frequency
range
(Hz)

Time
range (s)

1 [-20, 20] [-25, 25] [0.8, 1.2] [0.1, 32] [60, 240]
2 [-20, 20] [-25, 25] [0.8, 1.2] [0.1, 27] [8, 660]
4 [-20, 20] [-25, 25] [0.8, 1.2] [0.1, 0.86] [90, 1560]
5 [-20, 20] [-25, 25] [0.8, 1.2] [0.1, 0.88] [45, 700]

4.3.3 Local Sensitivity Analysis

GSA provided useful information about general metric behaviour with respect
to scene variations, camera movement and video recording frequency. This infor-
mation allowed a global assessment of potential approaches for image similarity
measurement in fire infrared video.

In addition to GSA, local sensitivity analysis was conducted for practical
implementation purposes. GSA is essential to understand model behaviour and
predict which methods may theoretically perform the best. However, practical
implementation requirements might differ from theoretical considerations. In
practice, we need image similarity metrics for two slightly different operations.
Requirements for image similarity measurement are not identical during and
after registration of consecutive video frames. For the former, the metric should
be robust and allow finding the point of maximum similarity. For the latter,
the metric should provide a reliable absolute similarity estimation.
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Local sensitivity analysis allowed assessing metric performance around the
desired point of operation. To achieve this, stable video sequences were sampled
at an approximate frequency of 1Hz, which was considered representative of
typical operation conditions in a wildfire scenario. Subsequently, each frame was
perturbed systematically through affine geometric transformations. Horizontal
translations, vertical translations, rotations and scaling were applied separately.
Their intensity varied within the ranges indicated in table 4.2 in steps of 1% for
translations, 1deg for rotations and 1% for scaling.

Once perturbed, each frame was compared against its original (i.e. stable)
version in order to assess metric response to each movement component when the
effect of all other factors was blocked –including scene variations and sampling
frequency. This approach is named idealised operation conditions. Additionally,
we considered the introduction of time in the study by also comparing each
perturbed frame with the previous video frame. This is addressed to in this
chapter as realistic operation conditions. Finally, metric individual response to
sampling frequency was studied in original video sequences.

4.4 Results

This section summarises and discusses the main results of this study. For the
sake of readability, only a reduced subset with the most important results is
included here. The interested reader can find a comprehensive compilation of
all produced data –for each considered scenario– in Appendix A.

Variance-based global sensitivity analysis techniques described in section
4.3.2 were used to assess the general response of various image similarity metrics
to six variables of interest, namely: horizontal translation, vertical translation,
rotation, scale, time and sampling frequency. The first four parameters repre-
sent the camera movement to be detected, whereas time and frequency account
for additional sources of image differences which may affect metric performance.
An ideal image similarity measure should be highly sensitive to camera move-
ment and robust in front of variations in recording frequency and natural image
content differences appearing over time.

These sensitivities were assessed using Main Effect (ME) and Total Effect
(TE) indices as defined in eqs. (4.17) and (4.18), respectively. ME and TE were
estimated through eqs. (4.19) and (4.20), with N = 106 LHS samples of the
input space. This sample size was enough to achieve index convergence in all
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studied cases (see convergence results in Appendix A).
However, ME and TE approximations converged to meaningless values in

some cases. This occurred when output similarity values did not follow standard
normal distributions. Although output probability was approximately normally
distributed in all cases, each similarity metric uses a different optimum value
for perfect image match. As a result, output distributions provided by some
similarity metrics were de-centred with respect to the standard, while y values
used in eqs. (4.19) and (4.20) are expected to approximately follow a standard
normal distribution.

This limitation was solved here by centring y distributions provided by all
similarity metrics. Centring was achieved using equation 4.22,

ycentred = (y − y)/σy (4.22)

where y represents the average of y and σy, its standard deviation. Subse-
quently, eqs. (4.19) and (4.20) were applied to the centred distributions, which
allowed correct estimation of ME and TE. Figure 4.2 demonstrates the effect
of centring y distributions in a sample case. Verifying that model outputs ap-
proximately follow a standard normal distribution is essential to ensure cor-
rect estimation of variance-based sensitivity indices. However, common GSA
libraries, including the code provided by Pianosi et al. (2015), do not usually
include the centring step by default. We therefore suggest to pay special at-
tention to this aspect and double check model output distributions obtained
through Multi-Carlo sampling before proceeding further.

Average GSA results –obtained after solving issues with y distributions– are
displayed in figure 4.3. According to them, all metrics had a similar response to
frequency, whereas the strongest variation with time corresponds to IMSD and
MI. On the contrary, 2D correlation (2Dcorr) showed the strongest response to
all movement components while being less affected by time than IMSD and MI.
NMI showed a better performance than MI, closely following 2D correlation.

One important conclusion that can be drawn from figure 4.3 is the existence
of important interactions among the six studied variables. While main effects
account for the variance increase observed in model outputs when a single input
parameter is varied, total effects include the effect produced by one parameter
when the other input parameters are also allowed to vary. The fact that TE are
significantly higher than ME demonstrates that individual parameter contribu-
tions to output variance are boosted when several input variables are allowed
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Figure 4.2: Effect of centring model output distribution computed during GSA. Top row shows
sensitivity indices and their convergence obtained with the original distribution. Bottom row
shows results achieved after centring model output distribution. Mean values (solid lines) and
confidence bounds (dashed lines) were estimated using bootstrapping with 500 resamples.
Example results for Studholme’s Mutual Information (SMI) in Scenario 1.

76



4. Similarity metrics suitable for TIR fire image registration

fre
qu

en
cy

ro
ta

tio
n

sc
al
in
g

tim
e

tra
ns

la
tio

n 
X

tra
ns

la
tio

n 
Y

0

0.2

0.4

0.6

0.8

1

fre
qu

en
cy

ro
ta

tio
n

sc
al
in
g

tim
e

tra
ns

la
tio

n 
X

tra
ns

la
tio

n 
Y

0

0.2

0.4

0.6

0.8

1

fre
qu

en
cy

ro
ta

tio
n

sc
al
in
g

tim
e

tra
ns

la
tio

n 
X

tra
ns

la
tio

n 
Y

0

0.2

0.4

0.6

0.8

1

Figure 4.3: Global sensitivity indices of the studied metrics, averaged over scenarios 1, 2, 4
and 5. Individual results for each scenario can be consulted in Appendix A.
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to vary simultaneously.
This fact reinforced the need of a local sensitivity analysis to gain further

insight into model response to each individual parameter around the nominal
point of operation.

LSA was firstly used to assess existing differences in behaviour between MI,
SMI and NMI. Although their absolute values vary, all three metrics behaved
similarly with camera movement (fig 4.4). On the contrary, there was an impor-
tant difference in their response to image content. Figure 4.5 displays metric
behaviour under idealised conditions in 3D. This representation highlights a
significant variation of MI values with time. Considering the nature of fire IR
images, these differences are presumably due to the fact that the majority of
image entropy is provided by fire. As the image portion filled with fire grows
over time, so does image entropy. In its original formulation, Mutual Informa-
tion between two images increases the individual entropy of each of these images
(see eqs. (4.6) to (4.8)). Conversely, entropy normalisation introduced in SMI
and NMI cancels this effect (see eqs. (4.12) and (4.14)).

MI SMI NMI

Figure 4.4: Local response of MI-based metrics to independent camera movement components
under idealised conditions, i.e. when each video frame is compared to the stable version of
itself. Averaged values along all studied video sequences. Camera movement components are:
translation in X direction (Tx), translation in Y direction (Ty), rotation (θ) and scaling.

A further difference to be noted in figure 4.5 is the maximum value achieved
by each metric. Whereas SMI proved insensitive to time, fig. 4.5 demonstrates
that, as discussed in section 4.2.3, it is indeed not normalised since its maximum
value is not equal to one. NMI, while having a similar behaviour, takes values in
the restricted range [0, 1], where 1 designates a perfect image match. Based on
these results, NMI was deemed the best MI alternative for fire thermal image
similarity analysis.
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Figure 4.5: 3D representation of the evolution with time of MI-based metrics response to
image rotation under idealised conditions. Analogous results for translations and scaling are
included in appendix A.
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Figure 4.5: (Cont.) 3D representation of the evolution with time of MI-based metrics response
to image rotation under idealised conditions. Analogous results for translations and scaling
are included in appendix A.
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After selecting normalized mutual information among MI-based candidates,
its performance was compared to 2D correlation and intensity mean squared dif-
ference. Figure 4.6 compares the average response of these metrics to synthetic
camera movement. These results corroborated that IMSD is significantly less
sensitive to image misalignments than NMI and 2Dcorr, as previously concluded
from global sensitivity analysis. Conversely, both NMI and 2Dcorr present an
important peak at the position of perfect alignment, which makes them useful
for image registration algorithms.

2Dcorr IMSD NMI

Figure 4.6: Metric response to independent camera movement components under idealised
conditions, i.e. when each video frame is compared to the stable version of itself. Averaged
values along all studied video sequences. Camera movement components are: translation in
X direction (Tx), translation in Y direction (Ty), rotation (θ) and scaling.

However, results displayed in figure 4.6 were obtained under idealised condi-
tions in which each image was compared with a displaced version of itself. In a
real scenario, the two IR images to be registered will not be identical. Typically,
they will have been acquired from different perspectives or using dissimilar cam-
eras. In a video stabilization problem, each video frame is to be compared to
a previous frame of the same sequence. The amount of time elapsed between
the acquisition of both frames will prevent an exact match even in the posi-
tion of perfect alignment. As demonstrated in figure 4.7, this limitation affects
similarity metrics differently. Whereas 2D correlation is able to maintain opti-
mum values close to 1 under real working conditions, NMI optimum values drop
significantly due to the fact that a perfect image match is impossible. This be-
haviour becomes more accentuated as sampling frequency diminishes, as shown
in figure 4.8.

Results displayed in fig. 4.7 highlight the first important difference in per-
formance between 2D correlation and NMI. These results suggest that, whereas
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2Dcorr IMSD NMI

Figure 4.7: Metric response to independent camera movement components under real con-
ditions, i.e. when each video frame is compared to the stable version of the previous frame.
Averaged values along all studied video sequences. Camera movement components are: trans-
lation in X direction (Tx), translation in Y direction (Ty), rotation (θ) and scaling.

2Dcorr IMSD NMI

Figure 4.8: Metric response to video recording frequency. Displayed values show similarity
between two stable consecutive frames, time-averaged along each video sequence.
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both metrics are able to search for the perfect alignment position through an
optimisation strategy, they are not equally capable of assessing the quality of the
achieved registration. In the specific case of IR fire video stabilization, 2D corre-
lation values provide a reliable estimation of the alignment between consecutive
frames. Two correctly registered frames will have a 2D correlation coefficient
close to 1, whereas lower values can be attributed to misalignment. On the
contrary, NMI may reach different maximum values depending on the video
recording frequency, which prevents an absolute quality estimation. Therefore,
we recommend the use of 2D correlation as a quality control metric after image
registration.

In order to select the best-behaving metric during registration, one more
property was analysed: confidence of similarity values provided under real work-
ing conditions. Metric confidence was assessed firstly through their standard
deviation when only one movement component was varied at a time (fig. 4.9).
Additionally, metric robustness was analysed in a general case in which the cam-
era is allowed to move freely through a combination of translations, rotation and
scaling (fig. 4.10).

2Dcorr IMSD NMI

Figure 4.9: Confidence of metric values obtained under real conditions, i.e. when each video
frame is compared to the stable version of the previous frame. Confidence was estimated
through output standard deviation (Std) computed along all studied video sequences. This
standard deviation provides a quantitative assessment of how robust each metric is in front
of natural image dissimilarities and recording conditions.

Figure 4.9 shows significantly higher standard deviation for 2D correlation
than NMI, the only exception occurring at the point of perfect alignment. Ac-
cording to this, 2Dcorr values computed for a certain misalignment are subject
to greater differences due to changes in image content and recording conditions.
Therefore, confidence on image similarity estimation provided by 2D correlation
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can be considered lower in general. Interestingly enough, this does not hold for a
small region around the point of perfect alignment, where 2Dcorr values become
more precise. Based on these results, 2Dcorr can still be considered suitable for
robust estimation of achieved registration quality, whereas NMI outperformed
2Dcorr in situations far from perfect alignment, i.e. during registration.

These results are supported by figure 4.10, which shows the statistical differ-
ence in similarity values provided under real and idealised conditions. Dissimi-
lar metric behaviour in this regard was assessed through Bland-Altman plots, a
common tool widely used to compare results provided by two methods designed
to measure the same property. This is accomplished by graphically displaying
measurement differences along the complete range of measured values. Bias
and limits of agreement are superimposed to the scatter plot. Bias is com-
puted as the average difference, whereas limits of agreement are estimated as
bias plus and minus 1.96 times the difference standard deviation (Bland and
Altman, 1986). Finally, both bias and limits of agreement are accompanied by
their respective 95% confidence intervals, which were computed here using the
approximated estimations proposed by Bland and Altman (1999). Confidence
intervals are not always computed in the literature when using Bland-Altman
plots, although they have been considered essential by some authors (Carkeet,
2015).

Figure 4.10 supports the hypothesis that NMI is more robust than 2D cor-
relation under real conditions, especially when various movement components
are combined. Although no significant bias was appreciated in any method,
narrower limits of agreement mean that similarity estimations provided by NMI
under real conditions are –in general– closely related to estimations provided
under idealised conditions. This implies that NMI sensitiveness to changes in
the reference frame (fig. 4.7) was limited to a small region around the point of
perfect alignment. On average, when considering the complete camera move-
ment space, NMI similarity estimations were more robust than those provided
by 2D correlation and MI.

For this reason, we propose the use of NMI as the image similarity metric
best performing in a video stabilization framework. Maximization of normalized
mutual information is likely to cancel misalignments for a wide range of video
recording frequencies. However, optimum NMI achieved close to the point of
perfect alignment might not be used as a reliable estimation of achieved regis-
tration quality.
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Figure 4.10: Bland-Altman plots comparing metric behaviour under real and idealised con-
ditions. Sim stands for image similarity. Black dots are individual random samples along
all studied scenarios; red solid lines indicate mean bias; red dashed lines represent Limits of
Agreement (LoA); red dotted lines represent 95% confidence intervals for estimated bias and
LoA. Wide LoA are representative of significant sensitivity to changes in the reference frame
used for registration.

4.5 Conclusions

This chapter analyses image similarity measurement for TIR fire image regis-
tration. Image registration is an important pre-processing step for the study
of wildfire behaviour through remote sensing. Within registration, image sim-
ilarity measurement requires special attention because the estimation of image
misalignment is essential to accomplish image registration as well as to measure
its quality.

Without an in-depth analysis, it may seem that the manner in which image
similarity is estimated may not have further implications as long as metrics
provide higher similarity values for better aligned images. Results presented here
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show that this is not the case and careful attention should be paid to the method
used to measure quality of alignment. Moreover, the selected method may
vary depending on the purpose of alignment estimation. Based on the results
obtained in this chapter, we recommend Normalised Mutual Information (NMI)
for similarity maximisation in registration schemes, whereas the 2D correlation
coefficient showed better properties for absolute alignment assessment.

These results constitute a key departing point for chapter 5, which addresses
one of the most relevant unsolved issues in remote sensing of active wildfires.
Without this study of image similarity metrics, neither the development nor the
assessment of the video stabilization algorithm presented in chapter 5 would
have been possible. Furthermore, implications go beyond this thesis and con-
clusions reached in this chapter may be the base for further work. For instance,
we demonstrated that Normalised Mutual Information inherits MI strengths and
solves MI limitations regarding sensitiveness to image overlap and dependence
on absolute image entropy. Because MI-based metrics allow general comparison
between multi-modal images without making assumptions about their nature,
NMI may be a powerful metric to explore for multi-modal image registration or
image fusion.

Finally, we describe a generic and systematic methodology that could be
replicated for analogous studies related to, for instance, multi-spectral image
fusion. Similarly to thermal cameras, multi- and hyper-spectral sensors are be-
coming more compact and lighter, which boosts their potential for near-range
remote sensing in wildfire operations. In a likely future scenario, several un-
manned aerial vehicles could be flying simultaneously over an active fire, each
one carrying different sensors and acquiring complementary views at different
times from different perspectives. How to fuse these data will undoubtedly be
a topic of high relevance in the near future, and studies like the one we present
here may contribute towards a better understanding of image processing alter-
natives.
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Chapter 5

Stabilization of thermal infrared video
for aerial wildfire monitoring

Summary

The methodology proposed in chapters 2 and 3 for active fire line detection and
fire perimeter tracking assumes that the analysed video is still. However, this
is frequently not the case. Wind gusts existing around the fire usually originate
undesired movement in any camera installed on boom lifts, towers and hovering
aircraft. Image registration methods have a great potential to cancel unde-
sired video instabilities. However, fire thermal infrared (TIR) imagery presents
important singularities when compared to other typical image registration appli-
cations such as object tracking and change detection in visible and NIR images.
For this reason, there is at present no simple and low-cost software tool to cal-
culate and eliminate image motion in a wildfire scenario. This chapter intends
to contribute to this topic by proposing a purely software based, simple and
robust video stabilization algorithm specifically designed for thermal infrared
imagery of forest fires. After a comparative study of state-of-the-art image reg-
istration algorithms, KAZE feature based method (Alcantarilla et al., 2012) was
selected and accompanied by additional modules. Firstly, a modified version of
histogram equalisation was proposed to improve feature detection. Afterwards,
a multi-reference framework was designed to increase our algorithm’s robust-
ness in the presence of missing or faulty frames. Finally, an ad-hoc systematic
study was designed to assess the accuracy and the robustness of the proposed
algorithm. Based on real TIR imagery and synthetic camera movement, we
measured mean squared errors in translations, rotations and scaling under 1%
of characteristic camera movements. The analysis of time response allowed esti-
mating that our algorithm is likely to work at frame sampling frequencies above
0.2Hz. These results prove that the proposed algorithm is suitable for fire TIR
video stabilization. The ability to automatically correct camera movement for
every frame in a video sequence can have a significant impact on the data pro-
cessing capabilities in experimental fire scenarios. Not only by increasing the
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amount of collected data but also by improving its accuracy, this work is bound
to support subsequent fire behaviour understanding and modelling efforts.

5.1 Introduction

Aerial Thermal Infrared (TIR) imaging is widely used as a means of acquiring
detailed spatial information about active wildfires. Data such as the position of
the fire perimeter, its rate of spread (ROS), fire line intensity and radiative power
(FRP) can be computed from geo-referenced thermal infrared footage (Riggan
et al., 2003; Pastor et al., 2006; Paugam et al., 2013; Manzano-Agugliaro et al.,
2014; Stow et al., 2014; Dickinson et al., 2016; Johnston et al., 2017; Valero
et al., 2018a). This information has subsequently been used for additional fire
behaviour analysis and evaluation of suppression activities (Pérez et al., 2011;
Plucinski and Pastor, 2013; Butler et al., 2016). Furthermore, there is a grow-
ing trend to incorporate observed fire perimeter evolution into operational fire
spread simulators in order to improve forecasts using data assimilation tech-
niques (Rochoux et al., 2014, 2015; Rios et al., 2016; Valero et al., 2017a; Rios
et al., 2019).

However, there are a number of unsolved issues in the data processing chain
that prevent full exploitation of wildfire remote sensing potential. Limitations
begin at the very first processing step with image registration. For aerial IR
imagery to be usable, it must be geo-referenced so that visual information can
be translated into geographic coordinates. Although in theory there are a few
alternatives to achieve this goal, none has proved to be completely successful
thus far. A few modern dedicated airborne monitoring systems, such as the
NASA Ikhana unmanned aerial vehicle (UAV) (Ambrosia et al., 2011b,d), are
able to geo-correct acquired imagery on board, automatically and even in real
time, using high-accuracy positioning systems and powerful processing units.
However, completely autonomous on-board processing is only possible if very
accurate information about camera position and orientation is provided by high-
performance Global Positioning Systems (GPS) and Inertial Measurement Units
(IMUs). Although achieving sufficient location and orientation accuracy is tech-
nically feasible at present, equipment capable of doing this is extremely heavy
and expensive. For example, the Autonomous Modular Sensor (AMS) installed
aboard the NASA Ikhana UAV, weighs 109kg (Allison et al., 2016). Most fre-
quently, data is acquired by less sophisticated platforms, by small UAS or by
crew operating hand held cameras from a helicopter (see for instance Pérez et al.
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(2011); Merino et al. (2011); Paugam et al. (2013); Stow et al. (2014); Ciullo
et al. (2018)). In all these cases, aerial footage cannot be directly geo-corrected
–i.e. registered over a Digital Elevation Model (DEM)– in an automated man-
ner. Due to these limitations, image registration has recently been identified as
one of the most significant sources of uncertainty when computing fire behaviour
properties from aerial IR imagery (Stow et al., 2019).

Until now, thermal image geo-correction for wildfire research has extensively
required manual identification of Ground Control Points (GCPs) (Pastor et al.,
2006; Paugam et al., 2013; Yuan et al., 2015; Dickinson et al., 2016; O’Brien
et al., 2016; Zajkowski et al., 2016; Valero et al., 2018a). This approach is easy
to implement and allows the achievement of high accuracy results. However,
manual identification and annotation of a series of GCPs in every frame of a
video is extremely time consuming. Modern TIR imaging sensors are capable of
recording high-frequency video with high spatial resolution and low hardware
requirements (Valero et al., 2018b). Furthermore, a theoretical minimum of 4
GCP pairs are needed to estimate projective transformations, and the existence
of additional errors related to GCP identification, localisation and matching
encourage the use of even higher amounts of GCPs. Incrementing the number
of GCPs allows the application of statistical methods to reduce GCP-related
errors and it is therefore common practice. All these aspects set the number of
features to be annotated in the order of thousands for the analysis of a relatively
short experimental fire.

There are two additional detrimental consequences of the manual approach.
Firstly, it represents an external and avoidable limit to the maximum achiev-
able temporal resolution. Due to the cost of GCP annotation, video sampling
frequency is usually reduced to 1Hz, which is around 30 times lower than the
technical limit. There are a number of fire dynamics aspects that could be
studied if high-frequency IR video could be correctly geo-registered. Secondly,
limiting the information used for registration to a few points per image may
result in further unexpected data loss if a relevant portion of these points stop
being identifiable, which can happen for various reasons. For example, GCPs
may disappear from the field of view or they may become occluded by trees. A
common practice in experimental controlled burns consists in using fire beacons
as GCPs, but this approach may fail if beacons burn or blow out.

A very promising strategy to solve existing limitations consists in automated
video stabilization. Most of the times remote sensing equipment is deployed dur-
ing an active wildfire, the fire is recorded from a quasi-static overhead position.
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A nominal vantage point is selected and a camera is set in that position either
in a tower or on hovering rotary-wing aircraft. With this configuration, and
if the camera were totally still, GCP annotation in one single reference frame
would suffice to geo-reference the complete video sequence. However, the wildfire
environment is characterised by highly turbulent winds fostered by the inter-
action between atmospheric wind, topography and buoyancy originated from
fire (Trelles and Pagni, 1997; Sullivan and Knight, 2001; Cruz and Alexander,
2013; Clements and Seto, 2015; Clements et al., 2016; Pimont et al., 2017). This
generates undesired displacements in any rotary-wing aircraft hovering near the
fire, which translates into significant camera vibrations (Zajkowski et al., 2016).
Video jitter has been observed even when using mechanical stabilisation systems
(aka. gimbals) and when installing IR cameras on ground booms and towers
(O’Brien et al., 2016). On the contrary, if camera instability can be cancelled
automatically, resulting still video becomes significantly easier to analyse both
qualitatively and through computer vision algorithms such as those described
in chapters 2 and 3.

Video stabilization is a rather mature field in other remote sensing areas
(see section 5.2), and it has successfully been used in combination with GCPs
to improve geo-correction accuracy of visible imagery (Zhou, 2009). However, to
the best of our knowledge, this approach has not yet been extended to thermal
IR imagery of fire. Stabilization of imagery acquired in the TIR range entails
additional challenges in comparison with visual imagery due to limitations in
image resolution and a frequently lower level of detail. Additionally, the presence
of fire further complicates the issue since a significant portion of the camera
field of view usually corresponds to fire, which is dynamic. Some authors have
proposed the use of cross-correlation in the Fourier-Mellin space for registration
of non-fire aerial TIR imagery (Mart́ınez-De-Dios and Ollero, 2012). However,
we are not aware of any system capable of solving this issue in a wildfire scenario.
In fact, recent review articles have concluded that, in the field of forest fire
monitoring, a simple and low-cost image processing approach that can be used
for image motion calculation and elimination is still in high demand (Yuan
et al., 2015).

This chapter is entirely devoted to this aim. Building on the work presented
in chapter 4, we assessed the most promising state-of-the art image registra-
tion algorithms. A comparative analysis allowed us to make design decisions
and adapt the best performing alternative, finally proposing a completely au-
tonomous video stabilization algorithm that proved able to work successfully
in various fire scenarios. Considered camera movement was restricted to affine
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transformations originated by limited jitter around a fixed recording point. This
is the most common monitoring scenario in wildfire research and at the same
time the easiest to analyse. More complex problems such as geo-registration
of fixed-wing aircraft imagery and multispectral image fusion fall beyond the
scope of this chapter.

5.2 Background on image registration

The term video stabilization makes reference to a generic task which is in fact
a combination of several individual algorithms. In a general scenario where
a camera can move freely in a three dimensional space, video stabilization is
usually composed of three steps: firstly, relative camera movement between
consecutive frames is estimated using image registration techniques; secondly,
sequential relative movement is concatenated to reconstruct the camera trajec-
tory, which is known as global motion estimation; finally, low-pass or Kalman
filtering is applied to remove noisy high-frequency vibrations while keeping the
main movement components. Each of these steps has been extensively studied
by the computer vision and remote sensing communities.

In order to avoid duplicating previous work, this study focuses on the only
part that presents singularities in a wildfire monitoring scheme: image regis-
tration. As discussed throughout this thesis, thermal infrared imagery of forest
fires has a number of distinct properties that entail specific processing challenges.
Conversely, post-processing steps such as vibration filtering can be completed
using already available methods. For this reason, the scope of this study is lim-
ited to inter-frame registration. In addition to being part of video stabilization
algorithms (Ertürk, 2003), automated image registration has other important
applications that encourage studying it individually. For example, vehicle ego-
motion can be derived from the spatial relationship between frames in a video
sequence (Goecke et al., 2007), and co-registration of a series of thermal infrared
frames has been used to achieve sub-pixel resolution (Alam et al., 2000).

Owing to the large amount of applications of image registration and the
variety of images available, a good number of registration methods have been
proposed and several reviews have been published on the topic (Brown, 1992;
Zitová and Flusser, 2003). Medical imaging (Maintz and Viergever, 1998; Lester
and Arridge, 1999; Hill et al., 2001; Pluim et al., 2003) and remote sensing (Fon-
seca and Manjunath, 1996; Chen et al., 2003; Bentoutou et al., 2005; Kern and
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Pattichis, 2007; Wong and Clausi, 2007) are arguably the fields leading image
registration research. Despite the large amount of proposed alternatives, the
majority of image registration algorithms follow one of three approaches: image
similarity maximisation, phase correlation or feature matching. This section
presents the state of the art in this field and summarises the most relevant
properties of existing methods potentially applicable to wildfire TIR imagery.

The problem of image registration can be tackled from different perspec-
tives. If we assume that two images are correctly aligned when their similarity
is maximum, registration becomes an optimisation problem with a certain sim-
ilarity metric as cost function (section 5.2.1). This constitutes a rather general
approach that barely needs any a priori information. Alternatively, specific
knowledge of the registration process may be used to narrow down the prob-
lem. Some image comparison methods provide more detailed information than
a simple similarity value. This is the case of phase correlation (sec. 5.2.2)
and feature-matching methods (sec. 5.2.3). Phase correlation finds the relative
position between two images by comparing their Fourier transforms in the fre-
quency domain. In a different fashion, feature-based registration algorithms use
the location of matched features to estimate the geometric transformation that
best maps one point set onto the other. Correct processing of this position-
ing information can replace a general optimisation scheme with the consequent
gain in computation speed and convergence stability. Nonetheless, the use of
such additional information is not always straightforward and these strategies
must usually be coupled with supplementary algorithms. For instance, original
phase correlation can provide the relative translation between two images, but
it is severely affected by rotations and changes in scale. This is usually solved
by additional space transformations and multi-step retrieval of each movement
component. On the other hand, feature-based registration algorithms usually
require post-processing steps for outlier rejection and the resolution of an overde-
termined system of equations.

5.2.1 Image similarity metrics and the optimisation prob-
lem

Image similarity can be estimated using different metrics. As discussed in chap-
ter 4, how image similarity is measured has implications for registration al-
gorithms. After a comparative analysis of various popular alternatives, our
previous results recommended using metrics based on Mutual Information (MI)
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for IR image registration problems in the wildfire context. Therefore, other
similarity measures computed from grey differences or correlation coefficients
are not considered in this chapter.

Mutual Information (MI) is a widely adopted metric to measure image sim-
ilarity during registration problems in both medical imaging (Maes et al., 1997;
Pluim et al., 2003) and remote sensing (Kern and Pattichis, 2007) applications.
Its highlighted properties consist in sharper peaks than cross correlation at the
point of correct alignment (Johnson et al., 2001) and higher robustness in front
of Gaussian noise and non-linear intensity relationships between images (Kern
and Pattichis, 2007).

Based on the MI definition presented in section 4.2.3 (eqs. (4.6) to (4.8)), the
problem of registering two images can be addressed through the optimization
problem formulated in eq. 5.1.

τ∗ = arg max
τ

I(A,B′)

B′ = τ(B)
(5.1)

where A and B are the original images to be registered, τ is the geometric
transformation that is applied to B when trying to register it with A, B′ is
the result of applying transformation τ to image B and I(A,B′) is the mutual
information between A and B′. τ∗ is the optimum registration transformation.

Despite its favourable properties, Mutual Information is a similarity mea-
sure, not a registration technique itself. Whereas MI provides precise and re-
liable information about how similar A and B′ are, such information is not
accompanied by an estimation of the τ transformation that should be applied
to B to register it with A. This limitation has traditionally made it challeng-
ing to find global optima (Chen et al., 2003). Although some authors have
addressed this issue (Pluim et al., 2000; Chen et al., 2003) and proposed math-
ematical and computational models that facilitate and accelerate convergence
(Kern and Pattichis, 2007), poor convergence and high computation cost remain
two critical limitations of MI-based registration algorithms. At present, there is
active research aimed at improving the MI maximisation scheme, e.g. Zhuang
et al. (2016).
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5.2.2 Phase correlation and the Fourier-Mellin Transform

Phase correlation was firstly proposed by Kuglin and Hines (1975) as an al-
gorithm to align two images that are shifted with respect to each other. Like
similarity maximisation algorithms, it uses all intensity information contained in
the image. The main difference between phase correlation and other intensity-
based methods resides in the mathematical space used for image comparison.
By studying images in the frequency domain, phase correlation takes advan-
tage of the Fourier shift theorem, which states that a displacement in the space
domain is transformed into a change in phase in the frequency domain. Equa-
tions 5.2 and 5.3 express the Fourier shift theorem in one and two dimensions,
respectively.

F {f(x− x0)} (ξ) = e−j2πξx0 · F {f(x)} (ξ) (5.2)

F {f(x− x0, y − y0)} (ξ, η) = e−j2π(ξx0+ηy0) · F {f(x, y)} (ξ, η) (5.3)

Given two images A and B with Fourier transforms FA and FB , the phase
difference between both images can be obtained from their cross-power spectrum
(eq. 5.4):

FA(ξ, η)F∗B(ξ, η)
|FA(ξ, η)FB(ξ, η)| = ej2π(ξx0+ηy0) (5.4)

where F∗B(ξ, η) is the complex conjugate of FB(ξ, η). The inverse Fourier
transform of the cross power spectrum provides a Dirac delta function at (x0, y0).
Based on this property, relative translation between two identical images can
be found uniquely without the need for an optimization algorithm.

However, the phase correlation method is valid only for pure translations.
In order to accommodate rotations and changes in scale, Reddy and Chatterji
(1996) proposed a revised algorithm which combines phase correlation with a
log-polar transformation. The use of polar coordinates allows handling rotations
as translations of the independent variable, while expressing the signal modulus
in logarithmic scale converts scaling also to a translational movement. These
properties allow applying the Fourier shift theorem in the different spaces in
order to sequentially retrieve rotation, scaling and translation. Complete details
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about the mathematical algorithm and its original implementation can be found
in (Reddy and Chatterji, 1996).

The log-polar version of the Fourier transform, also known as Fourier-Mellin
transform, has been extensively used in image registration, video stabilization
and global motion estimation problems (Martinez-de Dios and Ollero, 2004;
Goecke et al., 2007; Kumar et al., 2011; Lai and Xu, 2015; Rabatel and Labbé,
2016). Its original formulation has later on been revised and coupled with
additional algorithms to increase its robustness and reduce its computational
requirements (Kumar et al., 2011).

5.2.3 Feature-based methods

In order to reduce the cost of a full 2D intensity comparison between two im-
ages, it is a common approach to limit the comparison to a number of sampled
features. Usually, small local features that are invariant to scale and rotation
are sought and characterized by a combination of descriptors that allow their
posterior comparison.

Features frequently detected in images include points, edges, corners and
salient regions. Some famous feature detectors are Harris’ (Harris and Stephens,
1988), FAST (Rosten and Drummond, 2005, 2006) and SIFT (Lowe, 2004).
Additional contributions have been published by authors such as Kadir and
Scale (2001); Jurie and Schmid (2004); Ma et al. (2017) to solve various issues
of these algorithms.

Once salient features have been detected in the image, they must be de-
scribed and compared. For this purpose there are a number of feature de-
scriptors. Since feature description is highly dependent on detected features,
detectors and descriptors are usually coupled. Most widely used feature de-
scriptors include the Scale Invariant Feature Transform (SIFT) (Lowe, 2004),
Speed-Up Robust Features (SURF) (Bay et al., 2008), Maximally Stable Ex-
tremal Regions (MSER) (Matas et al., 2002; Nistér and Stewénius, 2008) and
KAZE (Alcantarilla et al., 2012).

The downside of reducing the comparison to a set of image features is the
potential loss of accuracy suffered by this approach. Feature detection and
matching are subject to errors (Zitová and Flusser, 2003). These errors add to
the image dissimilarity that we are trying to measure and they must therefore
be estimated and minimised. Feature localisation errors cannot be measured
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directly on the image without ground truth comparison, but the average preci-
sion of the most common feature detection methods has already been estimated.
Moreover, localisation errors can be reduced by selecting a feature detector that
is appropriate for the given data. On the other hand, matching errors are more
easily measurable in a specific scenario. They can be estimated by the number of
false matches found between two compared images. Matching errors can also be
minimised, in this case by rejecting as many false matches as possible after they
have been detected. In a first step, features are found and linked independently.
Afterwards, all potential matches found are compared to check whether they
conform to a single geometric transformation. In image registration problems,
a certain class of geometric transformation must be assumed based on a priori
knowledge of the sensing scenario. It is also assumed that this transformation is
unique between two compared images. If the correct transformation parameters
can be found, all feature relations not conforming to it may be considered false
matches.

Estimation of the correct geometric transformation from a set of noisy feature
matches might not be trivial. Due to the nature of feature detection methods,
the amount of mismatches is usually sufficient to mislead least-squares estima-
tors (Torr and Zisserman, 2000). A more robust approach that has been widely
employed with success relies on random sampling, with the most famous algo-
rithm of this type being the random sample consensus (RANSAC) (Fischler and
Bolles, 1981). RANSAC is an iterative algorithm in which certain hypothesis
are generated from reduced sample subsets and subsequently verified with the
complete data set. After its original publication in 1981, several variations and
computational optimisations have been proposed (Torr and Zisserman, 2000;
Wang and Suter, 2004; Tordoff and Murray, 2005).

Feature matching has been successfully used in medium-altitude UAS moni-
toring systems. Li et al. (2017) used edge detectors for precise image registration
after a previous coarse motion estimation step. However, fire IR imagery poses
important challenges for feature-based registration. Points, edges and corners
are not easily identifiable in IR fire imagery and, when they are, they usually
correspond to the fire, which is dynamic.
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5.3 Methodology

The main goal of this chapter was the development of a robust image registra-
tion algorithm suitable for TIR imagery acquired in wildfire scenarios. Image
registration was specifically studied for video stabilization, leaving stereovision
and image fusion applications outside our scope. As a starting point and be-
cause it is a very common situation, considered camera movement was limited
to light jitter around a fixed vantage point. Such vibrations can be modelled
through 2D similarity transformations composed of translations, rotations and
changes in scale. Extrapolation of our study to more general scenarios such
as registration of time series imagery acquired by fixed-wind aircraft, which
involves projective transformations, will be explored in the future.

Each of the registration alternatives described in section 5.2 has a different
set of advantages and drawbacks to achieve the aforementioned goal. Classical
area-based methods such as cross-correlation compare grey values directly, which
makes them highly sensitive to noise, illumination changes and sensor type. Con-
versely, Mutual Information provides reliable comparison of multi-temporal and
multi-modal images. However, registration based on MI maximisation entails
significant optimisation challenges. In this regard, Cross-correlation has an im-
portant strength because it is able to estimate translations directly, although it
must be coupled with additional mathematical transformations to handle rota-
tion and scaling. On the other hand, feature-based methods are powerful and
fast because they reduce the analysis to a carefully selected set of salient im-
age features. However, feature selection, description and matching vary greatly
depending on image nature, which prevents the design of a universal feature-
based algorithm. Robust feature handling becomes especially challenging in a
wildfire scenario due to the scarcity of persistent features in multi-temporal TIR
imagery.

In order to address this relatively wide variety of alternatives in a system-
atic manner, our study started with a comparative analysis to benchmark the
performance of existing registration approaches in a wildfire scenario (section
5.5.1). The analysis was conducted under controlled conditions through the
application of synthetic movement to still video. Video sequences described in
section 5.4 were randomly sampled and selected frames were applied random
similarity transformations. Maximum perturbation ranges were set to ±20%
of frame width and height for horizontal and vertical translation, respectively,
±25deg for rotation and ±20% for scaling. Subsequently, registration of per-
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turbed frames back to their original position was attempted using the same
frame –in its original version– as reference. 100 frames were sampled from each
video sequence.

In normal working conditions, video stabilization is to be performed by reg-
istering each video frame with a different –previous– frame. Being aware of
this, the approach taken here for preliminary method assessment was slightly
different. Registering each frame with itself instead of a previous frame al-
lowed decoupling the response of registration algorithms to camera movement
and time. This simplified approach, referred to as idealised working conditions,
was introduced at the initial analysis stage so that algorithms could be com-
pared at their maximum achievable performance, thus reducing complexity of
the study. Although each method may respond differently to image content
variations caused by time, methods were expected to follow the same perfor-
mance ranking when time was re-introduced in the analysis. In other words, it
was assumed that the best performing method under idealised conditions would
also outperform the others under real conditions.

Because of the numerous feature-based registration algorithms currently in
use and their usually good performance, the comparative analysis described
above was complemented with a detailed assessment of the most popular feature-
based methods. SURF and KAZE feature detectors were analysed when coupled
with SURF and KAZE feature descriptors, respectively. Additionally, MSER
detector performance was explored when coupling it with both SURF and KAZE
descriptors. All alternatives were compared in terms of accuracy and robust-
ness. Robustness was characterised through the number of valid feature matches
employed by each algorithm as well as through their failure rate. Section 5.5.2
shows the results of this study.

Among similarity maximisation alternatives, only Mutual Information was
considered as cost metric, based on the results obtained in chapter 4. In fact,
Normalised Mutual Information (NMI) showed a number of interesting proper-
ties that standard MI does not have. According to this, NMI should have been
selected as the best metric candidate for similarity maximisation. However,
NMI is not widely employed at present and its performance assessment in this
study required an ad-hoc full implementation of the registration scheme. On
the contrary, computation of non-normalised MI has been extensively studied
and developed, with several optimised implementations freely available. This
fact encouraged leveraging existing MI-based registration algorithms to assess
the potential of MI-derived metrics –including NMI– in the wildfire context.
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The most important difference between MI and NMI relates to their robustness
in front of image content variations (see fig. 4.5) but their response to cam-
era movement is similar (see fig. 4.4). Therefore, and taking advantage of the
time-movement decoupling described above, we assumed that results presented
in section 5.5.1 for MI are representative of NMI behaviour as well. NMI is
expected to outperform MI under real working conditions. However, because
registration based on KAZE features outperformed all other alternatives, NMI
potential for registration was not explored further. In our implementation, MI
similarity metric was coupled with the genetic optimisation algorithm proposed
by Styner et al. (2000).

Registration sensitivity to time-induced image variations was analysed at a
second stage (section 5.7.1). Once the best performing method was selected
among proposed alternatives, its behaviour was evaluated when each frame was
to be registered with a previous frame. This approach simulated a real working
framework, although camera movement was still generated synthetically so that
registration accuracy could be measured against a known ground truth. Results
of this study allowed assessing practical implementation issues such as robust
reference selection and optimum pre-processing steps. Additionally, inspection
of the real application context helped to define the conditions under which our
algorithm is expected to work satisfactorily. For example, video stabilisation will
likely fail if video recording frequency falls under a certain threshold. Similarly,
using a multi-reference approach may improve algorithm robustness, although
it will have a significant impact on computation time.

Finally, the analysis of all obtained results allowed proposing a video stabi-
lization algorithm composed of the optimum modules for image pre-processing,
feature matching and multi-reference image registration. Performance of the
proposed algorithm was assessed against known ground truth in six scenarios
with synthetic camera movement (section 5.7.2). Additionally, its use under re-
alistic conditions was explored in three unstable video sequences acquired from
a hovering helicopter (section 5.7.3).

5.4 Test data

The majority of data used in this study coincided with data employed in chapter
4, which is described in detail in section 4.3.1. The same six experimental fires
were selected as a sample representative of a wide range of fire behaviour and

99



IR image processing tools for active wildfire monitoring

imaging conditions. They present significant differences in experimental setup,
fuels and spatial scale. This variability affected observed fire behaviour aspects
such as flaming activity and rate of spread, both of which have an important
impact on image content as well as its evolution with time. In addition, the
distance between camera and fire ranged from a couple of metres to several
dozens of metres. Different camera models, provided by different manufacturers,
were used to monitor fire behaviour from dissimilar perspectives. Differences
in camera resolution, together with variations in distance to fire, contributed
to inhomogeneous pixel sizes. Moreover, although all cameras worked in the
same spectral range (long-wave infrared), measurement temperature ranges also
differed among tests. The temperature measurement range selected to record a
video sequence has a critical impact on the amount of image detail. Background
objects with brightness temperature below the selected measurement range are
invisible, whereas zones with brightness temperature above the selected range
are likely to cause sensor saturation. Both situations are highly detrimental to
image processing techniques. Finally, video recording frequency varied between
1 and 32 frames per second.

Video sequences 1-5 are identical to those described in section 4.3.1. Test
scenario 6 is also the same as scenario 6 in chapter 4. However, a different
video sequence recorded during test 6 was used in this chapter, in order to
further increase the variability described in the previous paragraph. Footage 6
was replaced with another video sequence acquired during the same test, with
the same camera and with the same configuration except for the temperature
measurement range, which was lower (0− 550°C).

Despite the significant variability among considered test scenarios, video se-
quences 1-6 have a critical common property: they were all acquired from stable
vantage positions with a clear overhead view of the fire. This property was ex-
ploited for quantitative assessment of image registration through the application
of known synthetic vibrations to the stable video.

Finally, three more video sequences were used for video stabilization demon-
stration in independent footage with real jitter. These three additional scenarios
were as well used in chapters 2 and 3 and they are described in detail in sec-
tion 2.4.
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5.5 Results: method selection

5.5.1 Comparative analysis under idealised conditions

The registration algorithms described in section 5.2 were compared in order to
select the best performing method for stabilization of aerial thermal imagery
of wildfires. This comparative study was conducted under idealised conditions
as described in section 5.3. Synthetic random perturbations were applied to
video frames randomly selected from the 6 experimental sequences described in
section 5.4. Subsequently, each perturbed frame was registered with its original
-stable- version. Registration accuracy was evaluated twofold. On the one
hand, by comparing retrieved translations, rotations and scaling with ground-
truth misalignment (figure 5.1). On the other, by computing similarity between
registered and target frames (table 5.1). Image similarity was measured using 2D
correlation as recommended in chapter 4. Because each registered frame was
evaluated using as reference the stable version of the same frame, maximum
achievable similarity was exactly 1. Furthermore, computation times required
by each registration algorithm were measured for every frame and averaged over
the complete study sample. These times were measured on a quad-core desktop
computer equipped with an Intel i7-3770 CPU and 16.0 GB of RAM.

Figure 5.1 shows the dispersion of differences between actual and estimated
image misalignment in the form of pseudo-Bland-Altman plots. Bland-Altman
plots are a common tool used extensively to compare the accuracy of meth-
ods that were designed to measure the same magnitude. This is accomplished
by graphically displaying measurement differences along the complete range of
measured values. Bias and limits of agreement are superimposed to the scatter
plot. Bias is computed as the average difference, whereas limits of agreement are
estimated as bias plus and minus 1.96 times the difference standard deviation
(Bland and Altman, 1986). Both bias and limits of agreement are accompanied
by their respective 95% confidence intervals, which were computed here using the
approximated estimations proposed by Bland and Altman (1999). Confidence
intervals are not always computed in the literature when using Bland-Altman
plots, although they have been considered essential by some authors (Carkeet,
2015). Because we are not measuring method performance against a reference
method but against ground truth data, figure 5.1 displays pseudo-Bland-Altman
plots where X axes contain ground truth values instead of method output aver-
age.
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Figure 5.1: Pseudo-Bland-Altman plots for motion estimation errors committed by studied
methods in idealised conditions. Motion estimation errors are plotted against ground-truth
–i.e. actual– movement. Camera movement components are: translation in X direction (Tx),
translation in Y direction (Ty), rotation (θ) and scaling. Tx and Ty were normalised using
frame width and height, respectively. Black dots correspond to individual frames randomly
sampled along all studied scenarios and randomly perturbed. Red solid lines indicate mean
bias. Red dashed lines account for Limits of Agreement (LoA), whereas red dotted lines
represent 95% confidence intervals for estimated bias and LoA.
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Figure 5.1: (Cont.) Pseudo-Bland-Altman plots for motion estimation errors committed by
studied methods in idealised conditions. Motion estimation errors are plotted against ground-
truth –i.e. actual– movement. Camera movement components are: translation in X direction
(Tx), translation in Y direction (Ty), rotation (θ) and scaling. Tx and Ty were normalised using
frame width and height, respectively. Black dots correspond to individual frames randomly
sampled along all studied scenarios and randomly perturbed. Red solid lines indicate mean
bias. Red dashed lines account for Limits of Agreement (LoA), whereas red dotted lines
represent 95% confidence intervals for estimated bias and LoA.
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Table 5.1: Accuracy achieved by state-of-the-art registration algorithms with synthetic move-
ment under idealised conditions. Mean Squared Errors (MSE) in horizontal and vertical trans-
lation were normalised using frame width and height, resp., whereas normalised rotations were
referred to 90deg. Registration quality was defined as the similarity between registered and
ground-truth target frames, measured by means of 2D correlation.

Reg.
method

MSE in
X trans-

lation

MSE in
Y trans-

lation

MSE in
Rotation

MSE in
Scaling

Mean
reg.

quality

Avg.
compu-
tation

time (s)
MI 0.0647 0.1272 0.0240 0.0790 0.8451 34.44

Cross-
correlation 0.1879 0.2601 0.0231 0.0237 0.6891 2.22

SURF 0.0138 0.0044 0.0040 0.0209 0.9418 0.1521
KAZE 0.0014 0.0015 0.0071 0.0068 0.9925 1.15
MSER

+
SURF

0.1091 0.0128 0.0044 0.4744 0.9741 0.2082

MSER
+

KAZE
0.0053 0.0058 0.0082 0.0166 0.8631 0.2825

Table 5.1 summarises mean squared errors in the estimation of individual
motion components together with global registration quality achieved by each
method. These results are in accordance with figure 5.1 and show that best
accuracy was achieved by feature matching algorithms, especially when using
KAZE detector and descriptor together. Cross correlation systematically over-
estimated translations (positive bias on pseudo-Bland-Altman plots, fig. 5.1)
and reached errors exceeding 100% of frame dimensions. MI-based registration
showed better accuracy, especially for translations, although it was seriously
affected by scale and errors remained high in general. Furthermore, both MI
optimisation and cross-correlation tended to fail completely at moderately high
rotation angles.

In addition to KAZE, other feature-based algorithms achieved remarkable
performance. SURF feature matching proved especially capable of estimat-
ing rotation with high accuracy (MSErot = 0.0040). Nonetheless, figure 5.1
suggests that SURF good performance is limited to light rotations. The ac-
curacy of SURF rotation estimation diminishes considerable when rotation an-
gles approach ±20deg. Similar error behaviour was observed for MSER+SURF
and MSER+KAZE methods. Furthermore, these errors follow linear tenden-
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cies as observed in rotation plots of figure 5.1. This indicates that errors in
rotation estimation coincide with absolute rotation, which suggests that these
errors are caused by complete registration failure. Although more subtle, sim-
ilar failure tendencies were observed in translation and scaling estimation for
SURF+SURF, MSER+SURF and MSER+KAZE combinations. Conversely,
KAZE algorithms appeared to be robust in front of all applied perturbations.

Overall, feature matching approaches outperformed cross-correlation and
mutual information optimisation. Not only did they achieve better registra-
tion accuracy but they also ran significantly faster. Among feature-based meth-
ods, preliminary results suggest that KAZE was the most accurate and robust.
However, the slight performance differences obtained through random sampling
encouraged a more detailed analysis, which is presented in section 5.5.2. Because
registration failure is likely due to lack of feature matches, method robustness
was assessed by studying the amount of feature matches available for registra-
tion when using different feature types.

5.5.2 Detailed insight into feature matching robustness

Feature-based video stabilization methods are based on the detection of relevant
features in every frame of a video sequence and the pairing of these features in
consecutive frames. To accomplish this, detected features are described using
a series of parameters that allow their comparison. Having a sufficient number
of feature matches is essential to obtain a reliable estimation of the relative
movement between two images. Usually, the higher the number of matches
found, the more accurate the estimation of image relative position. Therefore,
it is generally desirable to use a combination of feature detectors and descriptors
that provides large amounts of point matches.

However, feature detection and matching is only the first step. Afterwards,
the geometric transformation that converts one feature set into the other must
be found. This geometric transformation between feature sets is assumed to
represent the relative image position, i.e. camera movement between the two
analysed frames. It can be –and it is frequently– the case that not all feature
pairs conform to a single transformation. Therefore, an optimisation approach
is usually employed to estimate the geometric transformation that best fits all
found feature pairs. In this step, some points are considered outliers –i.e. false
matches– and dismissed in order to minimise the matching error. Consequently,
it is not only the global number of feature matches that determines registration
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robustness, but also the inlier/outlier ratio.
There are two dominant factors that affect the amount of inlier image fea-

tures effectively used by registration methods: image content and image relative
position. In order to gain detailed insight into how different methods respond
to each of these factors in wildfire TIR imagery, registration performance in
terms of feature matches was assessed explicitly along the complete experimen-
tal video sequences and the full translation, rotation and scale ranges. Instead
of limiting the study to a reduced set of randomly selected frames and pertur-
bations, frames were sampled consecutively at 1Hz for the complete duration of
each sequence to study the potential relationship between fire size and feature
detection. In addition, synthetic perturbations were applied sequentially to ev-
ery frame at increasing steps of 1% for translations, 1deg for rotations and 1%
for scaling. Each distorted frame was then registered with the previous stable
frame in order to reproduce normal working conditions.

Figure 5.2 shows the variation in feature matches with image content, whereas
figure 5.3a displays its dependence on image alignment. Results shown in these
figures correspond to the number of matches effectively used to estimate regis-
tration transformations, i.e. inliers accepted after RANSAC optimisation.

SURF+SURF KAZE+KAZE MSER+SURF MSER+KAZE

Figure 5.2: Number of feature matches used by different combinations of feature detector +
feature descriptor when registering each frame with the previous one. Values averaged along
all perturbations applied to each frame.

Additionally, there is a second variable representative of feature-based regis-
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(a) Number of feature matches used when registering each frame with the previous one, after outlier
rejection.

(b) Percentage of frames where registration transformation could be estimated.

SURF+SURF KAZE+KAZE MSER+SURF MSER+KAZE

Figure 5.3: Robustness of feature-based registration algorithms, and its dependence on image
alignment. Values averaged along all studied video sequences for each combination of feature
detector + feature descriptor. Detailed results for each scenario are provided in appendix B.
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tration robustness. If the selected combination of feature detectors and descrip-
tors is not suitable for the type of images at hand, there are occasions when
not enough features can be found, they cannot be matched between images or
these connections do not follow a unique distinguishable transformation. In such
cases, no registration at all can be suggested. This fact can affect robustness
of the complete monitoring system, which may be able to handle the existence
of missing frames only if they are scarce. In order to assess this aspect, per-
centage of frames for which each method was able to estimate a registration
transformation is presented in figure 5.3b. Note that fig. 5.3b only evaluates
the capability of providing a transformation estimation and does not include
information about registration accuracy.

Figure 5.2 shows a strong dependence of the number of matches with the
portion of the image filled with fire. Footage sections with a higher amount of
successful feature matches correspond to times when fire fills a larger portion
of the image. Furthermore, the number of feature matches also depends on the
alignment between consecutive frames, as displayed in figure 5.3a. Despite these
dependencies, results show a significantly better performance of KAZE features
in all studied cases. KAZE’s higher robustness is also conveyed by figure 5.3b,
KAZE being the only method capable of maintaining a success rate close to
100% at all translations, rotations and changes in scale.

The difference can be explained by feature detection improvements intro-
duced by the KAZE algorithm. Most feature detectors are based on edges and
corners, which are barely visible in thermal infrared imagery and especially
in fire video. Additionally, traditional methods such as SIFT and SURF in-
clude a multi-scale filtering step in which the original image is convolved with
a Gaussian kernel of increasing standard deviation. Although this approach
allows reducing noise and detecting salient image features, it does not respect
the natural boundaries of objects. In a general scenario, this usually results in
localization accuracy reduction. In TIR fire imagery, consequences are worse
because salient features are usually scarce and weak. Gaussian blurring can
eventually filter them out along with noise, thus losing any opportunity for
robust registration.

On the contrary, the KAZE feature descriptor uses a nonlinear scale space
based on nonlinear diffusion filtering (Alcantarilla et al., 2012). This approach
implements locally adaptive blurring, thus allowing the reduction of noise while
retaining object boundaries. Figures 5.2 and 5.3 demonstrate the importance
of this property in TIR fire imagery.
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The strong relationship between feature matches number and fire size sug-
gests that the majority of the identified features belong to fire. This constitutes
an important aspect to consider when analysing video, since fire is highly dy-
namic and it may change substantially between frames. Among other issues, if
video recording frequency was too low, the amount of successful feature matches
could diminish dramatically. This hypothesis was examined here and it was cor-
roborated by the results displayed in figure 5.4. However, unacceptable feature
match amounts are reached at exceptionally low recording frequencies in the
order of 0.1Hz. Typical nominal recording frequencies in field experiments are
in the order of 1Hz, while current standard camera models allow around 20
to 30Hz. Results displayed in figs. 5.2 and 5.3 were obtained at a nominal
sampling frequency of 1Hz and this frequency provided acceptable results in all
studied cases.

SURF+SURF KAZE+KAZE MSER+SURF MSER+KAZE

Figure 5.4: Number of feature matches available for registration -after outlier rejection- when
video recording frequency was modified. Each frame was registered to the previous frame,
with no synthetic perturbations applied.

Therefore, results presented in this section encourage the selection of KAZE
feature detection and description algorithms as the best-performing registra-
tion method for wildfire thermal infrared imagery. Not only did they provide
higher registration accuracy than all other explored methodologies, but they
also proved to be more robust in front of image content variations and image
misalignment than alternative feature descriptors such as SURF and MSER.
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5.6 Proposed algorithm

Based on the results obtained in section 5.5, KAZE feature matching (Alcantar-
illa et al., 2012) was selected as a suitable method for fire TIR image registration.
Subsequently, a number of aspects were studied in order to incorporate KAZE
image registration into a broader video stabilization framework. This section
describes the optimised solutions that compose the proposed algorithm.

In a video stabilization framework, each frame is to be registered not with
itself but with a previous frame or an external reference. This aspect gains spe-
cial relevance in a wildfire scenario, where image content varies importantly with
time. Under these conditions, the success of registering two frames acquired at
different times greatly depends on the ability to detect salient features that
are persistent in time. Because the performance of feature detection methods
can usually be improved by image preprocessing, common contrast enhance-
ment strategies such as histogram stretching and histogram equalisation were
explored.

As shown in section 5.7.1, both preprocessing options allowed extending the
time elapsed between successfully registered frames due to improved feature
detection. In general, histogram equalisation produced registration of higher
quality than contrast stretching. However, contrast stretching proved to be more
robust when images had no background (scenarios 4 and 5), where histogram
equalisation failed completely. The cause of histogram equalisation failure was
the negligible amount of foreground pixels in comparison with a very vast and
homogeneous background.

In order to take advantage of the superior performance of histogram equal-
isation, its implementation was revised to make it suitable for large images
with homogeneous background. The improved version consists in applying his-
togram equalisation to the minimum rectangular window containing the image
foreground, where image foreground was defined as the group of all pixels with
intensity values different from the background intensity. After cropping the fore-
ground of each frame, it is applied histogram equalisation and merged back with
its original background so that frame size is conserved. Sections 5.7.1 and 5.7.2
demonstrate that this approach outperforms traditional histogram equalisation
as well as simpler contrast stretching.

Finally, we propose the introduction of an additional improvement to in-
crease method robustness. Regardless of how reliably image features can be
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detected and matched, sporadic registration failure is unavoidable. Extreme
camera movements, occlusion by smoke and hardware malfunctions are some of
the events that may derive in the presence of invalid frames that should nei-
ther be registered, nor used as reference. In order to account for faulty frames
and prevent them from affecting the overall stabilization performance, we pro-
pose the use of a sliding multi-reference framework. A frequent approach for
video stabilization consists in registering each new frame with the latest frame
previously stabilized. This approach is accurate and adaptable to changes in
image content, but not robust against the presence of multiple faulty frames.
Instead, we suggest registering every new frame to the latest 5 frames correctly
stabilized, obtaining the 5 corresponding transformations that would map the
new frame to the reference and using the median of these transformations for
registration.

The mathematical representation of 2D similarity transformations are 3x3
matrices. Therefore, the direct implementation of the proposed approach would
consist in computing median values for every element in these matrices. How-
ever, this would result in more general transformation types not complying
with similarity specifications. In order to keep a meaningful description of the
applied registration, we suggest applying median filtering individually to the
different movement components. Therefore, our algorithm retrieves estimated
translations, rotation and scale for all 5 reference frames, computes their median
values and builds a new registration matrix with the resulting coefficients. This
workflow is displayed in figure 5.5.

Suitability of the proposed preprocessing and multi-reference registration
strategies was demonstrated through comparison of the achieved stabilization
performance with a baseline method consisting in KAZE feature-based registra-
tion.

5.7 Evaluation

5.7.1 Pre-processing and response to time-induced image
content variations

This section measures the performance of feature-based registration when com-
pared images are different frames extracted from a video sequence. Specifically,
we assessed the response of registration based on KAZE feature matching to the
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𝑇𝑦 = 𝑚𝑒𝑑𝑖𝑎𝑛(𝑇𝑦,1, 𝑇𝑦,2, 𝑇𝑦,3, 𝑇𝑦,4, 𝑇𝑦,5)

𝜃 = 𝑚𝑒𝑑𝑖𝑎𝑛(θ1, 𝜃2, 𝜃3, 𝜃4, 𝜃5)

𝑆 = 𝑚𝑒𝑑𝑖𝑎𝑛(𝑆1, 𝑆2, 𝑆3, 𝑆4, 𝑆5)
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𝑀𝑖

𝑀𝑖

Figure 5.5: Workflow of the proposed multi-reference stabilization algorithm. Black rectangles
represent unavailable frames.
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amount of time elapsed between registered frames. This was achieved by select-
ing ten 40-second windows within each of the six studied video sequences, i.e.
60 windows in total. The starting frames of these windows were selected ran-
domly in each video. All frames in each window except the first were perturbed
through similarity transformations computed randomly from the translation, ro-
tation and scale ranges indicated in section 5.3. Afterwards, perturbed frames
were registered with the first frame in the window. Achieved registration ac-
curacy was measured through 2D correlation between registered and original
frames, whereas registration robustness was estimated using the number of in-
lier feature matches successfully used for registration and the portion of frames
for which a registration transformation could be found. Finally, the study was
repeated incorporating different image preprocessing alternatives. Figure 5.6
summarises median values for the measured variables, computed over the ten
study windows within each video sequence.

Two different types of behaviour can be distinguished in figure 5.6. Feature
detection and matching was easier in video sequences recorded in smaller scenar-
ios and at lower temperature ranges, such as 1, 2, 3 and 6. In these cases, video
frames could be successfully registered when they were up to 40 seconds apart
from one another. On the contrary, a rapid decrease in the amount of feature
matches and the success rate was observed in scenarios 4 and 5, which corre-
spond to the highest temperature measurement ranges and the longest distance
between fire and camera. This distinct behaviour highlights the importance
of background features. At high temperature measurement ranges, the cold
background becomes totally uniform and available features are limited to those
contained in the fire. The consequent loss of detail, together with fire temporal
variability, can severely affect the detection of persistent features in a series of
consecutive frames. In these cases, successful frame registration was achieved
during a shorter time window of between 5 and 10 seconds.

Image preprocessing allowed a slight extension of the time window available
for registration. While histogram equalisation improved registration accuracy in
footage with detailed background (scenario 1, 2, 3 and 6), it failed in sequences
4 and 5. On the contrary, histogram stretching proved to be more robust in
situations with no background. Improved histogram equalisation combined the
advantages of both, allowing successful feature matching in all scenarios when
frames were separated in time between 0 and approximately 10 seconds.
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Figure 5.6: Response of KAZE feature-based registration to time elapsed between frames.
Registration robustness was estimated through the number of inlier feature matches used
for registration and the percentage of frames where a registration transformation could be
suggested. Registration quality was measured as 2D correlation between the registered frame
and the ground-truth target frame. Ten random 40-second windows where selected within
each video sequence for the computation of median values.
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Figure 5.6: (Cont.) Response of KAZE feature-based registration to time elapsed between
frames. Registration robustness was estimated through the number of inlier feature matches
used for registration and the percentage of frames where a registration transformation could
be suggested. Registration quality was measured as 2D correlation between the registered
frame and the ground-truth target frame. Ten random 40-second windows where selected
within each video sequence for the computation of median values.
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5.7.2 Video stabilization performance

The proposed algorithm was applied to the six video sequences described in
section 5.4 after sampling them at 1Hz and perturbing all frames with random
similarity transformations. Enough feature matches for registration were found
in 92.7% of the total amount of processed frames. Registration quality was
assessed through comparison of actual and retrieved image perturbations. Mean
squared errors in normalised translations, rotations and scaling were below 1%
(table 5.2). Figure 5.7 shows registration quality over the complete footage
duration. Results obtained with the proposed algorithm are compared with
baseline methods that do not include image preprocessing or the multi-reference
scheme.

Table 5.2: Average stabilization results achieved by the proposed algorithm. Mean Squared
Errors (MSE) in horizontal and vertical translation were normalised using frame width and
height, resp., whereas normalised rotations were referred to 90deg.

Sequence Mean Squared Error
X translation Y translation Rotation Scaling

1 4.11e-05 6.66e-05 1.65e-05 2.66e-05
2 9.79e-05 1.31e-04 1.17e-04 1.01e-03
3 2.40e-03 2.48e-03 1.35e-04 2.61e-03
4 6.01e-04 6.63e-03 5.02e-05 2.48e-03
5 3.33e-03 2.95e-03 4.50e-05 1.66e-02
6 1.98e-06 3.38e-06 1.09e-06 3.03e-06

Figure 5.7 demonstrates how the introduction of both the multi-reference
framework and the improved histogram equalisation contribute towards higher
registration quality and robustness. In general, image histogram equalisation
facilitates the detection of relevant image features, which reduces registration
errors. On the other hand, registering each frame to multiple reference images
avoids discontinuities in the processing workflow when faulty frames appear.
The downside of the multi-reference approach is a slight decrease in registration
quality, probably caused by the fact of using older reference frames (e.g. see
results for scenarios 3 and 4 in figure 5.7). Nonetheless, the overall registration
quality remained acceptable and the achieved increase in robustness outweighs
this limitation.

Tables 5.3 and 5.4 compare the performance of the proposed algorithm with
other pre-processing alternatives. These results are aligned with the analysis
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X translation

Y translation

Rotation

Scaling

Figure 5.7: Errors committed in the estimation of camera movement with the following config-
urations (from left to right): no preprocessing + single reference, no preprocessing + multiple
reference, proposed preprocessing + single reference, proposed preprocessing + multiple ref-
erence. S: scenario; NoP: no preprocessing; HE-FG: foreground histogram equalization; R1:
one single reference frame; R5: multi-reference approach using 5 reference frames. Errors
were computed by comparing estimated camera movement with ground truth applied pertur-
bations. Translations were normalised using frame size. Rotations were normalised taking
90deg as reference. Each row corresponds to a different video sequence.
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X translation

Y translation

Rotation

Scaling

Figure 5.7: (Cont.) Errors committed in the estimation of camera movement with the follow-
ing configurations (from left to right): no preprocessing + single reference, no preprocessing
+ multiple reference, proposed preprocessing + single reference, proposed preprocessing +
multiple reference. S: scenario; NoP: no preprocessing; HE-FG: foreground histogram equal-
ization; R1: one single reference frame; R5: multi-reference approach using 5 reference frames.
Errors were computed by comparing estimated camera movement with ground truth applied
perturbations. Translations were normalised using frame size. Rotations were normalised
taking 90deg as reference. Each row corresponds to a different video sequence.

118



5. Stabilization of thermal infrared video for aerial wildfire monitoring

presented in section 5.7.1. Histogram equalisation allowed a significant improve-
ment in registration quality when enough detail was available in the background
(scenarios 1 and 6). However, equalisation failed in video with little or no back-
ground detail (scenarios 4 and 5). Histogram stretching proved to be more
robust in these situations, although it provided lower quality values overall.
The proposed variant of histogram equalisation, called foreground histogram
equalisation, combined the strengths of both alternatives providing both the
best registration quality and the highest robustness.

Table 5.3: Ratio of registration success achieved by the proposed stabilization algorithm in
comparison with the baseline approach (column 1) and other pre-processing alternatives.

Sequence
Registration success ratio

Single
reference, no
preprocessing

Multiple
reference,
histogram
stretching

Multiple
reference,
histogram

equalisation

Multiple
reference,

foreground
histogram

equalisation
1 1.000 1.000 1.000 1.000
2 1.000 1.000 1.000 1.000
3 1.000 1.000 0.960 1.000
4 1.000 1.000 0.003 1.000
5 0.573 0.828 0.003 0.563
6 1.000 1.000 1.000 1.000

It is to be noticed that image pre-processing and the registration process were
not the only algorithms affected by the lack of background detail. Registration
quality values included in table 5.4 were estimated as the similarity between
registered and target frames, measured through the 2D correlation coefficient
between both images. This estimation returned exceptionally low values in
scenarios 4 and 5, which would imply the failure of video stabilization in this
footage. However, table 5.2 and figure 5.7 demonstrate that this is not the case.
Therefore, it was the metric used to measure image similarity that misbehaved.
Video sequences 4 and 5 were recorded at temperature measurement ranges
over 300°C. This fact produced that only hot pixels were visible, thus removing
all detail from the background. Results displayed in table 5.4 demonstrate the
existence of a strong relationship between temperature measurement range and
image similarity estimation. This relationship is caused by the influence of
background detail on image correlation and originates that even well aligned
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Table 5.4: Average registration quality achieved by the proposed stabilization algorithm in
comparison with the baseline approach (column 1) and other pre-processing alternatives.
Registration quality was defined as the similarity between registered and ground-truth target
frames, measured by means of 2D correlation.

Sequence
Average similarity to target frame

Single
reference, no
preprocessing

Multiple
reference,
histogram
stretching

Multiple
reference,
histogram

equalisation

Multiple
reference,
foreground
histogram

equalisation
1 0.652 0.841 0.983 0.982
2 0.597 0.735 0.709 0.757
3 0.665 0.743 0.584 0.745
4 0.071 0.070 - 0.073
5 0.077 0.071 - 0.087
6 0.557 0.561 0.958 0.944

images be assigned low similarity values.
Observed dependence of image similarity values on image content suggests

that 2D correlation must be used with caution when evaluating registration re-
sults. Interestingly however, we found that 2D correlation was useful to estimate
overall video stability if used to compare pairs of consecutive frames. Table 5.5
summarises video stability indicators computed as the average similarity be-
tween every two consecutive frames along each complete sequence. Stability
values estimated in this fashion are in agreement with registration quality dis-
played in figure 5.7, with very good stability achieved in scenarios 1, 2, 3 and 6
and slightly poorer results in scenarios 4 and 5.

More detailed performance results of the proposed algorithm can be found
in Appendix B. Section B.3 provides further insight into the registration qual-
ity achieved with different image pre-processing techniques. Additionally, we
analysed the effect of modifying the number of reference frames used in the
multi-reference framework. Registration quality was measured for all possible
combinations of pre-processing alternatives with the use of 1, 3, 5 and 8 reference
frames. Analysis of those results lead to the selection of foreground histogram
equalisation and 5 reference frames. Section B.3 also includes detailed values
provided by the metric proposed to measure video stability.
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Table 5.5: Values of the proposed metric for video stability estimation, computed as the
average image similarity between every two consecutive frames.

Sequence Stability before
processing

Stability after
processing

1 0.333 0.992
2 0.359 0.991
3 0.251 0.988
4 0.029 0.946
5 0.024 0.954
6 0.266 0.988

5.7.3 Demonstration in three real study cases

Finally, the proposed algorithm was tested in three video sequences with real
jitter in order to demonstrate its applicability to a real scenario. The study cases
correspond to three field experiments conducted in Ngarkat Conservation Park,
South Australia, which were recorded with a thermal infrared camera from a
helicopter hovering over the burning plot. The camera was operated manually
by the onboard personnel, which added manual jitter to helicopter movement.

Video acquired during these tests was used in chapters 2 and 3 of this Thesis
to assess the performance of proposed algorithms for fire front detection and
flame filtering. Further detail about the experimental setup and video properties
can be found in section 2.4 (footage numbers 3, 4 and 5).

These video sequences are of great value to study a number of fire behaviour
aspects (see e.g. Cruz et al. (2010); Plucinski and Pastor (2013)). However,
video instability has so far limited their analysis. In past studies, individual
frames were geocorrected manually with the help of Ground Control Points,
but the manual approach restricted temporal resolution to 10−1Hz. Therefore,
the capability of stabilizing every frame in this footage automatically provides an
important source of new information relevant for the study of wildfire dynamics.

All three video sequences were successfully stabilized using the algorithm
proposed in section 5.6. Table 5.6 summarises the increase in video stability,
estimated through the average inter-frame 2D correlation, as well as the portion
of frames successfully processed.
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Table 5.6: Increase in video stability provided by the proposed algorithm when applied to
unstable footage described in section 2.4. Footages are numbered as in table 2.2, do not
confuse with scenarios 1-6 discussed in other sections of this chapter. Video stability was
estimated as the average 2D correlation between every two consecutive frames.

Footage Stability before
stabilization

Stability after
stabilization

Stabilization
success ratio

3 0.7009 0.8848 1.0000
4 0.6863 0.9099 0.9986
5 0.6640 0.9197 1.0000

5.8 Conclusions

Thermal IR imagery can be used to study a number of fire behaviour proper-
ties such as rate of spread, fire radiative power and fire line intensity (Paugam
et al., 2013; Johnston et al., 2017; Valero et al., 2018a). However, ROS values
estimated this way have been acknowledged to have significant uncertainty due
to errors in the delineations of fire front positions and limited accuracy in image
registration (Stow et al., 2019). Until now, there was no simple and low-cost
image processing approach available that could be used for image motion cal-
culation and elimination in a wildfire scenario (Yuan et al., 2015). This chapter
intends to contribute to this field by proposing a purely software based, sim-
ple and robust video stabilization algorithm specifically designed for thermal
infrared imagery of forest fires.

This chapter starts with a comparative analysis of different state-of-the-art
image registration algorithms in order to assess their applicability to the stabi-
lization of aerial thermal infrared imagery of wildland fires. TIR fire imagery has
a number of specific properties that challenge inter-frame registration, namely
low spatial resolution, lack of background detail and rapid variability of image
content. In order to address this problem, we selected a subset of recognised reg-
istration methods, vastly used for remote sensing applications. Algorithms were
selected from different method families in order to cover the three main exist-
ing registration approaches: maximisation of image similarity, phase correlation
and feature matching.

In contrast with what one could intuitively expect, feature based registration
methods outperformed alternatives relying on phase correlation and Mutual In-
formation maximisation. Despite the dynamics nature of fire, KAZE features
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could be robustly detected and matched, outliers being correctly discarded by
a RANSAC algorithm. On the contrary, the accuracy of phase correlation mea-
sured in this study clearly differs from previous results reported by other authors
working with thermal infrared imagery, such as Mart́ınez-De-Dios and Ollero
(2012). There are two important differences between our study and theirs that
may contribute to such a distinct behaviour: in our case, fire is present in the
image and –consequently– temperature measurement ranges are significantly
higher. The latter circumstance additionally implies that much fewer detail is
present in the imagery used for our study. These facts apparently have a dra-
matic impact on registration accuracy achieved by phase correlation algorithms,
even when they are coupled with the Fourier-Mellin transform.

Among feature-based registration methods, KAZE feature detector and de-
scriptor outperformed SURF and MSER not only in registration quality but also
in robustness. For this reason, the KAZE feature matching method was selected
as best candidate for individual image registration. In order to make it useful
in a video stabilization framework, it was accompanied by a multi-reference al-
gorithm that increased its robustness in the presence of missing or faulty video
frames. Finally, image pre-processing was addressed to adapt the algorithm
to frames with little or no background detail. After assessment of common
contrast enhancement techniques such as histogram stretching and histogram
equalisation, a modified version of histogram equalisation was proposed as the
best alternative.

Performance of the proposed video stabilization algorithm was analysed
through an ad-hoc designed study based on the application of synthetic camera
movement to TIR imagery acquired during real experimental fires. Results of
this study verified the accuracy and robustness of our algorithm. Finally, we
proposed a new metric to measure video stability under real conditions where
ground truth camera movement is unknown. This metric, which is based on
inter-frame image similarity measured as 2D correlation, was used to demon-
strate the utility of the developed stabilization algorithm in 3 unstable video
sequences recorded from a hovering helicopter.

Being able to reliably register all frames in a video sequence to a common
reference supports the processing workflow of experimental data in two man-
ners. On the one hand, it allows an important increase in maximum temporal
resolution by facilitating the analysis of every frame in the sequence. On the
other hand, data accuracy is improved owing to the suppression of human-
induced errors associated with GCP identification, localisation and annotation.
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Furthermore, automated registration of consecutive frames can be extended to
more general applications such as the analysis of TIR imagery acquired by fixed-
wing aircraft flying repeatedly over the fire.
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Chapter 6

Dealing with affordable compact
IR cameras

Summary

Image processing algorithms detailed in previous chapters can support and im-
prove experimental studies of wildfire behaviour. However, acquisition of aerial
thermal infrared imagery is costly. Platforms used so far for this purpose are
specific and expensive, usually military grade. On the other hand, IR technol-
ogy has recently seen remarkable maturing and thermal cameras have become
increasingly light, compact and affordable. New models weigh only a few hun-
dreds of grams, they have approximately the size of a phone and they can be
easily installed aboard commercial off-the-shelf (COTS) remotely piloted air-
craft (RPAS). Whereas these advances may be the base of future quantitative
fire monitoring systems, there are some practical issues that need to be addressed
before the full potential of this technologies can be achieved. This chapter pro-
vides a descriptive overview of the efforts made in this Thesis to tackle some of
these limitations. Both hardware and software issues are discussed, experiences
are shared and the best found alternatives are identified. Some problems were
resolved, including the retrieval of radiometric information and accurate times
of frame acquisition from proprietary video formats. Other goals, such as the
development of a low-cost open-source monitoring system based on Raspberry
Pi and Linux, could not be completely achieved. Nevertheless, we believe that
encountered difficulties are common in the wildfire research community, and we
therefore hope that others find this information of interest.

6.1 Introduction

A significant amount of powerful remote sensing platforms are currently avail-
able. Unmanned aerial systems (UAS) provide unprecedented opportunities for
forest fire monitoring, and the last decade has seen a number of sensor develop-
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ments in the wildfire field. Among others, we can highlight the NASA Ikhana
UAS (Ambrosia et al., 2011d), the FireMapper sensor (Riggan and Hoffman,
2003; Riggan et al., 2003; Stow et al., 2014), and NIROPs operations (Am-
brosia et al., 2011a; Ambrosia and Zajkowski, 2015). These platforms have
demonstrated that real-time wildfire monitoring is feasible today and it can be
used to improve situational awareness during emergency response. However,
all these cases rely on unique hardware and software developments which are
extremely expensive and difficult to replicate. For instance, the AMS sensor
installed aboard the Ikhana UAS weighs 109kg (Allison et al., 2016), a payload
unaffordable for most unmanned systems.

On the other hand, small and affordable COTS UAS are seeing a signifi-
cant increase in autonomy and reliability. These developments are accompanied
by a raising number of compact IR cameras with remarkable technical specifi-
cations. Modern thermal cameras, mostly based on uncooled microbolometer
arrays, have achieved outstanding resolutions both spatially and temporally. At
the same time, manufacturers keep reducing camera size, weight and cost. More
recently, UAS and camera manufacturers have established international collab-
orations to create COTS UAS with thermal imaging capabilities. For example,
in 2015 drone manufacturer DJI partnered with IR camera manufacturer Flir to
integrate thermal imaging solutions into next generation of commercial drones
(Frank, 2015). Since then, the market has seen different products in this seg-
ment. As an example, figure 6.1 shows two DJI drone models equipped with Flir
thermal cameras. Both include a mechanical stabilization system, also known
as gimbal.

Such developments have spurred the interest in the application of these tech-
nologies to forest fire research. Recent wildfire experimental campaigns have
incorporated COTS UAS and thermal imaging systems to monitor vegetation,
fire behaviour and fire effects (Dickinson et al., 2016; Zajkowski et al., 2016).
However, authors using COTS UAS for fire research have reported a number of
difficulties in the use of these affordable sensors. The most important acknowl-
edged limitations refer to hardware usability and data processing capabilities.
Examples of these include sensor saturation, inaccuracies during image georefer-
encing, lack of control over camera parameters and opacity in proprietary video
formats deployed by camera manufacturers (Valero et al., 2018b).

Finding solutions to work around existing hardware and software limita-
tions was essential to ensure that the computer vision algorithms developed in
this Thesis can be applied in practice. Future experimental studies of wildfire
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(a) DJI Zenmuse, Flir camera. Pic-
ture by Lino Schmid and Moira Prati
(https://commons.wikimedia.org) - CC
BY-SA 4.0

(b) DJI Matrice, Flir cam-
era. Picture by Compudemano
(https://www.flickr.com) - CC BY 2.0

Figure 6.1: Example of commercial off-the-self UAS equipped and sold with thermal infrared
cameras and mechanical stabilization systems.

behaviour can benefit from the methodologies described in previous chapters,
but only if practical hardware and software limitations are overcome. For this
reason, significant efforts were dedicated during this Thesis to work around dif-
ficulties detected in the use of state-of-the-art compact thermal cameras. The
focus was placed on cameras rather than UAS because cameras were considered
responsible for the majority of limitations.

The rest of this chapter is divided into two sections. Section 6.2 describes
software packages developed to enhance capabilities in the processing of IR
video files. Achieved functionalities include full access to raw thermal data, the
possibility to select which frames to process and retrieval of individual frame
metadata. The latter granted access to important parameters such as the exact
time of frame acquisition as well as camera position and orientation when the
frame was acquired. Afterwards, section 6.3 presents a low-cost hardware archi-
tecture designed to operate a compact IR camera comfortably while extending
data processing capabilities provided by camera manufacturers. This system is
based on a Raspberry Pi single-board micro-computer and implements software
solutions developed previously.
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6.2 Software solutions to improve IR data man-
agement

At present, the main limitation of compact IR sensors and cameras are their
data processing capabilities. Manufacturers are focusing on hardware develop-
ment with the aim of improving spatial, temporal and spectral resolution while
further reducing sensor dimensions, weight and cost. Whereas these develop-
ments constitute an invaluable step forward in wildfire monitoring, their full
potential can only be exploited if hardware operation is supported by adequate
software solutions.

During this PhD Thesis, the author had access to several imagery datasets
acquired during experimental and prescribed burning campaigns. Interestingly,
IR camera models used by different institutions in different countries had all
been manufactured by the same two international companies: Optris and Flir.
Furthermore, it was quickly noted that cameras from both manufacturers had
similar software limitations: on the one hand, existing IR cameras can by de-
fault only be controlled using the manufacturer’s proprietary control software;
on the other hand, IR data already recorded can usually be reviewed and post-
processed using only the same suit of proprietary software. Unfortunately, im-
age processing capabilities built in manufacturer’s default software range from
non-existing to extremely limited because complex IR video analysis is not a
frequent need during industrial thermal inspection. Moreover, although manu-
facturers provide some options to export data in standard image formats, the
exporting process is usually not easy and it is rarely automated, which prevents
a systematic data analysis using image processing libraries such as Matlab and
OpenCV.

Despite these limitations, both IR camera manufacturers provide a set of
libraries that allow integration with third-party software developments. We
used these libraries to work around the detected limitations and obtain the data
that must be fed into the computer vision algorithms developed in this Thesis.
The Centre for Technological Risk Studies had developed in the past plugins to
extract thermal information from Flir proprietary video formats. These plugins
were used and complemented with similar tools for Optris cameras.

The plugin developed for Optris cameras allows accessing the information
contained in video files with extension .ravi, created by Optris camera control
software. Video frames can be exported in standard image formats. Individ-

128



6. Dealing with affordable compact IR cameras

ual frames may be processed separately, and all frames pertaining to any video
sequence can be exported automatically. Furthermore, brightness temperature
values corresponding to each grey level can be retrieved, which allows radio-
metric studies1. Additional information about its implementation is provided
in Appendix C.

Another recurrent problem met during this Thesis was the inability to access
the exact time of acquisition of each frame. This happened primarily when IR
cameras where not operated from a laptop but from a UAS. Both Flir and
Optris provide built-in solutions to operate their cameras through single-board
micro-computers, which are usually installed on small UAS. Because hardware
resources aboard this type of aircraft are usually very limited, manufacturer
software replaces full video recording with the acquisition of individual frames
at a lower temporal resolution. The time of acquisition of each frame is critical
for the measurement of dynamic aspects of fire behaviour. However, compact
control boards are rarely capable of operating at a constant frame rate.

The alternative to work around this limitation consists in reading the meta-
data encapsulated within every frame file. It was observed that Flir tau cameras,
installed on DJI drones, store frame acquisition times along with grey matri-
ces. Other metadata included in these files include the GPS position of the
UAS as well as the camera orientation, measured using the onboard inertial
measurement unit (IMU).

Consequently, a short script was created to parse metadata saved by Flir
camera control software. This script allows the automated search of frame
acquisition times as well as other relevant information defined by the user. Pre-
viously, file metadata must be read and exported to a text file. We recommend
using the utility Exiftool2 for this purpose.

6.3 Hardware architecture for IR camera oper-
ation

Compact IR cameras such as Optris PI and Flir Tau models provide high quality
imagery at reduced size, weight and cost. However, they lack important acces-

1This plugin was developed in collaboration with Christian Mata, researcher at the Centre
for Technological Risk Studies

2https://www.sno.phy.queensu.ca/˜phil/exiftool/
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sories. Traditional cameras used to incorporate everything needed to operate
the sensor within the same shell. This would include at least a motherboard, a
visor, a screen, a storage device and a battery. Because all these components
consume energy, take up space and weigh, compact cameras frequently dispense
with them. This allows these new devices to be installed on small drones, for
example. The downside is that their integration and operation require a sig-
nificantly higher time investment. Controlling software provided by camera
manufacturers is off-the-shelf on laptops operating under Windows OS, whereas
ad-hoc software must be developed in Linux and other compact platforms.

The Centre for Technological Risk Studies recently purchased an Optris PI
640 camera. Its expected applications range from static laboratory fire exper-
iments to active wildfire monitoring from manned and unmanned aerial plat-
forms. While official manufacturer software meets the requirements for labo-
ratory tests, the context of a real wildfire will not allow operating the camera
from a laptop.

Therefore, an ad-hoc hardware architecture was designed, built and assem-
bled to provide any Optris PI camera with the necessary accessories for its
operation. A Rapsberry PI (RPI) 3 was used as controlling board, powered by
a 6000 mAh USB power bank. The RPI was assembled together with a 7” touch-
screen and a Sense HAT board that includes a gyroscope, an accelerometer and
a barometric pressure sensor, among others. Positioning measurements were
added through an Adafruit Ultimate GPS, and a visible RPI Camera Board
was connected to complement the IR view.

A case was designed and built to hold all these components in place, together
with an external USB hard drive to store video data. The box was designed on
a 3D CAD program and 3D printed3. Figure 6.2 shows two screenshots of the
design and figure 6.3 displays two photographs of the final result.

This system was designed with the goal of acquiring infrared video from a
compact and portable platform. IR video is to be registered with visible video,
and camera position and orientation is to be retrieved for each frame with the
aim of facilitating image georeferencing. Additionally, the system is modular
and easily separable to allow mounting on UAS, where the screen is not needed.

The hardware design was accompanied by the development of the necessary

3The case was designed by Michal Loniewski, an intern under the advise of the author
of this Thesis. Jonathan Garcia-Abian –technician at Universitat Politècnica de Catalunya–
helped with the 3D printing.
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(a) Front view (b) Back view

Figure 6.2: 3D CAD design developed for the case of the monitoring system.

(a) Front view (b) Back view

Figure 6.3: Low-cost control system designed for Optris cameras. 3D printed case is shown
together with main system components - i.e. camera, LCD screen, Raspberry PI and battery.
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control software. After testing several operating systems that can run on the
RPI (Raspbian, Windows IoT Core and Ubuntu Mate), Ubuntu Mate was the
only option found to be compatible with Optris libraries. The camera control
backend was developed in C++, whereas a graphical user interface was created
in QML.

Unfortunately, Ubuntu Mate is not as prepared as Raspbian to operate stan-
dard RPI accessories such as the LCD screen, the Sense HAT and the Adafruit
GPS. This fact led to unexpected difficulties in software integration, which sig-
nificantly delayed this work package. Additionally, Optris camera libraries are
not well documented and they underwent several version changes that rose in-
compatibilities with our code. All these circumstances prevented this project
from reaching the expected state at the time of submission of this Thesis. Al-
though most of the pieces are in place, there is at present no working prototype
of this system.

6.4 Concluding remarks

Image processing algorithms detailed in previous chapters need additional soft-
ware and hardware support to become usable by the scientific community as well
as by fire emergency managers. Compact thermal infrared cameras and modern
COTS UAS are opening new fields of opportunities for research and emergency
response. However, such affordable systems have significant limitations that
must be overcome.

This chapter provides a descriptive overview of the efforts made in this The-
sis to tackle some of these limitations. Both hardware and software issues are
discussed, experiences are shared and the best found alternatives are identified.
Due to unexpected difficulties, not all work planned in this package could reach
the intended state of maturity. Nonetheless, we have confirmed that the prob-
lems we encountered are frequent among the fire science community. Therefore,
we believe that the knowledge gained in the processes may be of interest to
others, and it is for this reason that such knowledge was summarised in this
chapter. Moreover, successfully achieved solutions are detailed in Appendix C.
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Chapter 7

Application in practice: capability
demonstration

Summary

The main goal of this Thesis was the development of new software and hardware
solutions to support active wildfire monitoring using infrared imagery. Previous
chapters describe in detail a number of algorithms that are proposed to meet
detected needs such as automated operation of compact IR cameras, handling
of IR data and metadata, video stabilization, fire line detection and flame filtra-
tion. In order to address the different problems systematically, each module was
developed and tested individually under controlled conditions. However, real
world situations usually entail several of the studied challenges. Consequently,
the modules proposed in this Thesis should be combinable and integrable into
a broader system to be used in real life.

In order to demonstrate the applicability of this Thesis to real world situa-
tions, this chapter compiles two additional validation studies in scenarios where
several of the developed modules were successfully combined to solve common
issues found in practice. The two presented cases correspond to experimental
burns recorded with different compact IR cameras and dissimilar setups. A
Remotely Piloted Aerial System (RPAS) was successfully used in one of the ex-
periments, and collected imagery was used to follow the fire perimeter evolution
and to measure its rate of spread. Datasets used in this chapter are different
from all validation data used in other chapters.

It must be noted that this chapter neither presents a complete integral sys-
tem nor does it claim to be a thorough validation. It can rather be understood
as the proof of concept that demonstrates the potential of the tools developed
in this Thesis to solve real problems, both at research and operational levels.
Significant further work is needed to produce a fully integrated system usable
operationally1.

1The content included in this chapter was presented at an international conference and

133



IR image processing tools for active wildfire monitoring

7.1 Introduction

Automated quantitative wildfire monitoring is useful for two purposes. On
the one hand, to acquire comprehensive experimental datasets that support the
study of a number of fire behaviour aspects. On the other, to provide emergency
response teams with meaningful, accurate information about the state of the
fire during an incident, thus increasing situational awareness and supporting
decision making.

Extensive experimental campaigns have been conducted with the aim of im-
proving scientific knowledge of wildfire dynamics, e.g. Clements et al. (2007,
2014); Cruz et al. (2010); Ottmar et al. (2016). Within the acquired datasets,
spatially and temporally explicit measurements of fire radiant emission and fire
rate of spread have been considered to be critical for the investigation of fire
behaviour and effects (O’Brien et al., 2016). Similarly, continuous surveillance
of the fire perimeter and remote measurement of its rate of spread during a real
emergency can greatly assist decision making (Ambrosia and Wegener, 2009;
Ambrosia et al., 2011d), and some critical components to achieve this goal are
already available. A number of previous studies have demonstrated the applica-
bility of Unmanned Aerial Systems (UAS) for this purpose (Yuan et al., 2015).
Furthermore, current telecommunication systems and information management
technologies support the combination of such measurements with other relevant
data such as fuel properties, fuel spatial distribution, digital elevation models
and updated weather variables (see e.g. section 8.2 of this Thesis). Finally, there
are data-driven fire spread simulators that can use observed fire behaviour to
improve the fire evolution forecast in the short term (see section 8.4 for further
information). The availability of all this information in real time would notably
increase the level of situational awareness in a scenario that can quickly become
dangerous.

Thermal Infrared (TIR) imagery has proved to be a suitable technology to
obtain continuous information about an active fire. Some variables that can be
estimated remotely using IR cameras are the fire perimeter location, the rate of
spread, the Fire Radiative Power (FRP) and Byram’s fire intensity (Pérez et al.,
2011; Paugam et al., 2013; Stow et al., 2014; Butler et al., 2016; Dickinson et al.,
2016; Johnston et al., 2017). In this regard, this Thesis’ work contributes to the

published in the form of electronic proceedings as part of a book chapter (Valero et al.,
2018b). Fragments of Valero et al. (2018b), including video, figures and tables, have been
reproduced here verbatim.
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automation of aerial TIR imagery analysis through computer vision techniques
(Valero et al., 2015, 2017c, 2018a). Algorithms of this type allow the automated
acquisition of spatially explicit, high-frequency fire information, and they may
be the base of a quantitative monitoring system with applicability to wildfire
incident management and wildfire research.

Furthermore, thermal infrared cameras, which had historically been expen-
sive, complex and heavy, have experienced a notable decrease in size, weight
and price. They are now suitable for installation aboard small RPAS and UAS,
thus presenting a promising potential in forest fire management and research.
Being able to process IR imagery acquired by these small aircraft automatically
would be a remarkable step forward towards the accomplishment of powerful,
yet affordable, fire monitoring systems. Still, to the best of our knowledge, all
previous studies that successfully used infrared imagery to derive fire behav-
ior information employed conventional thermal cameras (Plucinski and Pastor,
2013; Paugam et al., 2013; Butler et al., 2016; O’Brien et al., 2016; Johnston
et al., 2017; Valero et al., 2018a). There have been very few attempts to use
modern compact IR cameras to sense fire behavior, and there is a general con-
cern in the scientific community about the image quality achievable by low-end
IR cameras. Furthermore, some unsuccessful experiences have been reported
when using RPAS, mainly due to difficulties in georeferencing the imagery and
saturation of the IR sensors (Dickinson et al., 2016; Zajkowski et al., 2016).

This Thesis proposes a number of solutions to the most common needs de-
tected in this framework. Chapters 2 and 3 dealt with the automated measure-
ment of fire spread. Chapters 4 and 5 tackled the essential pre-processing step of
video stabilization. Finally, chapter 6 addressed limitations of current compact
IR cameras with the final aim of adapting this research to low-cost hardware
and making our solutions accessible to everyone and usable in practice.

Now, all these separate solutions would have little utility if they cannot be
combined. In a typical research scenario, a low-end thermal IR camera will be
installed aboard a small RPAS with very limited onboard processing capabilities.
Camera operation parameters (e.g. image resolution, temperature measurement
range and recording frequency) must be optimized according to the posterior
application of the imagery and existing hardware constraints. Such a specific
problem needs an ad-hoc solution, since default software provided by camera
manufacturers does not meet the needs of this type of research applications.
Furthermore, RPAS may eventually be equipped with a mechanical stabilization
system (aka. gimbal), but light aircraft are notably vulnerable to wind gusts -
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usually present in a fire environment- and the mechanical stabilizer will probably
not be powerful enough to cancel all camera vibrations. Therefore, aerial IR
video will need additional software stabilization before being suitable for input
into further computer vision modules.

Ultimately, only the intelligent combination of individual solutions will allow
leveraging the full potential of modern technology, with some relevant applica-
tions such as those introduced in chapter 8. For this reason, the current chapter
analyses the utility of all developed modules in two more general scenarios where
they had to be combined. Studied cases correspond to independent experimen-
tal burns conducted in different locations, designed using dissimilar setups and
recorded with separate cameras. Datasets analysed in this chapter are different
from all validation data used in other chapters.

7.2 Tested IR cameras

Thermal infrared cameras have seen an outstanding development in the last
few years, on both market ends. On the one hand, high-end devices that work
at high speed and with high resolution are allowing unprecedented studies of
fire behavior and characteristic fire structures at different scales (McAllister
and Finney, 2017; Miller et al., 2017). On the other hand, cameras with basic
capabilities have become smaller, lighter and cheaper than ever while meeting
the needs of a significant number of applications.

One of such applications is fire monitoring. Fire monitoring entails specific
requirements such as a wide temperature measurement range to avoid sensor
saturation and, at least, medium resolution so that fire behavior can be sensed
from a distance that might go from a few meters to a few hundreds of me-
ters. Until recently, these requisites prevented fire researchers from relying on
low-end IR camera models. However, camera manufacturers have started to pro-
duce light compact cameras that meet the needs of many wildfire studies. We
had the opportunity to test two compact models from two known international
manufacturers, whose main specifications are summarized in table 7.1.

The two IR cameras listed in table 7.1 have some characteristics in common.
Both are compact and based on uncooled microbolometers. They both need a
reduced amount of power to work and they cannot operate on their own but need
to be connected to some kind of controlling hardware. The controller might be
a laptop, a tablet or a single-board microcomputer. These characteristics make
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Table 7.1: Technical specifications of the two tested cameras.

Test 1 

   

Test 2 

   

 

 

 

 

Camera 
Commercial 

Name 

Dimensions 

(mm) 

Weight 

(g) 

Image 

Resolution 

(pixels) 

Spectral 

range (µm) 

Temperature 

measurement 

range (ºC) 

Output 

1 Optris PI 400 46x56x90 320 382x288 [7.5, 13] [200, 1500] 
Radiometric video, 

proprietary format 

2 

DJI Zenmuse 

XT (developed 

by FLIR) 

103x74x102 

(Gimbal 

included) 

270 640x512 [7.5, 13.5] [-40, 550] 

Individual JPEG 

images, no radiometric 

information 

them especially convenient for portable field experimental setups and for instal-
lation aboard RPAS. In this study, camera 1 was connected to a laptop whereas
camera 2 was operated from a drone through an on-board microcomputer.

Despite meeting the basic technical needs for large-scale fire monitoring (i.e.
suitable temperature measurement range and sufficient resolution), these cam-
eras entail significant limitations in the data processing workflow. Each man-
ufacturer normally uses its own private software to operate their cameras and
their own private format to store data. Raw IR data can afterwards be inspected
only with their own software. Manufacturers’ programs, provided with easy-to-
use graphical user interfaces, are convenient for most industry clients. However,
the use of non-standard formats and the lack of transparency in the camera
control software constitute serious drawbacks for fire researchers, who usually
need full access to raw thermal data. Furthermore, there are other practical con-
straints when using these cameras in situations with limited resources, such as a
drone or in the field. For instance, IR video files can easily become too large for
modest systems, which usually implies restrictions in the recording frequency.
In the next sections, we discuss how these limitations affect quantitative fire
monitoring algorithms and how they can be worked around.

7.3 Test scenarios

We tested our cameras in two medium-scale experimental burns. Test 1 was
performed at the Tall Timbers Research Station in Tallahassee, FL, USA, in
April 2017. Test 2 was conducted on The Nature Conservancy land next to
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Baxley, GA, USA, in January 2017. IR cameras were used differently in each
occasion. Test 1 was recorded with camera 1 from a fixed overhead position
that provided an oblique view of the plot. In test 2, camera 2 was operated
from a small RPAS hovering above the plot.

7.3.1 Test 1: Fixed vantage point, off-nadir

Test 1 was conducted in plot C1 of the Pebble Hill sites at Tall Timbers, which
consisted of mixed southern rough/long leaf pine fuels. This plot was equipped
with two smaller highly-instrumented plots (HIPs) consisting of several radiome-
ters, visual and thermal cameras. Two specific types of fire behaviour sensors
were deployed in this test. The first one is referred to as Fire Behaviour Package
(FBP), and it contains a dual heat flux sensor to measure incident total and
radiant energy flux, a type K fine wire thermocouple, a narrow angle radiometer
and two flow sensors (Butler et al., 2010). The second sensor, identified here as
camera, consists in a video camera enclosed in a fire-resistant housing that can
be triggered remotely (Jimenez et al., 2007). These items were geolocated and
used as ground control points (GCPs) for imagery geocorrection. Furthermore,
a thermal camera (camera 1 of this study) was installed on top of a boom lift
situated at the south-east corner of the plot. Figure 7.1 shows the layout and
some representative distances.

7.3.2 Test 2: Drone, nadir view

In test 2, a nadir view of the complete plot was available at all times. This fact
considerably simplified image georegistration as no projective transformation
was needed. Measurement of one ground distance between two GCPs sufficed
to estimate the conversion between image and ground coordinates. A sample IR
frame in which these GCPs can be observed is displayed in figure 7.2. The main
difficulty during this test arose from the drone instability. The footage had some
jitter that needed to be cancelled. Furthermore, exportable data from this video
sequence was not radiometric, i.e. available pixel values did not correspond to
brightness temperatures.

138



7. Application in practice: capability demonstration

C1
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Figure 7.1: Diagram of the item layout existing in test 1. All indicated distances are horizontal
at ground level.

7.4 Data analysis methodology

7.4.1 Test 1

By default, software provided by the manufacturer of camera 1 always stores
acquired IR video in a private binary format. This format can only be read
using the same manufacturer’s software. IR video encapsulated this way can
neither be exported to other formats. Moreover, data analysis tools officially
provided by Optris are rather limited. To overcome these issues, we used the
in-house applications described in chapter 6 to read and process high-frequency
video containing actual brightness temperatures.
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FBP

Camera

10.9m

Figure 7.2: Sample IR frame corresponding to test 2, with GCPs used for imagery geocorrec-
tion. Due to the nadir view, only two GCPs were necessary to estimate one scaling parameter.
FBP means Fire Behavior Package.

Subsequently, GCPs showed in image 7.1 were used to estimate the projective
transformation that mapped image coordinates to the ground. Most of these
GCPs were distinguishable in the IR footage because they remained relatively
cold when the fire passed through. However, fire reached different GCPs at
different times and, consequently, not all GCPs were visible in a single frame.
This limitation was overcome through the compilation of several frames with
appreciable GCPs into a composite figure. This approach allowed maximising
the number of annotated points, thus increasing the accuracy of the estimated
transformation.

Georeferenced imagery was then used to follow the fire perimeter evolution
and to measure its rate of spread (ROS). Both tasks were accomplished auto-
matically using the methodology described in chapter 2. Since flame projections
were present in transformed video, chapter 3 algorithms were also tested. How-
ever, the viewing angle was too oblique for this strategy to provide successful
results. An alternative approach consists in the application of statistical rules for
ROS outlier rejection. In this case, we explored the suitability of the generalized
extreme studentized deviate (GESD) test (Rosner, 1983). GESD was applied
to ROS values obtained along each isochrone. This test is especially suitable
for datasets that have multiple outliers but where the number of outliers is not
known a priori.
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7.4.2 Test 2

In the case of camera 2, manufacturer’s software did allow exporting IR video
in a standard format, but such video did not contain actual brightness temper-
atures. Frames could only be exported as JPEG images, valid for visualization
but without radiometric information. Furthermore, this information was avail-
able with a low temporal resolution due to RPAS hardware limitations. Frame
rate was close to 1Hz, but the camera controller did not keep it constant.

Footage 2 did not need the application of a projective transformation because
it was acquired from a nadir viewpoint. However, instabilities in the drone
position translated into slight jitter in the video sequence. Light aircraft are
usually susceptible to wind gusts, especially when they fly over an active fire.
Although the DJI Zenmuse camera is specifically equipped with a mechanical
stabilization system to minimize the impact of this, vibrations remained in the
output video. This issue was resolved through the video stabilization software
described in chapter 5.

Finally, stable greyscale video was successfully used to follow fire perimeter
evolution because our computer vision methods do not rely on precise radiomet-
ric data. However, timing was important to estimate rates of spread. Because
recording frequency was not kept constant, the exact time at which each frame
was originally acquired had to be retrieved from each file’s metadata. We used
the open-source program Exiftool2 for this purpose.

The low recording frequency employed in test 2 did not allow applying flame
filtering algorithms. Therefore, GESD statistical test was also used in this
scenario to remove ROS outliers.

7.5 Results

Once converted to a readable format, footage 1 provided rich radiometric data
about test 1, with a high temporal resolution (27Hz). For its part, footage
2 had to be stabilized before becoming useful. Owing to the drone mechanical
stabilization system, remaining video instabilities were light. Consequently, only
fine-tuning motion estimation was performed by means of feature matching.
KAZE features (Alcantarilla et al., 2012) were detected in every frame and

2Originally developed by Phil Harvey. Website: https://www.sno.phy.queensu.ca/ phil/exiftool/
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their properties populated using KAZE descriptors. These properties were used
to find corresponding features in consecutive frames. Finally, global camera
motion was deduced from feature matching pairs. A RANSAC estimator was
used to discard outliers. Figure 7.3 shows feature matching results for a sample
frame pair.

Figure 7.3: Subset of matching features detected in two sample consecutive frames during
the drone IR footage stabilization (test 2). Red and green points represent features. Yellow
lines connect matched features. Relative movement between these two frames consisted of a
translation of 13.74 pixel units and a scale change of 1.2%.

After pre-processing, the perimeter tracking algorithms were applied to both
video sequences at an approximate framerate of 1Hz. A subset of the obtained
results is displayed in figure 7.4. Complete animated video with the detected
perimeter evolution is available at the following links: https://goo.gl/bKb4Cu;
https://goo.gl/47CxcU.

These results allowed the computation of fire ROS distributions as shown in
figure 7.5. Because rates of spread were not measured in situ by any alterna-
tive method, remote values obtained automatically could not be quantitatively
validated. Nonetheless, results are in agreement with visual estimations and
the fire perimeter evolution shown in figure 7.4 -and in the associated animated
video- is very similar to what a human operator would annotate manually.
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Figure 7.4: Automatically detected fire perimeter after imagery preprocessing. Displayed
frames approximately correspond to footage beginning (left), midway (center) and end (right).

(a) Test 1 (b) Test 2

Figure 7.5: Temporal evolution of remotely sensed rates of spread. Central solid line represents
average values within each isochrone. Shaded area represents standard deviation within each
isochrone.
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7.6 Concluding remarks

This chapter showcases how different packages of work completed within this
Thesis can be combined and applied in practice. The generation of a fully
integrated system was not intended because all these modules are still at a
research level of development. Available datasets neither included ground truth
information valid for a thorough validation. Still, the two scenarios studied here
are representative of frequent conditions under which these modules are to be
deployed in practice.

Test 1 required conversion of proprietary video formats, image pre-processing,
geocorrection through Ground Control Point annotation and flame projection
filtering. Test 2 needed video stabilization and meta-data handling to retrieve
exact frame acquisition times. In both cases, fire rates of spread could be mea-
sured remotely. Although obtained results could not be validated quantitatively,
estimated ROS were in accordance with expected values.

The main contribution of this chapter therefore consists in a qualitative
assessment of the practical utility of algorithms described in previous chapters.
Results indicate that work developed in chapters 2 and 4 to 6 is applicable to
real-case scenarios, whereas the flame filtering methodology proposed in chapter
3 may need revision. This conclusion was reached in chapter 3 as well.
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Chapter 8

Scientific applications: integration
with third party software to im-
prove fire behaviour understand-
ing

Summary

Despite the wealth of research conducted into wildfire dynamics during decades,
there are a number of fire behaviour aspects that remain partially undeciphered.
Among other remote sensing and imaging techniques, thermal infrared imagery
has proved to be a powerful tool to study fire behaviour. This opportunity led
to the development of this Thesis, which proposes a series of algorithms to au-
tomate the analysis of fire infrared imagery. Such automation was sought with
the ultimate goal of facilitating and enhancing the scientific study of wildfire be-
haviour. However, thorough fire behaviour analysis requires the use of additional
tools such as Geographic Information Systems (GIS) and fire dynamics models.
GIS allow the integration of fire data with information about vegetation, ter-
rain and weather, while models provide further insight into specific aspects of
fire dynamics and are useful to propose and validate hypotheses. Among fire
dynamics models, two types are especially interesting given the current state of
the art. On the one hand, full-physics models based on Computational Fluid
Dynamics (CFD) allow the detailed study of relationships between input pa-
rameters and fire behaviour variables. On the other hand, data-driven models
based on data assimilation constitute the most promising approach to achieve
faster-than-real-time fire spread forecasts usable operationally.

Because the algorithms proposed in this Thesis play a role in all these topics,
this chapter describes how they can be combined with such other existing tools
in order to: a) assist the scientific study of fire, and b) contribute to decision
support systems deployable during emergency response. Specifically, we cover
integration with QGIS, CFD fire dynamics models and the data-driven fire
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spread simulator developed by Rios (2018)1.

8.1 Introduction

Interactions between fire, vegetation, terrain and weather are complex and in-
volve a great variety of spatial and temporal scales. Critical fire behaviour
parameters such as the rate of spread (ROS), the fire line intensity and the
Fire Radiative Power (FRP) are intrinsically related to slope, wind, moisture,
fuel depth and fuel load, just to name a few. However, the exact relationship
among all these variables is not always evident and it varies with fire regimes,
vegetation state and weather conditions. Despite the wealth of fire spread mod-
els developed in the last decades (Sullivan, 2009a,b,c), there exists at present
no standard model widely accepted by the scientific community. Furthermore,
significant mismatches have been reported repeatedly between model outcomes
and experimental observations (Cruz and Alexander, 2013; Cruz et al., 2018).

An integrated approach is essential to study experimental relationships and
try to derive general conclusions that improve our understanding of wildland
fire behaviour. Geographic Information Systems (GIS) were developed with the
aim of integrating spatial information, usually coming from different sources,
in order to facilitate its analysis. Digital Elevation Models (DEM), vegetation
layers and weather information can easily be input and displayed. Additionally,
GIS include powerful tools for spatial analysis, which can be used to derive
statistical relationships from observed fire behaviour data. For this reason, we
propose the use of QGIS as a suitable open-source framework. In addition
to providing great processing capabilities, it allows the incorporation of new
functionalities in the form of user-developed plugins. This possibility facilitates
the integration of experimental fire behaviour data obtained through infrared
imaging. Section 8.2.1 describes the necessary steps to import and process fire-
related information, whereas section 8.2.2 demonstrates the range of analysis
that can be performed through a synthetic case study.

Among the various types of existing fire models, those based on Compu-
tational Fluid Dynamics (CFD) are especially suited to gain insight into fire

1The contents of this chapter were presented in three international conferences and in-
cluded in the corresponding conference proceedings (Valero et al., 2017b, 2018c, 2019). One
of these articles was published as a journal paper (Valero et al., 2017a). Fragments of all these
publications have been reproduced here verbatim, including figures and tables.
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behaviour. Also known in the wildfire community as full-physics models, CFD
fire simulators solve the Navier-Stokes equations in a fluid domain and couple
them with submodels that account for fire-related processes such as combus-
tion, pyrolysis and radiative heat transfer. This approach is very promising
because, as opposed to empirical models, it does not restrict the model ap-
plication to the range of conditions and input parameters used to formulate
the model. Favourable comparisons have been reported with experimental data
from lab and field studies (Menage et al., 2012; Hoffman et al., 2016; Mueller
et al., 2014). Furthermore, additional developments to model fuel inputs and
fuel treatments (Pimont et al., 2016; Parsons et al., 2018) augur a great poten-
tial of this paradigm to support fuel management (Ziegler et al., 2017; Parsons
et al., 2018) and fire risk analysis at the Wildland-Urban Interface (WUI) (Mell
et al., 2010, 2011), among others. Two examples of popular CFD wildfire mod-
els are the Wildland-Urban Interface Fire Dynamics Simulator (WFDS) (Mell
et al., 2009) and FIRETEC (Linn et al., 2005).

Despite the wide range of research opportunities provided by wildfire physics-
based models, their output analysis poses significant challenges. CFD simulators
provide a wide range of quantitative data, including 3D fields of air temperature,
velocity and species concentration as well as heat release rate, fuel consumption
and 2D distributions of surface temperature and heat fluxes for all objects.
Nonetheless, they do not directly compute fire behaviour metrics such as rate
of spread, flame height, fire front depth or fire line intensity. These metrics are
essential to study wildfire dynamics and fire effects on soil and vegetation, and
they are necessary to analyse the efficacy of different fuel treatments as well as to
assess fire risk at the WUI. Differences in model architecture and data formats
currently constrain such post processing to be model specific, making direct
comparison between models relatively complicated. Similarly, measurements
on field fire experiments rarely cover the same set of variables or have similar
detail in output, making direct comparison between field fire data and simulation
output challenging. These constraints pose a barrier to advancement of this field
and refinement of such models, either through comparisons with other models,
or with experimental data.

In an attempt to overcome these restrictions, section 8.3 proposes a post-
processing framework that facilitates the computation of fire behaviour metrics
from CFD simulation data. Based on the image processing techniques presented
in previous chapters of this Thesis, our methodology is not aimed at any partic-
ular simulator but it was designed as a model-independent tool. This entails the
important advantage of providing a common framework for inter-model com-
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parison. Furthermore, the methodology employed to process simulation outputs
is similar to the approach usually followed to analyse experimental infrared (IR)
imagery. Therefore, the proposed framework also constitutes a valuable third-
party tool for model validation against experimental data.

Finally, section 8.4 presents the integration of the work developed during this
Thesis into data assimilation frameworks. Data assimilation has recently been
adopted as a promising approach to provide fast and reliable fire spread simu-
lations. Whereas high-accuracy CFD models require enormous computational
resources, faster operational fire spread models have proved to be unreliable
in a general scenario with unknown input parameters (Cruz and Alexander,
2013). Data assimilation techniques tackle this limitation through the design
of adaptive models that are able to automatically adjust either their internal
parameters or their input variables based on observed outputs. This approach,
widely employed in Numerical Weather Prediction (NWP) systems, allows the
use of fast operational models for short-term forecasts if observations are avail-
able with sufficient temporal resolution. Its applicability to the simulation of
wildland fire spread has already been demonstrated and there are a few alter-
natives published (Mandel et al., 2008; Rios et al., 2014; Rochoux et al., 2014,
2015).

Despite their great potential, data assimilation techniques are only as valu-
able as the capacity to obtain the observations they need in due time. If fire
spread simulators are to be used operationally to inform decisions during emer-
gency management, two conditions must be met. First, the simulator must
run faster than real time. Second, fire spread observations must be acquired,
processed and fed into the simulator also in real time. In this sense, airborne
surveillance systems based on thermal infrared imagery have proved extremely
helpful to monitor wildfire evolution (Riggan et al., 2003; Ambrosia and We-
gener, 2009; Ambrosia et al., 2011e,d). Therefore, the only missing piece of the
puzzle is a fully-automated workflow that allows using infrared-based fire be-
haviour observations to feed data-driven fire spread simulators. Section 8.4 of
this chapter showcases how this Thesis can contribute significantly to this goal.

Figure 8.1 outlines the general integration scheme detailed in the following
sections.
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Figure 8.1: Integration of this Thesis with existing tools widely employed in forest fire research.

8.2 Geographic Information Systems: QGIS

The majority of spatial information relevant to wildfire monitoring is usually
available to the public, and it is easy to find and use. Three particular data
layers that are key to study fire impact and dynamics and that are globally avail-
able are topographic maps, fuel layers and Digital Elevation Models (DEMs).
These layers can normally be downloaded from local or national public institu-
tions at no cost and with a high spatial resolution. Additionally, in those cases
where such information is not available, global products covering the entire
Earth can be used. Although their resolution is usually lower than local layers,
global data provide an excellent base background suitable for the purposes of
fire monitoring.

One of the reasons why QGIS was selected for our implementation is that it
provides seamless integration with some of these global products. For instance,
OpenStreetMaps data can be automatically downloaded for a selected region
using the QGIS OSMDownlowder plugin2. QGIS also allows the easy down-

2Developed by Luiz Andrade: https://github.com/lcoandrade/OSMDownloader
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load of terrain information for a selected area through the SRTM Downloader
plugin3. This plugin automatically connects to NASA’s Earthdata repository
and downloads the SRTM 30-m DEM for the selected area. Finally, the global
fuel bed dataset developed by Pettinari (2015); Pettinari and Chuvieco (2016)
can be downloaded and imported into any GIS as a raster layer. This dataset
contains all vegetation parameters related to surface fire behaviour.

8.2.1 Necessary steps to integrate wildfire behaviour data

Image georeferencing

Aerial imagery needs to be georeferenced before further processing. Although
there are several alternatives to do this, the most common approach in wildfire
research is to use Ground Control Points (GCPs). The identification of at least
4 points in the image whose real-world coordinates are known allows the esti-
mation of the corresponding 2D projective transformation between the camera
and the ground planes. QGIS includes a plugin for simple image geocorrection
using GCPs: Georeferencer GDAL.

Fire line and fire perimeter detection

Georeferenced thermal imagery can be used to track the evolution of the fire
perimeter and detect the active fire lines at each moment. Computer vision
algorithms based on edge detectors proved able to do this automatically (Valero
et al., 2018a). The output of these algorithms usually consists in a set of lines
whose coordinates can be exported into a comma-separated values (CSV) file.
Features stored in CSV files can then be imported into GIS vector layers. Fur-
thermore, QGIS provide tools to digitise, modify or remove vector features man-
ually. This provides additional flexibility to treat fire spread data acquired by
means different from imagery. Even when computer vision methods are em-
ployed, they usually produce errors that can be corrected manually using QGIS
vertex tool.

3Developed by Horst Duester: https://github.com/hdus/SRTM-Downloader
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Horizontal ROS

Horizontal fire rate of spread is usually computed from the fire perimeter evo-
lution by measuring the distance between consecutive isochrones. An isochrone
is defined as the position of the fire perimeter at a certain time. This way, ROS
is measured as the distance travelled by each point on each isochrone along
the direction perpendicular to the isochrone itself until it intersects the next
isochrone, divided by the time needed to travel that distance (Pastor et al.,
2010; Planas et al., 2011; Paugam et al., 2013; Valero et al., 2018a). In practice,
this methodology can be implemented more efficiently by computing the mini-
mum distance between each point on an isochrone and the previous isochrone.
We recommend this approach in QGIS, where all isochrones can be treated as
lines and stored in a single vector layer.

Horizontal ROS provides an idea of the temporal evolution of the fire, in-
creases situational awareness and facilitates the forecast of posterior fire spread.
Additionally, it can be used to derive surface ROS as explained next. Once
horizontal ROS values are known at certain points scattered throughout the
analysed domain, these values can be interpolated to create two-dimensional
raster layers for ROS magnitude and direction.

Surface ROS

Although horizontal ROS provides useful information about the fire spread, the
variable that holds the physical meaning and determines fire ecological impact
is surface ROS. Surface ROS can be derived from horizontal ROS using terrain
slope as indicated in equation 8.1. To accomplish this, remote sensing data must
be combined with a DEM.

ROSSurf = ROSHoriz
cos(θdir)

(8.1)

In equation 8.1, θdir is the directional terrain slope, i.e. the effective slope in
the direction of fire propagation. Directional slope can be obtained from a DEM
using various calculation methods (Burrough et al., 2015), several of which are
usually implemented in most GIS. In QGIS, the DirectionalSlope plugin4 covers
this need. The Horn (1981) method was used here.

4Developed by Mauro Alberti: https://github.com/mauroalberti/directionalslope
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Burned area and total fire perimeter

Geometric properties of a vector layer can be computed in QGIS through the
Add Geometry Attributes option. If the vector layer is composed of lines, this
function will only return the total line length. Conversely, if a polygon layer
is input, polygon perimeters and areas are computed. Therefore, the layer
containing the fire perimeter evolution must be converted to polygons whose
perimeter and area can subsequently be obtained.

Fire radiative power and fire line intensity

Fire radiative power (FRP) and fire line intensity can be estimated from ROS
and brightness temperatures measured through infrared imaging (Paugam et al.,
2013; Johnston et al., 2017). Fire line intensity represents the total heat release
rate per unit time per unit length of the fire front. It is usually approximated
by the Byram’s fire intensity IB(kW/m), which can be computed as indicated
in equation 8.2 (Byram, 1959):

IB = H · w ·ROS (8.2)

where H is the fuel low heat of combustion (kJ/kg), w is the fuel consump-
tion per unit area (kg/m2) and ROS is the fire rate of spread (m/s). Although
IB has traditionally been computed using equation 8.2, this requires field mea-
surements of fuel consumption and fuel heat of combustion. Alternatively, IB
can be rewritten as eqs. (8.3) and (8.4):

IB = E ·ROS (8.3)

IB = R · d (8.4)

where E represents the total amount of energy released during fuel consump-
tion (kJ/m2) and R, the heat release rate (kW/m2), both per unit area. d is
the fire front depth (m).

Whereas the total energy released by the fire is also difficult to measure,
infrared remote sensing allows the estimation of radiative magnitudes. The Fire
Radiative Power (FRP) is the radiative component of R. The Fire Radiative
Energy (FRE) is the radiative component of E. FRP can be measured by
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IR sensors and FRE can be obtained through time integration of FRP. Subse-
quently, they can be used to estimate the radiative fire line intensity. Johnston
et al. (2017) compared different methodologies to achieve this.

Statistics

Finally, all previously computed variables can be combined in order to explore
the statistical relationships between them. The most relevant relations to as-
sess are usually those between ROS and fuel type, ROS magnitude and ROS
direction, and ROS and slope. FRP and fire line intensity can also be related
to ROS and terrain and vegetation parameters. This approach is demonstrated
in section 8.2.2.

8.2.2 Synthetic case study

The computation steps described in section 8.2.1 were demonstrated in the sce-
nario of a real fire occurred in Vall-Llobrega, Catalonia, Spain, in March 2014.
This fire developed quickly and went out of extinction capacity, reaching near
towns and highroads. Due to its unexpected severity, all observed information
about the fire evolution was recorded and its dynamics have been studied a
posteriori. These studies have allowed the reconstruction of this fire using sim-
ulators such as FARSITE (Finney, 1998). Owing to the lack of real IR imagery
during this incident, we replicated the fire evolution reported by the fire brigades
using FARSITE. Acquiring aerial imagery with sufficient temporal resolution in
a real fire scenario is extremely challenging, and most existing datasets either
correspond to experimental burns performed on flat terrain and homogeneous
fuel or they are incomplete if they were obtained in a real-scale fire. Conversely,
simulated data in this particular scenario is realistic and at the same time pro-
vides a complete dataset, which allowed exploring the whole range of analyses
possible in QGIS.

The fire started on March 16 at midday and it burned for approximately
1.5 days. It spread mainly towards the south-west favoured by strong north
wind gusts. At that time of the year there was high fuel load in the fire area,
which furthermore had been affected by strong storms the previous year. This
combination of facts allowed high severity burning.

Fuel spatial distribution and terrain elevation were retrieved from local
providers at 30-m and 15-m resolution, respectively. In this case, also a high-
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resolution topographic map was used instead of the OpenStreetMap connection.
Available terrain and fuel data, together with the estimated ignition point and
the hourly evolution of wind, air temperature and moisture, were used to repli-
cate the fire evolution in FARSITE. Figure 8.2 shows the result of the simulation
in FARSITE.

Figure 8.2: Simulated reconstruction of the studied fire evolution. These results are used as
synthetic observed data in the following sections.

Figure 8.3 shows the tracked fire perimeter evolution superimposed to a
topographic map of the area. The corresponding DEM is also shown.

Figure 8.4 displays the dependence of horizontal ROS on the fuel type,
whereas figure 8.5 shows the relationship between surface ROS and directional
slope. As it could be expected, ROS is significantly higher in locations where
fuel can be categorised as model 4. Fuel model (FM) 1 corresponds to short
grass, FM 5 is brush with light surface fuel loads and FM 8 represents closed
timber litter, usually associated with slow-burning ground fires. On the con-
trary, FM 4 is chaparral typically composed of mature shrubs about 2 meter tall.
FM 4 usually allows high intensity and fast spreading fires. Similarly, figure 8.5
shows an expected positive relationship between surface ROS and directional
slope, although this relationship is not linear.

Figure 8.6 shows the relationship between surface ROS magnitude and di-
rection. As expected, ROS are significantly higher towards the south-west,
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direction towards which the wind was blowing. Figures 8.7 and 8.8 display the
relationship of fire line intensity with ROS and the fire released energy, respec-
tively. Since there was no imagery available in this scenario, the displayed fire
line intensity and released energy are the values directly output by FARSITE.
Variables sensed remotely can be analysed similarly if imagery is acquired with
sufficient quality. Finally, figure 8.9 contains the evolution of the burned area
and the fire perimeter with time.

It should be noted that all these results are subject to interpolation and
resampling errors. Even in this synthetic scenario, ROS values were estimated
pointwise and later on interpolated to form two-dimensional raster layers. When
using remote sensing data, ROS measurements can be expected to have poorer
spatial resolution. This fact would increase interpolation errors, which should
also be estimated. Furthermore, raster layers obtained from different sources
often have dissimilar pixel sizes. Resampling is another frequent operation that
may affect the uncertainty of the studied values.

8.3 Computational Fluid Dynamics (CFD) sim-
ulators

This section describes the workflow proposed to derive specific wildfire behaviour
metrics from CFD output. Our workflow allows obtaining spatial and temporal
distributions of rate of spread and flame height from simulation results, and
it can be further extended to compute other metrics such as fire line intensity

Figure 8.3: Fire perimeter evolution superimposed to the topographic map (left) and a Digital
Elevation Model (right) of the area.
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Figure 8.4: Average value of horizontal
ROS for each fuel model present in the
study area. Numbers correspond to the
original Scott and Burgan models (Scott
and Burgan, 2005).

Figure 8.5: Average values of surface ROS
obtained for different levels of directional
slope.

Figure 8.6: Average values of surface ROS
for different ROS directions. ROS di-
rections are measured clockwise from the
north.

Figure 8.7: Average values of fire line in-
tensity for different ROS magnitudes.

156



8. Scientific applications: integration with third party software to improve fire
behaviour understanding

Figure 8.8: Average values of total released energy for different levels of fire intensity.

Figure 8.9: Observed evolution of the burned area and the fire perimeter length with time.
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and fire radiative power. All post-processing is applied once the simulation is
finished and it does not introduce any requirements on the simulation input
files. Therefore, our approach is independent not only of the employed simu-
lator but also of the simulation parameters. Consequently, post-processing can
be performed by any person different from the modeller. To accomplish this we
exploit the 3D visualization of simulation results, which is a standard output
provided by popular simulators such as WFDS and FIRETEC. Renderings pro-
duced by tools like Smokeview and Paraview are build from 3D output variables
computed and stored during the simulation. Therefore, we rely on the accuracy
of these renderers when reproducing simulated fire dynamics.

8.3.1 Methodology

Our approach relies on the assumption that the 3D rendering produced from
CFD simulation results approximately corresponds to what a visual camera
would see in the simulated fire scenario. If this statement holds true, then image
processing and computer vision algorithms developed for video fire analysis can
be applied to the virtual rendering, with the added advantage of simulated
scenarios providing exceptional flexibility to select the most convenient views
of the fire, acquire simultaneous views from different perspectives and remove
undesired objects from the scene, among others.

For the quantitative study of wildfire behaviour, each virtual video sequence
is to be rendered twice: firstly, from a nadir view to measure the fire rate of
spread; secondly, from a front view to obtain flame height distributions. After
selecting the view and exporting all video frames, the footage is geometrically
corrected in order to retrieve physical dimensions from image coordinates. This
is achieved through a 2D geometric transformation commonly used in remote
sensing to georeference oblique imagery (Paugam et al., 2013; Valero et al.,
2018a). Furthermore, original colour footages are transformed into greyscale
video using a transformation similar to the one recommended by the Inter-
national Telecommunication Union to calculate luminance in digital television
(International Telecommunication Union, 2011).

After the necessary pre-processing, the nadir view is used to reconstruct
the fire perimeter evolution during the fire, which allows the computation of
spatially explicit values of rate of spread. These tasks are accomplished using
the methodology proposed in chapter 2 of this Thesis, which was originally
developed for infrared video and is completely automatic. On the other hand,
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the frontal view is used to measure flame height distributions within each video
frame. Fire contours are detected by grey level thresholding and object border
tracking. Thresholds are computed automatically using Otsu’s method (Otsu,
1979).

Figure 8.10 displays the form of the basic outputs obtained from the two
selected viewpoints. In both cases, subsequent analysis of the complete time
series allows further statistical studies because rate of spread and flame height
values can be obtained as a function of time and space.

(a) Fire isochrones (i.e. fire perimeter evolu-
tion), obtained from the nadir view.

(b) Flame height distribution along the fire
front at a certain time, obtained from the
frontal view.

Figure 8.10: Illustrative example of outputs obtainable with the proposed methodology.

8.3.2 Utility demonstration

Two example WFDS simulations were analysed to illustrate the applicability
of the presented methodology. The first simulation reproduced a laboratory
test and derived metrics were used to assess the similarity between simulation
and experimental results. The second simulation was designed using example
STANDFIRE simulation output and exemplifies how our algorithms may sup-
port fuel management and fuel treatment assessment.
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Study case 1: comparison of simulation and experimental data

One of the main applications of the methodology presented here is the direct
comparison of simulated results with experimental data. A measurement ap-
proach that works similarly with infrared video and outputs provided by differ-
ent simulators has a great applicability as a model-independent tool for model
validation.

In order to assess the suitability of our approach for this goal, we reproduced
a laboratory test using WFDS. The laboratory burning was performed over a
horizontal combustion table of about 1.5 meters in width and 3 meters in length,
with no wind and using straw as fuel. It was recorded with a thermal infrared
camera from an overhead perspective and the algorithms described in chapter
2 were used to track the fire perimeter and compute its rate of spread. The
same experimental setting was reproduced in WFDS and simulation output
was analysed using the methodology proposed in this chapter. The resulting
rate of spread fields are displayed in figure 8.11.

(a) WFDS simulation (b) Experimental test (from chapter 2)

Figure 8.11: Spatially explicit fire rate of spread.

Figure 8.11 demonstrates how simulation results are now directly compara-
ble to experimental information, which is not the case with the standard output
produced by WFDS. In this particular case, significant dissimilarities can be
observed between simulation and experiment. A probable cause of these dif-
ferences in ROS is the inaccuracy of simulation input parameters. In a real
study, parameters’ accuracy should be properly quantified and sensitivity anal-
yses should be performed to further assess the reliability of simulation data.
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Our methodology may also assist in such analyses.

Study case 2: fuel treatment analysis

Another relevant application of this approach may be the quantitative assess-
ment of fuel treatment effects on fire behaviour. STANDFIRE (Parsons et al.,
2018) was developed with the aim of unifying and simplifying this task through
the integration of fuel modelling and physics-based fire simulations. It works
successfully with two of the most powerful wildfire CFD simulators available at
present, i.e. WFDS and FIRETEC. However, STANDFIRE currently provides
a limited set of fire behaviour metrics.

This section presents the potential improvements that such methodology
brings to this framework. In addition to rate of spread fields as those showed
in figure 8.11, measured rates of spread can be analysed statistically both in
time and space. This provides additional tools to investigate potential relation-
ships between rate of spread and fuel properties, weather conditions or terrain
characteristics. Similar studies can be performed on flame height data, which
is furthermore essential to estimate crown effects and the probability of crown
ignition.

As a proof of concept, sample results were obtained for a medium scale
WFDS simulation designed with STANDFIRE (fig. 8.12). Dimensions of the
computational scenario were 160m x 90m x 50m (length x width x height).
Surface fuels were represented as a homogeneous litter bed, while canopy fuel
consisted of a series of trees of different species, each with different fuel loads.
Figure 8.13 shows average and standard deviation values for the fire rate of
spread and flame height, whereas figure 8.14 includes histograms of the measured
values.
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Figure 8.12: Example WFDS simulation output from STANDFIRE used in study case 2.

(a) Rate of spread (b) Flame height

Figure 8.13: Average fire behaviour metrics computed along the fuel burning, and their evo-
lution with time. Shadowed area represents spatial standard deviation.
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(a) Rate of spread (b) Flame height

Figure 8.14: Probability distributions of fire behaviour variables, obtained from simulation
data using the proposed methodology.

These results, especially probability distributions such as those displayed in
figure 8.14, may change the paradigm currently used to study wildfire behaviour.
At present, most simulation studies limit their analysis to point measurements
or variable values averaged over the complete domain and the complete simu-
lation duration. However, rigorous statistical analyses are essential to increase
our understanding of fire dynamics and its relationship with fuel, terrain and
weather parameters.

8.4 Data-driven fire spread simulators: real-time
data assimilation

In recent times there have been increasing efforts to integrate technology into
wildfire management, especially in the fields of tactical monitoring and simu-
lation. On the one hand, thermal infrared imaging (TIR) systems have been
installed aboard surveillance aircraft including unmanned systems (UAS) (Rig-
gan et al., 2003; Ambrosia and Wegener, 2009; Ambrosia et al., 2011e,d). On
the other, the development and assessment of data-driven fire spread simula-
tors is on the increase (Mandel et al., 2008; Rios et al., 2014; Rochoux et al.,
2014, 2015; Rios et al., 2016; Cardil et al., 2019; Rios et al., 2019; Zhang et al.,
2019). However, a fully automated workflow that combines these two strategies
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to forecast fire evolution in real-time is not available at present. This section
demonstrates how the image processing algorithms developed in this Thesis may
be the missing link that enables field deployment of this approach.

8.4.1 Methodology

Figure 8.15 shows the block diagram of the designed integrated system. Firstly,
aerial infrared video is stabilized using the methodology proposed in chapter
5. Secondly, the fire perimeter location is tracked automatically using image
processing algorithms described in chapter 2. Afterwards, an assimilation mod-
ule uses the remotely sensed data to optimise the simulator’s fuel and wind
parameters following the methodology developed by Rios (2018). Optimum pa-
rameters’ values, which are assumed to remain constant for a certain period of
time, are then used to issue a fire evolution forecast. Finally, all outputs are
projected onto the corresponding Digital Terrain Model (DTM) and integrated
into a Geographic Information System (GIS) for visualization.

Fire spread is modelled following the approach proposed by Rios et al. (2014,
2016). The fire front rate of spread is estimated using Rothermel’s model
(Rothermel, 1972) and the front is propagated through Huygens’ elliptical ex-
pansion (Richards, 1990). Rothermel’s surface fire spread model uses a source-
sink energy balance to relate the fire-line rate of spread (ROS) with relevant
fuel, wind and terrain parameters. Through empirical correlations, ROS can ul-
timately be expressed as a function of fuel depth (δ), oven-dry fuel loading (Wo),
fuel surface area-to-volume ratio (SAV ), fuel moisture content (Mf ), moisture
of extinction (Mx), wind mid-flame speed (U), wind main direction (θ) and
terrain slope (φ) and aspect (α) (equation 8.5).

ROS = F (δ,Wo, SAV,Mf ,Mx, U, θ, φ, α) (8.5)

The estimation of fire spread velocity must be coupled with a geometric
propagation algorithm in order to model fire perimeter evolution. There ex-
ist two main approaches for this in the literature, based on Lagrangian and
Eulerian formulations, respectively. Rios (2018) selected the former and used
Huygens’ elliptical expansion to propagate the fire perimeter in the direction
locally perpendicular to the perimeter. This approach required additional mod-
ules to handle topological problems such as loops. Moreover, front resolution,
defined as the distance between consecutive front markers, is adjusted to local
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Figure 8.15: Block diagram of the designed workflow for real-time fire spread forecast.

curve complexity.
The front spread simulator needs 9 parameters in total in order to estimate

the rate of spread (see Eq. 1), from which 5 correspond to fuel properties, 2
to wind conditions and the remaining 2 to terrain characteristics. The tremen-
dous uncertainty about these data is one of the main reasons why wildland fire
simulators are usually unable to reproduce actual fire evolution. Precise infor-
mation about some fuel properties such as the oven-dry fuel loading, the surface
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to volume ratio or the moisture content is almost impossible to obtain except
through intense field surveys combined with specific laboratory tests. Further-
more, their values can vary substantially over wide areas. Similarly, wind speed
and direction at mid-flame height is barely deducible from 10m-height measure-
ments. Terrain characteristics, on the contrary, are usually accessible through
public available maps. If the fire can be precisely located, local slope and aspect
values can be computed from digital elevation models.

Therefore, the proposed integrated system consults the loaded DEM after
locating the perimeter and reads the slope and aspect angles at each required
position. These data are directly input to the simulator. On the contrary, the
first 7 parameters are considered unknown a priori due to the usual scarcity
of available data about fuel properties and local mid-flame wind values, and
must be estimated through a data-assimilation-based optimisation process. The
assimilation strategy is based on an algorithm developed by Byrd et al. (2006)
which uses sequential quadratic programming techniques. Since all parameters
correspond to actual physical properties, their values are constrained to known
validity ranges. Furthermore, two of them, namely the fuel moisture content
(Mf ) and the moisture of extinction (Mx) are related to each other and must
at all times satisfy the additional inequality bound Mf < Mx. Within these
validity ranges parameters are allowed to vary until the optimum combination
is found. The space search is performed by a non-linear optimisation algorithm
that can switch between a line search method and a trust region iteration which
guarantees progress towards stationarity (Waltz et al., 2006). If an iteration tries
to assign to any parameter a value outside its validity range, this parameter is
reset to the previous estimated value. Convergence is assumed to be achieved
when all parameters, as well as the cost function, remain stable for a fixed
amount of iterations.

The cost function is a key aspect in any optimisation problem. In this
case, the cost function must measure similarity between observed and modelled
perimeters, and is to be reduced until a minimum is found. As discussed by
Filippi et al. (2014) and Rios et al. (2016), no index seems to have stood out
from the many existing options when it comes to compare fire perimeter shapes.
Therefore, this system is versatile and can use different similarity indices to
define the cost function. Table 8.1 summarises a few already implemented, which
are based on standard metrics. Nonetheless, any other index which decreases
when two perimeters’ shapes approach to each other may be implemented.

Whichever index is selected, it is computed over a set of pairs of isochrones
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Table 8.1: Implemented indices to measure perimeter similarity during the optimisation al-
gorithm. A is the area enclosed by the fire perimeter, ob means observed and m stands for
modelled. Reproduced from Valero et al. (2017a).

Shape similarity metrics

Absolute areal error Aob ⊕Am

Shape deviation index (SDI) (Cui and Perera, 2010) Aob⊕Am

Aob

Sorensen’s indexa (Sorensen, 1948) 2 · Aob∩Am

Aob+Am

Jaccard’s indexa (Jaccard, 1901) Aob∩Am

Aob∪Am

a Original Sørensen’s and Jaccard’s indices approach 1 when similarity increases.
Therefore, they were subtracted to 1 in this implementation as the cost function
is to decrease when similarity increases.

and all values are added up, with the possibility of including some weighting
distribution in order to give more importance to the most recent data (eq. 8.6).

Costvalue =
i=Na∑
i=1

Wi · Indexi (8.6)

where Index might be any of the indices in table 8.1, Wi are weighting
coefficients and Na is the total number of assimilated isochrones. In the present
study, Wi = 1 was taken for all i. Sorensen’s index was used to compute the
cost function since the SDI index is not constrained and Jaccard’s is in general
more importantly affected by variations in the fire size.

8.4.2 Validation

The proposed integrated approach was applied for assessment to two scenarios,
hereafter named A and B. Both correspond to field experimental burns con-
ducted in horizontal plots of 9 ha and 25 ha respectively, fuel being mallee-heath
shrubs (Cruz et al., 2010; Plucinski and Pastor, 2013). These experiments were
recorded using visible and thermal infrared cameras manually operated by the
crew aboard a surveillance helicopter (see sample frames in figure 8.16). Notice
how the presence of heavy smoke makes visible footages virtually useless. Ther-
mal images were acquired with a FLIR AGEMA Thermovision 570-Pro camera
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operating in the spectral range of 7.5 – 13 µm, a temporal resolution of 5 frames
per second and a spatial resolution of 240 x 320 pixels. Owing to the difference
in plot size and distance between the fire and the camera, pixels were projected
to the ground with different sizes in each scenario. The real length of pixels’
sides is approximately 1 m for scenario A and 3 m for scenario B. The anal-
ysed video sequences have a duration of 360s and 220s, respectively. Footage in
scenario A commenced shortly after ignition whereas footage in scenario B was
started during the fire development.

(a) Scenario A (b) Scenario B

Figure 8.16: Sample visible (top) and TIR (bottom) frames of the experimental footages used
for validation.

Due to the lack of geo-positional (GPS) and inertial (IMU) data, a subset of
frames from both TIR footages were manually geo-referenced using ground con-
trol points (GCP) and a direct linear transformation algorithm (DLT) (Pastor
et al., 2006). This subset was obtained by selecting one frame every 10 seconds
in each footage and constituted the input data for the following study. In sce-
nario A, 80 seconds after ignition were discarded. The total amount of finally
available georeferenced frames was 28 for scenario A and 21 for scenario B. Fire
perimeters were delineated manually and taken as reference for the algorithm’s
assessment. Figure 8.17 shows the two resulting subsets of reference isochrones.

The ability of the system to locate the fire perimeter was assessed for the
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(a) Scenario A (b) Scenario B

Figure 8.17: Reference isochrones, obtained manually every 10 seconds for each validation
scenario. Time window is 80s – 360s for scenario A and 240s - 440s for scenario B. Time is
measured from ignition.

whole duration of both footages through comparison with the reference isochrones.
Qualitative results are displayed in figure 8.18, where some isochrones have been
removed for clarity’s sake. Automatically detected perimeters were also evalu-
ated quantitatively using the similarity indices exposed in table 8.1, as shown
in figure 8.19. These indices move towards zero when the two perimeters being
compared approach each other, i.e. lower index values mean better results. In
general, agreement is considered satisfactory when index values stay below 0.1.

Figures 8.18 and 8.19 show an overall adequate agreement between automatic
and manual perimeters in scenario A as all indices lay under 0.1 for most of the
frames. Higher values observed in the first frames of scenario A appeared as a
consequence of the reduced fire size during the initial period, since the reference
fire area is present in the denominator of all indices’ expressions. Similarly,
although results for scenario B may seem of lower quality at first, a more detailed
look at problematic frames proved most errors were not directly derived from a
poor performance of the algorithm. The system was able to track the fire front
and adequately reproduced the fire growth. However, it was not initiated at
the same time the fire started but some minutes after ignition, and therefore it
was unable to capture the initial fire shape. This initial error was maintained
during the rest of the footage.

Performance of the data assimilation module was assessed by performing one
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(a) Scenario A (b) Scenario B

Figure 8.18: Results of the perimeter tracking module (blue solid lines) qualitatively compared
to the reference perimeters (red dashed lines). Isochrones plotted every 40s.

(a) Scenario A (b) Scenario B

Figure 8.19: Quantitative evaluation of the perimeter tracking module when applied to the
whole footages. Different similarity indices were computed to compare automatic output to
manual reference perimeters.
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tracking-assimilation-forecast sequence for each footage simulating operational
conditions. The perimeter tracking module was assumed to be active since the
beginning of the footage in both cases. At some point (t0), a forecast was
required. The forecast demand was placed at 230 seconds in scenario A and at
380 seconds in scenario B, which approximately corresponds to the middle time
of both footages. The user was able to select how many isochrones must be
assimilated as well as the separation between them. In this case, 5 isochrones
were assimilated in both scenarios, at 10-s intervals in scenario A and at 20-s
intervals in scenario B. This distinction was made based on the different scales
of both experiments. Fire B was considerably larger and prolonged than fire A.
Consequently, larger assimilation windows and forecasts could be expected.

Figure 8.20 shows parameter convergence towards the minimum of the cost
function during data assimilation. Initialisation values were estimated through
an educated guess based on the information available in the field. Since all these
parameters have physical meaning, the validity of the obtained results is easy
to assess.

Following assimilation, forecasts were issued for the rest of the recorded
sequences making use of the optimised parameters. Figure 8.21 summarises the
results of this forecast. Again, acceptable rates of similarity can be observed,
which means, on the one hand, that the fire dynamics assimilated from remote
sensed perimeters correctly reproduced the actual fire evolution and, on the
other, that the forecasting module was able to use those assimilated dynamics
to realistically simulate subsequent perimeter propagation.

In these two scenarios the system needed about 60 seconds to complete the
whole process in a Quad-core Intel i7 personal computer. Obviously, compu-
tation times will depend on the computing platform but also on the system
configuration itself. There are a significant amount of parameters which can
be modified to meet time requirements, e.g. the size of the candidate set for
Canny hysteresis thresholds, the number of points used to describe perimeters,
the tracking frequency and the number of assimilated isochrones. An important
fact is that the forecasting stage takes a small percentage of the complete com-
putation, which allows lengthening the emitted forecast without a significant
increase in computation time.
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Figure 8.20: Convergence of optimised parameters towards the minimum of the cost function.
Fuel’s surface area to volume ratio (SAV) has been omitted because it was out of scale.
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Figure 8.21: Forecasted fire perimeters (yellow solid lines) assessed by comparison to reference
manual isochrones (red dashed lines). The initial perimeter used to launch the propagation
model is displayed as a dotted blue line, the error areas are shaded and similarity metrics are
included at the bottom.
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Figure 8.21: (Cont.) Forecasted fire perimeters (yellow solid lines) assessed by comparison
to reference manual isochrones (red dashed lines). The initial perimeter used to launch the
propagation model is displayed as a dotted blue line, the error areas are shaded and similarity
metrics are included at the bottom.
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8.5 Conclusions and future work

Remote sensing of active wildfires is showing significant advances. Increasingly
more fire dynamics variables can be estimated from aerial thermal imagery.
This provides unprecedented opportunities to collect comprehensive datasets in
a field that has traditionally suffered from serious data scarcity. Furthermore,
there exist other technological tools that can significantly assist in fire behaviour
research efforts. Two examples of such tools are geographic information systems
and fire simulators based on computational fluid dynamics.

Geographic Information Systems provide the perfect framework to integrate
remotely sensed fire data and combine it with other spatial information about
terrain, weather and vegetation. Such integration into a common reference sys-
tem enables holistic analyses that are essential to improve our understanding of
wildfire dynamics. On the other hand, CFD fire simulators can provide detailed
insight into certain components of fire behaviour. Their physics-based formula-
tion allows verifying hypotheses about specific physical or chemical phenomena
that are otherwise impossible to analyse in isolation.

Nonetheless, the full potential of these developments can only be achieved
through integration. It is for this reason that this chapter proposes various
integrative workflows with both GIS and CFD fire models. Additionally, re-
mote sensing data has a great applicability during wildfire emergency situa-
tions, where situation awareness is usually limited. In this case, remote sensing
data can be coupled with data driven fire spread simulators to produce fast and
reliable forecasts of the fire evolution.

This chapter makes the following two main contributions:

• It supports the development of statistically sound studies of fire behaviour:
on the one hand, through integration of remote sensing data into GIS;
on the other, by proposing a standard post-processing methodology for
simulation data, which is model independent and allows direct comparison
with experimental results.

• It supports the development of decision support information systems de-
ployable during wildfire emergencies. This is achieved by providing the
necessary link between remote sensing data and data-driven fire spread
simulators.

Nonetheless, most of the workflows described in this chapter were imple-
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mented manually. Now that their utility has been demonstrated, they should
be automated. Furthermore, additional validation and testing is required: post-
processing of CFD data was validated on WFDS outputs only, whereas the
integration with QGIS was demonstrated with synthetic data.
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Chapter 9

Conclusions

9.1 Discussion of obtained results

The primary goal of this Thesis was the development of image processing algo-
rithms that support the quantitative analysis of wildfire behaviour. Different
processing tasks were tackled along the complete image analysis workflow, rang-
ing from camera control and image acquisition to the integration of obtained
data products into broader information systems.

This wide approach had advantages and drawbacks. On the one hand, hold-
ing a global perspective helped to identify critical aspects and set meaningful
priorities. Tasks with a higher impact on the rest of the workflow were pri-
oritised. Furthermore, a holistic approach contributed to ensuring algorithm
applicability in practice. Not only central algorithms were developed to obtain
quantitative data from IR imagery, but attention was also paid to pre-processing
requirements and post-processing applications. On the other hand however,
working on diverse topics simultaneously limited the development of each spe-
cific solution. As a consequence, several of the obtained outcomes still accept a
significant amount of further work.

Nevertheless, successful results were obtained in the majority of chapters.
Furthermore, these results not only provide the basis for further developments
but they can also be implemented in their current state. Two main algorithms
can be highlighted in this sense: video stabilization (chapter 5) and fire perime-
ter tracking (chapter 2). The two developed methodologies meet needs acknowl-
edged in the field and they are expected to be useful for other researchers. It
must be noted that both methodologies required the development of two addi-
tional chapters (4 and 3) to deal with specific issues that had to be resolved.

Those two core algorithms were accompanied by specific tools needed at pre-
and post-processing stages. When analysing fire imagery acquired during field
experiments, recurrent limitations were met with different cameras and manu-
facturers. Knowing that other researchers had found similar difficulties, it was
decided to address this issue in chapter 6. Similarly, quantitative data obtain-
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able through the proposed algorithms is only useful if combined with additional
spatial information. Chapter 8 covers post-processing aspects and integration
with Geographic Information Systems. Furthermore, chapter 8 includes a short
demonstration of how our algorithms can be combined with data-driven fire
spread simulators. Finally, chapter 7 shows a separate demonstration. Indepen-
dent data was analysed using work developed in chapters 2, 4, 5 and 6.

At the end of the day, this Thesis tried to go beyond the current state of the
art in remote sensing of active wildfires. After surveying previous literature,
existing limitations and needs were analysed and prioritised. Subsequently,
different ideas were tested to overcome detected limitations. Some of these ideas
resulted more successful than others. Successful designs have been documented
so that they can be used by other researchers and serve as departure point for
further developments. Unsuccessful ideas have as well been described to help
others in their research planning.

9.2 Assessment of achieved goals

Goals defined in section 1.5 were specific but flexible enough to allow readjust-
ment during task development. Firstly, the literature review planned in goal
1 allowed defining the general work plan of this Thesis. The outcome of this
literature review is presented in chapter 1. Based on the analysed literature,
fire behaviour metrics to study were identified according to goal 2. Variables
of interest included location of the fire perimeter and its evolution with time,
fire rate of spread, detection of active fire lines, flame height, front geometry
and fire line intensity. Time series analysis of such variables would as well allow
measuring efficacy of suppression tasks and, eventually, predicting future fire
evolution.

Out of the fire behaviour metrics identified in specific objective 2, fire perime-
ter location and rate of spread (ROS) were undoubtedly the most critical ones.
Firstly, because ROS had proved to be the most problematic to measure auto-
matically in previous published studies (Johnston et al., 2018; Stow et al., 2019).
Secondly, because ROS measurement allows the derivation of other metrics such
as fire line intensity (Johnston et al., 2017). Thirdly, because automated track-
ing of the fire perimeter has additional applications in operational emergency
management. For these reasons, work commenced with the development of
algorithms for active perimeter tracking and ROS estimation (goal 4).
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There were two options to choose from after perimeter tracking was ac-
complished: deepen into the computation of fire behaviour metrics or try to
automate image georeferencing. Automated georeferencing of aerial imagery is
a challenging and unresolved issue. However, it is essential to achieve complete
automation in the analysis of fire behaviour through remote sensing. There-
fore, image georeferencing (goal 3) was prioritised over the estimation of further
fire behaviour metrics. Due to the complexity of the topic, automated georef-
erencing could only be accomplished partially. The study of image similarity
described in chapter 4 and the video stabilization method presented in chapter
5 made a substantial contribution to this topic, drastically reducing manual
workload during the processing workflow. However, further work is required to
completely eliminate manual tasks. At present, annotation of several ground
control points is necessary in at least one video frame.

Important challenges arose during the work in objectives 3 and 4. These
challenges primarily consisted of practical issues related to video formats, im-
age acquisition and manipulation. Despite these issues not being scientifically
very relevant, a significant amount of time was dedicated to them because they
prevented application of the designed algorithms. This necessity was leveraged
to address objective number 7 – assessment of COTS UAS and compact IR
cameras.

Integration of the developed solutions with third-party software of interest
was tackled at last. Spatial analysis of measured fire behaviour and combina-
tion with fuel and terrain information was achieved through Geographic Infor-
mation Systems, namely QGIS (objectives 5 and 6). The initial goal was the
development of a QGIS plugin to facilitate such spatial analysis. However, time
constraints restricted the achieved scope to the proof of concept described in
section 8.2.

Conversely, application of developed algorithms to CFD simulation outputs
(section 8.3) was initially not planned, but a significant opportunity was de-
tected and exploited. Relatively little effort was required to address a necessity
existing in the wildfire simulation field. A proof of concept was developed and
presented in an international conference, with very good feedback. Finally, ob-
jectives 8 and 9 were achieved successfully.
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9.3 Contributions to the field

The main contributions of this Thesis can be summarised as follows:

• A new software-based video stabilization algorithm was proposed. This
method is suitable for aerial thermal infrared imagery of wildfires, it is
simple and fast. A method like this was in high demand in the community
(Yuan et al., 2015).

• Based on the designed video stabilization algorithm, georeferencing of
aerial fire imagery was considerably simplified. Now ground control points
must be annotated in only one image instead of in every video frame.

• Remote measurement of fire rate of spread, which is a recurrent problem
in the wildfire community (Johnston et al., 2018; Stow et al., 2019), was
addressed and a new algorithm was proposed with this aim.

• Because it is automatic, the proposed method to measure ROS allows
obtaining spatially explicit variable distributions with high temporal and
spatial resolution. This property fosters the opportunity for statistical
analyses and facilitates the application of recent data science develop-
ments.

• Demonstrated integrability with GIS facilitates that statistical analyses of
fire behaviour include vegetation, terrain and weather data.

• Additionally, the developed algorithm for automated fire perimeter track-
ing can be used to inform decisions during emergency management.

• An existing necessity in CFD wildfire simulation was detected and a
methodology was proposed to fill the gap. This methodology facilitates
systematic statistical analysis of CFD output, inter-model comparison and
validation against experimental data.
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9.4 Scientific production derived from this The-
sis
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In preparation:
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• Pastor E, Sebastià J, Mata C, Àgueda A, Valero MM, Planas E. (2019)
Performance analysis of a self-protection system for vehicles in case of
WUI fire entrapment. In ’15th International Conference and Exhibition
on Fire Science and Engineering, Interflam’ (Surrey, United Kingdom).

9.5 Future work

After a thorough analysis of defined objectives, achieved goals and contributions
made by this Thesis, further work is recommended in the following topics:

• Algorithms proposed in chapters 2 and 5 can be considered in research
state. Provided they successfully undergo further validation, the code is
to be revised for usability, documented and published.

• Proofs of concept developed in chapters 6 and 8 should as well be trans-
formed into usable programs and plugins.

• Fire behaviour analysis should be extended to account for complex fire
behaviour, such as merging and splitting fires and spotting.

• Algorithms proposed in this Thesis were developed from and for research-
grade imagery. This means that aerial video is usually acquired in a
controlled scenario under favourable conditions. Application of this tech-
nology to real wildfires will require handling more general scenarios where
partial views of the fire are available at different times, for instance.
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Appendix A

Analysis of image similarity met-
rics: detailed results

A.1 Global sensitivity analysis

This section contains a detailed description of the results that support the GSA
discussion in section 4.4. figs. A.1 and A.2 display the convergence of Main
Effects and Total Effects estimated using original image similarity distributions
as provided by similarity metrics. figs. A.3 and A.4 show results obtained after
centring y distributions, which we found to be a critical step.

Afterwards, A.5 presents individual ME and TE results for every scenario
and every similarity metric considered. This figure extends the results sum-
marised in figure 4.3.
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Figure A.1: Variance-based global sensitivity analysis index convergence. Main Effects (ME)
estimated with original model output (Y) distributions. Average values (solid lines) and
confidence bounds (dashed lines) were estimated through bootstrapping with 500 resamples.
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(e) Scenario 1 (f) Scenario 2 (g) Scenario 4 (h) Scenario 5
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Figure A.1: (Cont.) Variance-based global sensitivity analysis index convergence. Main
Effects (ME) estimated with original model output (Y) distributions. Average values (solid
lines) and confidence bounds (dashed lines) were estimated through bootstrapping with 500
resamples.
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(a) Scenario 1 (b) Scenario 2 (c) Scenario 4 (d) Scenario 5
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Figure A.2: Variance-based global sensitivity analysis index convergence. Total Effects (TE)
estimated with original model output (Y) distributions. Average values (solid lines) and
confidence bounds (dashed lines) were estimated through bootstrapping with 500 resamples.
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(e) Scenario 1 (f) Scenario 2 (g) Scenario 4 (h) Scenario 5

translation X

translation Y

rotation

scaling

frequency

time

Figure A.2: (Cont.) Variance-based global sensitivity analysis index convergence. Total
Effects (TE) estimated with original model output (Y) distributions. Average values (solid
lines) and confidence bounds (dashed lines) were estimated through bootstrapping with 500
resamples.
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(a) Scenario 1 (b) Scenario 2 (c) Scenario 4 (d) Scenario 5
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Figure A.3: Variance-based global sensitivity analysis index convergence. Main Effects (ME)
estimated with centred model output (Y) distributions. Average values (solid lines) and
confidence bounds (dashed lines) were estimated through bootstrapping with 500 resamples.
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(e) Scenario 1 (f) Scenario 2 (g) Scenario 4 (h) Scenario 5
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Figure A.3: (Cont.) Variance-based global sensitivity analysis index convergence. Main
Effects (ME) estimated with centred model output (Y) distributions. Average values (solid
lines) and confidence bounds (dashed lines) were estimated through bootstrapping with 500
resamples.
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(a) Scenario 1 (b) Scenario 2 (c) Scenario 4 (d) Scenario 5
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Figure A.4: Variance-based global sensitivity analysis index convergence. Total Effects (TE)
estimated with centred model output (Y) distributions. Average values (solid lines) and
confidence bounds (dashed lines) were estimated through bootstrapping with 500 resamples.
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(e) Scenario 1 (f) Scenario 2 (g) Scenario 4 (h) Scenario 5
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Figure A.4: (Cont.) Variance-based global sensitivity analysis index convergence. Total
Effects (TE) estimated with centred model output (Y) distributions. Average values (solid
lines) and confidence bounds (dashed lines) were estimated through bootstrapping with 500
resamples.
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Figure A.5: Image similarity Main Effects and Total Effects estimated through variance-based
global sensitivity analysis in different scenarios. Third column displays the difference between
main and total effects, indicative of the degree of parameter coupling.
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Figure A.5: (Cont.) Image similarity Main Effects and Total Effects estimated through
variance-based global sensitivity analysis in different scenarios. Third column displays the
difference between main and total effects, indicative of the degree of parameter coupling.
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A.2 Local sensitivity analysis

Local sensitivity analysis was applied to gain further insight into the individ-
ual response of studied image similarity metrics to different parameters. This
section extends the results summarised in section 4.4.

MI SMI NMI

Figure A.6: Response of MI-based metrics to independent camera movement components
under idealised conditions, i.e. when each video frame is compared to the stable version
of itself. Values averaged along each video sequence. Camera movement components are:
translation in X direction (Tx), translation in Y direction (Ty), rotation (θ) and scaling.
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MI SMI NMI

Figure A.6: (Cont.) Local response of MI-based metrics to independent camera movement
components under idealised conditions, i.e. when each video frame is compared to the stable
version of itself. Values averaged along each video sequence. Camera movement components
are: translation in X direction (Tx), translation in Y direction (Ty), rotation (θ) and scaling.
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Figure A.7: 3D representation of the evolution with time of MI-based metrics response to
individual camera movement components under idealised conditions.
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Figure A.7: (Cont.) 3D representation of the evolution with time of MI-based metrics response
to individual camera movement components under idealised conditions.
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Figure A.8: 3D representation of the evolution with time of MI-based metrics response to
individual camera movement components under idealised conditions.
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Figure A.8: (Cont.) 3D representation of the evolution with time of MI-based metrics response
to individual camera movement components under idealised conditions.
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Figure A.9: 3D representation of the evolution with time of MI-based metrics response to
individual camera movement components under idealised conditions.
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Figure A.9: (Cont.) 3D representation of the evolution with time of MI-based metrics response
to individual camera movement components under idealised conditions.
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Figure A.10: 3D representation of the evolution with time of MI-based metrics response to
individual camera movement components under idealised conditions.
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Figure A.10: (Cont.) 3D representation of the evolution with time of MI-based metrics
response to individual camera movement components under idealised conditions.
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2Dcorr IMSD NMI

Figure A.11: Metric response to independent camera movement components under idealised
conditions, i.e. when each video frame is compared to the stable version of itself. Values
averaged along each video sequence. Camera movement components are: translation in X
direction (Tx), translation in Y direction (Ty), rotation (θ) and scaling.
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2Dcorr IMSD NMI

Figure A.11: (Cont.) Metric response to independent camera movement components under
idealised conditions, i.e. when each video frame is compared to the stable version of itself.
Values averaged along each video sequence. Camera movement components are: translation
in X direction (Tx), translation in Y direction (Ty), rotation (θ) and scaling.
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2Dcorr IMSD NMI

Figure A.12: Metric response to independent camera movement components under real con-
ditions, i.e. when each video frame is compared to the stable version of the previous frame.
Values averaged along each video sequence. Camera movement components are: translation
in X direction (Tx), translation in Y direction (Ty), rotation (θ) and scaling.
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2Dcorr IMSD NMI

Figure A.12: (Cont.) Metric response to independent camera movement components under
real conditions, i.e. when each video frame is compared to the stable version of the previ-
ous frame. Values averaged along each video sequence. Camera movement components are:
translation in X direction (Tx), translation in Y direction (Ty), rotation (θ) and scaling.
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2Dcorr IMSD NMI

Figure A.13: Confidence in metric values obtained under real conditions, i.e. when each video
frame is compared to the stable version of the previous frame. Confidence was estimated
through output standard deviation computed along each video sequence.
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2Dcorr IMSD NMI

Figure A.13: (Cont.) Confidence in metric values obtained under real conditions, i.e. when
each video frame is compared to the stable version of the previous frame. Confidence was
estimated through output standard deviation computed along each video sequence.
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Figure A.14: Bland-Altman plots comparing metric behaviour under real and idealised con-
ditions. Black dots are individual random samples along each studied scenario; red solid lines
indicate mean bias; red dashed lines represent Limits of Agreement (LoA); red dotted lines
represent 95% confidence intervals for estimated bias and LoA. Wide LoA are representative
of significant sensitivity to changes in the reference frame used for registration.
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Figure A.14: (Cont.) Bland-Altman plots comparing metric behaviour under real and ide-
alised conditions. Black dots are individual random samples along each studied scenario; red
solid lines indicate mean bias; red dashed lines represent Limits of Agreement (LoA); red
dotted lines represent 95% confidence intervals for estimated bias and LoA. Wide LoA are
representative of significant sensitivity to changes in the reference frame used for registration.
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Appendix B

IR fire video stabilization: detailed
results

B.1 Analysis of feature-based registration meth-
ods

SURF+SURF KAZE+KAZE MSER+SURF MSER+KAZE

Figure B.1: Number of features -after outlier rejection- used by each combination of feature
detector + feature descriptor, and its dependence on image alignment. Values averaged along
each video sequence.
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SURF+SURF KAZE+KAZE MSER+SURF MSER+KAZE

Figure B.1: (Cont.) Number of features -after outlier rejection- used by each combination
of feature detector + feature descriptor, and its dependence on image alignment. Values
averaged along each video sequence.
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SURF+SURF KAZE+KAZE MSER+SURF MSER+KAZE

Figure B.2: Percentage of frames where registration transformation could be estimated, and
its dependence on image alignment. Values averaged along each video sequence for different
combinations of feature detector + feature descriptor.
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SURF+SURF KAZE+KAZE MSER+SURF MSER+KAZE

Figure B.2: (Cont.) Percentage of frames where registration transformation could be esti-
mated, and its dependence on image alignment. Values averaged along each video sequence
for different combinations of feature detector + feature descriptor.
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B.2 Registration accuracy tests with synthetic
movement
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Figure B.3: Dependence of motion estimation error on movement intensity, for different move-
ment components - MI
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Figure B.4: Dependence of motion estimation error on movement intensity, for different move-
ment components - KAZE
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Figure B.5: Dependence of motion estimation error on movement intensity, for different move-
ment components - FM
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B.3 Assessment of proposed algorithm with syn-
thetic movement
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Figure B.6: Errors committed in the estimation of camera movement with different combi-
nations of pre-processing and number of reference frames. NoP = no preprocessing; HS =
Histogram stretching; HE = Histogram equalisation; HE-FG = foreground histogram equal-
isation. R1, R3, R5 and R8 indicate 1, 3, 5 and 8 reference frames, respectively. Errors
were computed by comparing estimated camera movement with ground truth applied pertur-
bations. Translations were normalised using frame size. Rotations were normalised taking
90deg as reference. Results for scenario 1.
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Figure B.7: Errors committed in the estimation of camera movement with different combi-
nations of pre-processing and number of reference frames. NoP = no preprocessing; HS =
Histogram stretching; HE = Histogram equalisation; HE-FG = foreground histogram equal-
isation. R1, R3, R5 and R8 indicate 1, 3, 5 and 8 reference frames, respectively. Errors
were computed by comparing estimated camera movement with ground truth applied pertur-
bations. Translations were normalised using frame size. Rotations were normalised taking
90deg as reference. Results for scenario 2.
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Figure B.8: Errors committed in the estimation of camera movement with different combi-
nations of pre-processing and number of reference frames. NoP = no preprocessing; HS =
Histogram stretching; HE = Histogram equalisation; HE-FG = foreground histogram equal-
isation. R1, R3, R5 and R8 indicate 1, 3, 5 and 8 reference frames, respectively. Errors
were computed by comparing estimated camera movement with ground truth applied pertur-
bations. Translations were normalised using frame size. Rotations were normalised taking
90deg as reference. Results for scenario 3.

225



IR image processing tools for active wildfire monitoring

Figure B.9: Errors committed in the estimation of camera movement with different combi-
nations of pre-processing and number of reference frames. NoP = no preprocessing; HS =
Histogram stretching; HE = Histogram equalisation; HE-FG = foreground histogram equal-
isation. R1, R3, R5 and R8 indicate 1, 3, 5 and 8 reference frames, respectively. Errors
were computed by comparing estimated camera movement with ground truth applied pertur-
bations. Translations were normalised using frame size. Rotations were normalised taking
90deg as reference. Results for scenario 4.
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Figure B.10: Errors committed in the estimation of camera movement with different combi-
nations of pre-processing and number of reference frames. NoP = no preprocessing; HS =
Histogram stretching; HE = Histogram equalisation; HE-FG = foreground histogram equal-
isation. R1, R3, R5 and R8 indicate 1, 3, 5 and 8 reference frames, respectively. Errors
were computed by comparing estimated camera movement with ground truth applied pertur-
bations. Translations were normalised using frame size. Rotations were normalised taking
90deg as reference. Results for scenario 5.
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Figure B.11: Errors committed in the estimation of camera movement with different combi-
nations of pre-processing and number of reference frames. NoP = no preprocessing; HS =
Histogram stretching; HE = Histogram equalisation; HE-FG = foreground histogram equal-
isation. R1, R3, R5 and R8 indicate 1, 3, 5 and 8 reference frames, respectively. Errors
were computed by comparing estimated camera movement with ground truth applied pertur-
bations. Translations were normalised using frame size. Rotations were normalised taking
90deg as reference. Results for scenario 6.
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Figure B.12: Video stability estimated as the average image similarity between every two
consecutive frames. Image similarity was computed using 2D correlation. Results for scenario
1.

229



IR image processing tools for active wildfire monitoring

Figure B.13: Video stability estimated as the average image similarity between every two
consecutive frames. Image similarity was computed using 2D correlation. Results for scenario
2.
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Figure B.14: Video stability estimated as the average image similarity between every two
consecutive frames. Image similarity was computed using 2D correlation. Results for scenario
3.
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Figure B.15: Video stability estimated as the average image similarity between every two
consecutive frames. Image similarity was computed using 2D correlation. Results for scenario
4.
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Figure B.16: Video stability estimated as the average image similarity between every two
consecutive frames. Image similarity was computed using 2D correlation. Results for scenario
5.
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Figure B.17: Video stability estimated as the average image similarity between every two
consecutive frames. Image similarity was computed using 2D correlation. Results for scenario
6.

234



Appendix C

Software developed to work with
compact TIR cameras

Optris cameras are provided with two application programming interfaces (APIs),
identified by the manufacturer as Direct SDK and Connect SDK. The former
allows building an alternative application to operate one or several thermal
cameras without the official Optris software. The latter is designed to work in
combination with official software and it allows adding functionalities and au-
tomating tasks. Both were used during this Thesis. Direct SDK was included
into the application built to control an optris camera from a Raspberry PI.
Connect SDK was necessary to automate the conversion of .RAVI proprietary
video files. This appendix summarises the methodology followed in both cases.

C.1 Custom application to control Optris cam-
eras from Ubuntu Mate

The developed application is based on a central C++ class derived from a
Q OBJECT, which provides integration with QML. This class was designed to
provide control over all system components including the IR and visual cam-
eras, GPS, and IMU. A specific class was created to control the IR camera. The
IRCamera class accesses thermal information through two additional member
classes provided by the Direct SDK API: IRImager and IRDeviceUVC. These
classes contain various functions to detect, read and process thermal video
frames.
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C.2 Plugin to read and convert Optris .RAVI
files

By default, Optris camera control software stores recorded video in a proprietary
format with extension .RAVI. This format can only be read and manipulated
with the software provided by the same company, which limits postprocessing
capabilities. Furthermore, Optris analysis software offered limited functional-
ities for the purposes of this Thesis. Among other limitations, this software
neither allows automatically exporting video frames in a standard format, nor
converting the video file. Consequently, a custom plugin was built to automate
the export of all video frames contained in any .RAVI file. The library Connect
SDK was used for this goal.

Optris provides a number of application examples to facilitate using the
Connect SDK API. For the purpose of reading and converting .RAVI files, the
closest example to our goal was Start IPC2 Extensive. This example was
written in C++ and used .NET Framework. It contained a basic graphical
interface and allowed opening and visualising .RAVI video.

Only a few modifications were needed in the original example to meet our
needs. Most of them were performed inside the NewFrame function of the
FormMain class. This function is executed every time the program receives
a new frame from the streaming video. When that happens, in addition to
displaying the frame on screen, our software writes it to a binary file on disk.
The output file must be binary to ensure real time operation of the program.
Furthermore, each frame is written to an independent file in order to avoid
loss of data whenever faulty frames are found of the video streaming stops for
any reason. To make them as light as possible, binary files only contain image
size and individual pixel temperature values. That information is enough to
reconstruct frames afterwards.

An important aspect to note is that Optris software backend does not work
with actual temperatures but with an undetermined – and non-physical – vari-
able that determines pixel grey levels. Conversion from this variable to temper-
atures is achieved through equation C.1.

T = x− 1000
10 (C.1)

where T denotes temperature in degrees Celsius and x represents the oper-

236



C. Software developed to work with compact TIR cameras

ational variable used by Optris backend.
Once a video file is completely processed with the C++ application, binary

files are loaded into Matlab and transformed into the desired data type, which
can be a standard image file, a Matlab data file (.MAT) or a comma-separated-
value file (.CSV).
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Fernández-Garćıa, N. L., Medina-Carnicer, R., Carmona-Poyato, A., Madrid-
Cuevas, F. J., and Prieto-Villegas, M. (2004).
Characterization of empirical discrepancy evaluation measures.
Pattern Recognition Letters, 25(1):35–47.

Filippi, J. B., Mallet, V., and Nader, B. (2014).
Evaluation of forest fire models on a large observation database.
Natural Hazards and Earth System Science, 14(11):3077–3091.

Filippi, J. B., Pialat, X., and Clements, C. B. (2013).
Assessment of ForeFire/Meso-NH for wildland fire/atmosphere coupled sim-
ulation of the FireFlux experiment.
Proceedings of the Combustion Institute, 34(2):2633–2640.

Finney, M. A. (1998).
FARSITE : Fire Area Simulator — Model Development and Evaluation.
Technical report.

247



IR image processing tools for active wildfire monitoring

Finney, M. A., Cohen, J. D., McAllister, S. S., and Jolly, W. M. (2013).
On the need for a theory of wildland fire spread.
International Journal of Wildland Fire, 22(1):25–36.

Fischler, M. a. and Bolles, R. C. (1981).
Random Sample Paradigm for Model Consensus: A Apphcatlons to Image
Fitting with Analysis and Automated Cartography.
Communications of the ACM, 24(6):381–395.

Flannigan, M., Cantin, A. S., De Groot, W. J., Wotton, M., Newbery, A., and
Gowman, L. M. (2013).
Global wildland fire season severity in the 21st century.
Forest Ecology and Management, 294:54–61.

Flannigan, M., Krawchuk, M., De Groot, W., Wotton, B., and Gowman, L.
(2009).
Implications of changing climate for global wildland fire.
International Journal of Wildland Fire, 18:483–507.

Fonseca, L. M. G. and Manjunath, B. S. (1996).
Registration techniques for multisensor remotely sensed imagery.
Photogrammetric Engineering & Remote Sensing, 62(9):1049–1056.

Frank, J. (2015).
FLIR and DJI Announce Strategic Collaboration and New Thermal Camera
for Drones.
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