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ABSTRACT
We introduce the idea of endowing on-chip wireless propagation
environments with in-situ programmability by equipping the chip
package with a programmable metasurface. The limitations of cur-
rent wired chip interconnect fabrics present a serious performance
bottleneck for multi-core chips. Wireless links between far-apart
cores are a promising complementary link technique but struggle
with the complex on-chip propagation environment presenting
strong multipath effects. We expect that these challenges can be
addressed with the ability to shape wireless channels between far-
apart cores and to dynamically adapt them to traffic needs; for
instance, by tailoring the impulse response between two wireless
nodes, it may be feasible to prevent inter-symbol interference. Here,
we present our recent progress toward this goal, including an anal-
ysis of the on-chip propagation environment, an efficient design of
programmable meta-atoms suitable for the on-chip environment
and operating in the 60 GHz regime, and a detailed discussion of
different single-channel and multi-channel use-case scenarios.
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1 INTRODUCTION
The unceasing quest for faster computing has given rise to multi-
core processors which integrate multiple processor cores within the
same chip. As the number of cores per chip increases, computation
speeds increasingly depend not only on the performance of indi-
vidual cores; instead, on-chip communication [4] between cores to
exchange and share data becomes a serious speed bottleneck. Con-
ventional wired interconnects must be kept short which implies an
exponentially increasing need for inter-router hops as the number
of cores increases. The resulting latency in communication between
far-apart cores (up to several tens of nanoseconds [36]) motivates
the search for complementary alternative intra-chip links, including
ideas such as optical [25] or radiofrequency [5, 24] interconnects.
The latter benefit from the availability of mature technology for
on-chip antennas and integrated transceivers [17, 28, 39, 40].

Wireless intra-chip links avoid the need for inter-router hops and
potentially offer significantly faster communication between far-
apart cores. The propagation environment of the wireless signals,
however, is confined and highly complex due to multiple material
interfaces and the chip package which constitutes an electrically
large metallic enclosure. In contrast to free space, such a complex
propagation environment gives rise to strong multipath effects,
dispersion and attenuation [23]. For the design process of aWireless
Network-on-Chip (WNoC) it is crucial to take these characteristics
into account, be it to counteract or to harness the consequences of
this complexity. Indeed, coherent wave propagation through non-
trivial media is not necessarily an obstacle for information transfer:
around the turn of the millennium, it was realised that multiple
scattering can in fact increase the achievable capacity because it
helps to make different channels more distinguishable [26, 32].

Recently, a new paradigm is emerging in the area of indoor wire-
less communication: the use of programmable metasurfaces [6]
as “reconfigurable intelligent surfaces” (RIS) in order to tweak
the propagation environment [13]. A programmable metasurface,
also referred to as “tunable impedance surface” [31] or “spatial mi-
crowave modulator” [14], is an array of individually programmable
meta-atoms with at least two digitalized states with distinct electro-
magnetic responses. By judiciously programming the states of the
individual meta-atoms, the scattering properties of the propagation
environment, and thereby the wireless communication channels,
can be tuned. While previously the channels were considered fixed
and the focus was on engineering the hardware of the transceivers
and the software behind the signals, the RIS paradigm now enables
the physical shaping of channels for a specific purpose. For instance,
recent experimental work demonstrated that the distinguishability
of multiple indoor channels can be pushed to its optimum value
by tweaking the environment’s disorder with a RIS [8]. Moreover,
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novel RIS-based backscatter-communication schemes with unique 
speed and/or security features were prototyped [15, 42]. But the 
use of programmable metasurfaces in indoor environments is not 
restricted to shaping communication channels, they can also prove 
useful for auxiliary tasks like position sensing [10] or gesture recog-
nition [9, 21].

In this project, we seek to transpose the concept of programming 
the propagation environment to enhance wireless communication 
from the indoor scale to the on-chip scale. A unique feature of 
on-chip environments is their static nature – in contrast to indoor 
environments that constantly evolve due to moving inhabitants, 
furniture, etc. Recent work already recognized the potential of this 
quasi-deterministic nature in combination with optimized prop-
erties of the system’s monolithic nature [35]. Here, we seek to 
transition from a static on-chip propagation environment to a dy-
namically adaptable system whose properties can be adjusted in 
real-time to optimally meet traffic needs. In this paper, we outline 
our recent progress toward this goal. We begin by characterizing 
a typical on-chip propagation environment. Next, we outline the 
design of a programmable meta-atom suitable for the on-chip envi-
ronment in the targeted 60 GHz range. Finally, we discuss several 
methods to enhance both single-channel or multi-channel on-chip 
wireless communication in a programmable environment.

2 CHARACTERIZATION OF ON-CHIP
PROPAGATION ENVIRONMENT

We begin our analysis by describing a typical chip and analyzing
its physical landscape from the perspective of wave propagation in
complex media. Both spatial constraints on the antenna size and the
need for high-speed reliable wireless communication point toward
operating at higher frequencies in a WNoC than in typical indoor
wireless communication. A common choice that we adopt in the
following is the millimeter wave (mmW) regime around 60 GHz
(free-space wavelength 5 mm).

For concreteness, we consider a single 33 mm × 33 mm package
containing a 22 mm × 22 mm chip as illustrated in Fig. 1(a). The
chip consists of a 4 × 4 array of cores that is surrounded by air; we
neglect that cores are typically interleaved with memory modules
in our sketch because this detail is irrelevant for the demonstration
of our concept. The package boundaries are metallic (i.e., approx-
imately perfect electric conductors). The chip itself consists of a
0.0875 mm thin layer of solder bumps on top of the package sub-
strate, followed by a 0.011 mm thick silicon-dioxide (SiO2) layer, a
0.3 mm thick silicon (Si) substrate layer and finally a 0.8 mm thick
aluminium nitride (AlN) layer. The billions of transistors perform-
ing the computing are located at the interface between SiO2 and Si
layers. Countless metal lines run through the SiO2 layer to connect
the transistors. The AlN layer acts as heat spreader to help with the
dissipation of thermal energy. All 16 processors are implemented
on one continuous SiO2-Si interface, i.e. there are no physical gaps
between different cores. Dipole or patch antennas can be oriented
horizontally within the SiO2 layer [17, 19, 28]. Alternatively, ver-
tical monopole antennas that pierce through the silicon, so-called
“through-silicon vias”, can be realized [27, 38].

We envision that the array of programmable meta-atoms will be
attached to the inside upper boundary of the package. The meta-
atoms can be manufactured separately and integrated after the de-
position or growth of the AlN layer using a face-to-face approach.
Delivering the bias voltages to the meta-atoms can be envisaged
to take place with strategically located through-silicon vias and
a distribution network within the metasurface. The existence of
meta-atoms and additional circuitry may impact on the heat dissi-
pation capacity of the chip and needs to be further assessed. Each
meta-atom can be programmed individually into different states
and each state corresponds to a distinct scattering response, as
detailed in Section 3. The wave field inside an enclosure like the
chip package is the superposition of the field radiated by the source
and all the reflections off the material interfaces and boundaries
(secondary sources) [1, 23]. If the geometry of the enclosure is irreg-
ular, the wave field will be speckle-like. While solely the presence
of refraction at material interfaces and reverberation within the
enclosure shown in Fig. 1(a) may not result in a fully randomized
wave field, the addition of an array of programmable meta-atoms
with an irregular pattern of programmed reflection properties to
the top boundary of the package certainly will [16]. In a typical
speckle-like wave field, the spatial coherence length Δ𝑙corr is on
the order of _/2 and its spectral coherence length depends on its
quality factor: Δ𝑓corr = 𝑓0/𝑄 . This means that the field at two posi-
tions separated by more than Δ𝑙corr or two frequencies separated by
more than Δ𝑓corr does not present significant correlations. Within
a given frequency band Δ𝑓 , the number of approximately indepen-
dent frequencies, termed the number of spectral degrees of freedom
(DoF), can hence be estimate as 𝑁𝑓 = Δ𝑓 /Δ𝑓corr. Similarly, plac-
ing antennas at two positions separated by at least Δ𝑙corr would
constitute two spatial DoF.

Figure 1: On-chip propagation environment. a, Chip struc-
ture (see text for details). b, Example of an impulse response
ℎ(𝑡) for a 10 GHz bandwidth centered on 60 GHz. c, Average
impulse response envelope fitted to extract the enclosure’s
quality factor𝑄 . d,e, Channel coefficients at two frequencies
within the considered mmW regime.



The quality factor can also be interpreted as the number of times 
the wave (effectively) reverberates before being attenuated. To es-
timate 𝑄 , we compute the impulse responses between different 
pairs of antennas, an example is shown in Fig. 1(b). We average 
their envelopes and extract the exponential decay constant ` to 
evaluate 𝑄 as 𝜋 𝑓0/`, as shown in Fig. 1(c). For the considered chip, 
we find 𝑄 ≈ 51. Even though this is lower than the quality factor 
of indoor environments at Wi-Fi frequencies [8] and much lower 
than the quality factor of reverberation chambers used for elec-
tromagnetic compatibility tests, 𝑄 ≈ 51 nonetheless indicates a 
non-negligible amount of reverberation inside the enclosure. The 
considered electromagnetic waves are more strongly attenuated 
in the chip environment than the corresponding waves in indoor 
environments. The long coda of the impulse response may cause 
severe inter-symbol interference.

To get an idea of the diversity of the channel coefficients, we 
Fourier transform the impulse responses and plot the correspond-
ing values for two frequencies in the complex Argand diagram in 
Fig. 1(d,e). Both phase and amplitude of the coefficients are appar-
ently random and the clouds are roughly centered on the origin, 
suggesting that this distribution of coefficients may be well de-
scribed as a random complex Gaussian variable. The two example 
frequencies in Fig. 1(d,e) are separated by 2 GHz, which is more 
than the spectral correlation length Δ𝑓corr ≈ 1.5 GHz. Indeed, the 
chan-nel coefficients at these two frequencies appear to be 
completely uncorrelated, as expected.

On an abstract level, WNoC propagation environments have two 
advantageous properties compared to indoor environments. First, as 
mentioned previously, they are static [2, 24]. Thanks to the absence 
of environmental perturbations, any necessary optimizations of the 
meta-atom configurations can be prepared off-line in a calibration 
phase. Specifically, the costly need for constantly re-evaluating the 
channel state information (CSI) in indoor environments is absent 
in a WNoC. Second, the environment is completely sealed from 
the outside. There are hence no spectrum allotment concerns in 
choosing a part of the spectrum for operation, nor any issues with 
interference from outside signals entering the WNoC environment.

3 PROGRAMMABLE META-ATOM DESIGN
The role of the programmable meta-atoms is to alter the scattering 
properties of an already non-trivial scattering enclosure. In contrast 
to free-space applications of programmable metasurfaces [6], in 
our use case the details of the electromagnetic responses of the 
different meta-atom states are therefore secondary as long as they 
are clearly distinct. Consequently, our proposal is of quite general 
nature and can be implemented with programmable meta-atoms 
based on a wide range of tuning mechanisms. The recent litera-
ture contains a variety of designs for 1-bit or multi-bit reflection-
programmable meta-atoms operating at lower frequencies, typically 
between 2 GHz and 20 GHz [6, 18, 22, 31, 33]. In many use-case 
scenarios inside complex scattering environments, the cost and 
complexity of the necessary bias circuitry to enable continuous 
tuning of the meta-atom’s electromagnetic response outweighs 
the additional gains in control over the field, such that often 1-bit 
programmable metasurfaces are used.

Figure 2: Programmable meta-atom design for operation at
60 GHz in the on-chip environment. a, Design of the pro-
grammable meta-atom. The inset indicates the labelled di-
mensions. b, Phase of reflected wave for different capaci-
tance values of the varactor diode. c, Amplitude of reflected
wave for different capacitance values of the varactor diode.

To illustrate our concept, we consider a reflection-programmable
meta-atom based on a mushroom structure similar to the one in
Ref. [33]. To transpose this design to the WNoC use case, we need
to (i) adjust the working frequency to the 60 GHz regime, and (ii)
account for the fact that the meta-atoms are immersed in AlN with
a refractive index of 𝑛 = 2.9 rather than in air as for an indoor
environment. The deposition of copper on AlN has been reported
in Ref. [30] and appears hence feasible. Our meta-atom design,
sketched in Fig. 2(a), differs from the usual mushroom structure in
that the mushroom is filled with air and the varactor diode is placed
inside the mushroom. The former helps to limit the meta-atom’s
capacitance which is already quite high due to the high dielectric
constant of the AlN layer. Otherwise, very high capacitance values
for the varactor diode would be necessary to impact the resonance.

We test the performance of our design in a single-mode waveg-
uide: in Fig. 2(b,c) we plot phase and amplitude of the wave reflected
off the meta-atom for different values of the varactor diode’s capaci-
tance. Around the targeted working frequency of 60 GHz, the range
of accessible phase values exceeds 180◦. The reflected wave is only
slightly attenuated due to its interaction with the meta-atom. More-
over, further simulation results (not shown) suggest that the impact
of the meta-atom on the reflected wave is sufficiently broadband
to effectively manipulate frequencies within at least a 6 GHz inter-
val. A further possibility to enhance the bandwidth of operation
consists in using different types of meta-atoms that efficiently mod-
ulate frequencies within different sub-bands of the targeted overall
bandwidth. Our meta-atom design is easily adjusted to shift its cen-
tral operating frequency by a few GHz. Operating at much higher
frequencies, however, would require using a different switchable
component (e.g. a liquid crystal).

4 OUTLOOK
In the previous sections, we have prepared the ground for the dy-
namic programming of on-chip wireless channels. We now discuss
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a few use cases for programmable on-chip propagation environ-
ment. Thanks to the field-programmable nature of the meta-atoms, 
it will be feasible to straightforwardly switch between different 
use cases depending on traffic needs. A given use case can also be 
adapted dynamically to traffic needs; for instance, if distinct pairs 
of far-apart cores need to communicate one after the other, the 
metasurface-programmable on-chip propagation environment can 
adapt to these needs and optimize different links in a sequential 
manner.

4.1 Single-Channel Scenarios
We begin by considering a single-channel scenario linking, for 
instance, two far-apart cores on the same chip.

4.1.1 Monochromatic Channel Shaping. A first possibility here is 
to improve the received signal strength at the receive end, anal-
ogous to the experimental work presented in Ref. [14] for opera-
tion at 2.5 GHz in a meter-sized chaotic cavity. Inside a complex 
scattering enclosure, an isotropic focal spot around the receiver 
with a size on the order of half the wavelength is expected. The 
wavelength depends on the medium’s refractive index 𝑛: _ = _0/𝑛. 
In silicon and aluminium nitride, this yields a focal spot size of 
0.7 mm and 0.9 mm, respectively. Such a focal spot would thus be 
restricted to an area significantly smaller than one specific core, 
as desired. In the spectral domain, the enhancement would affect 
frequencies within an interval Δ𝑓corr ≈ 1.5 GHz around the central 
operating frequency. If the bandwidth over which the energy is 
effectively focused is desired to be larger than Δ𝑓corr, the problem 
becomes a multi-channel scenario since two or more independent 
frequencies are considered. Multi-channel scenarios are addressed 
in Section 4.2.1 in more detail.

To quantify an estimate of the expected achievable enhancement 
of the received signal strength, we consider the following toy model. 
The transmission between two wireless nodes in a complex scat-
tering enclosure may be decomposed into the contribution of 𝑁 
different cavity modes that overlap at the working frequency due to 
their finite linewidth [14]. Given the chaotic nature of the geometry, 
this amounts to modelling the transmission as a random walk of 
𝑁 steps in the Argand diagram as sketched in Fig. 3. The expected 
value of the distance from the origin of this walk, the incoherent 

sum of 𝑁 steps, is 
√
𝑁 . By tuning the scattering properties of the enclosure with the programmable metasurface, we gain effectively 

(not literally) control over 𝑝 modes [14]. The resulting distance 
from the origin, assuming 𝑝 < 𝑁 , is then the coherent sum of 𝑝
steps and the incoherent sum of 𝑁 − 𝑝 steps, yielding an amplitude
enhancement of [ ≈

(
𝑝 +

√
𝑁 − 𝑝

)
/
√
𝑁 [14].

Having outlined the toymodel, we now estimate𝑁 and 𝑝 in order
to quantify the expected achievable enhancement [. To quantify
an upper bound 𝑝𝑚𝑎𝑥 on 𝑝 , we divide the chip package footprint’s
surface area of 33 mm×33 mm into half-wavelength squares, taking
into account that for the area covering the chip the medium is
not vacuum/air (_0 = 5 mm) but AlN (_ = 1.71 mm). Thereby,
we find 𝑝𝑚𝑎𝑥 = 763. To evaluate 𝑁 , we use Weyl’s law [14, 37]:
𝑁 ≈ 8𝜋 (𝑉 /_3)/𝑄 , where 𝑉 denotes the volume of the enclosure.
Accounting once again for the presence of materials with different
refractive indices inside the enclosure, we find 𝑁 ≈ 81. It should

Figure 3: Model of spatial focusing in the case of 𝑝 < 𝑁 .
The transmission between twowireless nodes can be decom-
posed into the sum of 𝑁 modal contributions, represented
as phasors in the Argand diagram, of which 𝑝 can then be
aligned coherently by optimizing the metasurface configu-
ration.

hence be feasible to achieve 𝑝 = 𝑁 which would correspond to
[ ≈

√
𝑁 = 9. Such a significant enhancement can be expected

to be able to counteract the strong path loss in the considered
propagation environment.

4.1.2 Spatiotemporal Channel Shaping. Although the meta-atoms’
tunability is purely of spatial nature (excluding the possibility of
rapid temporal modulations of the meta-atom configurations on
the order of a MHz [41]), they allow us to focus waves on the
receiver not only in space but simultaneously in time. This surpris-
ing ability, evidenced experimentally in Ref. [11] in the 2.5 GHz
regime, builds on the fact that complex propagation environments
completely scramble spatial and temporal degrees of freedom [20].
Inter-symbol interference (ISI) arises because the received signal is
the convolution of the transmitted signal pulses (assuming simple
on/off keying) with the environment’s impulse response which has
a long coda due to multiple reverberations (see Fig. 1(b) and the
left illustration in Fig. 4). The temporal length of the coda can be
linked to the spectral correlation length: 𝜏 ≈ 1/Δ𝑓corr. Spatiotem-
poral focusing offers a way to reduce ISI by essentially tailoring
the impulse response between two specific wireless nodes such
that most energy arrives at a specific time 𝑡0, as illustrated on the
right hand side of Fig. 4. The temporal width Δ𝑡 of the optimized
impulse response was found in Ref. [11] to correspond to that of
the emitted pulse, irrespective of 𝑄 and hence 𝜏 . This holds as long
as all frequencies contained within the emitted pulse are efficiently
modulated by the meta-atoms. Spatiotemporal channel shaping
therefore holds the promise of achieving a modulation rate (as-
suming a low-index modulation like on/off keying) that is only
limited by the utilized bandwidth, but not by ISI due to multipath
effects – despite operating in a complex reverberant environment.
Ref. [11] showed that the achievable enhancement of the instan-
taneous signal in spatiotemporal focusing is independent of the
amount of attenuation in the scattering enclosure; in contrast, the
enhancement of deposited energy (a purely spatial effect ignoring



Figure 4: Illustration of spatiotemporal single-channel op-
timization. Left: illustration of an unoptimized impulse re-
sponse. Right: illustration of an impulse response focused
at 𝑡0.

any coherent temporal effects) is larger if𝑄 is lower. In other words,
when few uncorrelated frequencies are involved in the problem,
spatiotemporal focusing tends to mainly focus waves spatially as
in monochromatic spatial focusing.

4.2 Multi-Channel Scenarios
Having discussed two scenarios for single-channel tailoring, we
now move on to considering multi-channel scenarios.

4.2.1 Multiple independent single-channel links. Simultaneously
enhancing multiple independent single-channel links (by spatial
or spatiotemporal focusing as discussed in the previous section)
is feasible, but of course at the cost of a lower enhancement per
link. The fixed amount of control over the wave field has to be
shared by multiple channels. For instance, an experimental study
demonstrated that the achievable spatial-focusing intensity is in-
versely proportional to the number of independent channels [12].
Although Ref. [12] considered multiple spatial channels at the same
frequency, analogous results are expected for multiple spectral
channels between the same pair of wireless nodes [3].

4.2.2 Multiple-inputmultiple-output channels. A conceptuallymore
interesting multi-channel scenario is that of multiple channels link-
ing one transmitter with one receiver, often referred to as "multiple-
input multiple-output" (MIMO) system. While the previous scenar-
ios seek to leverage the programmability to counteract the con-
sequences of the propagation environment’s complexity, MIMO
systems can actually harness this complexity and outperform their
free-space counterpart [26, 32]. Shannon’s generalized law,

𝐶 (H, 𝜌) = log2
[
det

(
I + 𝜌

𝑚
HH†

)]
=
∑
𝑖

log2
[
1 + 𝜌

𝑚
𝜎2𝑖

]
, (1)

reveals that in a MIMO use case, the channel diversity (represented
by the singular value decomposition of the𝑚 ×𝑚 monochromatic
channel matrix H) plays a crucial role besides the signal-to-noise
ratio 𝜌 . While in free space only one singular value may be signifi-
cant, in a randomly scattering medium the singular value spectrum
declines only slowly. A useful metric to quantify the channel di-
versity is the effective rank [29]: 𝑅eff = exp

[
−∑

𝑖 𝜎
′
𝑖
ln(𝜎 ′

𝑖
)
]
, where

𝜎 ′
𝑖
= 𝜎𝑖/

∑
𝑖 𝜎𝑖 . For instance, a 5 × 5 channel matrix with random

entries (Rayleigh model) yields 𝑅eff = 4.1. By using a random con-
figuration of the programmable metasurface, the on-chip propaga-
tion environment can be expected to act like a random scattering
medium [16].

However, the programmability helps to push these advantages
even further, beyond those attainable in purely random media, all
the way to 𝑅eff = 𝑚, if carefully optimized rather than random
configurations are used [7, 8]. While improvements of 𝜌 become
inefficient as the number of channels increases [12], tweaking the
channels to improve their distinguishability requires much less con-
trol over the environment’s scattering properties [8]. In the given
chip use-case scenario, considering a macro-receiver consisting of
multiple cores, each with one antenna, would only be reasonable
if those receiving cores were in close proximity so that they could
cooperate regarding the decoding of the received information. We
therefore consider the case of core-to-core communication with
multiple antennas per core more interesting. The latter has to date
largely been discarded due to space constraints but can be realized
with vertical through-silicon-via monopole antennas [27]. Given
the wavelength in silicon of 0.7 mm, the number of spatial DoF
per core is ((22/4) mm)2/((0.7 mm)2) ≈ 61. In other words, the
upper bound on the number of independent vertical monopole an-
tennas per core area is 61 and hence largely above what would be
needed for a MIMO link. Note that this value is so high thanks to
the speckle-like nature of the field with Δ𝑙corr ≈ _/2. Monopole
antennas lack directivity but the latter is only of limited utility in
reverberant media anyway; Ref. [8] also considered two arrays of
monopole antennas to study the tuning ofH at the indoor scale. The
potentially significant improvements of the capacity come, however,
at the cost of having to decode the received data. This operation
can be accomplished with simple tools, such as Tikhonov regular-
ization [34]. Moreover, we recall that CSI is static in a WNoC; CSI
can hence be evaluated off-line and the decoders can be prepared
off-line, too.

5 CONCLUSION
To summarize, this manuscript outlines our first steps toward
endowing on-chip wireless propagation environments with pro-
grammability by equipping them with programmable metasurfaces
akin to current trends in indoor wireless communication. We char-
acterized a representative on-chip propagation environment, pro-
posed a possible design of a programmable meta-atom operating at
60 GHz inside the chip package, and discussed various use cases of
the programmable scattering properties of the propagation envi-
ronment. In future work, we will numerically study the proposed
ideas for channel tuning in full-wave simulations. We faithfully
expect that the introduced perspective for in-situ programmable
on-chip wireless communication channels will open up unprece-
dented possibilities for multiprocessor interconnection on modern
chips.
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