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ABSTRACT

Optimizing a communication of a Q-antenna Access Point (AP)
with K single antenna terminals is not straightforward. Since a
global optimization might not be solvable in real time, the AP has
several alternatives involving both the physical layer, e.g. beam-
forming and power/bit allocation, and the DLC, such as schedul-
ing. The purpose of this paper is twofold. First, for K ≤ Q we
compare traditional bit allocation strategies with a novel modified
approach, especially in terms of fairness. Second, we focus on the
combinatorial problem that arises when K > Q, and propose sev-
eral alternatives for the scheduling of the users into groups, which
is done together with the bit allocation. Simulations show that bet-
ter performance is obtained at the expense of complexity.

1. INTRODUCTION

We study the downlink of a wireless system, where a Q-antenna
Base Station (BS) or Access Point (AP) communicates simultane-
ously with K single antenna terminals. The spatial diversity can be
deployed to enhance the performance of the scheduling task. For
this purpose, we distinguish among the cases K ≤ Q and K > Q.

The case K ≤ Q is treated in section 3. Then, the schedul-
ing at the PHYsical layer (PHY) reduces to the allocation of the
scarce instantaneous power. Besides, with multiple signal map-
pings and multiple antennas, the rate optimization under Bit Error
Rate (BER) constraints leads to an spatial bit allocation problem
[1]. Moreover, the AP has to choose an adequate beamforming cri-
terion. The optimum strategy implies the computation of the trans-
mit covariance matrices [2], which might be difficult to implement
in practice. Then, the solution to the scheduling is conceptually
divided into the transmit beamforming and the power (and bit) al-
location, mainly because of two reasons. First, the capacity region
of this multi-antenna broadcast channel is not fully known except
for the sum capacity [3]. Second, this separation allows to search
for simple procedures that enable a fast and realizable joint PHY
and Data Link Control (DLC) cross-layer design [4].

As in [5], we assume that terminals are dumb, so that all the
intelligence is located at the AP. Differently to e.g. [6], the AP
performs a Zero Forcing (ZF) transmit beamforming, so that the
symbols the terminals receive are only corrupted by noise and not
by the signals transmitted for the other users [7]. Compared to op-
timum downlink beamforming, see e.g. [8] or [9] and references
therein, the main powerful characteristics of ZF are the low com-
plexity and the closed-form solution. Although there is a certain
degradation with respect to other schemes, e.g. precoding with
Dirty Paper, which attains the maximum sum capacity [10], or a
regularized channel inversion with additional encoding that yields
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quasi-optimum performance [11], ZF provides a valid framework
for analyzing fairness issues and scheduling aspects.

In order to maximize the rate, the power allocation under BER
requirements leads naturally to an spatial bit allocation. In the
literature, the bit allocation/loading problem has been extensively
studied since [1], where an optimal algorithm for single-user dis-
crete bit loading in multi-carrier systems is proposed. See also
e.g. [12], [13], [14] and references therein. Essentially, two strate-
gies can be found, namely bit filling and bit removal. The former
adds a bit to the user/subcarrier providing the lowest increase in
total power, and bit removal schemes remove the most penaliz-
ing bit until the power constraint is fulfilled. On the other hand,
the authors in [15] (see also references therein) have extensively
studied multi-user multi-carrier integer bit loading. Particularly in
[15], the authors extend the Levin-Campello algorithm in order to
minimize the total transmitted power with a target sum rate for all
the users and a total power budget. There exists a clear trade-off
between performance and complexity in bit loading algorithms.

With ZF, the spatial channel gains gather the influence of the
simultaneously-served users, differently to e.g. [16] and other ref-
erences. Since the system performance varies dramatically de-
pending on the subset of the users that are served, the algorithms
cited previously shall be modified. Moreover, the fairness implica-
tions are rarely evaluated, see e.g. [17] and [18]. We focus primar-
ily on the implications in the short-term, and provided an integer
number of bits per symbol (rate), we analyze two perspectives,
namely the Maximization of the Sum Rate (MSR) and the Maxi-
mization of the Minimum Rate (MMR). Additionally, we modify
the MMR so as to improve its behaviour, and we show in Section 5
that the throughput can be improved without decreasing the num-
ber of bits assigned by the MMR to any user. This means that a
Pareto improvement [19] is obtained over the traditional MMR.

When K > Q, see Section 4, the AP has to distribute the users
into groups, and then perform the power and bit allocation, which
is a combinatorial problem. We extend [20] to deal with the bit
allocation. Similarly in [21], the authors propose a dynamic slot
allocation for the uplink of an SDMA/TDMA system. Their NP-
complete objective (and also ours) is to minimize the length of the
frame, while ensuring a minimum Signal to Interference to Noise
Ratio (SINR). In [22] the authors take the best fit strategy proposed
in [21] and extend the algorithm to take into account several QoS
parameters. Results of these issues are given in Section 5.

2. PROBLEM STATEMENT

In the following, boldface capital (lowercase) letters refer to ma-
trices (vectors). The conjugate transpose of a is aH and the ele-
ment at row ith and column jth of A is denoted by [A]i,j . The
square matrix with the diagonal given by a1, a2, . . . , an is de-
noted by diag(a1, a2, . . . , an). The elements nk within the set
K = {n1, n2, . . . , nK} are denoted by ωk = nk, 1 ≤ k ≤ K,



and the cardinality ofK is expressed by |K|. The vector 1k has ze-
ros at all positions but the kth. In the downlink, where a Q-antenna
AP communicates simultaneously with K single-antenna termi-
nals (gathered in K = {1, . . . , K}) and we assume that K ≤ Q
for the moment. At any time instant, the received signal vector is

y = HBs + w ∈ C
K×1, (1)

where the kth position of vector y (s) is the received (transmit-
ted) signal for user k. H is the K×Q complex flat-fading chan-
nel matrix, the ith row of which contains the 1 × Q vector of
the channel gains for the ith user, i.e. hT

i . We assume that the
components of the channel matrix are independent and identically
distributed complex Gaussian random variables with zero mean
and unit variance. If terminals send/receive a periodic training se-
quence to/from the AP, but not to/from other terminals, it might
not be far from reality the assumption that the channel matrix is
known at the AP, whereas the receivers are only aware of their
own channel response. The noise vector is complex Gaussian, i.e.
w ∼ CN (

0, σ2IQ

)
, and the transmit beamvectors for the K users

are gathered in the matrix B = [b1b2 . . .bK ] ∈ C
Q×K .

Since it is meaningful to separate the effect of the channel
and the power allocation, we normalize the ZF beamvector, so
the gain of the equivalent spatial channel is αk. The criterion
becomes Hb̃k = αk1k,∀k, and the normalized beamvector for
the kth user is b̃k = αkH

H
(
HHH

)−1
1k, where the α2

k =

1/[
(
HHH

)−1
]k,k are real and positive by construction. The ma-

trix B̃ =
[
b̃1b̃2 . . . b̃K

]
gathers the K normalized beamvectors,

thus HB̃ = Dα = diag (α1, α2, . . . , αK). The beamforming
matrix shall contain the power factors βk, i.e. B = B̃Dβ , where
Dβ = diag (β1, β2, . . . , βK). The model in (1) then reduces to

y = DαDβs + w ⇒ yk = αkβksk + wk, (2)

in which the equivalent channels αk are affected by the channels
of the other users by means of the inverse of the matrix HHH .
With this model, the Signal to Noise Ratio (SNR) for the kth user
is given by γk = α2

kβ2
k/σ2, where we have assumed that the sym-

bols have unitary mean energy, particularly, normalized Quadra-
ture Amplitude Modulation (QAM) symbols are considered. Since
simplicity is an important feature for schedulers, we use the easy-
differentiable approximate BER expression given in [23]

BER(γ) ≈ c1exp(− c2γ

2m − 1
), (3)

where m is the number of bits in the constellation, c1 = 0.2, and
c2 = 1.6. This expression is valid within 1.5 dB of error for
a BER ≤ 10−3. If several signal mappings are available, the
throughput (rate) depends on the number of bits of the symbols
and on the BER. At the PHY, rate is the maximum number of bits
per symbol m that can be transmitted while fulfilling a target BER,
BERt, and it can be obtained using (3) as m = log

(
1 + γ

Γ

)
,

where the constant Γ is given by Γ = log (c1/BERt) /c2. In
fact, Γ = 1 can be interpreted as the classical Shannon’s limit to
error-free bit rate (capacity). Typically, m is real, and an spatial
waterfilling can be performed in order to achieve the maximum
sum rate of the SDMA channel [24]. However, practical systems
have only a finite set of possible mappings, thus m is an integer.

3. SPATIAL BIT ALLOCATION STRATEGIES

The interactions among the users shall be carefully considered be-
cause they have a deep impact on the system performance. The
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Fig. 1. The channel as if each user were alone in the cell (top
curve), and the equivalent channel, αk in (2), after the beamform-
ing (bottom curve), together with the number of bits per symbol.

upper curve in Fig. 1 are the channels from the users as if they
were alone in the cell. The lower curve in Fig. 1 the equivalent
channels as if all the users were served together by the SDMA
scheme. This situation includes an AP with Q = 20 antennas, and
K = 15 users in the cell. A higher channel gain does not imply a
good value when several users are served simultaneously, see e.g.
the loss from user 6. Moreover, the trends in the channel gains
are not the same, which reaffirms that the interactions are crucial.
Therefore, traditional orthogonal waterfilling shall be modified. In
that figure, we also plot the number of bits per symbol that are as-
signed to the users with three QAM available constellations.

The fairness criterion determines the bit allocation strategy in
multiuser communications. On the one hand, the AP could assign
the same rate (number of bits per symbol) to all the users. On
the other hand, the AP could choose to optimize the global perfor-
mance regardless of the users with worse channel conditions. The
former is the Maximum Minimum Rate strategy (MMR) whereas
the latter is the Maximum Sum Rate (MSR) scheme. Both are
based on bit removal strategies, but they are modified to take into
account the fact that ZF is used. We propose in this paper a Mod-
ified MMR, which yields a close performance to the MSR by a
combination of a bit removal and a bit filling strategy, without
worsening the performance of any user given by the MMR. There-
fore, a Pareto improvement is obtained [19]. We assume M avail-
able constellations, which use a different number of bits per sym-
bol contained in the ordered set M = {q1, q2, . . . , qM}, where
q1 < qM . This number of bits can be denoted by ωi = qi, 1 ≤
i ≤M . We assume an instantaneous power budget of PT .

3.1. Maximization of the Sum of Rates (MSR)

This viewpoint is the most used in the literature, see Section 1, and
has been extensively studied. As a difference, we shall take into
account the fact that the equivalent channels αk with ZF reflect the
interactions among the users that are simultaneously served. The
cost function of the MSR can be expressed as:

max
mk

∑
k

mk (4)

s.t.
∑
k∈K

β2
k ≤ PT , (5)

BERk ≤ BERt,∀k, (6)

mk ∈ M̃,∀k, (7)



Table 1. Maximization of the Sum of Rates (MSR)

1. Set K = {1, . . . , K}.
2. Set mk = maxM,∀k ∈ K.

3. Build channel matrix H for the users in K. Compute α2
k.

4. Compute β2
k as in (8), and the power PS =

∑
k∈K β2

k .

5. If PS ≤ PT or |K| = 1, the algorithm finishes.

6. Compute pk

(
ωk

i , ωk
j

)
,∀k ∈ K, where ωk

i is the current

mapping and ωk
j the lower one in M̃, i.e. ωk

j = ωk
i − 1.

7. Select k : maxk pk

(
ωk

i , ωk
j

)
, i.e. the user with a higher

power gain, and reduce the number of bits ωk
i ← ωk

j .
If ωk

i ∈ M, go to step 4. Else, remove user k from the set
of active users K ← K− k, and go to step 2.

where, due to algorithmic issues, the set M̃ is defined as the union
of the possible constellations together with 0 (no transmission),
that is, M̃ = {0} ∪M. The optimum solution to this problem is
very complex since it requires an exhaustive search among all pos-
sible combinations of users and number of bits. The exhaustive
search could be feasible for moderate number of users and anten-
nas, but the complexity is relatively high with Q = K = 6 (see
Section 5). Besides, in case the problem is not feasible, the AP has
to perform the admission control, i.e. choose the users that will
be served. In any case, the ultimate goal is to optimize the cell
performance regardless of the poorer users, thus the distribution of
the resources is uneven (unfair). The spatial bit allocation algo-
rithm proposed next yields a close-to-optimum solution that could
be implemented in real time. First, note that the constraint (6) fixes
the power allocation β2

k according to

β2
k =

σ2 (2mk − 1)

c2α2
k

log

(
c1

BERt

)
, (8)

which helps in the definition of a function that reflects the power
decrease of using a lower constellation size. We assume that the
constellation size for each user i is expressed as ωi, except for the
kth user, which changes the number of bits to ωk

j instead of ωk
i ,

where ωk
i > ωk

j . Then, the power reduction can be obtained as

pk

(
ωk

i , ωk
j

)
=




1
α2

k

(
2ωk

i − 2ωk
j

)
if ωk

j ∈M,∑
i∈K

2ωi

α2
i
−∑

i∈K̃
2ωi

α̃2
i

if ωk
j /∈M,

(9)
where the set K̃ gathers all the users but the kth and the equivalent
channels α̃i are computed for the users in K̃. In fact, this is not the
exact power saving that is obtained because if a user is removed,
the rest of the users have the chance to increase their modulation
index. However, the reduction in complexity of this approximation
justifies the use of the previous cost function.

The MSR algorithm in Table 1 is essentially a bit removal
technique, but since the spatial channel gains αk change when-
ever the set of active users varies, it is combined with a bit filling
scheme. Briefly, the MSR works as follows. First, it tries to serve
all the users with the highest modulation inM at steps 1-4. If the
power constraint in (5) is not fulfilled (step 5), the scheduler de-
cides which user should reduce the constellation size or which user
should not be served. Since the number of bits shall be reduced,
the scheduler selects the user having a maximum incremental cost
of using a lower modulation, i.e. the user that saves more power
if the bit rate is reduced, see steps 6 and 7. The AP reduces the

number of bits of the selected user, and if it belongs to a possi-
ble constellation the algorithm goes again to step 4. Otherwise,
it drops that user out from the set of active users (step 7), and
the constellation size of all the remaining users is set again to the
maximum (step 2), so that the power and bit allocation need to be
done again. The algorithm finishes when the power constraint is
fulfilled or if only one user forms the set of active users (step 5).
In that case, that user is allocated all the power with the highest
constellation satisfying the BER constraint.

3.2. Maximization of the Minimum Rate (MMR)

Another option is to serve as many users as possible with the same
number of bits per symbol. With this approach, the global per-
formance is penalized, although we guarantee that the users being
served receive the same rate. If all the users are homogeneous (or
pay the same price for the service) this option might be preferred
because of its fairness. This alternative can be expressed as

max
mk

min
k

mk (10)

s.t. (5), (6), and (7). (11)

Again, the optimum solution implies the exhaustive search
among all the users and all the number of bits. However, the com-
plexity is lower than the MSR, since now an equal number of bits
is imposed to all the scheduled users. Now, we guarantee that
all the users receive the same service, but the global performance
might be penalized. However, the problem might not be feasible
and the AP should decide which users are served. Assuming that
the number of bits is m, the problem is feasible if

tr

[(
HHH

)−1
]
≤ PT

σ2

c2

log (c1/BERt)

1

2m − 1
. (12)

Based on this, we propose the following algorithm, not sum-
marized in a table for the sake of brevity, but which can be found
in [25]. First, the highest constellation is tried for all the users. If
the feasibility constraint (12) is not fulfilled, it reduces the number
of bits for all users. When the number of bits is the lowest, the
user with a lower equivalent channel αk is dropped out from the
active set, and then the number of bits of all the other users might
be increased again. The objective is now to serve as many users
as possible, although they might be assigned a lower constellation
size.

3.3. Modified MMR

The previous MMR algorithm is wasting the power that is not used
due to the equal assignment of bits to all the users. Therefore, we
propose an algorithm here that yields a Pareto improvement over
the MMR. That means that we increase the performance of some
users without decreasing the performance of other users. This is
possible thanks to some unused power the MMR naturally wastes.
For this purpose, we shall only recall (9) and use the output ac-
tive set K of the MMR, and also their number of bits. Briefly, we
use (9) in order to perform a bit filling strategy with the output of
the MMR. As the MMR does not use all the available power, we
might increase the constellation index for some users without de-
creasing any modulation from any user. Therefore, we choose the
user that requires less power to increase its constellation size. This
is repeated until no more bits could be added without using more
power than the budget PT . Given the output of the MMR, this al-
gorithm is analogous to the MSR, with a bit filling strategy rather
than a bit removal. For the sake of brevity, we do not completely
characterize it in a table, see [25] for further details.



4. SPACE-TIME MULTI-USER SCHEDULING

If K > Q the users shall be grouped together, while still fulfilling
the target BER with the highest number of bits per symbol. Each
group would then be allocated a time slot of a TDMA/TDD sys-
tem, if the channel remains constant within a frame. Since this is
usually the case in Wireless LANs, the temporal variation of the
channel can be exploited in an opportunistic way, but differently
to [5], several users are served simultaneously instead of a single
user alone, and the AP has perfect channel knowledge. Differently
to existing literature, see [21] or [22], bit allocation is performed
after the clustering of users into groups and the ZF beamforming.

We note that bit removal strategies might be unfeasible if K >
Q, because of the intractable high number of combinations of users
and groups. It is because this trade-off that we select the modified
MMR as the bit allocation algorithm. As it is seen in Section 5,
it provides a good performance with reasonably low complexity.
Moreover, it allows to separate this complicated problem into two
parts: first, we try to serve as many users as possible with the
highest modulation to fulfill the target BER, and then, we increase
the constellation size for some users if possible. In this section,
we describe how the users are grouped together, and for all the
algorithms, the initialization is the same as in [20].

The First Fit (FF) is the simplest scheduler which tries to in-
telligently fulfill the requirements of the users in terms of SNR.
The active users are ordered according to their time of arrival, and
kept in a table. At each frame, we select the users according to
their order and try to insert them into the groups. The user is added
to the group where all the users can be served and fulfill the target
BER, see (12). If the user cannot be assigned to any group, the
scheduler discards it and goes on with the next in the active list.

However, we can do better because the previous algorithm dis-
regards the fact that the selected user might use less power if it
were assigned to another group. The Best Group for the User
(BGU) is a more expensive algorithm, since all the groups are
tested for the selected user, and it is assigned to the one with lower
power requirements, i.e. the one with lowest tr[

(
HHH

)−1
]. This

increases the computational load to the problem while outperform-
ing the FF. In some sense the priority is on the user, because for a
given user, all the groups are tested. In this paper, the ordering of
the users is random, but other options exist in the literature [4] that
might be better suited but would introduce additional complexity.

The Best Group for the User (BGU) is the most complex
method we propose. Until all the groups are full or no more users
can be added to any group, the scheduler assigns the best user to
each group. That means that, at every addition of a user, all users
and all groups have to be evaluated using the expression in (12).
However, the complexity might pay the price of a better perfor-
mance, since at every iteration, the most efficient user in terms of
power is scheduled. The priority is the group: every time a group
shall be filled, all the users are tested and the best one is chosen.

5. SIMULATIONS

The SNR in the figures refers to the ratio PT /σ2. We assume that
the packet length is L = 1024 bits and that the target PER is 0.1.
The available constellations are 4-QAM (QPSK), 16-QAM, and
64-QAM. So as to evaluate throughput, we consider that a packet
transmission requires 1 time unit using 4-QAM. Then, 1/2 and
1/3 time units are needed for 16-QAM and 64-QAM respectively,
because they use the double and three times the number of bits of
4-QAM. More simulation details and results are given in [25].

We select Q = 6 antennas in order to show the behavior of
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Fig. 2. Throughput delivered by the PHY vs. the number of active
users for the MSR and MMR with Q = 6 antennas.

the total delivered throughput in terms of the number of users in
the cell. In Fig. 2 we plot the mean throughput per unit time vs.
the number of active users. The performance of the MSR is close
to the exhaustive search with much lower complexity. We see that
the increase in number of users does not saturate the performance
of the exhaustive search, because it obtains the optimum user and
bit allocation. However, when K = Q = 6 the complexity is
high. The MSR saturates at a high number of users, whereas the
bound on the throughput of the MMR is very low because it al-
ways assigns the same number of bits to the users. The modified
MMR yields an intermediate performance with a Pareto improve-
ment over the MMR and reasonable complexity, thus provides the
best balance of the trade-off between performance and complexity.

It is interesting to evaluate the behavior of the algorithms in
a concrete realization of the channel, see Fig. 3 for Q = 6 and
K = 5. There, we show the channel gains αk for a particular
channel matrix (solid line), and also the number of bits per sym-
bol that each algorithm allocates to the users. There, the MMR
(right bar) allocates all the users the lowest constellation size (a
total of 10 bits per symbol are transmitted), and the MSR (left bar)
yields the maximum sum rate of 20 bits per symbol. The Modified
MMR (middle bar) outperforms the MMR by increasing the rates
of some users with better channels, but it cannot obtain the high-
est performance of the MSR. Moreover, we see in this figure that
the modified MMR yields a Pareto improvement over the simple
MMR, and a closer performance to the MSR.

For K > Q, we take K = 30 and Q = 4. The SNR is 20 dB,
and we assume that N = 4 groups/time slots are available without
loss of generality. As in [22], we model the bursty traffic delivered
to the users in this downlink system as an on-off source. During
the on period, which has fixed length of one frame, ton = 1 the
packets arrive according to a Poisson distribution. The off period
is exponentially distributed, with mean 40 frames, toff = 40. We
assume that the packets have a timeout of Ttimeout = 40 frames.
If the individual traffic rate is λk, the average aggregate traffic λ

might be computed according to λ = Kλkton

ton+toff
, which is the ab-

scissa in Fig. 4. As stated in Section 4, we choose the modified
MMR as the bit allocation strategy. We plot in Fig. 4 the through-
put vs. the total aggregate rate for the First Fit (FF), the Best Group
to the User (BGU), and the Best User to the Group (BUG). We see
that increasing the complexity of the proposed scheduler from the
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FF to the BUG might yield a high performance gain. The gain is
significant especially for high cell load.

6. CONCLUSIONS

Within the context of an spatial scheduling problem, this paper
has proposed practical algorithms for the case of a lower number
of users than antennas and a higher number of users than anten-
nas. We have evaluated the performance of the maximization of
the sum rate and the maximization of the minimum rate, and have
proposed a strategy that has an intermediate performance among
them based on a combination of bit removal and bit filling algo-
rithms. Furthermore, when the number of users is higher than the
number of antennas, the solution of the problem might have signif-
icant computational complexity, and therefore, three suboptimum
but intelligent algorithms have been proposed and evaluated. In-
deed, the trade-off between performance and complexity is a cru-
cial point in the joint optimization of the PHY and the DLC.
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