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ABSTRACT 

 

Graphics processing units (GPUs) have specialized throughput oriented memory systems that 

are optimized for streaming data [1]. By expanding the usage of GPUs beyond graphics provides 

better support for irregular applications with better than average synchronization [2].  

The bottleneck of GPU-implementation is not the computational power, but mostly the 

memory bandwidth. That is why this paper introduces a memory controller unit for multi2sim 

GPU simulation architecture along with two memory scheduling policies. Through the addition 

of this memory controller to the GPU simulation architecture, this paper shows the 

performance gains for different applications on multi2sim simulations. 
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1. INTRODUCTION 

 

Graphics processing Units (GPUs) have recently become much more popular than they used to 

be. Thanks to their great processing abilities and general purpose programming support such as 

NVIDIA CUDA interface, they have captured the interest of scientific community, especially the 

people involved in high performance computing. All in all, GPUs have reached 60-70 times 

speedup compared to a CPU implementation for some applications. 

Nowadays, GPUs are successfully to solve complex problems that require high computational 

power. Using GPUs high computational power and data throughput abilities in order to solve 

problems is called General Purpose computation on Graphics Processing Units (GPGPU). This 

term was founded by Mark J. Harris, a computer scientist who found out that GPUs can also be 

used for non-graphic applications. 

A simplified version of Moore’s Law states that processor speeds, or overall processing power 

for computers will double more or less every two years [3]. Since this assumption was made in 

early mid 1960’s, this does not apply completely on new GPUs and GPGPU. Because the 

computers are not getting faster, they are getting wider and more parallel. So, the algorithms 

have to be thought to be more parallel in order to keep up with it. 

One may think and ask the question “Why should we try that hard to implement and develop 

new algorithms just to make GPUs work for general purpose when we already have CPUs for 

the job?”. The idea of using GPUs for general purpose computing makes sense when we look at 

the situation from the CPU perspective too. Current situation of CPUs is not open for much 

improvement in the usual sense. Even though CPUs have not yet proven Moore’s Law to be 

wrong, there are other facts that limit linear improvement for processing power; such as power 

wall and memory wall.  

The main source of improvement for CPUs has been increasing the number of transistors or 

increasing the clock frequency.  
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 (1) 

      (2) 

 

However both of these methods also naturally increase the power consumption which leads to 

excessive heat production as seen in Equation 1 and 2 [4]. Thus the need for cooling increases, 

which leads to even more power consumption. Current state of CPUs does not benefit from 

these power requiring methods anymore. 

As the CPUs keep getting faster and faster (doubling the computational power every two years), 

the gap between the processor speeds and memory availability has been increasing over the 

years as seen in Figure 1. In order to handle this bottleneck, various memory hierarchies and 

schedulers have been developed, different levels of caches have been introduced. Although 

most of them have proven themselves to be useful, everything new that had been added to the 

architecture, brought more complexity to the CPU. Conventional CPU computing architecture 

can no longer support the growing HPC needs. That’s why GPUs are needed to source the HPC 

needs. 

 

FIGURE 1. CPU VS. MEMORY DEVELOPMENT [5] 
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Even though GPUs can provide the required computational power, according to previous 

research, the memory bandwidth is a serious bottleneck for GPU implementation. There are 

various different scheduling algorithms that were presented over the years and new ones keep 

getting developed. 

The simulation framework used in this thesis, Multi2Sim, does not have an implemented 

memory controller for GPU simulation yet. In this thesis, a memory controller is added to the 

GPU simulation memory hierarchy of Multi2Sim. The added memory controller brings two 

different memory scheduling policies with it; First Come First Serve (FCFS) scheduling and Batch 

scheduling policies. This work can fulfill the need for a memory controller for Multi2Sim and can 

be included in the future versions. 

The rest of the thesis is organized as follows. It begins in Section 2 by giving a brief introduction 

of DRAM and GPU architectures along with Multi2Sim features. Section 3 explains the 

motivation and gives examples of some various GPU architectures and simulators along with 

multi2sim. In section 4, the methodology used in this paper is shown while explaining 

scheduling policies. Section 5 is about the memory configuration and experimental setup. The 

paper then continues by showing the experimental results in section 6 and making some points 

in conclusions part in section 7. In the end, bibliography part can be observed in the section 8. 
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2. BACKGROUND & RELATED WORK 

 

2.1 Main Memory Organization 

In order to explain the memory organization, DRAM must be described. DRAM is a type of RAM 

(Random Access Memory) that destroys the content of a row when a read operation is 

performed. Because of that, DRAM is designed as two-dimensional arrays of bitcells and in 

order to read or write data to DRAM, a row of bitcells needs to be read into a row buffer. After 

that, the operation is performed on the row buffer and the data is written back to the DRAM 

array that was accessed earlier. To access the data that is already loaded into the row buffer is 

called a row-buffer hit. Subsequent accesses to addresses in the same row require a much 

smaller access time since the row is already in the row buffer and it doesn’t need to be 

“opened” again [5]. A bank is what these two-dimensional DRAM bitcell arrays is called. There 

are multiple banks in a DRAM. The accesses to memory can result in three different outcomes 

[6]:  

 Row hit: This situation occurs when the requested row is currently open in the row-

buffer. The only thing DRAM controller needs to do is to issue a read or write command 

to the DRAM bank. This situation has the lowest latency (tCL) among the three situations. 

 

 Row closed: This situation occurs when there is no open row in the row-buffer. First 

thing to do for DRAM controller is to issue an activate command for the desired row and 

after that read/write command. The latency is tRCD + tCL 

 

 Row conflict: This situation occurs when there is a request for a different row is issued 

when there is already another row is currently in the row-buffer. First thing to do when 

this happens is to close the current row, activate the requested row and then 

read/write. Handling this situation has the highest latency (tRP + tRCD + tCL). 
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FIGURE 2. DRAM ACCESS TIMINGS 

 

 

 

FIGURE 3. DRAM ORGANIZATION 
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2.2 Scheduling 

It is the memory controller’s job to manage buffering and handling the memory request. These 

requests can come from different CPU cores and/or GPU. In most situations, memory requests 

are kept in a buffer and scheduling logic and/or algorithm decides which ones of these requests 

should get the priority and makes the required requests to the DRAMs. 

Since there is only a limited off-chip bandwidth for memory, when there is a burst of memory 

requests or the number of memory requests increases significantly; handling memory requests 

in time becomes a serious bottleneck. Because a DRAM bank can only handle one command at 

a time. Also if there is a request from another core that requires closing a bank while another 

one needs it to be open reduces row-buffer hit rate for that core. Considering all those 

situations, added with the DRAM device access latencies and command latencies, becomes a 

serious issue. In order to relieve that bottleneck from becoming a more serious issue, memory 

scheduling algorithms have been designed to service the memory requests in a more 

convenient way. Using memory controllers, row-buffer hit rate, fairness and bank level 

parallelism can be achieved. 

 

2.3 Scheduling for CPU’s 

In order to consider memory scheduling for CPU, one should consider a few other concepts as 

well like request prioritization or fairness. [7] Because while we are prioritizing memory 

requests, we may be causing fairness problems by lowering some low memory intensity 

application priorities [8]. In order to prevent such problems from arising, the balance between 

performance and fairness should be set correctly. There are numerous different memory 

scheduling algorithms that were already introduced. What Thread Cluster Memory scheduling 

(TCM) does is to dynamically clustering applications into different groups based on their 

memory intensity requirements whether they are high or low [9]. By doing that, it improves 

system throughput because it priorities applications that require low memory intensity and to 

prevent unfairness among groups, the priorities of high memory intensity applications get 

shuffled periodically. TCM seems to have reached high system performance and fairness 

successfully. Parallelism aware Batch Scheduling (PAR-BS) is another scheduling algorithm that 

prioritizes the requests based on the arrival times (Oldest batch gets more priority) [10]. And in 

a batch, the requests are ranked according to satisfy bank level parallelism (BLP). To sum up, 

low memory intensity applications are prioritized and that led to an improved system 
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throughput. However, as high memory intensity applications get even lower priorities, 

unfairness issues arises [11]. 

 

2.4 GPU Memory Accesses and Scheduling 

Generally, GPU applications use much more memory requests than CPU applications. Because 

GPU applications can contain thousands of parallel threads. In GPU, there are multiple 

Streaming Multiprocessors (SMs) that are connected to a common memory module. Each SM 

has a cache called Shared Memory that provides fast access to data that is shared between 

threads of the same block. Each SM has access to a hierarchy of memories [12]. There are two 

important characteristics of GPGPU computing that separates it from CPU applications 

(architectures); SIMD execution behavior and highly multithreaded architectures [13]. 
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3. MOTIVATION 

 

3.1 GPU History 

In 1980’s, there was no thought of GPUs as we see them today but the predecessors of the 

GPUs, non-programmable 3G graphics accelerators were developed. Until the 1990’s, 3D 

rendering engines were established by multiple companies but it became probable to gather 

and put these multi-chip renderers into one single chip. By the early 2000’s, with the 

appearance of NVIDIA GeForce 3 that comes with programmable pixel shading. Although 

programmability of the chip was very limited, this was a milestone for GPUs. 

GPGPU programming, as a general purpose usage method for GPUs progressed in order to 

perform non-graphics processing on graphics only architectures. Even though this was a weird 

claim at first, studies have shown us that GPGPU programming is successful and has great 

potential.  

GPU computing can be categorized as new, but every day there are more and more people 

getting involved with the subject and contributing to the subject, professionally and 

academically. It was reported by NVIDIA that in 2009, there were more than 200 universities 

are teaching CUDA programming as a lecture. That number is way higher as of today [14]. 

 

3.2 GPU Architectures 

There are different leading GPU manufacturers exist and GPU architectures vary according to 

the manufacturer. Two of widely used GPU architectures are NVIDIA’s Fermi GPU architecture 

and AMD’s Evergreen family GPU architecture as shown in Figure 4 [15].  
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Streaming multiprocessor (SM) for NVIDIA GPU or data parallel processor (DPP) for AMD GPU 

resembles processor cores. These can also be called compute unit (CU) in general. The GPUs 

contain interconnection networks among these CUs, caches and memory controllers along with 

GPU memory. 

 

3.2.1 NVIDIA Fermi GPU Model 

The Fermi architecture is one of the most significant leaps in GPU architecture. It is developed 

as the world’s first computational GPU.  

 

3.2.1.1 CUDA 

CUDA is the architecture that enables NVIDIA GPUs to execute programs written in other 

languages such as C, C++, Fortran, OpenCL, etc. CUDA program calls parallel kernels. The 

compiler organizes the parallel threads that were run by the kernels in thread blocks and grids 

of these blocks. By an instance of kernel, threads within a thread block is executed and the 

threads that get executed are given a thread ID within its thread block, program counter, 

registers input and outputs. 

FIGURE 4. GPU ARCHITECTURE DIAGRAMS 
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As can be seen in figure 5, a thread block is a set of simultaneously executing threads that can 

collaborate among themselves. Every thread block has its block ID inside its grid. 

 

 

A grid consists of an array of thread blocks that execute the same kernel, read the inputs from 

global memory, write results to global memory and synchronize among the kernel calls. Every 

thread has its own memory space in order to contain function calls and register spills. Also 

every thread block has its own per-block memory space used for inter-thread communication 

and data sharing. The results are then shared in global memory after the synchronization. 

 

 

 

FIGURE 5. CUDA HIERARCHY 
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3.2.1.2 Fermi Architecture Overview 

Fermi based GPUs include up to 512 CUDA cores. These CUDA cores are organized in 16 

Streaming Multiprocessors (SM) of 32 cores each. The GPU has 384-bit memory interface that 

are made out of 64-bit memory partitions. This memory interface supports up to 6 GB GDDR5 

DRAM memory.  

 

 

FIGURE 6. FERMI ARCHITECTURE 

 

As it can be seen from figure 6, 16 streaming multiprocessors are positioned around L2 cache. 

The green parts in the figure are the execution units, light blue parts are the register files and L1 

cache and the orange parts are the dispatcher. 
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3.2.2 AMD Evergreen GPU Model 

AMD’s Evergreen family GPUs can be considered as the flagship of AMD GPU products. It was 

designed to target both graphic applications and general-purpose data intensive applications. A 

block diagram of Radeon HD 5870 GPU is shown in figure 7. Radeon HD 5870 GPU is one of the 

mainstream devices that belong to the Evergreen family. 

 

 

FIGURE 7. SIMPLIFIED BLOCK DIAGRAM OF RADEON HD 5870 ARCHITECTURE 

 

The architecture is designed to provide a conceptual match with the OpenCL programming 

model. When an OpenCL kernel is launched on the Radeon HD 5870 device, the ND-range is 

transferred to it. ND-Range (grid of work-item groups) is formed by the totality of work-groups 

which share a common global memory space. To fulfill with the OpenCL model, work-groups 

should be able to execute in any order. Thus, neither synchronizations nor communications 

through global memory accesses are allowed among work-groups as can be seen in figure 7. 

A global front-end dispatcher processes the ND-Range and assigns work groups to its 20 

compute units without any particular order. Every compute unit has access to global memory 

which is carried out by 8KB L1 caches, 4 shared 512KB L2 caches and the global memory 

controllers. 
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Each compute unit contains a set of 16 stream cores dedicated to the execution of one work-

item. There is a common 32KB local data storage (LDS) which all stream cores in the compute 

unit have access to. This LDS is used to share data at the work-group level among the stream 

cores. Each stream core also contains 5 processing elements to execute Evergreen machine 

instructions in the assigned work-item and a number of general purpose registers. 

 

 

 

FIGURE 8. ELEMENTS IN OPENCL PROGRAMMING MODEL. 

 

In the Evergreen family devices, there are some distinctive features. One of them is the number 

of stream cores in the compute unit (which is 16) is much lower than the maximum number of 

work-items (which is 256). In order to overcome this limitation, stream cores are time-

multiplexed in 4 slots, which creates the illusion that each stream core is capable of running 4 

work-items concurrently. This concept is called a wavefront as the total number of work-items 

virtually executing at the same time on a compute unit.  

The other distinctive feature of the Evergreen family is that these devices support 5-way Very 

Long Instruction Word (VLIW). These VLIW are bundles of arithmetic instructions. The high 

performance of Radeon HD 5870 comes from its ability to issue and handle up to 5 floating-

point scalar operations in a single cycle per VLIW slot. The architecture includes these five 

processing elements as shown in figure 7 as x, y, z, w and t. VLIW functionality boosts the 

performance of some arithmetic operations such as exponential, square root, etc. 
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3.3 Multi2Sim 

Multi2Sim project is an open-source, free and cycle accurate simulation framework. It is a 

modular and fully customizable simulation framework for CPU-GPU computing [16]. Multi2sim 

has been developed by implementing some important characteristics of popular simulators, 

such as timing and functional simulation, multiprocessor support and cache coherency. 

Some of Multi2Sim’s adjustable options: 

 Simple bus as interconnect or a separated module that gives the options to 

implement new interconnects. 

 L1 and L2 caches can either be shared or private among threads or among the 

cores. 

 If preferred, a working NMOESI coherency protocol that is able to work on 

multiple hierarchy levels. 

 Multithreaded or single threaded core selection with in-order or out-of-order 

pipelining. 

 Pipeline resources can be private or shared among the threads 

 Multithreaded cores can implement fine-grain, coarse-grain or simultaneous 

multithread. 

 

3.3.1 Loading a Program 

In real machines, operating system is in charge of program loading but in the simulator, the 

program loading should be initialized by its own. 

The output of executable files follow a special file format called ELF (Executable and Linkable 

Format). This ELF file consists of a header and a set of sections. When the section related to 

program loading flags the ELF file as loadable, the contents of the file is copied into the memory 

with the corresponding address. 

After the program is loaded, the next step is to adjust the program stack. Program stack is used 

to store function local variables and parameters that are needed for the program to run. While 

the program is getting executed, the stack pointer ($sp register) is handled by the program 
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code. Also the required data (program arguments and variables) must be placed by the 

program loader. During the execution, $sp register keeps getting updated depending on the 

program. The value of the PC register is identified in the ELF header (as the program entry 

point). However, the NPC register is not defined in the MIPS32 architecture, but is used 

explicitly by the simulator in order to keep track of the branch delay slot. 

 

3.3.2 Simulation Models 

There are three different simulation models that are available in Multi2Sim. They are all 

implemented in different modules: a functional simulation engine, a detailed simulator and an 

event-driven module. The other two except for the functional simulation engine perform the 

timing simulations.  

 

3.3.2.1 Functional Simulation 

Functional simulation is built as an independent library and it provides an interface to the rest 

of the simulator. This simulation model has functions to create or terminate software entities, 

handle machine instructions and check the status of the instructions but has no knowledge of 

hardware threads.  

It has a checkpointing capability of the memory module and register file. Meaning that if a 

wrong execution path starts during the simulation, both register file and memory statuses are 

saved and can be reloaded. 

 

3.3.2.2 Detailed Simulation 

Detailed simulator of Multi2Sim uses the functional engine to perform a timing-first simulation. 

In this timing-first simulation, the state of the software that is being run is updated by kernel 

calls in each cycle. The main purpose of the detailed simulator is to analyze the nature of 

recently executed instructions and examining the latencies suffered by hardware architecture. 

The detailed simulation hardware includes pipelining, branch predictor and cache memories 

with variable sizes. 
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3.3.2.3 Event-driven Simulation 

Since the functional simulation and the detailed simulation are independent, giving the 

simulator the advantage of having more modularity, the machine instruction behaviours can be 

centralized in a single file with the functional simulation. Also the function calls that target 

hardware components can have an interface with the help of the detailed simulation. Along 

with these two simulations, as for some situations, the latency is not a deterministic value, the 

event-driven simulations allows the simulation to be run cycle by cycle. 

 

3.3.3 Multicore Architecture Support 

The environment for the multicore simulation is reached by replicating the data structures 

which represent the single core architecture. Resource sharing starts with the memory 

hierarchy in a multicore processor. If the caches are shared among the existing cores, then 

some contention can exist when we access them simultaneously. Also, a memory coherency 

protocol (does not matter which one) is applied in order to make sure there is memory 

consistency.  

In Multi2Sim, a transaction bus is used as the interconnection network. The number of 

interconnects in this bus and their locations depends on the sharing strategy of the data and 

the instruction caches. Figure 9 shows the possible structures of L1 and L2 caches and the final 

interconnection network for dual core dual-thread processor. 

 

 

FIGURE 9. CACHE DISTRIBUTION 
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3.4 Similar Simulators 

SimpleScalar has been a widely used simulator for some time until recently. It models an out of 

order superscalar processor and it even was used for while creating some of the Multi2Sim 

modules [18]. Several of the simulators like HotLeakage, SSMT or M-Sim as seen In Table 1 

were developed by adding some extensions to SimpleScalar. Downside of this family of 

simulators is that they have a limitation in terms of executing a set of sequential workloads and 

it is hard to implement a resource sharing strategy among threads. 

Another family can be Turandot simulator and its extended version for power measurement, 

PowerTimer. This family models a PowerPC architecture [19] [20].  

SimpleScalar and Turandot are both application-only simulators just like Multi2Sim. That is 

good for isolating the application from other variables and getting results for about the area 

that is desired to be explored. So that the statistics are not affected by an operating system 

simulation. 

 

TABLE 1. MAIN FEATURES OF DIFFERENT SIMULATORS 
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The timing-first simulation ability of Multi2Sim was adopted from GEMS simulator. By the 

availability of timing-first simulation, efficiency improves. 

3.5 Modifications Done on the Simulator 

 

Since CPU and GPU hierarchies are disjoint as seen in the Figure 10, it is possible to run 

homogeneous (CPU-only or GPU-only) or heterogeneous simulations by using Multi2Sim. 

Since it is still in development, for GPU simulation, there is no memory controller option 

available. In this work, memory controller is added to the GPU simulation memory hierarchy as 

seen in Figure 11. The capabilities of the memory controller and the scheduling policies that 

made available with the addition of this memory controller will be discussed in the 

methodology section. 

 

FIGURE 11. MEMORY CONTROLLER ADDED DIAGRAM 

 

 

 

FIGURE 10. HETEROGENEOUS SYSTEM WITH ONE MULTITHREADED 

X86 CPU CORE AND FOUR GPU COMPUTE UNITS [17] 
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4. METHODOLOGY 

  

4.1 First Come First Served (FCFS) Scheduling 

With FCFS scheduling algorithm, processes are given priority according to their processor 

request order. In other words, without any other repercussions; which process asks for the 

processor, gets it first. There is only one queue for ready processes and the importance of the 

jobs are measured by their arrival time. FCFS policy is usually managed with a FIFO queue and 

whenever a process is ready, it gets linked to the tail of the queue. The scheduler selects the 

next process from the head of the queue to be processed. The average waiting time for FCFS 

policy is usually rather long as can be seen in table XX. 

 

 

Process Time Time Time 

P1 24 0 24 

P2 3 24 27 

P3 3 27 30 

Average - 17 27 

TABLE 2. FCFS AVERAGE WAITING TIME 

 

 If the processes arrive in P1, P2, P3 order, with FCFS scheduling, the Gant chart becomes 

like the following: 

 

P1 P2 P3 

0         24  27         30 

 

In this case, average waiting time becomes: (0 + 24 + 27)  ÷ 3 =  17 
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 If the processes arrive in P2, P3, P1 order, with FCFS scheduling, the Gant chart becomes 

like the following: 

 

P2 P3 P1 

0  3  6                30 

 

In this case, average waiting time becomes: (6 + 0 + 3)  ÷ 3 =  3 

The decrease in the average waiting time between these two examples is quite large. Usually 

this average waiting time for FCFS policy is generally not the minimal case and it depends on 

the processes’ burst times greatly. 

One of the problems with FCFS scheduling is that it is non-preemptive. This means that Once a 

process has become allocated to the resource, that process keeps the resource until it is 

terminated by the processor or by the I/O (depending on the nature of the process). The 

possibility of “convoy effect” can be counted as another problem. A convoy effect happens 

when a process holds the resource for a long time and bunch of other processes that need the 

resource for a short time have to wait for that process to be done with the resource. This does 

not always happen, but when it happens, it can cause poor utilization of resources in the 

system.  

  

4.2 FRFCFS Scheduling 

FRFCFS scheduling algorithm gives priority to the row-buffer hits over requests with row-buffer 

misses. In order to implement this functionality, the memory controller requires a special 

arbiter that takes all the requests and grants the request with the maximum priority value. A 

time-stamp (t) and a flag for row-buffer hit (r) are assigned to each request line. The 

functionality of this request queue is similar to a Content Addressable Memory (CAM) used in 

issue queue logic [21]. 

 

4.3 Batch Scheduling  

In batch scheduling, unlike the usage of queue for FCFS scheduling, a buffer is used to hold 

incoming processes. All the processes are filled inside a buffer and assigned to the resources 
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from there. This type of scheduling generally does not give a speedup at the start, but it 

provides better throughput. 
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5. EXPERIMENTAL SETUP 

 

It is necessary to make sure that benchmarks used to test the introduced memory scheduling 

policies have enough range of workloads in order to show the improvement or the decline. 

Because for some of the cases, in order to see the improvement, the workload should be large, 

so that it can get better throughput. 

For the GPU simulation, there are only 2 types of memory to check, main memory and local 

memories for each core. Some mini benchmarks were used to check memory miss rates and 

types of memory accesses. Those mini benchmarks were supported by multi2sim and comes 

with its source code. Cache and main memory configurations can be found in tables 3 and 4. 

 

 

 

 

TABLE 3 - L1 AND L2 CACHE CONFIGURATIONS [23] 
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TABLE 4 - DETAILED MULTI2SIM MEMORY CONFIGURATION [24] 

 

 

In order to test the two introduced memory scheduling policies, different simulations were run 

for three different AMD OpenCL SDK applications. These applications are; vector addition, 

matrix multiplication and radix sort. 
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6. RESULTS & DISCUSSION 

 

In this section, various simulation executions are shown for three different applications. In the 

end the overall performances for multi2sim GPU simulation and same simulations with 2 

scheduling policies added are compared. 

 

6.1 Vector Add 

For this application, the operation x = y + z was used for the different sizes of the vectors x, y, z. 

For the vector sizes below around 104, there is some overhead due to using purely GPU but 

after that, the improvement in execution times and IPC can be seen for larger vector sizes when 

using memory controller. Batch scheduling policy gives better results for this application then 

FRFCFS scheduling. This is probably the result of more parallelizable nature of the vector add 

operation. 

 

 

FIGURE 12 - VECTORADD EXECUTION TIME VS VECTOR SIZE 
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6.2 Matrix Multiplication 

For this particular application, using FRFCFS scheduling policy gives better results especially for 

larger datasets.  
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FIGURE 13 - MATMUL EXECUTION TIME VS ROWS/COLUMNS 



31 
 

 

 

 

 

6.3 Radix Sort 

Radix sort is a non-comparative integer sorting algorithm. It groups individual digits with the 

same position and value and sorts data with those integer keys. It needs a positional notation 

but since integers can represent strings of characters, it is not limited to only integers. For the 

radix sort application, using either of the scheduling policies shows improvement but FRFCFS 

scheduling gives better simulation results. 

 

 

FIGURE 14 - RADIX SORT EXECUTION TIME VS ARRAY SIZE 
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6.4 Instructions Per Cycle (IPC) Comparison 

 

 

FIGURE 15 - IPC COMPARISONS OF DIFFERENT APPLICATIONS 

 

Cache miss rate measurements for L1 and L2 caches were more or less similar and the 

difference was negligible. They were around %50 - %60. On the other hand, cache miss rates 

does not have a big impact on GPU performance as it does on CPU simulations. CPU 

performance can be affected severely due to the high cache miss rates but GPU performance 

does not get degraded directly because GPU cores can tolerate memory access latency by 

context switching between a large number of concurrently active threads [25]. 
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7. CONCLUSIONS 

 

The importance of memory controller is too much for the recent architectures to pass on. 

That’s why regardless of the policy it introduces, not using a memory controller means giving up 

on a lot of performance improvement. 

Since multi2sim is still in development, some of its features are not fully available. It is shown 

that for GPU simulation in multi2sim, having a memory controller with a memory scheduling 

policy gives better simulation performance. The performance improvement due to scheduling 

policy of course differs according to the application that is simulated.  

In this thesis it is shown that with the addition of a memory controller to the current GPU 

simulation architecture of multi2sim, roughly %8 - %9 performance improvement can be gained 

generally. To further improve the performance of GPU and heterogeneous simulation on 

multi2sim, different scheduling policies can be introduced in order to meet different application 

requirements.  
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