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Abstract 

This project studies the anomaly detection problem and proposes two solution approaches for the 

unsupervised detection problem. These two solutions are based on the fitting of an autoregressive 

model and the monitoring of the estimation error.  

The first detector is based on the analysis of the estimation error’s amplitude and uses a simple 

threshold to decide whether a sample is anomalous or not.  

The second detector is based on the whiteness property of the estimation error and checks 

whether error samples are uncorrelated. A hypothesis test is build to decide whether a block of 

samples is anomalous or not. 

Both detectors are tested with different signals to check their consistent behavior and that none 

of them work for all kind of errors. 

Finally, alternative implementations and potential future developments are proposed to design 

new and better detectors.  



  Anomaly Detection on Large Data Flows 

3 
 

Abstract (Catalan) 

Aquest projecte estudia el problema de detecció d’anomalies i proposa dos aproximacions a la 

solució pel problema de detecció no supervisada. Aquestes dues solucions estan basades en l’ajust 

d’un model autoregressiu i en el monitoratge de l’error d’estimació. 

El primer detector està basat en l’anàlisi de l’amplitud de l’error d’estimació, i usa un simple llindar 

per decidir si una mostra és anòmala o no. 

El segon detector està basat en la propietat de blancor de l’error d’estimació, i comprova si les 

mostres d’error són incorrelades. Un test d’hipòtesis es construït per decidir si un bloc de mostres 

és anòmal o no. 

Els dos detectors són testats amb diferents senyals per comprovar la consistència del seu 

comportament i que cap d’ells funciona per qualsevol tipus d’error. 

Finalment, implementacions alternatives i desenvolupaments potencials futurs són proposats pel 

disseny de nous i millors detectors. 
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Abstract (Spanish) 

Este proyecto estudia el problema de detección de anomalías y propone dos aproximaciones a la 

solución para el problema de detección no supervisada. Estas dos soluciones están basadas en el 

ajuste de un modelo autorregresivo y en la monitorización del error de estimación. 

El primer detector está basado en el análisis de la amplitud del error de estimación, y usa un 

simple umbral para decidir si una muestra es anómala o no. 

El segundo detector está basado en la propiedad de blancura del error de estimación, y 

comprueba si las muestras de error son incorreladas. Un test de hipótesis es construido para 

decidir si un bloque de muestras es anómalo o no. 

Los dos detectores son testados con diferentes señales para comprobar la consistencia de su 

comportamiento y que ninguno de ellos funciona para cualquier tipo de error. 

Finalmente, implementaciones alternativas y desarrollos potenciales futuros son propuestos para 

el diseño de nuevos y mejores detectores. 
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1 Introduction 

Anomaly detection refers to the problem of finding in data sets points that are anomalous. Clearly 

this definition leaves a crucial concept unexplained: anomalous. Without the definition of 

anomalous the problem becomes empty and meaningless, and the definition might as well be 

substituted by: Anomaly detection refers to the problem of finding in data sets points that are 

something. 

So the definition of anomaly is vital. What could be then a general definition of anomaly? 

Anomalies are patterns in data that do not conform to a well defined notion of normal behavior. It 

could be said then that anomalies are the opposite of normal, remaining normal, again, undefined 

in a general sense. 

And in those definitions reside the wide applications and the difficulty of the problem.  Because 

the first step for finding anomalies is setting what the normal behavior of the data is. Ideally, with 

the full knowledge of the data’s normal behavior anyone could easily establish a mechanism to 

detect anomalies. For example, if the normal behavior of the data is when its value remains inside 

certain maximum and minimum thresholds, the anomalies would be defined simply as those 

points of data that cross those predefined thresholds. 

But such a simple characterization of the data doesn’t occur often (and in this cases the problem is 

not a challenge at all), and normally data depends on multiple parameters and metrics that can 

have very complex relations and are specific and different for each problem. In other words, 

anomalies are usually dependent on the context provided by the data itself or other parameters.  

Therefore it doesn’t exist any solution or algorithm that can be generalized as a solution for all 

problems because of the particularities that drive the definition of anomalous behavior. 

1.1 Classification of anomaly detection techniques 

Given the magnitude of the problem and its wide applications, several techniques have been 

developed with various approaches on how to treat the problem [1]. There is a main characteristic 

that divides all techniques into one of three groups. This characteristic is the degree of availability 

of data labels. 
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By data labels is understood the classification of the data by labeling them to denote whether one 

data instance is normal or anomalous. One important aspect of data labeling is that the process of 

obtaining labeled data accurately, as well as representative of all types of behaviors, is often 

prohibitively expensive. 

Then, considering the availability of data labels we can classify the anomaly detection techniques 

in: 

 Supervised anomaly detection: Techniques trained in supervised mode assume the 

availability of a training data set that has labeled instances for normal as well as anomaly 

classes. A typical approach in such cases is to build a predictive model for normal vs. 

anomaly classes. 

 Semisupervised anomaly detection: Techniques that operate in a semisupervised mode 

assume that the training data has labeled instances only for the normal class. If the 

availability is of a limited set of labels on anomaly instances, the method is considered also 

semisupervised.  

 Unsupervised anomaly detection: Techniques that operate in unsupervised mode do not 

require training data, and thus are most widely applicable. The techniques in this category 

make the implicit assumption that normal instances are far more frequent than anomalies 

in the test data. If this weren’t true, such techniques suffer from high false alarm rate. 

Techniques can be based, for example, on clustering, nearest neighbor, information theory or 

spectral analysis among others. But at the end, they all have in common that they develop an 

indicator that allows the scoring of data inputs as how much anomalous they are. And indicators 

are the result of the processing of the available data into values that, individually or by groups, 

allows the design of deciders. 

1.2 Problem examples 

Anomaly detection has countless applications in multiple fields [1]. The problem is so wide and 

general that can be applied in fields as different as biology and banking. In this section we are 

going to briefly introduce a couple of examples of the problem’s applications. 
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The first example is the application on Credit Card Fraud Detection. In this domain, anomaly 

detection techniques are applied to detect fraudulent credit card applications or fraudulent credit 

card usage (associated with credit card thefts). The data is typically comprised of records defined 

over several dimensions such as amount spent, time between consecutive card usage… The frauds 

are typically reflected in transactional records and correspond to high payments, purchase of 

items never purchased by the user before, high rate of purchase and so forth. In this cases, for 

example, one approach is to profile each credit card user based on his/her credit card usage 

history. Any new transaction is compared to the user’s profile and flagged as an anomaly if it does 

not match the profile. 

The second example is on Fault Detection in Mechanical Units. The anomaly detection techniques 

in this domain monitor the performance of industrial components such as motors, turbines, oil 

flow in pipelines or other mechanical components, and detect defects that might occur to wear 

and tear or other unforeseen circumstances. Typically, normal data pertaining to components 

without defects is readily available, and hence semisupervised techniques are applicable to detect 

anomalous behavior to such components. 

1.3 Project’s approach 

This project doesn’t focus on any specific problem, instead it tries to develop a detector to 

generally work on different sets of ordered data (ordered by time for example). More specifically, 

indicators on data behavior are designed to provide an insight on the data and allow implementing 

trustworthy deciders on these indicators to decide whether data is anomalous or not. 

Concretely, our definition of anomaly is based on the study of the distance between the real data’s 

behavior and the expected behavior provided by an already adjusted parametric model. In other 

words, our indicators study the behavior of the error between the forecasted data (estimated by 

the parametric model) and the real data. 

The methods explained further on are completely unsupervised and although they require a 

training period they don’t require previous information about presence or not of anomalies in the 

aforementioned training period. 
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It is important to point out that throughout all the project stationarity of the data is assumed. In 

other words, only one model is fitted to the data and it is not updated during the anomaly 

analysis. For non stationary signals, updating the parameters would be necessary. This wouldn’t 

mean any more effort than the chaining of the methods studied in this project. 

Emphasizing is needed on the fact that what we are developing are indicators, and these 

indicators with their respective deciders detect anomalies by pointing out improbable behaviors 

given specific assumptions. This is the reason why depending on the specific problem these 

detectors could or couldn’t work. 
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2 Estimation Techniques 

As explained before, the detectors presented here rely on the properties connected to the error 

generated by the estimation models. Particularly, in this project the detectors work with an AR 

model, although they could be easily extended to other models if those models fitted better the 

problem in hand. 

In this section basic theory on estimation techniques is introduced, specifically it is focused on AR 

models. 

2.1 Autoregressive process 

The typical model for estimating stationary stochastic processes is the autoregressive-moving-

average (ARMA) model. This parametric model is the combination of two simpler models: the 

autoregressive (AR) model and the moving average (MA) model. In our case we are going to focus 

on the AR model because it is a simple enough model that provides reasonably good predictions.  

The AR(𝑝) process definition is: 

𝑥𝑡 =  𝛼𝑖𝑥𝑡−𝑖

𝑝

𝑖=1

+  𝑒𝑡  

Where 𝛼𝑖  are the model’s coefficients and 𝑒𝑡  is white noise. 

 

Furthermore, the AR coefficients can be efficiently calculated, and there exist multiple algorithms 

to obtain them. For example we could particularize the exact solution of the Wiener filter (Wiener-

Hopf equations) for the AR process (Yule-Walker equations) and use any of the techniques 

available to obtain the parameters (like the Levinson-Durbin algorithm) after estimating the 

signal’s covariance. 

In any case, for these detectors are used tools already programmed and optimized following the 

least squares criteria; given: 

𝑒 𝑡 = 𝑥𝑡 − 𝛼𝑖𝑥𝑡−𝑖

𝑝

𝑖=1
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The parameters 𝛼𝑖  are found so that: 

min
𝛼𝑖

 𝑒 𝑡 
2 =  min

𝛼𝑖

  𝑒 𝑡  
2

𝑡

 

2.2 Generating an AR process 

In this project the detectors generated are tested and calibrated with data obtained through pure 

AR processes. The generation of such AR processes needs the parameters 𝛼𝑖  that need to be 

chosen so that the process is stable (doesn’t grow infinitely). 

To assure the stability of the process we need to analyze it using the backward shift operator B. 

The operator’s function is: 𝐵𝑖𝑥𝑡 =  𝑥𝑡−𝑖 . Therefore the AR(𝑝) process can be written as: 

𝜙 𝐵 𝑥𝑡 = 𝑒𝑡      𝑤𝑖𝑡 𝜙 𝐵 = 1 − 𝛼1𝐵…− 𝛼𝑝𝐵
𝑝  

In this case stability is ensured if and only if the roots of 𝜙 𝐵  lie outside the unity circle. It is 

equivalent to the results using the z-transform: 

𝐻(𝑧) =
𝑋𝑧

𝐸𝑧
=

1

Φ 𝑧 
 𝑤𝑒𝑟𝑒 Φ 𝑧 = 𝜙  

1

𝑧
 = 1 − 𝛼1𝑧

−1 …− 𝛼𝑝𝑧
−𝑝   

In this case the roots of Φ 𝑧  have to lie inside the unity circle. 

Also, as the detectors work on real signals (with no imaginary components), the AR process needs 

to generate a real 𝑥𝑡 . Therefore the coefficients 𝛼𝑖  chosen have to be real too. As 𝜙 𝐵  is a 

polynomial with real coefficients, its roots will be complex conjugates. 

In conclusion, to generate a stable and real AR process the 𝜙 𝐵  polynomial will be constructed so 

that its roots are complex conjugates outside the unity circle. 

It is important to point out also that when generating AR processes it needs to be taken into 

account that they have an initial transient period that should be avoided as training period. 

It is also important to check that all coefficients of the AR process are relevant (different enough 

to zero), to ensure the desired order of the AR model (if a coefficient is close to zero the AR model 

will behave as an AR model of one order less). 
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2.3 Error characterization 

The characterization of the error estimated with the AR modeling will be very important because 

it’ll give us the means for checking how the error behaves and detect behavioral changes. These 

behavioral changes will ultimately be classified as anomalies. 

In our case we are estimating the error for each data sample as: 

𝑒 𝑡 = 𝑥𝑡 − 𝛼𝑖𝑥𝑡−𝑖

𝑝

𝑖=1

 

Where 𝛼𝑖  coefficients have already been estimated using least squares criteria in a training period.  

The main characterization tested in this project’s detectors is the uncorrelation between 

estimated error samples 𝑒 𝑡  . In other words, the assumption of 𝑒 𝑡  being white noise will be tested.  

By definition, a pure AR process has a white noise (𝑒𝑡 ), but when fitting AR models on real sets of 

data (that don’t need to be AR processes) the outcome 𝑒 𝑡  doesn’t need to be white noise. But 

typically, a common measure used to assess many statistical models is their ability to reduce the 

input data to random noise [2]. For example, it is often said that a regression model “fits well" if its 

residuals resemble an i.i.d. random noise. In this project a less strict condition than i.i.d. will be 

checked: uncorrelation between error samples. 

 

There is another property of the error samples that can assess the well-fitting of the AR model to 

the data. The error is orthogonal to the data used to generate it; given the expectance quadratical 

minimization: 

min
𝛼

𝐸  𝑒𝑡  
2  →  ∇𝛼𝐸  𝑒𝑡 

2 = 2𝐸 𝑒𝑡 · ∇𝛼𝑒𝑡 =  −2𝐸 𝑒𝑡𝑥 = 0    𝑤𝑒𝑟𝑒 𝑥𝑇 = (𝑥𝑡−1 …  𝑥𝑡−𝑝) 

In our case, as the error statitics remain unknown, another criteria is satisfied (given n data 

samples to estimate the coefficients):  

min
𝛼𝑖

 𝑒 𝑡 
2 =  min

𝛼𝑖

  𝑒 𝑡  
2

𝑡

=  min
𝛼𝑖

1

𝑛
  𝑒 𝑡  

2

𝑡
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This criteria applied can be interpreted as an estimation of 𝐸  𝑒𝑡 
2  , therefore if n is sufficiently 

large it can be safely assumed that the error obtained is orthogonal (in expectance) to the data 

used to generate it: 𝐸 𝑒 𝑡𝑥 = 0. Now, by estimating the orthogonality between data samples and 

error samples another indicator of the well-fitting of the AR model can be obtained. Theoretically, 

if the AR process fits well the data samples, the orthogonality property should be confirmed.  



  Anomaly Detection on Large Data Flows 

16 
 

3 First Detector: Estimation error deviation 

This detector analyzes the power of the error generated by the AR model fitting. The assumption 

on which this detector is based is: anomalies generate an abnormally high error. 

3.1 Detector fundamentals 

As was explained in the previous section 

this detector is based in the error in each 

sample generated by the fitting of an AR 

model. And it uses the typical outlier 

definition to classify samples in the 

anomalous group: 

Outlier Observation that is distant from 

other observations. Typically are those 

values that are > Q1 – 1.5·IQR or < Q3 + 

1.5·IQR. Where Q1, Q3 and IQR are the first 

quartile, third quartile and interquartile 

range respectively. 

Therefore in this detector we have that our anomalies are the outliers. In fact, the definition the 

only thing that does is setting a simple threshold and classifying as anomalies those values that 

overpass the threshold.  

Therefore the value of the threshold can be 

adapted depending on the specific problem it wants 

to be applied on. As a consequence, the threshold 

can be more easily defined with other parameters, 

and other values that would make an equivalent 

threshold (Figure 1). Assuming symmetry of the 

error samples (safe to assume in most of data 

signals) we have defined as anomalies the values 

that: 

Figure 1. Equivalence between outlier definition and a 

threshold defined with σ  Normal distribution). 

Figure 2. Confidence intervals depending on the 

deviation from the mean (Normal distribution). 
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 𝑒 𝑡 −𝑚𝑒𝑑𝑖𝑎𝑛 > 3𝜎 

Where the median and standard deviation (σ) are updated for every signal sample, and the 

constant 3 could be adapted to any value depending on the exigency of the problem in hand. As it 

can be seen in Figure 2,  3𝜎 is, assuming a normal distribution equivalent to a 99.7% confidence 

interval (we could change this value to obtain exactly the values of the outlier definition). 

Median value is chosen because for skewed probability functions it behaves better than the mean 

(μ). 

3.1.1 Theoretical false alarm ratio 

It is clear then that fixing a threshold means trade-off between false alarm ratio and the tolerance 

to anomalies. If we assume that our error behaves as a normal distribution, we can see that the 

false alarm ratio is: 

Pr  𝑒 𝑡 −𝑚𝑒𝑑𝑖𝑎𝑛 > 3𝜎 = Pr  𝑒 𝑡 − 𝜇 > 3𝜎 = 2 · Pr 𝑋 > 3 = 2 · 0.00135

= 0.0027 𝑤𝑖𝑡 𝑋~𝑁 0,1 . 

3.2 Implementation of the detector 

The algorithm is: 

1. Extract from a data training set AR parameters that model the data.  

2. Apply this model to the data to analyze and calculate each error sample. 

3. For each new error sample update median and standard deviation values. 

4. Calculate the deviation from the mean of each sample and classify using any of the 

thresholds explained in 4.1. In this project it is used:  𝑒 𝑡 −𝑚𝑒𝑑𝑖𝑎𝑛 > 3𝜎. 

In this project’s case, for the first step we are going to use the least squares method to obtain the 

AR parameters that best fit the training set. 

The design leaves in step 4 an open door into modifying the threshold used, but it has to be taken 

into account that a relative threshold (dependent on the data statistics) should be used, so that 

the anomalies detected have in fact improbable error values (relative to all the error values 

obtained). 
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Step 3 also allows tuning and can be adapted depending on the problem. Updating at each point 

the values of median and standard deviation could absorb certain anomalies. If we were to focus 

on a problem with a very defined and trustworthy data training set these two parameters could be 

estimated in the training period and left unmodified for the anomaly detection.  

3.3 Testing the detector 

Once the detector has been implemented, its properties are checked through the generation of 

data simulating AR signals (section 2.2) with different alterations which would be considered of 

errors. Testing the detector allows us to see how it behaves in front of different kind of errors and 

analyze its characteristics (advantages and disadvantages). 

3.3.1 Pure AR process 

The first test consists in trying the first detector with a pure AR process (driven by white Gaussian 

noise). We are going to use an AR process of order 6 and study the behavior of the detector when 

fitting a model for different orders.  

Given that the data introduced in the detector is a pure AR process, ideally, the number of alarms 

should be zero. But the detector can’t be ideal, and false alarms will be detected. One example of 

AR process is: 

Figure 3. AR process of order 6 with white Gaussian noise. 
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Now we can apply steps 1 and 2 of the detector’s algorithm (3.2) to obtain each sample’s error.  

We have used a training period long enough and far enough of the transient period of the AR 

process. Here are some cases of estimated error for some AR 6 processes with white standard 

(𝜇 = 0 ,𝜎 = 1) Gaussian noise: 

 

Once we have the error 𝑒 𝑡  we can proceed to apply the rest of the algorithm to classify each 

sample as anomalous or not. 

For multiple randomly generate processes of order 6 we are going to study their behavior under 

the simple detector for different orders of estimation. Basically we are going to monitor the false 

alarm ratio (#alarms/#samples) and the standard deviation of the error 𝑒 𝑡  (for all samples). The 

Figure 4. Different AR processes of order 6 with respective fitting error. 
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standard deviation of the error is going to be a good indicator of the ‘amplitude’ or ‘wideness’ of 

the error, and it is going to help us understand better the behavior of the detector. 

When fitting a model of order 6 we obtain this error and alarms: 

As was expected, we can see (Figure 5) that our detector marks as anomalies the higher peaks of 

error. Not much can be said from the anomalies detected because we are using randomly 

generated AR 6 processes, therefore we are going to do a statistical analysis over the two 

parameters explained before. 

Basically, we are going to use the mean of the two parameters (false alarm ratio and error 

standard deviation) over the random generation of AR processes of order 6 (ensuring the stability 

of the process) and repetitive application of the detector (of order 6) and calculation of the 

parameters. 

 

By repeating the experiment multiple times for different AR processes of order 6 (fitting order 6 

too), we get a mean alarm ratio around 0.026 - 0.028, which matches the theoretical alarm ratio of 

section 3.1.1. And the mean of the error standard deviation oscillates around 0.99 - 1.001. This 

Figure 5. Anomalies detected on an AR 6 process with the detector fitting an AR 6 process. 



  Anomaly Detection on Large Data Flows 

21 
 

second parameter is almost exactly the standard deviation of the noise used to drive the AR 

process (𝜎 = 1), which allows us to conclude that the fitting is close to perfect and the error is the 

driving noise. 

 

When fitting a model of bigger order than 6 (tried with orders 8, 10 and 12 as they all behave 

similarly) we obtain a mean alarm ratio also around 0.026 – 0.028 and a mean error standard 

deviation 0.98 - 1.004. And we can see that most of the alarms match: 

Therefore we can conclude that the behavior is the same when overfitting a model onto a given 

process. This has a very simple explanation: the estimation of parameters of the process of higher 

order leaves the exceeding parameters close to zero, as they are not useful for decreasing the 

overall error. For example for a AR 6 process with coefficients  

 −0.044,−0.302,−1.028,−2.152,−2.887,−2.373  

Figure 6. Comparison on the same AR 6 process of the alarms detected with the fitting of AR 6 and AR 10 models. 



  Anomaly Detection on Large Data Flows 

22 
 

we obtain an AR 6 fitting estimation 

 −0.0298,−0.23,−0.936,−2.115,−2.915,−2.389  

  and an AR 10 fitting estimation 

 −𝟎.𝟎𝟏𝟒𝟗,−𝟎.𝟎𝟑𝟒𝟓,𝟎.𝟎𝟎𝟓𝟕,𝟎.𝟎𝟖𝟒𝟓, 0.104,−0.1102,−0.865,−2.086,−2.906,−2.388 . 

And as we can see the coefficients when overfitting approximate the values expected, and the 

exceeding parameters (in bold) are close to zero. 

 

When fitting a model of lower order than 6 (tried with orders 2 and 3) we obtain a mean alarm 

ratio also around 0.026 – 0.028 and a mean error standard deviation 1.2 – 1.5. And we can see 

that most of the alarms do not match:   

Figure 7. Comparison on the same AR 6 process of the alarms detected with the fitting of AR 6 and AR 2 models. 
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In this case, we can see that the detector is clearly misbehaving. Anomalies detected are different 

than those detected by the AR 6 fitting (that would mark where the driving noise is larger) and the 

standard deviation of the noise is significantly larger meaning that the underfitting doesn’t work 

that well and leaves information ‘unextracted’ and left in the error samples. 

On the other hand we have that the false alarm ratio is in the same range. This would seem 

contradictory over the fact that the error is wider (larger error standard deviation), but it isn’t 

because our detector’s threshold depends on the error’s deviation, and therefore adapts to the 

higher error values when using the detector with less AR order. 

 

In conclusion, we can see that a consistent behavior is found when the order of the model fitted is 

enough to extract into its parameters all the information in the data, and that an overfitting model 

won’t damage our detector’s performance. In the other hand, undesired behavior and 

inconsistencies are found when the order of the detector is not enough. Hence, we would 

recommend feeding the detector with a high order of AR process in order to avoid such 

inconsistencies. But there is a restriction: very high order of AR processes can lead to numerical 

instability of the solution and undesired behaviors too. 

3.3.2 AR process with simple error burst 

In this test case we have designed an AR process with a typical kind of error. This error is an 

amplification of noise burst that increases temporally the amplitude of the noise that comes with 

the AR process.  

We are going to use an AR 5 process with periodical error bursts of 20 samples of length. 

Particularly we are going to raise the amplitude of the noise by a factor of 2.5. Here is the altered 

AR 5 process: 
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Now, by processing this signal with the detector we find these anomalies: 

 

 

Figure 9. Anomalies detected on AR 5 process with error burst. 

Figure 8. AR process of order 5 with 5 errors bursts. The green line indicates the precise location of such error bursts. 
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As we can see in Figure 9, all of the error bursts are detected with our detector. Usually anomalies 

are detected in the transition between pure AR 5 and AR 5 with error burst (as seen in Figure 10), 

although it is not a general rule. 

We can affirm then that the simple detector detects noise amplification error bursts. 

3.3.3 AR process with cosine interferences 

In this test case the idea is the same. We are going to alter an AR 5 process with cosine 

interferences and see how our detector behaves. 

 

 

 

Figure 10. Zoom on anomalies detected on an error burst. 
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And by applying our detector we obtain: 

First we want to observe that the cosine interferences remain unaltered in error samples. This is 

because an AR process is equivalent to an invariant filter and doesn’t affect then cosine signals. 

Figure 12. Anomalies detected on AR process with cosine interference. 

Figure 11. AR process of order 5 with 5 errors bursts of a constant amplitude of 2. The green line indicates the 

precise location of such error bursts. 
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As we can see in Figure 12 cosine interferences remain undetected. In some cases the transition is 

detected (as the first interference of Figure 12) if it is very abrupt, but in general this detector 

doesn’t work at all for this kind of interferences. 

3.3.4 Real data 

At last, we have a final test of the detector on a real signal. The real signal represents the traffic 

through an internet server. 

 

In the previous image we can see the periodical shape that has this piece of signal (one period is 

related to a full day). We have applied our detector onto our signal, using an AR model of order 3 

(further on it will be explained why we chose order 3). 

 

Figure 13. Real data and estimation error generated by fitting an AR 3 model. 
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Now if we apply the detector on the data we obtain: 

In the previous image we can see the behavior of our detector. Given that we do not have 

information on the real anomalies that occurred in this particular signal, there is not much to 

comment on whether the detection is reliable or not. To the human eye it would seem that the 

points detected could represent anomalies, especially those where an accumulation of anomalies 

Figure 15. Anomalies detected on real data with detector of order 3. 

Figure 14. Zoom on some cycles of the real data with fitting error by order 3 AR process. 
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are detected (like in Figure 15 at sample 300, where it can be seen a block of anomalies). But given 

the ambiguity of anomaly definition, explained in the introduction (section 1), not more can be 

assured. 

 

In order to determine the AR order needed for this set of real data the theory learned in 3.3.1 has 

been applied. We analyzed the behavior of the detector for different orders to see if there is an 

order (threshold order) from which larger orders show a consistent behavior with it. This threshold 

order would mean that further orders do not change the anomalies detected, meaning that a 

consistent behavior has been reached. 

Figure 16. Anomalies detected by the detector for different orders (1, 2, 3, 4, 6 and 8). Each chart compares the 

anomalies detected by two consecutive AR orders. 
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As we can see, from the 3rd row onwards we have a consistent behavior, because the detector is 

signaling the same samples as anomalies. This is an expected behavior, as seen in the test made 

with pure AR processes (3.3.1). When overfitting the model, the behavior is the same as the 

minimum order to extract all the data with the AR process’s coefficients. Therefore, we can 

conclude that the order needed for this set of data is 3. 

We can also reach this conclusion by inspecting the values of the AR coefficients (also like done in 

3.3.1). 

AR 1 0.9881  

AR 2 -0.8207 1.8009  
 

 
 

AR 3 0.6382 -1.9748 2.3295 

AR 4 -0.0393 0.7328 -2.0581 2.3572 

AR 6 0.1458 -0.2082 -0.0437 0.8617 -2.1036 2.3425 

AR 8 -0.0354 -0.0661 0.4276 -0.4958 0.0581 0.8955 -2.1655 2.3750 

 

As it can be seen in the table, the three first coefficients are the larger ones, and the ones that 

influence more the results of the detector. When overfitting the model, the three first coefficients 

remain the same and the rest of them (underlined) tend to be zero. This indicates us too that 

picking an AR model of order 3 is the best choice. 

 

  



  Anomaly Detection on Large Data Flows 

31 
 

4 Second Detector: Hypothesis testing 

This second detector is based on the error’s property of whiteness (section 2.2). In this case, the 

assumption made is: anomalies make the error lose whiteness. 

4.1 Hypothesis testing fundamentals 

In order to implement this detector, some previous knowledge on hypothesis testing is needed. In 

this section this knowledge will be introduced. 

Hypothesis testing problem Consider a statistical problem where the value of a parameter θ is 

unknown, but θ ∈ Ω. Let Ω = Ω0 ∪ Ω1 with  Ω0 ∩ Ω1 = ∅  and we want to decide whether θ ∈ Ω0 

or θ ∈ Ω1 . We denote H0:θ ∈ Ω0 the null hypothesis and H1:θ ∈ Ω1 the alternative hypothesis. 

One of the two hypotheses has to be true, and the problem resides in deciding which one is true.  

Error types When performing a hypothesis contrast two types of errors can be made:  

Type I error: Reject the null hypothesis when it is true. 

Type II error: Accept the null hypothesis when it is false. 

Type I error is considered worse than type II error, given that null hypothesis is usually more 

preservative. 

Power funtion Given this the probability of rejecting H0 is (power function): 

Π 𝜃 =   
Pr 𝑡𝑦𝑝𝑒 𝐼 𝑒𝑟𝑟𝑜𝑟  𝑖𝑓 𝜃 ∈ Ω0

1 − Pr 𝑡𝑦𝑝𝑒 𝐼𝐼 𝑒𝑟𝑟𝑜𝑟  𝑖𝑓 𝜃 ∈ Ω1

  

Size of a test The size α of a test is defined as: 

𝛼 = sup
𝜃∈Ω0

Π(𝜃). 

In other words, the maximum probability of making an incorrect decision between all possible 

values of θ that satisfy H0. 

Uniformly most powerful test (UMPT) A hypothesis contrast of size α is uniformly more powerful 

to contrast H0:θ ∈ Ω0 and H1:θ ∈ Ω1 if its power function Π 𝜃  verifies that 

𝛼 = sup
𝜃∈Ω0

Π(𝜃) 
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and for any other contrast with power function Π∗ 𝜃  that has also size 𝛼 = sup𝜃∈Ω0
Π∗(𝜃) it’s 

given that 

Π 𝜃 ≥ Π∗ 𝜃     ∀ 𝜃 ∈ Ω1 .  

Critical region The subset S from the group of samples of the test hypothesis for which H0 is 

rejected is called critical region C. The complementary of this region is called acceptance region A. 

Probability value An alternative way of presenting the results consists in giving the probability 

value (or p-value), defined as the supremum of all α for which null hypothesis would be rejected if 

this was contrasted with size α. 

The p-value depends on the sample data, and can be interpreted as a signification level, as the 

probability to observe another sample at least as less favorable to the null hypothesis as the one 

observed. From the p-value a decision rule can be established, reject H0 it the p-value is small 

enough and accept it if the p-value is large enough. 

Neyman-Pearson lemma Let 𝑋1 ,… ,𝑋𝑛  be a simple random sample of a distribution with density 

function 𝑓(𝑥;𝜃). We want to contrast H0:θ = θ0 versus H1:θ = θ1. If 𝐿(𝜃|𝑥) is the likelihood 

function (of θ given x), the best test of size α has a critical region as 

𝐶 =  𝑥 ∈ 𝑋𝑛 ∶
𝐿 𝜃1 𝑥 

𝐿 𝜃0 𝑥 
 ≥ 𝐴   𝑓𝑜𝑟 𝐴 > 0. 

Likelihood ratio The likelihood ratio statistic is defined as 

𝜆 = 𝜆 𝑥 =
max
𝜃∈Ω0

𝐿 𝜃 𝑥 

max
𝜃∈Ω

𝐿 𝜃 𝑥 
. 

 

The likelihood ratio test, also named generalized likelihood ratio test (GLRT), establishes the 

critical region as 

𝐶 = {𝑥 ∶ 𝜆 𝑥 ≤ 𝐴} 

for a constant value A determined so that the test has size α. 
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The intuitive idea behind this method is simple: We observe that 0 ≤ 𝜆 ≤ 1 and that the closer 

that λ is from 1, the more likely that 𝜃 ∈ Ω0, and the further from 1, the more believable is the 

alternative hypothesis 𝜃 ∈ Ω1. 

It is important to point out that, in general, the GLRT is not an UMPT. 

4.2 Detector fundamentals 

Under the assumption on which this detector is based: “anomalies make the error lose 

whiteness”, the ideal detector would be a detector that would determine when the modeling 

error becomes colored (not white). As such perfect detector is impossible to build, because 

whiteness is a statistical property and there are only available samples of the error, what is 

needed is a hypothesis test to determine whether the samples behave as a white signal or not.  

4.2.1 Testing the whiteness hypothesis 

Considering our signal as a stochastic process 𝑋(𝑡) (𝑒 𝑡 ), we want to characterize for a time period 

if the signal is behaving as a white signal. Assuming that for a certain period of time the signal is 

stationary, we can actually reduce de problem to checking if the discrete subset 

𝑥 = (𝑋 𝑡1 …𝑋 𝑡𝑛 ), which represents the signal in the given period, is a realization of a white 

random variable. Checking the whiteness of a discrete sequence is equivalent, by definition, to 

checking the uncorrelation between the samples of the subset. In conclusion, we want to check if 

the samples of a given period of time behave as a multidimensional random variable with diagonal 

correlation. Therefore the hypothesis test we build is: 

 
H0: R ∈ 𝔻
H1: R ∈ 𝕊

  

where 𝔻 is the set of diagonal matrices and 𝕊 the set of positive-semidefinite matrices (the 

covariance is always positive-semidefinite and symmetric). And R is the covariance matrix: 

𝑅 = 𝐸 𝑥𝑥𝐻 . 

Once we have the hypothesis test defined, what is needed is a hypothesis contrast that will allow 

us to define a critical region (or equivalently work with the p-value) that will establish for each 

sample of R whether it is a diagonal matrix or not. 
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Clearly what we would want is the UMP contrast for this hypothesis test, but generally the UMPT 

doesn’t exist and in this case the UMPT remains unknown. Therefore most approaches consider 

the GLRT which we know that asymptotically tends to be optimal. However, despite the simplicity 

it is known that the GLRT is not optimal in the Neyman-Pearson sense. 

At this point is where the Locally Most Powerful Invariant Test (LMPIT) becomes our solution. A 

uniformly most powerful invariant test (UMPIT) is the UMP test inside the class of invariant tests. 

When the hypothesis problem has symmetries or invariances (and a UMPT can’t be found), a 

reasonable approach consists in reducing the problem to the class of tests satisfying such 

invariances (invariances under some group transformations). From this approach a UMPIT could 

be obtained, but usually, for many problems, is difficult (or impossible) to find the UMPIT.  

In such cases the solution is again restricted to find the LMPIT. In this case, a simplification of the 

problem is made, and under the assumption of close hypothesis there can be made 

approximations that allow the finding of a Most Powerful Test but under the locally assumption 

(LMPIT). 

The local assumption (or close hypothesis assumption) is based in assuming that only small 

deviations from the null hypothesis are produced. Therefore, that if the variable to test verifies the 

alternative hypothesis, this variable won’t be far from verifying the null hypothesis. For example in 

our case, close hypothesis would mean that if R is not diagonal (reject null hypothesis), it will be 

anyway close to diagonal. 

In conclusion, in this detector it will be used a LMPIT to decide whether our 𝑒 𝑡  is white or not.  

4.2.2 Locally Most Powerful Invariant Test for correlation 

Specifically, the solution used in this detector is a particularization of the test described in the 

paper “Locally Most Powerful Invariant Test for Correlation and Sphericity of Gaussian Vectors” 

[3]. The paper develops two tests, a correlation test and a sphericity test for Gaussian vectors. In 

this project the correlation test is used as the basis for the hypothesis testing detector.  Here is a 

brief overview on how the paper develops the LMPIT of correlation (section III of the paper). 

Consider a set of 𝐿 zero-mean circular complex jointly Gaussian vectors 𝑥1 ,… , 𝑥𝐿 of dimension 𝑁. 

In the paper, the problem of testing whether this vectors are correlated or not is addressed, 
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without assuming any particular structure for the covariance matrices. That is, we want to check if 

𝐸 𝑥𝑘𝑥𝑙
𝐻 = 0𝑁  ∀𝑘 ≠ 𝑙 . We shall proceed by constructing the 𝑁𝐿  vector 𝑥 =  𝑥1

𝑇 ,… , 𝑥𝐿
𝑇 𝑇  and 

defining its covariance matrix as 

𝑅 = 𝐸 𝑥𝑥𝐻 =  

𝑅11 𝑅12

𝑅12
𝐻 𝑅22

⋯
𝑅1𝐿

𝑅2𝐿

⋮ ⋱ ⋮
𝑅1𝐿
𝐻 𝑅2𝐿

𝐻 ⋯ 𝑅𝐿𝐿

 ∈ ℂ𝐿𝑁×𝐿𝑁 . 

Hence, the detection problem may be cast as the following test for the covariance structure of 𝑥: 

 
H0: R ∈ 𝔻B+

H1: R ∈ 𝕊
  

where 𝕊 is the set of positive-semidefinite matrices and 𝔻B+
is the set of block-diagonal matrices 

with positive-definite blocks. As previously pointed out, we do not impose any particular covariance 

structure on the individual vectors, beyond uncorrelation among vectors under H0. Then, the test 

becomes 

 
H0: x~CN 0LN , D 

H1: x~CN 0LN , R1 
 𝑤𝑖𝑡 𝐷 ∈ 𝔻B+

 and R1 ∈ 𝕊. 

This is the definition of the hypothesis test for correlation of Gaussian vectors made in the paper. 

From this point the paper develops and proves the derivation of the LMPIT for the test defined 

previously. It is not the goal of this project to focus on the demonstration of the LMPIT derivation, 

but here is the layout of the demonstration: 

1. Determine the group of transformations under which the hypothesis test is invariant: 

𝐺 = {𝑔: 𝑥 → 𝑔 𝑥 = 𝑃𝐺𝑥,𝑃 = 𝑃 ⊗ 𝐼𝑁 ,𝑃 ∈ ℙ,𝐺 ∈ 𝔻B  } 

where ℙ is the set of permutation matrices of dimension 𝐿 and 𝔻B  is the set of block-

diagonal invertible matrices. 

2. Given this transformations we can derive the invariant test for this problem. 

3. Using the well known sufficient statistic for this problem, the sample covariance matrix 

(equals the correlation matrix because our Gaussian vectors have zero mean): 

 𝑅 =
1

𝑀
 𝑥 𝑚 𝑥𝐻 𝑚 

𝑀

𝑚=1

, 
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and applying the invariant transformation 𝑔 = 𝐷 −1/2 where 𝐷 = 𝑑𝑖𝑎𝑔𝑁(𝑅 ) we obtain the 

coherence matrix 

𝐶 = 𝐷 −1/2𝑅 𝐷 −1/2 =

 
 
 
 
𝐼𝑁 𝐶 12

𝐶 12
𝐻 𝐼𝑁

⋯
𝐶 1𝐿
𝐶 2𝐿

⋮ ⋱ ⋮
𝐶 1𝐿
𝐻 𝐶 2𝐿

𝐻 ⋯ 𝐼𝑁  
 
 
 

. 

4. Now the Wijsman’s theorem can be applied. The Wijsman’s theorem provides a way to 

derive the ratio of densities of the maximal invariant statistic. In other words, it provides a 

ratio like the likelihood ratio for the invariant test. Using the Wijsman’s theorem and the 

close hypothesis assumption (which allows applying the Taylor’s series) it is obtained that 

the best contrast under this assumption is: 

𝑇 𝑥 1 ,… , 𝑥[𝑀] =  𝐶  
2

 𝑤𝑒𝑟𝑒 𝑥 𝑖  𝑎𝑟𝑒 𝑟𝑒𝑎𝑙𝑖𝑧𝑎𝑡𝑖𝑜𝑛𝑠  𝑠𝑎𝑚𝑝𝑙𝑒𝑠 𝑜𝑓 𝑥. 

Therefore the LMPIT contrast statistic is the Frobenius norm of the coherence matrix. The 

lowest the value of  𝐶  
2
the more prone to accepting null hypothesis we are. 

5. Finally to provide a decision rule based on this contrast statistic it is needed a probability 

characterization of the statistic  𝐶  
2
. In the section V of the paper we can find this 

characterization: 

 𝑀 𝐶  
2
− 𝐿𝑁𝑀 ~𝐻0 𝜒 𝐿2−𝐿 𝑁2

2   𝑓𝑜𝑟 𝑀 →  ∞. 

Therefore the normalized statistic  𝑀 𝐶  
2
− 𝐿𝑁𝑀  behaves as a chi-squared with 

 𝐿2 − 𝐿 𝑁2 freedom degrees if M is big enough and under null hypothesis. With this 

information we can proceed to test for a given set of 𝑥 samples 𝑥 1 ,… , 𝑥[𝑀] if they fulfill 

the null hypothesis. 

4.2.3 Particularization of the LMPIT for correlation 

The first step towards adjusting the test explained before to a suitable test for our detector is very 

simple. Our test doesn’t need the testing of uncorrelation between vectors, but the uncorrelation 

between scalar values 𝑋 𝑡𝑖 . Therefore our test will be the particularization of the test for 𝑁 = 1. 

Secondly, the paper focuses on a test for Gaussian vectors. In our case we can’t ensure that 𝑒 𝑡  will 

follow, for all kind of input signals 𝑥𝑡 , a Gaussian distribution. But it is safe to assume that, in most 

cases, the distribution of 𝑒 𝑡  will be somewhat similar to a Gaussian distribution, given that it is the 

output of an AR model fitting. Therefore the test will be the LMPIT for most of the cases.  
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Aside from that the test is also for zero-mean random variables. Again, we can’t assure that, for all 

kind of input signals 𝑥𝑡 , 𝑒 𝑡  will have zero-mean. It is again safe to assume that 𝑒 𝑡  will have zero-

mean, but if it wasn’t the test could work with 𝑒 𝑡
∗ = 𝑒 𝑡 − 𝐸 𝑒 𝑡 . 

Here stands an important point of the problem, and it is to define the length of the wanted 

uncorrelation check and the length of the data needed to estimate the correlation. We have a 

discrete set of data 𝑥 = (𝑋 𝑡1 …𝑋 𝑡𝐿 ), being L a design parameter that establishes how many 

values of data want to be checked for uncorrelation (and 𝑋 𝑡 = 𝑒 𝑡). This set of data can be fitted 

into the 𝑥 defined in the test for 𝑁 = 1. Now what we would need is the values of the different 

realizations of 𝑥; 𝑥 𝑚  𝑓𝑜𝑟 𝑚 = 1…𝑀. But given the nature of our problem, that the output is a 

scalar signal, we don’t explicitly have this realizations, and therefore we have to build them from 

our scalar output.  

 

The correlation test consist in determining whether 𝐸 𝑋 𝑡𝑘 𝑋 𝑡𝑙 
𝐻 = 0 ∀𝑘 ≠ 𝑙. If we consider a 

short period of time, enough so that 𝑋 𝑡  is stationary, it’s safe to assume that 𝐸 𝑋 𝑡𝑘 𝑋 𝑡𝑙 
𝐻 =

𝐸 𝑋 𝑡𝑘−𝑙+1 𝑋 𝑡1 
𝐻 , i.e. the correlation (or uncorrelation) of the realization values of 𝑋 𝑡  

depends on the distance between the samples, not the position of the samples themselves. 

Considering this we can build: 

𝑥 𝑚 =  𝑋 𝑡𝑚  …𝑋 𝑡𝐿+𝑚−1     

for 𝑋 𝑡1  the realization of 𝑋 𝑡  at 𝑡1  and where 𝑚 = 1…𝑀 . Finally we have everything to 

calculate: 

𝑅 =
1

𝑀
 𝑥 𝑚 𝑥𝐻 𝑚 

𝑀

𝑚=1

 

The value of 𝐿 + 𝑀 − 1 is the number of samples we are taking to estimate the covariance matrix; 

for a fixed 𝐿 we need an 𝑀 big enough so that the estimation of the covariance matrix is close to 

convergence. Another restriction would be that M is small enough so that the samples taken are a 

realization of a stationary period of 𝑋 𝑡 . Given that we are designing the test for Large Data 

Flows this second restriction won’t be much considered. 



  Anomaly Detection on Large Data Flows 

38 
 

4.2.4 Convergence of the covariance matrix (determining 𝑀) 

Studying the convergence of the correlation (or covariance for zero-mean cases) is a complex 

problem studied in several papers [5]. We don’t intend to give a demonstration, but to test a 

simple case for 𝐿 = 4, and find which M should be used to ensure the convergence of the 

covariance matrix. We are going to see how the covariance matrix converges using a discrete set 

of independent Gaussian samples, using the estimation approach explained in the previous section 

(4.2.3). 

Figure 17. 4x4 matrix estimation error evolution for different number of samples. 
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As we can see we have a very noisy convergence, and to ensure a good enough estimation for 

𝐿 = 4 we choose a minimum M = 30. 

If we wanted 𝐿 = 2 a smaller value is needed, as a minimum: M = 20. 

4.3 Implementation of the detector 

Given all the theory developed until this moment, this detector’s algorithm is: 

1. Extract from a data training set AR parameters that model the data. 

2. Apply this model to the data to analyze and calculate each error sample (remove mean if 

necessary 𝑒 𝑡
∗ = 𝑒 𝑡 − 𝐸 𝑒 𝑡 ). 

3. Choose the parameter 𝐿, size of the covariance matrix. Accordingly choose the parameter 

𝑀 to ensure covariance matrix convergence (section 4.2.4). 

4. Divide the error samples in blocks of 𝐿 + 𝑀− 1 size.  

5. Now we can apply all the steps explained in section 4.2.2 to calculate the test’s statistic. 

For each block we calculate: 

Figure 18. 2x2 matrix estimation error evolution for different number of samples. 
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𝑅 →  𝐶 = 𝐷 −1/2𝑅 𝐷 −1/2 →  𝐶  
2

 

6. With the test’s statistic for each block, we apply its characterization to calculate the p-

value: 

𝑝 − 𝑣𝑎𝑙𝑢𝑒 = Pr  𝑌 > 𝑀 𝐶  
2
− 𝐿𝑁𝑀 ∈  0,1    𝑓𝑜𝑟 𝑌~𝜒 𝐿2−𝐿 𝑁2

2  

7. Now by fixing a threshold 𝛼 in the p-value we can classify each data block: 

 
𝑤𝑖𝑡𝑒  𝑖𝑓 𝑝 − 𝑣𝑎𝑙𝑢𝑒 > 𝛼

𝑛𝑜𝑡 𝑤𝑖𝑡𝑒  𝑖𝑓 𝑝 − 𝑣𝑎𝑙𝑢𝑒 < 𝛼
  

Step 7 needs a clarification: the values of the 𝛼 threshold are usually around 0.05 and 0.01. 

Choosing one value or another of 𝛼 affects the behavior of the detector: the lowest the value of 

the threshold the more evidence will be needed to reject null hypothesis (whiteness). Therefore 

there exists a trade-off when choosing the threshold value: lowering the value of 𝛼 lowers the 

type I error value (rejecting the null hypothesis when it is true) and increases the type II error 

value (accepting null hypothesis when it is false).  

Therefore choosing an extremely low value of 𝛼 will mean that our detector will detect non-

whiteness when the signal is, in fact, “extremely” non white. The determination of the threshold 𝛼 

is equivalent to the determination of a confidence interval of  1 − 𝛼 · 100%. 

In conclusion, 𝛼 can be interpreted as the sensibility of the detector. 

4.4 Testing the detector 

With the same idea than in the testing of the previous detector (3.3), through the generation of 

perfect (pure) AR processes we are going to characterize the behavior of this detector. 

In all the results here presented the values fixed for the parameters are: 

 𝛼 = 0.01, it is low enough so that our detector will point out blocks with strong non-

whiteness. 

 𝐿 = 4 and 𝑀 = 30 (explained section 4.2.4). Therefore each block of samples to estimate 

the covariance matrix will have 𝐿 + 𝑀 − 1 = 33 samples. 
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4.4.1 Pure AR process 

For a pure process of order 6, our detector with a fitting model of order 6 detects: 

All the alarms seen in Figure 19 are false alarms, as the fitting is with the same order as the process 

and the driving noise is white Gaussian noise. A study on the mean of the false alarm ratio (type I 

error) has been done for random AR 6 processes, and the value obtained is around 0.078 – 0.08 

(7.8 – 8%). As we can see this is a very high false alarm ratio and parameters should be adjusted to 

obtain a lower value (for a better detector performance). The two parameters that most directly 

influence this false alarm ratio are  𝛼 the sensibility of the detector and 𝑀 the number of vectors 

to estimate the covariance matrix. By changing these two we can adjust our detectors 

performance (changing 𝛼 will affect type II error too). In any case, for the rest of the test cases the 

values remain unchanged as they do not affect the results explained. 

 

If we used a model for the detector of lower order than the real order, the results would look like 

this: 

 

Figure 19. Block anomalies detected on AR 6 process by fitting an AR 6 process. The anomaly indicator drops at the 

last samples to indicate which samples couldn’t be processed (lack of samples to form a full block). 
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As we can see our detector inverts its behavior, and as the fitting doesn’t adjust the data, the error 

is colored (not white) and hence always detected as anomaly. In this case, the blocks that are not 

detected as anomalies are false negatives; i.e. type II errors. Changing 𝛼 to improve the false alarm 

ratio would mean that false negatives ratio would rise (trade-off).  

Now we are going to study the behavior of the detector under different fitting orders. We are 

going to use the p-values for each block to compare the performance between underfitting and 

overfitting. 

 

 

 

 

 

 

Figure 20. Block anomalies detected on AR 6 process by fitting an AR 3 process. The anomaly indicator drops at 

the last samples to indicate which samples couldn’t be processed (lack of samples to form a full block). 



  Anomaly Detection on Large Data Flows 

43 
 

In the previous figure we can see how fitting different orders affects the evolution of our indicator 

(the p-values). As we can see, the p-values stabilize (qualitatively) around the fitting order 5/6.  

Before reaching this order (underfitting) we see that p-values tend to be lower (and on the left 

side of the vertical red line), meaning that the estimation error is colored. But, the closer we are to 

5/6, the whiter becomes this error, because the better the fitting performs the estimation on the 

data. 

On the other hand, when using a higher order (overfitting), the p-values stabilize and show the 

same pattern (this can be more easily seen in the next image and explanation). This means that 

when overfitting the same behavior as in testing the first detector (3.3.1) happens; it doesn’t 

substantially affect the output of the detector. 

 

Figure 21. Comparison between the p-values (logarithm scale) obtained in each data block from an AR 6 process, for 

different AR fitting orders. The vertical red line represents the threshold 𝛼 = 0.01 for the p-values. 
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With the previous figure it can also be seen how moving the threshold will affect the type I and II 

errors. 

From this image we can extract the same conclusions as before. When underfitting, the p-values 

tend to be very low (close to zero), and show non recognizable pattern when comparing them for 

consecutive fitting orders (the four first images show no pattern or relation between p-values). 

On the other hand, when overfitting, we have a clear linear regression between p-values of 

consecutive orders (five last images). Having a linear regression means that the p-values do not 

change (except from a small range of dispersion around the linear regression), and therefore the 

anomalies detected would be the same. In other words, after a certain fitting order, the detector 

Figure 22. Comparison between the p-values obtained in each data block from an AR 6 process, for consecutive AR 

fitting orders.  
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shows a consistent behavior. In this particular case, we can see then, that the sufficient order for 

this data would be 5 (explained further on why it is really 5 and not 6). 

 

Yet another way of proving the behavior explained twice before would be by the inspection of the 

AR fitting values for different orders.   

Real coeff. -0.0525 -0.3457 -1.1655 -2.3557 -3.0812 -2.4303   Alarm ratio 

AR 1 -0.7647  
 

 

0.864 

AR 2 -0.8338 -1.4016 0.614 

AR 3 -0.6789 1.7847 -1.9670 0.131 

AR 4 -0.5127 -1.6869 -2.6990 -2.3149  
 

 

0.023 

AR 5 -0.2415 -1.0698 -2.3344 -3.1014 -2.4363 0.011 

AR 6 -0.0478 -0.3578 -1.2188 -2.4487 -3.1564 -2.4503 0.017 

AR7 -0.0552 -0.1835 -0.5363 -1.3648 -2.5308 -3.1870 -2.4561  0.023 

AR8 0.0283 0.0141 -0.0942 -0.4668 -1.3292 -2.5184 -3.1833 -2.4550  0.028 

AR9 0.0324 0.1070 0.1130 -0.0231 -0.4396 -1.3294 -2.5242 -3.1870 -2.4562 0.034 

 

With this table we could draw the same conclusions explained before, using the same reasoning 

used in section 3.3.4 on the significance of exceeding fitting parameters (underlined values). With 

the red value in the table we indicate the reason why we have detected the consistent detector’s 

behavior from the order 5 up (because the 6th coefficient of the AR 6 process is negligible). 

 

In conclusion, the second detector shows the same behavior for underfitting and overfitting as the 

first detector, with one very important difference: in this detector, if we only analyze one order 

(lower than the real order) we will know (unlike with the first detector) that we are underfitting 

the model of the detector. And this is because when underfitting the second detector shows a 
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very high anomaly ratio, indicating that some parameter on the detector is wrong (this didn’t 

happen with the first detector). 

 

Finally, based on Figure 22 a remark for future work is left. The representation of Figure 22 could 

lead to a way of determining the sufficiency of the number of parameters for the AR fitting (by 

using linear regression and dispersion values), and determine for a piece of data the order of AR 

that needs to stabilize. This value of stabilizing order could provide another solid indicator for 

detecting anomalies, but it would need huge amounts of data (high resolution) to allow a good 

characterization for a certain time period. 

4.4.2 AR process with simple error burst 

With the same AR 5 process and exactly the same kind of error as in section 3.3.2, we applied the 

second detector to find these anomalies: 

As we can clearly see, our detector fails completely to detect these error bursts (it detects only 

one).  

Figure 23. Anomalies detected on AR 5 with simple error burst with second detector. 
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In the zoom is better appreciated how clear error bursts (that can be considered anomalies) 

remain undetected (the last error burst has an anomaly block just slightly overlapping).  

4.4.3 AR process with cosine interferences 

The same signal as in section 3.3.3 is used here. The results by the second detector are: 

Figure 24. Zoom on anomalies detected on AR 5 with simple error burst with second detector. 

Figure 25. Anomalies detected on AR 5 with cosine interferences with second detector. 
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In this case, we can see that all cosine interferences are neatly detected. Therefore, unlike the first 

detector, the second detector has the capability of detecting cosine interferences. 

In the previous image we can appreciate how the detector detects an anomaly for all the blocks 

within a cosine interference burst. The reason is very simple; a cosine signal is not white at all, in 

fact cosine signal’s samples are extremely correlated and hence colored and detected. 

4.4.4 Real data 

The analysis for different AR fitting orders of the set of real data we are working on has already 

been made in section 3.3.4. From that section we know that we should fit an AR process of order 3 

in order to have consistent results from our detectors. 

 

 

 

Figure 26. Zoom on anomalies detected on AR 5 with cosine interferences with second detector. 
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Figure 27. Anomalies detected with second detector. Parameters: 𝐿 = 4,𝑀 = 30 and AR fitting order of 3. Anomalies 

detected: 5. 

 

Figure 28. Anomalies detected with second detector. Parameters: 𝐿 = 4,𝑀 = 30 and AR fitting order of 2 (underfitting).  
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As can be seen in the previous image (Figure 27), the detector works as expected, when using less 

parameters all blocks are non-white, meaning that the AR process used for estimation doesn’t fit 

properly the data (property seen in section 2.3). 

If we compare these results with the ones obtained with the first detector we can see that some of 

the anomalies match but others don’t, and not much more can be said regarding which of them 

are truly anomalies. 

In the case of the second detector we have the disadvantage that anomalies are detected by 

blocks, and with a low resolution signals as the one used here, this could represent that anomalies 

are not enough localized.  

One way to minimize the effect of the blocks is using a lower 𝐿, which would allow us reducing the 

𝑀  and therefore the size of the blocks (section 4.2.4). Lowering 𝐿  also means imposing 

uncorrelation between less consecutive samples (smaller matrix); therefore the detector 

will be more tolerant and fewer anomalies should be detected. 

Figure 29. Anomalies detected with second detector. Parameters: 𝐿 = 2,𝑀 = 20 and AR fitting order of 3. Anomalies 

detected: 4. 
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𝑒  
𝑥  

𝑋  signal space 

𝑃 𝑥  

As we can see in the previous image, the expected behavior is found when lowering 𝐿, fewer 

anomalies are detected, and those detected with 𝐿 = 2 are also detected with 𝐿 = 4 (if in a block 

two consecutives samples are correlated, then four consecutive samples in the same block will be 

correlated too). 

4.5 Alternative implementation of the detector 

In this section an alternative implementation for steps 1 and 2 of the second detector’s algorithm 

(4.3) is proposed (it could be used in the first detector too but it wouldn’t be as straightforward to 

adapt).  

Basically the orthogonality principle explained in section 2.3 is going to be used to simplify the 

obtaining of the estimated error samples. 

 

 

 

 

 

 

We know that each sample is obtained through: 

𝑒 𝑛 = 𝑥 𝑛 − 𝑥  𝑛 − 1 𝑇𝜔 ∗ 

If we want to obtain a block of samples we can pile these equations into: 

𝑒 = 𝑥 − 𝑋 𝑇𝜔 ∗ 

Now by applying the orthogonality principle, we can obtain the minimum error vector without the 

need of calculating the coefficients of 𝜔 . The result would be: 

𝑒 = 𝑥 − 𝑃 𝑥 = (𝐼  − 𝑃 )𝑥  

Figure 30. Representation of the orthogonality principle. 
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where 𝑃  is the projection matrix into the space formed by 𝑋 . The projection matrix can be easily 

obtained using the general formula for projection matrices: 

𝑃 = 𝑋  𝑋 𝑇𝑋  
−1
𝑋 𝑇  

This way we can obtain the error samples for the optimal AR coefficient without the need of their 

explicit calculation. 

This alternative implementation has multiple potential advantages: 

 Avoiding the definition of a training period and the calculation of AR coefficients which is 

numerically expensive and potentially unstable. 

 Assurance that the error will be the output of the optimal AR fitting (for a given order) for 

each block. 

 Avoid the need of updating the AR coefficients for long sets of data. 

The method is not in the scope of this project and it is left unimplemented but as promising future 

ways to continue this work. 
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5 Multiple Detectors Combination: clustering 

Reached this point of development of the detectors, one could think how to improve more them. 

As we know, we are developing indicators on signals that provide us different insights and points 

of view on the nature of the signal.  

A very fertile idea on how to continue developing finer detectors is to combine different indicators 

that provide different insights on the data in order to improve the knowledge on the signal. This 

way, several multi-dimensional techniques can be applied (like clustering or nearest neighbor) so 

that more complex deciders can be designed (rather than the simple thresholds when using only 

one detector). 

This idea can be easily illustrated with one example with our own data (real data used in tests 

3.3.4 and 4.4.4). 

As can be seen in the image, if we only used the error amplitude to spot anomalies, we would 

simply have the first detector developed in this project, a simple threshold. The same could be 

said if it was only used the information in the values of the data (only a simple threshold could be 

designed). But by combining the error amplitude with the amplitude of the signal itself we provide 

Figure 31. Two dimensional representation of data samples (from real data).  
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for each data sample a more complex insight, allowing us to spot other possible anomalies. 

Anomalies like the one circled in green (Figure 31), which wouldn’t be considered as anomaly by 

neither simple thresholds, but with the combination a more complex decider could be designed so 

that it appears as anomaly (as it has a pretty high error value and an abnormally high data 

amplitude too).  

This idea could be applied also using the second detector and bringing more dimensions into the 

decider’s design. But, as far as this project has reached, using p-values for clustering doesn’t seem 

appropriate because the strict definition of the p-value (p-values are specifically designed to work 

with a simple thresholds; 0.01 or 0.05). 

 

Therefore, this idea of combination and multidimensional thinking of the indicators could boost 

the reliability of the detectors, and open the door to new designs. But the use of these 

combinations has a potential down effect. Too many combinations and use of multidimensional 

techniques can complicate a detector too much and cause unpreventable behaviors (as well as be 

redundant and unnecessary to achieve certain results). The designer has to remember that ideally, 

one wants to find the simplest indicator (or simplest combination of indicators) that allows us to 

discern between normal and anomaly.  
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6 Conclusions and Future Development 

In this whole project we have defined and understood the anomaly detection problem and 

proposed two approaches to attack the problem. These two approaches are based on 

autoregressive models and the properties of the estimation error. 

Here is a comparison table of the two detectors that summarizes their definition and behavior: 

 First Detector Second Detector 

Anomaly assumption 
Anomalies cause high amplitude 
estimation error 

Anomalies cause the non-
whiteness of the estimation error 

Implementation Simple threshold Hypothesis test 

Consistency 

Underfitting 

Inconsistency between anomalies 
detected. No indication that the 
model’s order is under the exact 
signal order 

Inconsistency between anomalies 
detected. Additionally the detector 
indicates the underfitting by 
inverting behavior (all blocks are 
anomalies) 

Overfitting 
Anomalies detected are the same 
for all orders over the exact signal 
order 

Anomalies detected are the same 
for all orders over the exact signal 
order 

Detection of noise amplification 
(simple error burst) 

Detected Undetected 

Detection of cosine interference Undetected Detected 

Sample treatment Sample anomaly detection Block anomaly detection 

 

For future development, there are three potential ways for continuing this project, and digging 

deeper into the anomaly problem: 

1. Sufficient AR order estimation (section 4.4.1): Through the study of the behavior of the p-

values for different estimation AR orders a window into the design of a new anomaly 

indicator has been opened. 
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2. Alternative implementation for estimation error (section 4.5): An alternative for the 

calculation of the estimation error based in the orthogonality principle is proposed as a 

more robust method to do this calculation. 

3. Multiple detectors combination (section 5): Based on that some anomalies can be 

detected by some indicators and others not, a multidimensional approach to the anomaly 

problem is proposed. 
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