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Abstract 
Sound synthesizers are a popular instrument used to generate or emulate sounds. Unlike any 

other instrument, synthesizers have the unique feature to allow the direct control over the 

sound generation process. Although useful to explore and generate new sounds, they present 

a major issue: a counter-intuitive interface whose complexity is inherently linked with its 

sound generating capabilities and the amount of data needed to control the timbre as they 

expand.  

The usage of a synthesizer lies in two different aspects: the creation of interesting sounds 

and the ability to perform a musical piece with that sound. In keyboard-based synthesizers the 

ability to perform relies in the interface musical technique. However the ability to generate 

sounds is more linked to concepts such as waveform, spectrum, modulation and filtering. The 

peak of a performer’s ability is to play while the sound is being shaped, performing and 

shaping the sound at the same time.  

Due to the control limitations previously stated, synthesizers are generally used in a “first 

generate, then play” sequence, this means preparing the sounds and storing them previously 

to be loaded and played them during the performance. This, somehow, limits synthesizer’s 

capabilities, using only half of their potential at a time. 

The main objective of this project is to bring closer both sound-generation and 

performance processes in synthesizers, trying to avoid the “first-generate, then play” typical 

usage by providing an interface to allow a comfortable usage of both sides at the same time. 

First of all, a synthesizer is needed. Despite there are many synthesizer available (both 

software and hardware), they usually lack the control exhaustiveness required to access to 

every single synthesizer parameter with external means. For this purpose, a specific 

synthesizer with these accessing capabilities needs to be implemented. Different synthesis 

techniques are studied in order to obtain a wide range of sound generating capabilities, 

specifically frequency modulation, additive, subtractive and granular synthesis. Regarding 

granular synthesis, an approach based on machine learning is proposed in order to overcome 

some intrinsic issues presented by this technique. 

The second step is to implement an interface to enable the control of several parameters 

simultaneously in real time. As the usual interfaces (knob, fathers, wheels…) do not fulfil these 

requirements, a non-standard interface should be studied. These interfaces can provide an 

exhaustive control over a large number of sound synthesis parameters at the same time, 

enhancing the controllability of the designed synthesizer.  Different technologies to develop 

the interface should be studied. 

Finally an implementation using embedded systems is proposed. The choice of embedded 

systems is because of its simplicity for development –due to running an operating system just 

as a desktop computer–, but at the same time providing the portability and packaging 

possibilities that lack in a personal computer, while retaining a substantial part of its 

computational power.  
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1. Introduction 

1.1. Context 

1.1.1. Introduction 
Synthesizers can be used in mainly two different ways: simulating and extrapolating. 

Simulating consists in achieve an acoustic instrument’s timbre by means of sound synthesis, 

while extrapolating implies the creation of new synthetic sounds, not found in acoustical 

instruments. 

Emulating existing sounds by means of sound synthesis has been one of the main musical 

research topics in the late 20th century. It led to the possibility to create sound emulators, both 

in hardware and software forms, used in composition and performance (i.e. composition of 

orchestra themes with a computer). However the increment of computational power and 

storage capabilities of digital devices (especially personal computers) has led to the possibility 

of acquiring real sounds with high level of precision and accuracy. This permits the emulation 

of an instrument by the use of extensive samples bank with excellent results. Thus, the interest 

of sound synthesis as a way of sound emulation has been undermined in front of other 

technologies.  

However synthesizers led to the possibility to generate completely new sounds, never 

heard before. If they are compared with other electronic musical instruments, synthesizers 

surpass the majority of them regarding the range of different timbres that can be achieved. A 

traditional instrument (including electronic ones such as the Theremin or Ondes Martenot) has 

a characteristic timbre, while a synthesizer can model and shape thousands of completely 

different timbres only modifying its parameters. For the first time, synthesis technology 

brought to the user the control over the sound generation itself, providing almost limitless 

sound generating possibilities. 

1.1.2. Controlling Synthesis Parameters 
Although useful to explore and generate new sounds, synthesizers present a major issue: a 

complex and counter-intuitive interface. Its complexity is inherently linked with its sound 

generating capabilities, as they expand the same happens with the amount of data needed to 

control the timbre.  

The usage of a synthesizer lies in two different aspects: the creation of interesting sounds 

and the ability to perform a musical piece with that sound. In keyboard-based synthesizers the 

ability to perform relies in the piano interface musical technique. However the ability to 

generate sounds is more linked to concepts such wave, spectrum, modulation and filtering. 

This leads to a paradox: while an experimented pianist with classical background would have 

better performance capabilities, it is almost certain that a telecommunications engineer would 

understand and use better the sound-generating interface. It can be regarded as a violinist and 

a Luther, but in this case both roles are mixed. The peak of a performer’s ability in is to play 

while the sound is being shaped, performing and shaping the sound at the same time.  
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Usually commercial keyboard synthesizers include two different controls to change the 

sound during the performance: pitch and modulation wheels. The pitch wheel is mapped to 

the frequency, proving the possibility to increment or decrement it linearly, allowing the 

possibility to create a hand-controlled glissando. As it changes the frequency, not the 

generated waveforms, it cannot be considered a timbre controller parameter. 

The other one is the modulation wheel, which is usually linked to a sound generating 

parameter –such as filter cutoff frequency or modulation index– and is designed to be easy to 

use while performing, bringing the possibility of timbre-shaping capabilities. However, this is 

only limited to one parameter, while the rest of parameters are controlled with knobs and 

faders, much more difficult to access and modify during a performance.  

Alternatively pitch and modulation wheel can be included in a two-dimensional control that 

can move across in an x-y plane. This approach, while provides the opportunity to use both 

controls at a time, but it is still constrained to only 2 parameters.  

 

Figure 1.1: Novation Bass Station II (Novation official) 

Figure 1.1 shows how a commercial keyboard-based synthesizer looks like, with both 

modulation and pitch wheels in its left corner. The rest of the parameters are controlled with 

faders, knobs and buttons in the top part of the device. 

Due to the control limitations previously stated, synthesizers are generally used in a “first 

generate, then play” sequence, this means preparing the sounds and storing them previously 

to load and play them during the performance. This, somehow, limits synthesizer’s capabilities, 

using only half of their potential at a time. 

1.2. Project Objectives 
The main objective of this project is to bring closer both sound-generation and performance 

processes in synthesizers, trying to avoid the “first-generate, then play” typical usage. To 

achieve this goal several steps have to be taken.  

1.2.1. Synthesizer Design 
First of all a synthesizer is needed. Despite there are many synthesizer available (both software 

and hardware), they usually lack the control exhaustiveness required to access to every single 

synthesizer parameter with external means. For this purpose, a specific synthesizer with these 

accessing capabilities needs to be implemented.  



10 
 

The design has to implement different synthesis method and effects, to bring the possibility 

of generating many different timbres. The design should emphasize the possibility to use 

different sound synthesis technologies to expand the possibility of generating sounds. An 

exhaustive control and accessibility of all parameters is also an important goal to be kept in 

mind. 

 As the designed synthesizer is meant to be played in real time in both editing the sound 

and performing aspects, real-time execution is an unavoidable requirement. The design should 

focus in the possibility to extrapolate sounds, rather than emulate.  

1.2.2. Non-Standard Interface Design 
The second step is to implement an interface to enable the control of several parameters 

simultaneously in real-time. As the usual interfaces (knob, fathers, wheels…) do not fulfil these 

requirements a non-standard interface approach should be taken, exploring different 

technologies. 

1.2.3. Embedded System 
Finally an implementation in embedded systems is proposed. The choice of embedded systems 

is because of its simplicity to develop –running an operation system (OS) just as a desktop 

computer–, but at the same time can give the portability and packaging possibilities that lack 

in a computer, while retaining a substantial part of its computational power.  

1.3. Project Overview  
The core of this document is organized in three major blocks. The first block (chapters 2 and 3) 

presents the theoretical background and previous research in electronic musical instrument 

interfaces and sound synthesis fields.  

The second block (chapters 4 and 5) details the design of the sound synthesis components 

and non-standard interfaces.  Several architectures are presented, as well as strategies to 

enhance the non-standard interfaces.  

The third block (chapters 6 and 7) discusses the software and hardware implementations 

carried out during the execution of the project. Code excerpts and results are also shown. 

Finally conclusions and future work lines are presented in chapter 8. 

In addition to this document, some online material is available. All code developed in this 

project is published in the following URL: 

www.github.com/EnocMP 

Audio samples and additional material can be found in following URL: 

www.mediafire.com/folder/cvu5t76mxy6hc/PFC 

 

  

http://www.github.com/EnocMP
http://www.mediafire.com/folder/cvu5t76mxy6hc/PFC
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2. Electronic Musical Instruments 

2.1. History of Electronic Musical Instruments 

2.1.1. The First Sound Synthesizer: the Telharmonium 
The first approach to a sound synthesizer was developed in the late XIX century: The American 

inventor Thaddeus Cahill invented the Telharmonium, patented in 1896. Using tone wheels it 

was able to generate musical sounds as electrical signals by additive synthesis. Even it is known 

as the first sound synthesizer it wasn’t a pure electrical instrument because of 

electromechanical nature of the tone wheels used 

in the design.  

The tone wheel consisted of a synchronous AC 

motor and an associated gearbox that drived a 

series of rotating disks. These disks had bumps at 

the rim so they generated a frequency according 

to the rotation velocity of the disk. Each tone 

wheel of the instrument corresponded to a single note, and, to broaden its possibilities, Cahill 

added several extra tone wheels to add harmonics to each note. This, combined with organ-

like stops and multiple keyboards (the Telharmonium was polyphonic), as well as a number of 

foot pedals, meant that every sound could be sculpted and reshaped.  

Performances in front of audiences were made and some of them were broadcasted using 

the public telephone network to restaurants, hotels, saloons, schools, churches among others. 

The first version of Telharmonium weighed 7 tons, but the second and third versions weighed 

200 tons. The performer played a console that was wired into the Telharmonium (usually in a 

different room due to the size). It used regular telephone receivers with paper cones as 

loudspeakers (the vacuum tube amplifier was not invented until 1906). Additional issues 

appeared when the telephones used as loudspeakers were subject to crosstalk due to the 

increment of telephone communications. Because of these constraints it was not a commercial 

success and in 1914 Cahill’s company was declared not successful.  

 

 

Figure 2.2: Telharmonium console (left) and Telharmonium Mark II (right) 

Figure 2.1:  Tone wheel 
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2.1.2. The Theremin 
The first mass produced electronic synthesizer was the Thremin, developed by Leon theremin 

in 1920. Using vacuum tubes and oscilators it creates a purely electronic sound, controlled by 

two antenas (one to control the pitch and the other to control the volume).  

The theremin was the result of a soviet 

government program of researh into proximity 

sensors. Each antena works as proximity 

capacitive sensor that controls an analog 

oscilator. These oscilators are used to control 

the pitch and the volume. Using the vacuum 

technology the size, the weight and the cost of 

this new instrument made it suitable to 

comercialize.  

Although it was not a comercial success, the 

new sound of the theremin fascinated 

audiences and intruced the sintetic sound into 

the public, opening the door to new and more 

complex electronic instruments. One of the 

most notorious theremin entusiasts was Dr. 

Robert Artur Moog, the founder of Moog 

Electronics.   

 

Figure 2.4: Theremin block diagram (Deak, 2009) 

2.1.3. The First Modern Analogue Synthesizers 
During the 30s and the 40s some key technologies and new electronic instruments were 

developed, allowing the design of new and experimental instruments, such as Ondes 

Martenot. During the 50s the term sound synthesizer appeared for the first time. The Radio 

Corporation of America produced a machine called Electronic Music Synthesizer (an electronic 

composition machine) and the RCA Mark II Sound Synthesizer, the first real-time modular 

sound synthesizer. It consisted in a room–sized array of interconnected sound synthesis 

components and modules.  Some famous composers used extensively the RCA Mark II Sound 

Figure 2.3: Leon Theremin performing 
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Synthesizer, but most of the people couldn’t afford to use such expensive and complicated 

machines.  

 

Figure 2.5 RCA Mark II Sound Synthesizer 

In the 50’s and the 60’s the advance in semiconductor technologies allowed the creation of 

new and cheap electronic component. This advantage was rapidly introduced in 

telecommunications technologies and electronics, which were crucial for development of 

compact sized audio systems.  

Following the advances in modular synthesizers and sound processors of Harald Bode, 

Robert Moog released the first compact sound synthesizer in 1964. The miniaturization of the 

new solid-state components made possible to produce relatively portable, small and 

inexpensive sound synthesizers for the first time. Numerous composers of different styles such 

as classic music, electroacoustic music (e.g. musique concrète) and pop music used Moog 

synthesizers in their compositions.  

 

 
Figure 2.6: First commercially available Moog Synthesizer 
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As the electronic components’ prices and the popularity of synthesizers increased, more of 

them were produced, dropping the prices. As the price went down more people could afford 

it, spreading the use of synthesizers in many styles. Soon a wide range of sound synthesizers 

was available on the market.  

2.1.4. Digital Synthesizers 
Since then the interest in sound synthesizers had been growing, numerous researchers and 

companies developed a huge variety of synthesizers using different synthesis techniques. At 

late 70s and the beginning of the 80s, digital technology was starting to spread through a 

variety of fields, including the synthesizers.  

The digital approach was a great breakthrough in sound synthesis. Despite the sound 

quality was not as good as analogic one’s according to some synthesizers enthusiasts, their 

maintenance was easier and more important, they did not get out of tune. With digital 

technology many new techniques became possible, such as frequency modulation or sampling, 

which were not possible with analogue technology. 

2.1.5. Software Synthesizers 
During the 90’s personal computers were each time more affordable and powerful and they 

began to spread within colleges, companies and particulars. In this scenario of the major 

advances in sound synthesis appeared: the software synthesizers. For the first time it was 

possible to use software, without specific dedicated hardware for sound generation. The only 

limitation appeared to be computational power, which is still increasing rapidly nowadays.  

 

Figure 2.7: Massive software synthesizer, from the company Native Instruments 

2.2. Models of Musical Mediation 

2.2.1. Musical Communication Models 
The first step to implement a musical interface for an electronic instrument is to make an 

overview of the communication with the performer and the sound generated, in this case with 

the listener point of view.  
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An important notion in this field is the haptic feedback. In acoustic musical instruments, the 

movements of the performer are tightly connected with a mechanical-energetic interface that 

produces sound. This connection implies that part of the performer’s biomechanical energy is 

transformed into sound, while a small part is bounced back as haptic energy, which the 

performer can feel by the sense of touch (1).The performer relies in this feedback for fine 

gestural control of the instrument and subsequently, fine control over musical expression. An 

example of haptic feedback is the touch and the noise of clarinet keys. According to Leman: 

“The control of the musical instrument is realized in a closed loop with haptic, sonic, 

and perhaps visual feedback. In the mind of the performer, this physical interaction can 

be enhanced by corporeal imitation processes that translate the sensed energy back 

into the action-oriented ontology, giving meaning to the interaction. Thus, haptic 

energy may largely contribute to the perceptual disambiguation of the particular 

relationship between gestural control and sonic output” (1).  

 

Figure 2.8: Model of musical mediation between performer and listener (Leman, 2008) 

When this musical communication model is extended to electronic interface music systems 

some problems appear. Haptic feedback is inherent in acoustical instruments, but electronic 

music systems may not have this physical feedback. Consequently, the interfaces and gestural 

control devices are decoupled from the sound production device, producing a difficulty in its 

use if not carefully designed (1). When an electronic musical interface is designed it has to be 

taken into account the lack of this physical feedback and try to emulate or replace it by other 

means (sonic, visual…). This is related with the choice of a proper mediation technology. Haptic 

feedback is believed to be important for the prediction, self-adaptation, and modification of 

sound control at the millisecond level (1). Thus the electronic loop should provide a response 

at the millisecond level at least. 

2.2.2. Gesture Controller 
The input of any musical instrument can be described broadly as a gesture. Acoustical 

instruments are sensible to this gesture usually by mechanical means (pressing a piano key for 

example). This concept can be expanded to electronic instruments, even if there is no direct 

contact between the instrument and the performer. 
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In order to implement an electronic musical instrument, the data generated by these 

gestures has to be collected by one or more sensors, confirming the gesture controller. It can 

be as simple as a distance sensor or it can be extremely complex, acquiring tens of performer’s 

gesture features at the same time.  

In the previously presented model (Figure 2.8), the gesture controller acts as a part of the 

mediator, serving as input from the performer. The data collected by the gesture controller is 

sent to the sound engine, which generates the sound according to the captured gestures. In 

the Figure 2.9, it is possible to observe the representation of an electronic instrument using a 

gestural controller an input. 

The first step is to define what kind of gesture is going to be collected. If we take the 

Theremin as an example of electronic musical instrument, the gesture to be collected is the 

performer’s hand position, so proximity sensors are added. The precision and accuracy of the 

gesture controller also plays a major role. If a sensor is precise but no accurate if mapped tot 

the loudness of the instrument the results may be satisfactory. However if it is mapped to the 

pitch, its inaccuracy will probably be more noticeable (2). 

In order to evaluate the gesture controller’s possibilities and limitations a systematic 

approach needs to be held according to engineering principles: it is important to propose 

means to quantitatively evaluate existing designs in order to identify their strong and weak 

points and eventually come up with guide-lines for the design of new input devices. 

 

2.3. Non-Standard Interfaces 

2.3.1. Human Computer Interface: Basics and Limitations 
Human computer interfaces are in fact gesture controllers specifically designed to 

communicate with computers. As the case of study is a digital musical instrument (DMI) based 

in a computer-like platform, the gesture controller can be implemented with an HCI, also 

referred as non-standard interface.  

 

Figure 2.9: Model of a digital instrument (Leman, 2008) 

Modern digital devices and sound synthesis methods can be combined to create digital 

musical instruments, producing gestural controlled real time computer-generated sound. The 

ultimate goal is to design new DMIs capable of obtaining similar levels of control subtlety as 
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those available in acoustic instruments, but at the same time extrapolating the capabilities of 

existing instruments (2). Although the final development goals are musical and, consequently, 

any criticism of these goals subjective questions related to aesthetic preferences, their design 

should be based on engineering principles that are evaluable.  

The computer can be used to create arbitrary mappings between gesture and sound, 

thereby providing the possibility of computer-supported sound and directed musical 

interaction. Thus, the computer allows the creation of new interfaces and sounds never before 

possible (3).  

The lack of haptic feedback may have a significant effect on the effectiveness of the 

interface. However, this lack is not the only problem; it is part of a set of problems that define 

the delicate balance between unlimited freedom in sound control, on the one hand, and 

constraints that limit human action and perception, on the other (1). A digital musical 

instrument can give feedback to the performer, for example, by means of a computer screen 

or simulated (electronic-based) haptic feedback. Next to the gestural controller is a mapping 

unit which transform extracted features into control parameters for the production of sound 

or other types of energy. In this particular case, the sound production block is a sound 

synthesizer whose output is controlled by a number of parameters. 

2.3.2. Current trends in non-standard interfaces 
A recent trend in the HCI community is to focus on creating computer systems that can sense a 

broader range of human expressions. Here the challenge is to develop sensor and computer 

vision solutions, and corresponding computational algorithms, which can capture and 

understand the gestures in a continuous stream of movement (4). While humans have few 

problems separating a hand gesture (e.g. waving goodbye) from other types of movement (e.g. 

waving away a fly), this is much more problematic for computers.  

Some commercial products, such as Kinect and Leap Motion appeared in the market using 

this contactless this HCI approach (5). As inexpensive and broadly available it is interesting to 

test this, yet as relatively new technology some inaccuracy and lack of precision is expected. 

2.3.3. Mapping Parameters 
DMI or HCI based instruments are created by two clearly separated parts, the gestural 

controller and the sound production (2).  While sound production and gesture acquisition are 

well studied topics, the interconnection of this two separated blocks remains as one of the 

main challenges in the non-standard interfaces for musical applications field. Thus, mapping 

the interface’s parameters should be carefully studied. 

 

Figure 2.10: Representation of a digital musical instrument 
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Electronic music systems allow much more freedom for the performer than acoustical ones, 

because mappings between gestural control units, on the one hand, and sound production 

units, on the other hand, are not constrained by any biomechanical limitation. It allows the 

playing of a complicated scale on the piano or guitar by a simple wave of the hand. The 

movement of the hand may be captured by a video camera and used as a trigger for playing 

the scale. However, as most electronic music performers know, it is exactly this freedom of 

mapping that may disturb the sense of contact and of non-mediation (1). This topic is 

discussed below in the section 2.3.4. 

Simple one-to-one or direct mappings are commonly used due to its simplicity to 

implement and to understand. However other more complex mapping strategies can lead to 

better results concerning, the expressivity of the instrument (2).  An interesting study carried 

out by Andy Hunt and Ross Kirk (6) of digital instruments’ parameters mapping presented an 

interesting conclusion. While simple one-to-one mapping facilitated understand and use, more 

complex and hard-to-learn mapping strategies brought to the users more expressiveness and 

sound shaping capabilities.  

2.3.4. Designing Digital Musical Instruments 
Much DMI designs have focused to fulfil the requirements set be a single musician or artist, 

who will be the first one to play the instrument with the optimistic outlook that other players 

will emerge. Sadly the fate of most of these devices is to fail into disuse (3). Thus, the 

considerably amount of unused DMIs state that the design using this scope leads only to 

satisfy the specific needs of a single artist with little impact among the rest of artistic 

community.  

A different approach is proposed in this document. Instead of satisfying the unique and 

personal needs of a single artist, the objective is to improve and fulfil a lack presented in a 

widely spread instrument, sound synthesizers. Rather than design a completely new 

instrument, an improvement among an existing one is proposed.  

Another important concept is the intimacy. According to Sidney Fels: 

“Intimacy is a measure of the player’s perceived match between the behaviour of a 

device and the control of that device. As a player learns an instrument, he becomes 

more intimate with it. The ultimate goal in the process is for the player to have a high 

degree of intimacy such that he embodies the instrument. When the player embodies 

the instrument it behaves like an extension of him so that there is a transparent 

relationship between control and sound. This allows intent and expression to flow 

through the player to the instrument and then to the sound and, hence, create music 

(3)”. 

So the intimacy can be understood as the capacity of a DMI to be satisfactorily used to 

make music, showing a reasonable degree of expressiveness and sound control capabilities. 

This notion focuses more in the possibilities of the instrument than the facility to use it, 

because some time the facility to use an instrument is in detriment of its functionality.  
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2.3.5. Simplicity versus Functionality 
As seen before, a DMI can be used to create arbitrary mappings between gesture and sound, 

allowing a direct control of this sound using HCI. Regardless of technological constraints, such 

as accuracy or computational power, this brings an almost limitless freedom in the design, 

providing the capability to control a large variety of sounds through any kind of gesture.  

The DMI designer is usually tempted to produce simple, easy-to-use interface for novices so 

that anyone can produce pleasing sounds and music immediately. However, this often comes 

at the expense of restricting the types of expression possible for the expert. Obviously, making 

the interface constrained and simple enough allows the novice to acquire the ability to make 

sounds easily; however, the interface may not provide the player with any path to virtuosity, 

limiting the expressive capacity of the player. Creating such a new instrument design is 

difficult.  

An example of this can be seen as a CD player; essentially, with a single press of a button, a 

novice can stop and start the music; thus, they can play entire symphonies very easily. At the 

other extreme, there is an instrument such as a violin. Considerable practice is required even 

to be able to reliably generate the same sound. Almost everyone would agree that while a 

violin provides considerably expressiveness capabilities, while a CD player does not.  

This duality presents a trade-off, which has to be overcome by the designer. Easy-to-use 

interfaces will probably end up being toy-like devices, with little musical expressive 

capabilities. Nevertheless, providing intricate and complex interface that allows a much more 

complex and interesting possibilities could result in an inaccessible instrument, only playable 

by few people with knowledge of the device, usually those who conceived and implemented it. 

Such devices are almost certain to fall into disuse and oblivion. 
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3. Sound Synthesis 

3.1. Additive Synthesis 

3.1.1. Introduction 
The additive synthesis was the first technique used in early electronic instruments such as tone 

wheel organs. It is closely related to the concept of Fourier series, which is a mathematical 

method of expressing a periodic function in time domain as a sum of sinusoidal functions with 

frequencies equal to integer multiples of a common fundamental frequency. These sinusoids 

are called harmonics, overtones, or generally, partials. In general, a Fourier series contains an 

infinite number of sinusoidal components and includes a DC component. Only a finite number 

of sinusoidal terms with frequencies that lie within the audible range are modelled in additive 

synthesis. 

3.1.2. Fourier Series 
If we consider a periodic function y(t): 

 ( )   (   ) (3.1) 

 

The Fourier series of a periodic function is mathematically expressed as:  
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Since the DC offset term a0 /2 and the harmonics higher than 20 kHz are inaudible to the 

human ear, we can simplify the equation as a finite sum of N harmonics (up to 20kHz).  

 ( )  ∑ ,      (           )- 
   (3.3) 

Additive synthesizers use the concept of Fourier series to create any periodic function 

within the audio range. Adding a finite number of sine waves (each one with its own frequency 

and phase), it is possible to create any periodic waveform (see Figure 3.1). 

This formulation is only applicable to periodic infinite functions in time domain. These 

infinite functions produce a static and limited spectrum. In real world the sounds are not 

purely periodic neither have a static spectrum (i.e. a note played with a flute). Thus, a way to 

produce time-varying spectra is needed. 
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3.1.3. Envelope functions 
The Fourier series equation assumes that the 

spectrum of a sound is not time-dependant, so the 

amplitude of each harmonic is fixed through time. 

However, as discussed before, the sounds in the 

real world do not have fixed amplitude, but they 

have time varying amplitude. To define this 

behaviour the amplitudes of each harmonic are 

considered a time dependant function rn(t). 

 ( )  ∑ ,   ( )     (           )-
 

   
 (3.4) 

The function rn(t), named envelope, multiplies 

each harmonic to change the amplitude over time 

( see Figure 3.3). This produces much more complex sounds with interesting possibilities, such 

as real world sounds. When the envelopes are added to a synthesizer the spectrum produced 

is no longer static, but time-dependant.  

Usually the envelopes are called ADSR functions, acronym of Attack Decay Sustain Release. 

These are the names given to each of the segments of which the envelope is composed (see 

Figure 3.2).  

 Attack: time from the minimum to the peak level of the envelope. 

 Decay: time from the peak level to the sustain level. 

 Sustain: the steady state level. 

 Release: Time from the steady state to the minimum.  

 

Figure 3.2: ADSR envelope (Russ, 2009) 

If we assume that the synthesizer uses a keyboard as input interface, when a key is pressed 

the envelope function is triggered, starting the transient (attack and decay) until the steady 

state. When the key is released it starts the fade out (release).  Sometimes an additional delay 

control is added, to regulate the delay between the instant in which a key is pressed and the 

start of the ADSR envelope. The resulting technique is known as DADSR.  

Figure 3.1: Additive synthesis block diagram 
(Russ, 2009) 
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Figure 3.3: Harmonic multiplied by an ADSR envelope function 

 

3.1.4. Implementation 
The implementation of an additive synthesizer to produce any time-varying spectrum requires 

a sine oscillator bank with frequency (also named harmonic generator), phase and envelope 

controls on each sine waveform, as Figure 3.4 shows. In order to implement an additive 

synthesizer with a harmonic generator of nine harmonics with a DADSR envelope for each 

harmonic and a global envelope, a huge amount of controls are needed. Each oscillator needs 

frequency, amplitude and phase controls, additionally envelopes have delay, attack, decay, 

sustain and release controls. Consequently, if we a final ADSR envelope generator to regulate 

the global amplitude is added, seventy-six independent controls are necessary.  

 

Figure 3.4: nine harmonic additive synthesizer block diagram (Russ. 2009) 

This huge amount of controls makes the additive synthesis complicated to implement and 

even more complicated to use. Some techniques are used to reduce the amount of controls, 

such as map multiple harmonics to the same envelope. Even with this techniques additive 

synthesis is complex and time costly. 
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3.2. Subtractive synthesis 

3.2.1. Introduction 
Subtractive synthesis is a method of sound synthesis in which harmonics of an audio signal are 

attenuated or amplified by a filter to alter the timbre of the sound. With different waveforms 

and the adjustment of variable filters a vast amount of different sounds can be produced. 

Subtractive synthesis is the sound most commonly associated with the analoic synthesizers of 

the 1960s and 1970s, in which the harmonics of simple waveforms such as sawtooth, pulse or 

square waves are attenuated with a voltage-controlled resonant low-pass filter 

3.2.2. Source and Modifier Model 
Subtractive synthesis is based on the idea that real instruments can be broken down into three 

major parts: a source of sound, a modifier which processes the output of the source and some 

controllers which act as the interface between the performer and the instrument (see Figure 

3.5).  

 

Figure 3.5: Source and modifier model (Russ, 2009) 

In electronic instruments the source is mainly modelled with oscillators of different 

waveforms rich in harmonics, usually sawtooth, square and pulse. Then these sources are first 

modified with a filter, e.g. a low-pass resonant filter and later then modified with an envelope 

as shown in Figure 3.6. 

 

Figure 3.6: Source and modifier model detailed (Russ, 2009) 

The sound sources used in analogue subtractive synthesizers tend to be based on 

mathematics. There are two basic types: waveforms and noise. The wave-forms are typically 
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named after simple wave shapes; the most common are: the sawtooth, the square, the pulse, 

the sine and the triangle. These shapes are the ones that are easy to describe mathematically 

and to produce electronically. On the other hand, random numbers generators are used to 

produce noise, such as pink or white noise.  

3.2.3. Filters 
The modifiers used in subtractive synthesis are often filters. There are four filter types: low-

pass, high-pass, band-pass and notch.  These filters use to have an additional resonance 

control. If the resonance is high, then the filter amplifies certain frequencies. This functionality 

can be sued to create a pitch notion from non-pitched waveforms such as pink or white noise. 

In Figure 3.7 a resonant low-pass filter frequency response is shown. 

 

 
 

Figure 3.7: Resonant low-pass filter (Russ, 2009) 

 

 
 

Figure 3.8: Filter scaling (Russ, 2009)  

 

 

3.2.4. Filter Scaling 
The filters presented before are standard filters found in a wide range of applications, but they 

have a major drawback when they are applied to sound synthesis. If a static filter is used the 

amplitude of each harmonic depends on the base frequency and the filter’s cutoff frequency. 

Thus the resulting timbre varies from note to note. This is not a desirable property, because a 

fixed spectrum centred in the base frequency is often desired.  

To solve this constraint synthesizer’s filters usually change the cutoff frequency depending 

on the input note. This means that every note in the keyboard is subjected to the same relative 

filtering, since the cut-off frequency will follow the pitch (see Figure 3.8).  

3.3. FM Synthesis 

3.3.1. Introduction 
FM synthesis is a well-known technique in the telecommunications field since the 30s, 

although it was not until the 70s when it was applied to sound synthesis. If two different waves 
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within the audio range 20Hz – 20 kHz are taken and one modulates the other, the result is a 

different wave with its own spectrum. 

FM synthesis can create both harmonic and inharmonious sounds. For synthesizing 

harmonic sounds, the modulating signal must have a harmonic relationship to the original 

carrier signal. As the amount of frequency modulation increases, the sound becomes 

progressively more complex. 

3.3.2. Mathematical Background 
According to Chowning’s formulation of FM synthesis (7), assuming that both carrier and 

modulator are sine waves: 

       (          (   ))   (3.5) 

where 

e = the instantaneous amplitude of the modulated carrier 
α= the carrier frequency in rad/s 
β= the modulating frequency in rad/s 
d = peak deviation 
m = modulating frequency 
I = d/m = the modulation index, the ratio of the peak deviation to the modulating 
frequency. 
 
As the modulation index increases the sidebands components of the spectrum grow, adding 

more partials to the sound. With some particular modulation index it is possible to change 

significantly the spectrum and even make the carrier frequency or other harmonics disappear 

(see Figure 3.9). 

 

Figure 3.9:  Increasing Bandwith with I (Chowning, 1973) 

The amplitude of these partials or harmonics are determined by Bessel functions. If the FM 

equation is expanded then 

   *    ( )    (  ) 

    ( ),   (    )        (   (    )    - 
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where Jn(I) are Bessel functions corresponding to the nth harmonic, 
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Particularized for for n=0 to n=2, we have: 
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Figure 3.10 Partials amplitude evolution with I (Chowning, 1973) 

 

Unlike additive or subtractive synthesis, FM is not focused on the harmonics that the 

oscillators can produce, but in the new harmonics and complicated spectrum that can be 

achieved by modulating those waveforms. It also doesn’t fit into the source and modifier 

model used to present subtractive synthesis.  

Even FM synthesis may not be as intuitive as additive or subtractive synthesis it has the 

capability to create complicated and interesting spectra with only few oscillators. Despite all 

the formulation shown before, waveforms used in FM synthesis can be any type (square, 

triangle, sawtooth…) which adds more harmonics and partials to the sound. 

3.3.3. Implementation  
The implementation of the FM synthesis is relatively simple: the output of one oscillator is 

taken to control the input of other oscillator through a modulation process as shown in Figure 

3.11. Every oscillator has often associated an envelope generator (EG) and an amplifier, i.e. 

digital controlled amplifier or voltage controlled amplifier. This is usually regarded as the basic 

block in a FM synthesizer (8), usually referred as operator.  
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Figure 3.11: Two-oscillator FM synthesizer block diagram (Russ, 2009) 

More oscillators can be added, creating a stack of oscillators. No more than four oscillators 

are connected this way though, since the sound control complexity grows as the number of 

oscillators increases.  

The oscillators of an FM synthesizer can be typically used in two modes. The usual model of 

operation is, assuming that a keyboard is used, allow the oscillator a keyboard pitch tracking; 

the second mode is called ‘fixed frequency’, where the oscillator’s frequency does not change. 

Fixed oscillators can be used to produce different effects, such as vibrato if they are set in low 

frequency or they can also be used to emulate a resonant system, like vocal sounds.  

3.3.4. Algorithms 
The stack is not the only way to connect all the oscillators. Usually a mix between additive and 

FM synthesis is used to produce more complex combinations allowing the user to achieve 

different timbres. Two oscillators can be modulated by the same one and feedback loops can 

be also added. Figure 3.12 shows different algorithms in a six-operator FM synthesizer. 

 

Figure 3.12: Operator’s configurations assuming a 6-operator FM synthesizer (Russ, 2009) 

3.3.5. Phase Modulation 
Some implementations of the FM synthesis are in fact Phase Modulation synthesis or phase 

distortion. These techniques produce a very similar sound and if the correct parameters are 

set, the sounds are exactly the same. These implementation were developed in the 80s by 

Yamaha’s competitors to produce FM synthesizers without infringe Yamaha’s FM synthesis 

patent.   
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3.4. Granular Synthesis 

3.4.1. Algorithmic Composition 
Algorithmic composition is the technique of using algorithms to create music. Algorithms (or, 

at least, formal sets of rules) have been used to compose music for centuries. Algorithmic 

composition can be understood as the application of a rigid, well-defined algorithm to the 

composing process. According to Bruce L. Jacob (9):  

“There are two distinct types of creativity: the flash out of the blue (inspiration? 

genius?), and the process of incremental revisions (hard work)”. 

Then the creativity using the hard-work methodology can also be understood as series of 

iterations until the composition meets the requirements set by the composer. Thus this way of 

composing is inherently algorithmic. Jacob presents some examples of algorithms extracted 

from Mozart’s and Daniel Taupin’s compositions. 

The conclusion is that algorithms are widely used in musical compositions, although usually 

in an implicit manner. The usage of algorithms can lead to a faster convergence reducing the 

composition time. Algorithms can also be employed as an inspiration source, providing some 

starting point. 

However, the term describes formal procedures to make music without human 

intervention, either through the introduction of chance procedures or the use of computers. 

Some algorithms or data that have no immediate musical relevance have been used by 

composers as creative inspiration for their music. Algorithms such as fractals, L-systems, 

statistical models, and even arbitrary data (e.g. census figures, GIS coordinates, or magnetic 

field measurements) have been used as source materials. 

3.4.2. Stochastic Composition 
Stochastic composition is a variant of algorithmic composition, which uses stochastic processes 

to create music. Stochastic music was pioneered by Iannis Xenakis, who coined the term 

stochastic music. Specific examples of mathematics, statistics, and physics applied by Xenakis 

to music composition are the use of the statistical mechanics of gases, statistical distribution of 

points on a plane, the normal distribution, Markov chains and game theory among others. 

According to Curtis Roads:  

“In the twentieth century, the spread of scientific thinking led to the introduction of 

mathematical procedures for composition. These include serial and stochastic 

strategies, in which musical elements are manipulated according to set theory 

operations or probabilistic processes” (10). 

In Iannis Xenakis’ article The Origins of Stochastic Music”, a parallelism between European 

music and the successive attempts to explain the world with deterministic theories is argued. 

Until the 19th century science and music was strictly deterministic, but the breakthrough of 

physical statistical models changed the scenario.  
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“Let us now consider some of the details of an attitude towards musical composition 

that I have developed for some years, and which I have called 'stochastic' after the 

Probability Theory which has served as its logical basis and has been of use in 

calculating the conflicts and 'knots' that have arisen...a music constructed from the 

principles of indeterminism was developed from, amongst other things, the impasse of 

serial music; two years later I baptized this music 'musique stochastique'. It was as a 

musical necessity that the laws pertaining to the calculation of probabilities found their 

way into composition” (11). 

Following this view a composition was represented as a sequence of clouds of sound, with 

particles corresponding to individual notes (10). As an example, a stochastic music program 

(SMP) was proposed, which characterized the duration and the density of notes using the 

statistical mechanics of gases formulas (Figure 3.13).  

Following the principle of stochastic music, Xenakis theorizes the use of particles in as the 

sonic basic element. The following section is composed with excerpts extracted from his book 

Formalized Sound (12). 

 

Basic Temporary Hypothesis (lemma) and Definitions 

 

“All sound is an integration of grains, of elementary sonic particles, of sonic quanta. Each 

of these elementary grains has a threefold nature: duration, frequency, and intensity. All 

sound, even all continuous sonic variation, is conceived as an assemblage of a large 

number of elementary grains adequately disposed in time...In the attack, body, and 

decline of a complex sound, thousands of pure sounds appear in a more or less short 

interval of time, ∆t. Hecatombs of pure sounds are necessary for the creation of a 

complex sound . A complex sound may be imagined as a multi-colored firework in which 

each point of light appears and instantaneously disappears against a black sky.” 

“If we consider the duration ∆t of the grain as quite small but invariable, we can ignore it 

in what follows and consider frequency and intensity only. The two physical substances 

of a sound are frequency and intensity in association.” 

“The graphical representation of a cloud of grains in a slice of time ∆t examined earlier 

brings a new concept, that of the density of grains per unit of volume, ∆F∆G∆t (Figure 

3.15).” 
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Figure 3.13: Xenakis' stochastic music program (Roads, 1996) 

 

Figure 3.14: Grains situated in a intensity-frequency plane (Xenakis, 1992) 

 

Figure 3.15: Time-evolution of the frequency-intensity particles (Xenakis, 1992) 
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Screens 

The screen is the audible area (FG) fixed by a sufficiently close and homogeneous grid as 

defined above, the cells of which may or may not be occupied by grains. In this way any sound 

and its history may be described by means of a sufficiently large number of sheets of paper 

carrying a given screen S. These sheets are placed in a fixed lexicographic order (Figure 3.16) .” 

 

Figure 3.16: Book screen's representation (Xenakis, 1992) 

3.4.3. Granular Synthesis Theory 
Following this stochastic view of music, granular 

synthesis gathers brief micro-acoustic events, 

called grains, and combines them to create sound 

clouds. These grains have duration near the 

threshold of human auditory perception, from 1 

to 100ms (13). The combination of thousands of 

grains, i.e granular synthesis, creates new sound 

objects.  

The basic parameters of granular synthesis are 

grain duration, grain envelope, filling waveform 

and grain distribution. The variation of any of 

these parameters produces a dramatic change in 

the resulting timbre and spectrum. 

Grain’s Envelope   

An important parameter is the envelope’s shape. In Figure 3.17 a bell-shaped envelope is used, 

but many others can be used. Some of the waveforms that can be used are linear envelope, 

exponential and trigonometric functions among others.  

Filling waveform 

The grains have to be filled with some waveform. Synthesized waveforms or portions of a 

recorded sound can be used. If the used waveform is a recorded sound it can be played at 

different velocities and starting at different points, increasing its randomness. If many grains 

are used different filling waveforms can be used, incrementing the complexity of the resulting 

sound. 

Figure 3.17: Grain temporal representation 
(Roads, 2001) 
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Grain duration 

The grain duration is a critical parameter in granular 

synthesis. While the grains are large (hundreds of 

milliseconds) the original sound is distinguished. If the 

grains’ length is diminished the sound would appear more 

chaotic and unpredictable. Finally around few ms length, 

the sound is broken or decomposed, becoming 

impossible to recognize the original sound.  

The impression of a pitch is achieved lengthening the 

grains. At 5ms it is vague, becoming clearer at 25ms. The 

pitch of a grain is directly related to its filling waveform.  

Global Organization of the Grains 

As grains are the minimal expression of granular synthesis, the configuration of a group of 

grains shapes the sound. Many different configurations can be used to obtain different effects. 

Some of those configurations are synchronous, asynchronous and algorithmic models.  

In synchronous configurations the grains are structured in streams. Each grain follows 

another with a stipulated delay between grains. This creates a deterministic pattern that 

indicates how the grains are ordered.  

If they are organized asynchronously, the concept of linear streams is completely 

abandoned. Instead the grains have are randomly separated. This randomness can also affect 

to the density, amplitude of the grain cloud. 

As seen in the previous section, some composer’s use algorithmic models to compose 

music. These techniques can also be used to control the grain’s distribution with any kind of 

algorithms, real-world based (i.e. fluid interaction equations) or any abstract function.  

3.4.4. Implementation 
In order to implement a granular synthesizer the first block needed is the grain generator. The 

grain generator controls granular synthesis’ most immediate and low-level parameters 

(envelope shape, grain duration and filling waveform). This block is relatively simple and can 

be implemented with only an envelope generator and a waveform generator (see Figure 3.19). 

This waveform generator can be an oscillator that synthesizes a waveform, or an audio player 

that reproduces a pre-generated sound. If the audio generated has more than one spatial 

channel (i.e. stereo audio) it is also possible to decide the spatial position of the grain.  A 

simple grain generator is shown in Figure 3.19.  

To obtain complex sounds, based on grain clouds many grains have to be generated at the 

same time. This leads to the implementation of N grain generators. Nevertheless there is also 

another demand: the correct organization of the grains depending on the introduced user’s 

parameters. A solution is the implementation of a scheduler that controls all the grain 

generator’s parameters. This device acts as intermediary between the user and the grain 

generator’s, using algorithms to automatically calculate each grain parameter according to the 

user’s high-level specifications (see Figure 3.20). 

Figure 3.18: Spectra produced by 7ms 
grains [a] and 29ms [b] (Roads, 2001) 
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Figure 3.19: Simple grain generator (Roads, 2001) 

 

Figure 3.20: Granular Synthesizer with scheduler 

 

3.5. Granular Synthesis and Machine Learning  

3.5.1. Introduction to Machine Learning 
Machine learning is a scientific discipline that explores the construction and study of 

algorithms that can learn from data. Such algorithms operate by building a model based on 

inputs and using it to make predictions or decisions, rather than following only explicitly 

programmed instructions. 
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Figure 3.21: The elements of a machine learning system 

The goal of machine learning is to synthesize reliable machines that model a problem from 

a set of examples (training set) with the help of a learning device. The main advantage of 

machine learning is that needs no human supervision to find a solution.  

The cost function is an important concept in learning, as it is a measure of how far away a 

particular solution is from an optimal solution to the problem to be solved. Learning 

algorithms search through the solution space to find a function that has the smallest possible 

cost. While it is possible to define some arbitrary ad hoc cost function, frequently a particular 

cost will be used, either because it has desirable properties (such as convexity) or because it 

arises naturally from a particular formulation of the problem.  Ultimately, the cost function will 

depend on the desired task.  

Finally the stop criterion defines the desired precision from the solution. If not set properly, 

the proposed solution could be too far away from the required or it may use excessive 

precision, providing an over-sized solution. 

3.5.2. Central Limit Theorem 
The central limit theorem says roughly that the sum of many independent random variables 

will be approximately normally distributed if each summand has high probability of being 

small. Throughout, N will denote a random variable with the standard normal distribution (14). 

 ,   -  
 

√  
∫   

  

   
 

 (3.9) 

Regarding granular synthesis, the result of mixing thousands (even tens of thousands) of 

asynchronously generated grains, results in a normal distribution (. This distribution, if 

regarded spectrally, is very similar to white noise. This is an inherent problem of the 

asynchronous granular synthesis if vast amounts of grains are used, resulting in a noise-like 

signal. 
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Figure 3.22:  Granular asynchronous synthesizer generating a normal distribuion 

3.5.3. Independent Component Analysis 
Independent component analysis (ICA) is a class of machine learning method for separating a 

multivariate signal into additive subcomponents as independent as possible. ICA attempts to 

decompose a multivariate signal into independent non-gaussian signals. That the ICA 

separation of mixed signals gives very good results are based on two assumptions: 

 The source signals are independent of each other. 

 The values in each source signal have non-gaussian distributions. 

ICA has the principle of maximum non-gaussianity. Find the local maximum of non-

gaussianity of a linear combination (3.10) under the constraint that the variance of y is 

constant. Each local maximum gives one independent component (15).  

  ∑       (3.10) 
 

ICA finds the independent components (also called factors, latent variables or sources) by 

maximizing the statistical independence of the estimated components. We may choose one of 

many ways to define independence, and this choice governs the form of the ICA algorithm. The 

two broadest definitions of independence for ICA are: 

 Minimization of mutual information 

 Maximization of non-Gaussianity 

ICA is important to blind signal separation and has many practical applications such as face 

recognition, prediction of market prices and mobile phone communication among others. 

3.5.4. ICA-based Granular Synthesis 
Taking advantage of the ICA algorithm it is possible to minimize the granular synthesis’ 

randomness or gaussianity. According to the equation (3.10), let be {xi} a sequence of complex 

sounds generated using granular synthesis. Then the estimation of an one-channel mixing of 

grains (y) using ICA leads to a mix as far from a gaussian random variable as possible (Figure 
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3.23). With this method it is possible, at least theoretically, to reduce the amount of noise 

generated by the granular synthesis and, and to obtaining a clearer sound, even when mixing 

thousands of grains at a time. 

 

 

Figure 3.23: ICA-based granular synthesizer diagram 
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4. Synthesizer Design 

4.1. Sound Sources 

4.1.1. Oscillator  
The basic component of the majority of sound synthesis techniques is the audio oscillator 

(usually referred simply as oscillator). The aim of an oscillator is to produce a signal output 

with a periodic function with a specific frequency. The most usual waveforms produced are: 

sine, triangle, square and sawtooth. Each one of these waveforms has its own particular 

spectrum, implying a particular timbre. The timbre “sharpness” of an oscillator is closely 

related to the harmonic’s amount and amplitude. Thus, the sine wave is the softest sound 

while sawtooth is the sharpest of the listed sounds.  

In order to have a palette of timbres to choose from, it is a common technique to 

implement an oscillator with selectable waveform. Despite some commercial synthesizers 

were implemented with only sine waves (like the famous Yamaha DX7 synthesizer), the 

majority of implementation have at least the four mentioned waveforms, and usually many 

more. In the designed synthesizer the following waveforms are included in the oscillator: Sine, 

Triangle, Square, Sawtooth, Gaussian Bell and White Noise 

A common feature is also the inclusion of a noise generator inside the oscillator. Despite it 

could seem unpractical, almost all synthesizers can produce noise in their oscillators (white or 

pink noise mainly). Although the noise has no pitch, it is used to produce a variety of audio 

effects. It is also possible to filter it with a band pass filter, obtaining a spectrum centred in at 

the desired frequency, giving a pitch appearance to the filtered noise. As the pass band gets 

narrower, the pitch appearance becomes more evident.   

The first approach taken to build an oscillator was a “straight forward” design. It was 

composed by six blocks, each one of them computing its waveform, selecting the correct one 

with a  multiplexor. This lead to a unefficient design, with very high CPU time consumption. Six 

simoultaneously functions were calculated, some of them with trigonometric expressions. As 

discussed previously, the purpose of the design is to run the resulting synthesizer in embedded 

systems. Thus computing cost is something to be taken into account. 

In order to improve the design a different approach was taken. To reduce the 

computational cost a direct digital synthesizer (DDS) was implemented (16). This technology 

allows the generation of highly accurate waveforms with low computational costs using look-

up tables.  

In the proposed oscillator the use of look-up tables allows to avoid all trigonometric 

calculations in the oscillator, reducing significantly the computational costs. To achieve a multi-

wave DDS synthesizer, the only modification that has to be carried out in the block diagram 

presented in the Figure 4.3 is to add more ROMs (one for each waveform) and select the 

correct one with a multiplexor.  
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Figure 4.1: Oscillator straight forward design 

 

Figure 4.2:  Direct Digital Synthesizer block diagram (Vankka, 2000) 

As the input of each table is a ramp, it is not necessary to implement a look-up table for 

some functions. Specifically, the square, sawtooth and triangle waveforms can be calculated 

directly from the input ramp with simple arithmetic calculations. The resulting low-

computational cost oscillator is presented in the Figure 4.3. 

 

Figure 4.3: Direct Digital Synthesizer 
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It is always good idea to control the volume of the oscillator, so a volume amplifier is 

added.  In some techniques, such as FM, the phase of the oscillators has a great impact on the 

sound, so a phase control is also added. 

A feedback loop can also be included to the oscillator, altering the output accordingly 

to the loop’s gain. In small amount, the feedback loop adds to the waveform an effect similar 

to distortion, incrementing its harmonics. As the loop’s gain increases the resulting waveform 

is gradually more distorted and unpredictable, very similar to white noise for gains higher than 

0.5.  

. 

 

Figure 4.4: Oscillator block diagram 

4.1.2. ADSR Envelope 
As discussed previously, it is not always desired 

to have fixed amplitude, but to have time-

variant amplitude to emulate complex sounds 

and spectra. To achieve this, an ADSR envelope 

block is included in the design.  

The basic ADSR generates a four segment 

waveform from 0 to 1, depending on its basic 

parameters attack, decay, sustain and release. 

The basic envelopes generates a ramp from 0 

to the peak level, and from the peak level to 

the sustain level.  

Assuming that the synthesizer is controlled 

with a keyboard, when a key is pressed the envelope starts. The attack transient is composed 

by the attack and decay segments. The sustain segment is the steady state of the envelope 

Figure 4.5: ADSR envelope triggering (Russ, 2009) 



40 
 

until the key is released. When the key is released the release segment starts until the value is 

0. 

This enveloped can be mathematically described as equation with 5 parts, attack, decay, 

sustain, release and steady state (assumed 0, usually ignored). The parameters Nattack, 

Ndecay, sustain and Nrelease are programmed by the user.  
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The Figure 4.6 shows the resulting linear ADSR envelope. 

 

Figure 4.6: Linear ADSR envelope 

A linear envelope is not always the desired envelope. It is interesting to have control over the 

evolution of the envelope, named slope control. This control acts as an exponent for the 

generated line in each segment (e.g. mattack·n), converting the line into an exponential function. 

This control acts as an exponent for an exponential equation: 
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Different envelope shapes can be obtained easily with the few changes in the slope 

parameter. Three examples are linear envelope (Figure 4.6), exponential with slope lower than 

1 (Figure 4.7) and exponential with slope higher than 1 (Figure 4.8). 

 

Figure 4.7: Exponential ADSR envelope with slope 0.25 

 

Figure 4.8: Exponential ADSR envelope with slope 4 

With the equation (4.2) it has been assumed that the envelope starts from a steady state. 

When performing it is not guaranteed that before a second key pressed the previous one was 

released, resulting in an unexpected key event. In the Figure 4.9, it is possible to observe the 

consequences of an unexpected key pressed. 

 

Figure 4.9: ADSR envelope with a glitch due to an unexpected triggering 
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An abrupt change in the envelope is originated after receiving the unexpected key event 

which results in a glitch in the output of the oscillator, an undesired audio effect to be avoided 

by all means. 

A simple way to ensure that there are not undesired glitches due to unexpected keys is to 

take into account the initial conditions. The equation (4.3) shows how these initial conditions 

can be applied, 
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 (4.3) 

where  

                             

                              

Notice that not only the initial conditions are to be taken into account at the beginning of 

the attack segment, but also in the release segment. It is only necessary in these two because 

they are the only segments triggered by a key event. When a key is pressed the envelopes 

checks and stores the actual value. 

 

Figure 4.10: ADSR envelope with initial conditions 

4.1.3. Operator 
The operator is the basic element of the FM synthesis. It is basically composed by an oscillator 

and an envelope. The interesting property of the operators is that they can be connected in a 

stack without any other element, making them highly practical and versatile and simplifying 

the architecture understanding and construction of a FM synthesizer.   

In the operator the volume amplifier inside the oscillator has been removed and placed 

after the multiplication by the envelope waveform, eliminating the redundant control. The 

operator has two frequency inputs: one for the fixed frequency (usually coming directly from 

the keyboard) and the other one for the modulating wave. The modulating wave, usually 

coming from the previous oscillator, is added to the fixed frequency, generating an 

instantaneous frequency change. 
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If the modulating wave has a frequency below the human audible range frontier. This 

frontier varies depending on several factors, but it is usually established at 17Hz (17), then the 

instantaneous frequency becomes too slow and instead of a different timbre a change in the 

pitch through time is perceived.  

 

 

Figure 4.11: Operator block diagram 

As it can be noticed in the Figure 4.11, inside the operator block there is scale factor 

multiplying the modulating input, notated in the figure as Previous Oscillator. Assuming that 

the scale factor is 1, the previous oscillator has an output from -1 to 1 (maximum volume) and 

the fixed frequency is A4 (440Hz, often taken as reference) the variation of the instantaneous 

frequency is only 4.5%. This 4.5% of variation has little impact on the generated spectra. This 

illustrates the necessity of a bigger scale factor. 

After several test and experiments, the useful scaling factor range to produce interesting 

and complex spectra is approximately from 1000 to 4000 (the volume limit is 1, so the 

maximum modulation index equals to the scale factor). This limit is arbitrary, yet the definition 

of interesting and complex spectra is highly subjective. Ultimately, it is the user that has to 

decide the modulation index range of interest. The scale factor has to be relatively big to 

provide a wide range, but at the same time, it has to be bounded to avoid huge spectral 

changes with slight modifications in the modulation gain (i.e. the volume in the previous 

oscillator).   

4.1.4. Grain Generator 
Grains or particles are the basic element of granular synthesis. Instead of using a single or 

several continuous waveforms, the sound is constituted by a certain amount of particles or 

grains. The grain generator is the responsible to generate those grains. It is similar to the ADSR 

envelope because both generate envelopes used to determine the amplitude of the sound.  
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Figure 4.13: Grains with transient 0.5 

However, there are two main differences 

between the ADSR envelope and the grain 

generator: the scale and the triggering. The 

scale of grain can be from one hundred 

milliseconds seconds to one milliseconds 

(13). 

The triggering of an ADSR envelope is 

usually controlled by a keyboard or other 

HDI, while the grains are triggered 

automatically by deterministic algorithms. 

Despite these grains are filled, usually 

with portions of a sample (18), the grain 

generator only creates the envelope. The designed grain generator has the following 

parameters: shape, grain length, transient, density and randomness. 

 Shape is the form that can present the grain during its transients. It can be set to 

linear, Gaussian, exponential, or square root as shown in Figure 4.13. 

 Grain length is the particle’s duration in milliseconds. It can be adjusted from few 

milliseconds to hundreds of milliseconds. As it is explained below, the grain length 

can be randomized. With the grain length parameter the nominal grain length is set 

(arithmetical mean of all grain length). 

 Transient controls the percentage 

of the attack and decay segments 

of the grains respect the total grain 

duration. If the transient is 0, then 

the grain’s attack and decay times 

will be 0, reaching its maximum 

level immediately after it starts, 

creating a square shape. If 

transient is 1, as the envelope 

reaches its peak amplitude it 

would start decaying immediately, 

falling immediately as shown in 

Figure 4.13. The length of both 

transients is given by: 

 

           
       

 
    (4.4) 

where  

            

                            

Figure 4.12: Grains with transient 1 
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 The density controls the time between grain and grain. With density of 1 when a 

grain finishes the next one will start immediately. The wait time until the next grain 

is started is given by the equation: 

              .
 

 
  /  (4.5) 

where  

          

                 

The randomness parameter controls the deviation on the grain length. Thus, modifying the 

grain length automatically the transient and the wait times are also modified.  Taking into 

account the randomness effect, the value of a grain length is calculated with the following 

equation: 

         ̅       (         )  (4.6) 
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The median grain length is defined by the parameter grain length. The random number is 

generated following a Gaussian distribution curve. Once the current grain length is modified, 

so are the transient, and the wait time. Thus modifying the grain’s length, the other three 

parameters are also randomized.  

4.1.5. Sampler Granulator 
The grain generator, as seen in 4.1.5, only generates the envelope grain’s envelope. This grains 

need to be filled with some wave, usually a portion of a sample. The sampler granulator 

expands the concept of the grain generator by filling it with a portion of a sample.  

In this chapter the word sample refers to a vector containing a sound, not a single value in a 

vector’s slot. The sample concept is similar to the look-up tables in the 4.1.1 DDS. 

Nevertheless, the length of the sample’s vector can be substantially bigger than the DDS’ look-

up tables, up to several seconds or minutes of sound in front of DDS’ single period. 

A sampler is a device or software that loads a piece of audio and it is capable to play it. It 

has an address input and an output. The easiest way to reproduce a sample is to treat it as a 

ROM memory. To scan the table a line from 0 to the number of samples (Nsamples) is 

required. To treat samples with variable length the ramp is normalized from 0 to 1, being 

multiplied by Nsamples inside the sampler block. 

In order to read a sample a ramp with the desired frequency has to be applied at the input 

of sampler. In granular synthesis the whole sample is not read at once, but little pieces of it are 
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read during each grain. To read a piece of the sample a ramp with the desired length and 

velocity should be created. The offset of the ramp determines the starting point of the 

sampler’s piece. 

The ramp to read these pieces can be linear, semi-random or completely random as shown 

in the Figure 4.14. To control the randomness another parameter must be implemented. 

 

Figure 4.14: Sampler normalized address ramp with different reading modes 

In the previously proposed grain generator the triggering of the grains was completely 

autonomous. With the addition of the sampler this is no longer possible, because the grain’s 

length and triggering have to be synchronized with the address ramp. To make sure that in a 

grain the address ramp and grain lengths match some supervision has to be done. This 

supervisor is the scheduler.  

The scheduler collects all the parameters introduced by the user, such as nominal grain 

length, randomness, density and the sample (the piece of audio that is going to be read).  It 

then schedules when the next grain would be and triggers the sampler and the grain generator 

at once, determining its length. It is also possible to read the sample faster or slower, changing 

the pitch of the piece of sound. 
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Figure 4.15: Granulator Sampler block diagram 

4.1.6. Granulation Line 
Each sampler granulator provides a single output, with only one grain at a time. In granular 

synthesis is usually desired to have more than one grain at time, even thousands of them. To 

obtain this vast amount grains it is not practical to control hundreds or thousands of sampler 

granulators independently in a synthesizer. Instead of that unpractical approach the 

granulation line has been designed. 

The granulation line is a high-level block that instantiates N granulator samplers and 

connects them all to a single output. It also includes a controlled amplifier to avoid clipping. 

The input parameters are the same for each granulator sampler.  

If the randomness parameter is set to 0, all granulators will generate the same grains at the 

same time. However, if the randomness is set to any value above 0 each granulator will differ 

from the others according to the entropy introduced by the parameter.   

 

Figure 4.16: Granulation Line block diagram 
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4.2. Sound Modifiers 

4.2.1. Scaled Filter 
The subtractive synthesis is based in the source and modifier model, usually an oscillator and a 

filter.  This filter has a great importance, because it is what ultimately will shape de sound. 

Similar to the operators in the FM synthesis, the scaled filter needs to be flexible and 

programmable for the user. 

In order to have some sound shaping capabilities, the filters used in subtractive synthesis 

have at least the following options: resonance, relative cut-off frequency and filter shape. The 

most common filter shapes are lowpass, highpass, bandpass and band rejected (also named 

notch).  

As discussed previously, the filter scales the cut-off frequency, according to the input note 

to maintain the same relative spectrum, centred in the desired note’s base frequency. 

 

Figure 4.17: Subtractive synthesizer with scaled filter overview 

To scale the cut-off frequency according to the input frequency, the following equation is 

used: 

     ( )  (          )                  (4.7) 

where 

                               

  ( )                      

                       

                                                     

                                                      

In the implemented filter, the limit frequency is 17000Hz that is enough for the given 

application. The chosen filter algorithm is a digital state variable filter in Chamberlin’s form 

(19) and, despite could look too simple and old-fashioned, has several advantages. The first of 

all is an extremely low computational cost, because of its low order. Another point is how 

obtaining of four different outputs with the same algorithm (low pass, band pass, band reject 

and high pass). However, it also has its drawbacks. It is not possible to select the bandwidth of 

the band pass filter. As it is a second order filter, it is not very selective it is not possible to 
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have an abrupt cut-off.  A count of arithmetic operations reveals that six additions and three 

multiplications per sample are required. Although structures that are more efficient can be 

implemented for single-function filters such as band pass, they are not nearly as flexible and 

give up independence between centre frequency and resonance control. 

 

Figure 4.18: Digital state variable filter (Chamberlin, 1987) 

4.2.2. Delay 
The delay is in fact a FIR comb filter that delays the 

input signal by a given time duration (20). The 

effect will be audible only when the processed 

signal is combined to the input signal, which acts 

here as a reference. This effect has two main 

parameters: the delay time (τ) and the relative 

amplitude between the input signal and the delayed 

signal (g). 

 The time response of this filter is made up of the direct signal and the delayed version. This 

simple time-domain behaviour comes along with interesting frequency-domain patterns.  

Just as with acoustical delays, the FIR filter has an effect both in the time and frequency 

domains. Our ear is more sensitive to the one aspect or to the other depending on the range in 

which the time delay is set. For larger values of τ, we can hear an echo that is distinct from the 

direct signal. The frequencies that are amplified by the comb are so close to each other that 

we barely identify the spectral effect. For smaller values of τ, our ear can no longer segregate 

the time events, but can notice the spectral effect of the comb. 

It is possible to expand the delay functionality by making it stereo. In the following block 

diagram it is possible to observe the designed stereo delay composed by two filters are, one 

for each stereo channel. Each delay channel has its own delay time and gain. The result is a 

stereo effect with different delays in each channel. It also includes a control over the direct 

volume. 

Figure 4.19: Comb FIR Filter (Zölzer, 2011) 
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Figure 4.20: Stereo delay block diagram 

4.2.3. Reverb 
The majority of digital audio processes the sound without taking into account the ambient 

conditions, or, what would be the same, in an unlimited open field. On the contrary, the reverb 

effect that tries to emulate the impulsive response of a room. Any room has its own impulsive 

response, depending on the size, the wall’s absorption among other parameters.  

According to Udo Zölzer:  

“The construction of high-quality reverberators is half an art and half a science. Several 

structures and many parameterizations have been proposed in the past, (...). In most 

cases, the various structures are combinations of comb and allpass elementary blocks, 

as suggested by Schroeder in the early work” (20). 

The designed reverb is an implementation of the standard Schroeder/Moorer’s model. It 

uses 8 comb filters in parallel in both channels. It then feeds the result of the reverb through 4 

all-pass filters in series on both channels to smooth the sound. The filters on the right channel 

are slightly detuned in order to create a stereo effect. 

High-level controls are mapped to the filters parameters, bringing the opportunity to 

emulate different rooms’ reverberations. Those controls are Room size, wet and damping. 

4.3. Time Synchronized Components  

4.3.1. Low Frequency Oscillator 
A low frequency oscillator (LFO) is a common block in synthesizers, used to modify the timbre 

thought time. As it has been seen in the ADSR envelope design (4.1.2), sometimes it is desired 

to change the spectrum over time. The envelope actuates only during its transients, while the 

LFO is periodically changing the timbre. 

An LFO is an oscillator, similar to the ones described in 4.1.1, but there is a substantial 

difference in the LFO and the regular oscillators: its frequency range.  While an audio oscillator 

is designed to operate from 17Hz to 20kHz, an LFO is designed to work below the 17Hz human 

perception frontier (17). This means that if the output of the oscillator is connected directly to 

a speaker nothing is herd. Instead of that, the aim of the LFO is to modulate other parameters. 

The amplitude of the LFO is adjustable as well as its offset value. The offset value is to 

produce a certain variation around a fixed value, obtaining a better control of the generated 
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effects. The output of the LFO can be linked to almost any parameter of the synthesizer, 

producing a unique audio effect for each one of them.  

If a LFO can be used to obtain AM modulation by linking its output to the volume of an 

oscillator. The following figure shows an AM modulation as result of a sine wave modulated 

with a sine LFO with amplitude 0.4 and offset 0.5. This result emulates a tremolo effect (20).  

 

Figure 4.21: AM modulation using a sine oscillator and a sine LFO 

If a LFO is connected to a frequency input it obtains the opposite effect of the FM, as the 

frequency is low, it is possible to hear the frequency change over time, resulting in a periodical 

pitch variation instead of a timbre variation. 

As happens with audio oscillator, it is usually desired to have a variety of waveforms to 

choose from in a LFO. Despite its implementation in the audio oscillator, in the LFO there is not 

any noise implemented because of its unpredictable behaviour.  

Another typical connection for the LFO is to modify the cut-off frequency.  When modifying 

the cut-off frequency it generates a frequency sweeping effect, widely used in some music 

genres, such as progressive rock or electronic music.  

An important limitation of the LFO is that its value is bounded from 0 to 1. All parameters in 

the synthesizer are normalized from 0 to 1. If a negative value is sent to any parameter its 

behaviour is unpredictable.  

4.3.2. Sequencer 
A sequencer is a device or program that modifies parameters of the synthesizer over time in 

successive steps. Each step has some pre-programmed values that are sent to other 

parameters of the synthesizer. These values can be linked to any parameter of the synthesizer.  

The sequencer has an internal step counter, which is increased periodically according to the 

rate (velocity). This step counter indicates which of the pre-programmed values has to be 

taken. When the step count reaches its limits it is set to 0 again. The mathematical expression 

for a step sequencer is: 
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The counter step can be completely autonomous, or can be triggered with a key event. If it 

is triggered by a key event then, the counter will be set to 0 automatically, this is called 

retrigger. A common way to use a sequencer is to modify the pitch and the velocity of the 

notes. If each step is configured to be a specific pitch and velocity then it will play the 

configured melody. In the Figure 4.22  it is possible to see a 4-step sequencer modifying the 

frequency and the amplitude of a sine wave.  

 

Figure 4.22: Sequencer modifying sine wave pitch and amplitude 

4.4. Other Components 

4.4.1. MIDI Controller 
The MIDI protocol (musical instrument digital interface) is widely used and standard protocol 

implemented in musical interfaces, controllers, synthesizers among others. Since its first 

release in 1983, it has become one of the most used protocols in musical applications. This 

protocol does not transmit audio, but alphanumerical values that can be interpreted as control 

values or notes. 

The MIDI protocol assigns a number to an each note (assuming the western chromatic 

scale). These notes have to be converted into a frequency using the table shown in Figure 4.23. 

It also maps the controls, any parameter that has to be modified that is not a note. It also 

includes a message system to send and receive non-pitch parameters. These parameters are 

usually mapped to synthesizer controls. In the synthesizer a MIDI interface is implemented, 

making possible to control it with any commercial general-purpose music keyboard. 
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Octave 

 
0 1 2 3 4 5 6 

 
note Hz note Hz note Hz note Hz note Hz note Hz 

not
e Hz 

A 9 27.5 21 55 33 110 45 220 57 440 69 880 81 1760 

A# 10 29.14 22 58.27 34 116.5 46 233.1 58 466.2 70 932.3 82 1865 

B 11 30.87 23 61.74 35 123.5 47 246.9 59 493.9 71 987.8 83 1976 

C 12 32.7 24 65.41 36 130.8 48 261.6 60 523.3 72 1047 84 2093 

C# 13 34.65 25 69.3 37 138.6 49 277.2 61 554.4 73 1109 85 2217 

D 14 36.71 26 73.42 38 146.8 50 293.7 62 587.3 74 1175 86 2349 

D# 15 38.89 27 77.78 39 155.6 51 311.1 63 622.3 75 1245 87 2489 

E 16 41.2 28 82.41 40 164.8 52 329.6 64 659.3 76 1319 88 2637 

F 17 43.65 29 87.31 41 174.6 53 349.2 65 698.5 77 1397 89 2794 

F# 18 46.25 30 92.5 42 185 54 370 66 740 78 1480 90 2960 

G 19 49 31 98 43 196 55 392 67 784 79 1568 91 3136 

G# 20 51.91 32 103.8 44 207.7 56 415.3 68 830.6 80 1661 92 3322 
 

Figure 4.23: MIDI to frequency table 

4.4.2. Glide 
As the proposed synthesizer is monophonic, it is possible to implement a glide effect. This 

effect is what in fretless string instruments glissando.  When a change of the pitch is 

introduced to the synthesizer, instead of changing it instantaneously, the glide effect creates a 

ramp from the initial pitch to the final pitch. The slope of this ramp is adjusted with the glide 

time parameter. 

4.4.3. Sound Manager 
One of the main advantages of the digital devices in front of analogical ones is the capacity to 

store information. When the user sets all parameters as he or she desires, these parameters 

can be saved in a list that can be loaded in the future to recover the data. 

Sounds in digital synthesizers can be stored as parameters, producing exactly the same 

response if loaded afterwards.  A sound bank can be created obtained when many of these 

saved sounds are put in a list. 

In the design synthesizer there’s a block that collects the values and stores it. The same 

block can load previously saved parameters to recover early designed sounds.  

Despite the concept is simple, it is extremely useful to add a sound manager into a 

synthesizer.  

4.5. Synthesizer Architecture 

4.5.1. FM Synthesizer: Operator Stack 
In the core of any FM synthesizer there is the oscillator stack. All other elements are only to 

modify the sound produced by the stack, but it is what creates the sound. As operators include 

all elements inside, a FM synthesizer can be as simple as the one shown in Figure 4.24. 
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An advantage of the FM synthesis is that once the operator has been developed, it is 

possible to replicate it and connect many of them with different algorithms, obtaining different 

behaviours and timbres for each configuration. Of course, this is only applicable to the 

software synthesizers. Another advantage of using operators is that regardless of the number 

of them in an instrument, each of them has exactly the same controls. 

 

Figure 4.24: FM synthesizer composed with a 2-operator in a stack 

In Figure 4.24, the operator b acts as a modulator and the operator a as a carrier. The amount 

of modulation is defined by the volume (also the scale factor, but it is built-in in each operator 

and inaccessible to the user). 

No more than four oscillators are usually connected in a stack, because slight modification 

in high level operators (fourth and above) result is highly unpredictable and difficult to control 

changes in the spectrum (8).  

4.5.2. Subtractive Synthesizer with FM Stack 
Subtractive synthesizers are perfectly defined by the source and modifier model. Usually an 

oscillator rich in harmonics (such as square or sawtooth) is connected to a scaled filter. This 

filter should malleable to bring to possibility to modify the sound.  

A way to bring together the FM synthesis and the subtractive technique is to replace the 

simple oscillator in the subtractive synthesizer model with a FM operator stack. This gives 

much more rich waveforms and timbres, expanding the possibilities of this kind of synthesis. 

The filter can still modify substantially the resulting spectrum, but it is no longer the only 

modifier. Thus, the source and modifier model is no longer applicable to the synthesizer.  
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Figure 4.25: FM Synthesizer with a 4-operator 

stack 

 

 
 
 

Figure 4.26: Subtractive FM synthesizer 

 

 

 

4.5.3. Additive Synthesizer with Subtractive FM Stack 
Additive synthesis is based in adding sine oscillators, adjusting each harmonic of the sound 

manually. This approach is highly unpractical, computational costly and time consuming for the 

user.  

Instead the original way to implement additive synthesis, a simpler approach will be taken 

in the proposed synthesizer to add some additive control capabilities. Instead of adding sine 

oscillators, it is possible to add subtractive FM stacks as shown in Figure 4.27. 

On the one hand, adding subtractive FM stacks undermines the additive’s synthesis 

capability to control each of the generated harmonics independently; on the other hand, it 

makes possible to control construct and modify complex spectra with substantially less 

controls that the original additive synthesis.  

The number of subtractive FM stacks that can be connected this way is limited due to the 

amount of parameters need to control each FM subtractive stack. No more than 4 is 

recommended.  
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Figure 4.27: FM subtractive additive synthesizer 

Despite this architecture includes subtractive and additive elements it is mainly FM and will 

be referred as the synthesizer FM Core in the following points.  

4.5.4. Audio Processing Unit 
The audio processing unit contains all audio processing blocs of the synthesizer: FM core, 

granulators and audio effects.  

In order to obtain different sonorities at the same time three granulator lines have been 

implemented each one with independent parameters. This is the granular core. 

The next step in the synthesizer design should be to implement both FM Core and Granular 

line together. As both units have its own volume control, clipping can be avoided adjusting 

volumes carefully.  

After both blocs are united it is time for the audio effects, connected afterwards both cores 

are added in the same audio line. The resulting unit is shown in the Figure 4.29. The output in 

the audio processing unit is the sound card or other DAC.  
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Figure 4.28: Granular Synthesis Block 

 

 
Figure 4.29: Audio Processing Unit 

 

4.5.5. Control Unit 
The control unit it the block is in charge to acquire the data from the user’s interface and to 

send it to the processing unit. Blocks in the control unit do not manipulate audio, but send to 

the audio processing unit all the parameters that indicate how this audio should be processed.  

The sound manager monitors all the parameters, storing them when the user requests it. 

Afterwards it can send back all the stored parameters to the other blocks, restoring the exact 

parameter set. 

 
 
 
 
 

Figure 4.30: Control Unit 

 

 

 
Figure 4.31: Final FM/Granular 

 

4.5.6. Final Design 
Finally, both units are joined together to create the final FM/Granular synthesizer. As it can be 

seen, there’s an external block, called external audio. This represents the audio files provided 

by the user to generate sounds in the granular synthesis.   
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5. Non-Standard Interfaces 

5.1. Digital Theremin 

5.1.1. Introduction 
The aim of this part of the project is to implement a digital Theremin as a non-standard 

interface. The Theremin is one of the oldest electronic musical instruments. Unlike electric 

guitars and keyboards the Theremin is genuinely electronic, and it was designed without 

copying any existing acoustic instrument. 

Analogic Theremins present some disadvantages, such as thermal offset and calibration 

issues among others. In the proposed design a completely digital Theremin implementation is 

proposed. The proposed device can be used to control the pitch or any other parameter of the 

synthesizer.  

Despite it is referred here as Theremin, it cannot be considered a fully-functional Theremin, 

because it lacks the volume control antenna. A more correct name would be semi-Theremin or 

half-Theremin. The second antenna is removed in order the leave room for other interface, yet 

the Theremin is not the only interface designed in the device. 

5.1.2. Material 
The chosen microcontroller is Arduino Uno, an open source microcontroller board based on 

the Atmel ATmega328 (21). Arduino has several advantages in front of other microcontroller-

based boards: simplicity, shorter development time, extensive documentation and examples, 

built-in protocols libraries (USB, serial, firmata…) among other advantages. Its main drawback 

is its low computational power due to the intermediate layer between the Arduino code and 

the automatically generated C code. However, in this application computational power is not 

critical, so the platform suits perfectly the design requirements.  

Regarding the sensor, a SHARP 2Y0A21 infrared sensor was selected. The choice of this 

particular sensor is because its reliability, little-dependence on the environment, response-

time and time stability (22). This particular sensor is almost immune to light changes, what 

makes it perfect for live performances. 

Distance sensors based in other technologies were evaluated, specifically ultrasound 

sensors, but they were not suitable for this implementation due to their slow response time 

(60ms or greater, unsuitable for musical interface applications). 

5.1.3. Precision Measuring 
A precise measure is needed to control the pitch or some other critical parameters. If there are 

variations in the successive measures there are going to be variations on the pitch. This is to be 

avoided at all cost because if an instrument is not capable to provide a reasonably stable pitch 

becomes useless. 

Since music performing needs relatively slow frequencies (the noticeable latency for the 

human ear is above few milliseconds), a simple low-cost microcontroller can read and process 
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the data. To achieve a reliable measure two different strategies are carried out at the same 

time, which are reviewed below. 

Average Readings 

Each time that a new sample is needed instead of reading once, the sensor value is read n 

times (in the current software version 10). Then the average of those reads is returned to the 

main program. Assuming that the sensor output varies much slower than the clock frequency 

of the microcontroller (16MHz), the sensor output can be approximated by a constant during 

reading routine.  Thus the random errors of the reading are reduced significantly.  

Average Window Los Pass Filter 

The second strategy is an average low pass filter. By averaging the last N samples the high 

frequencies are eliminated. Because of the relatively low frequency produced by of human 

gestures, the signal of interest should not be modified by the filter. Nevertheless, the higher 

frequencies, related to noise and interferences, are diminished.  

 

Figure 5.1: Raw sensor data, averaged data and filtered data chart 

Polynomial Approximation 

The response provided by the sensor is not lineal, so the data must be linearized before further 

steps are taken. Using the calibration table, measured from the sensor, a polynomial 

approximation of the distance is done. After the value from the sensor is read and filtered, it is 

processed with the polynomial approximation and an estimated distance is obtained.  
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Figure 5.2: Distance sensor’s calibration table 

 

5.1.4. Dead Zone 
As digital Theremin has only one sensor (the other hand of the performer is assumed to be 

using other interface) it is necessary to stop the sound when the instrument is not being used. 

Otherwise a constant tone relating to the default tone would be sent to the instrument.  

When nothing is disrupting the sensor’s beam, its default value is obtained. This value 

varies depending on the environment conditions and in some cases it lies within the 

performance zone (range of values that are interpreted as parameter values or pitches). Thus, 

leaving the sensor unattended results in a constant and undesired default value. 

To solve this issue a dead zone is defined. This zone defines the default value plus some 

security margins. When a constant value inside the dead zone is detected with a high 

probability it is because the device is not being used and it is necessary to send the pertinent 

information to the synthesizer. 

The first step to define a dead zone is to read the default value. During the setup of the 

instrument several measures are taken (as a requirement nothing should be disrupting the 

sensor’s beam during the setup). These measures are filtered, averaged and stored obtaining a 

data set centred at the default value. The dead zone limits is defined by the maximum and the 

minimum measures done during the setup plus a security margins of the 2%. Figure 5.3 shows 

how the max and min values are adapting to the respective values of the filtered data:  

approximately at the sample 101 the setup ends, giving to the dead zone max and min an 

additional 2% security margin. 
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Figure 5.3: Theremin's dead zone setup 

5.1.5. Performing in the Dead Zone 
If the dead zone lies within the performing zone it is possible to enter in this zone while 

performing. When the read value is inside the dead zone the device has to decide whether it is 

being played or the user left the device alone. The aim of the instrument is to detect the 

performer’s hand removal to stop the sound. 

It is possible to see that transitions have different shapes when the performer’s hand is 

sweeping around the dead zone or simply leaving the sensing area. In the first case the end of 

the sweep present a soft shape. In the second it ends more abruptly. These cases can be 

discriminate using the derivative of the data.  

When the user removes the hand from the sensor’s beam, a rapid transient occurs until the 

default value is reached. Figure 5.4 displays how around the sample 100 the data crosses 

smoothly around the dead zone, as the slope is not pronounced the derivative remains 

relatively constant, a behaviour which is undoubtedly present because the performer’s hand 

was sweeping from above to below the dead zone. 

Also, it can be observed that a derivative peak is produced around the sample 946, but the 

data does not remain inside dead zone, surpassing it instead; this denies the possibility of a 

hand removal from the sensor’s beam.  

Nevertheless, around the samples 1051, 1576 and 1891 there are discontinuities in both 

derivative and data. These discontinuities are more likely to be produced by an abrupt removal 

of the hand from the sensor’s beam for two reasons: the abrupt and narrow transient in the 

derivative signal and because they end with a constant value inside the dead zone. 

The discontinuities in 1366 and 1785 start inside the dead zone and end outside of it. This is 

probably produced by placing the hand again above the sensor, changing its value from the 

default value to the current position. 
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Figure 5.4: Data acquired while performing  

As shown before, to decide if the performer removed the hand from the sensor’s beam two 

conditions has to be fulfilled:  

 A considerable discontinuity in the derivative from a high value to a lower one  

 A stable value inside Dead Zone at the end of the derivative discontinuity 

 

Finally if a hand removal is detected, the device automatically sends the correspondent 

data to the synthesizer, deactivating the Theremin input.  

5.1.6. Output Mapping 
The Digital Theremin uses the Firmata protocol to communicate with the synthesizer software, 

whether it is running in an embedded system or in a computer (23). With this protocol it 

constantly sends to the synthesizer the value (measured distance) and state (performing or 

not) of the Theremin. 

The Digital Theremin is intended to be used as source of input frequency. However the user 

can map the input value to any other parameter, obtaining a contactless control over it. 

5.2. Computer Vision with Background Subtraction 

5.2.1.  Computer Vision Sensing 
Computer vision is often regarded as the ultimate sensor. It is theoretically possible to detect 

everything, track and process everything visible with a camera. However this theoretical 

possibility is limited due to several issues in computer vision: illumination changes, angle 

modifications and pattern classification among others. 
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In the case of musical non-standard interfaces the aim is to detect the performer’s 

gestures. The first issue is to determine what a “gesture” is and what is not, defining what kind 

of gestures are going to be mapped, in this particular case hand gestures. The next step is to 

decide what the performer’s hand is and what is not.  

There are different approaches to monitor the hand, such as skin segmentation (24) and 

background subtraction. The skin segmentation method is based on detect the hand’s colour 

and then split the image between the hand and the background. This strategy is limited by 

several factors such as different skin tones depending on the ethnicity and environmental 

conditions. Thus was discarded. 

5.2.2. Introduction to Background Subtraction 
Many applications (video surveillance, optical motion capture multimedia application) need in 

the first step to detect the moving objects in the scene. So, the basic operation needed is the 

separation of the moving objects called “foreground” from the static information called the 

“background”. The process mainly used is the background subtraction. The simplest way to 

model the background is to acquire a background image which does not include any moving 

object. In some environments, the background is not available and can always be changed 

under critical situations like illumination changes, objects being introduced or removed from 

the scene. So, the background representation model must be more robust and adaptive (25). 

5.2.3. Background Subtraction Steps 

Background Modelling 

Background modelling describes the kind of model used to represent the background. 

Depending on the selected background modelling different algorithms are going to be applied. 

There are several models such as Mixture of Gaussians (MOG) and Principal Component 

Analysis (PCA) models among many others.  

 
 

Figure 5.5: Background Subtraction Process. N is the number of frames used during the initialization, B(t) is 
the background and I(t) is the current foreground image. (Bouwmans, 2014) 

Background initialization 

It is usually determined by the first frame or a background model over a set of training frames, 

which contains or do not contain foreground objects, depending on the initialization 

conditions. As a specification for the algorithm’s correct operation the user should not be using 

the interface during its initialization or may result in an erroneous background initialization. If 

this occurs the performer’s body would be recognized as part of the background not as 

foreground. 
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Background Maintenance 

As the background is not guaranteed to remain stable and unaltered over time a maintenance 

process in needed. It relies on the mechanism used for the adapting model to the changes 

occurred in the scene over time like light changes, or addition and removal of objects.  

Foreground detection  

Foreground detection consists in labelling pixels as background or as foreground pixels. The 

results of this process are two separated masks, the background and the foreground masks.  

Once all this steps are taken the process returns two different masks, one for the background 

and other one for the foreground. Once the foreground has been identified the gestures can 

be much easily processed.  

5.2.4. Background Subtraction-Based Interface 
A simple interface based on background subtraction was 

designed. The proposed interface detects the proximity of 

the foreground object, taking the camera as a reference. 

Since the foreground is supposed to contain only the moving 

objects (the hand in this case), it is possible to estimate the 

proximity of the hand by observing the percentage of 

foreground pixels in front of background ones, as shown in 

Figure 5.6.    

In the foreground mask (containing all non-background 

pixels) all pixels are set to white, so the proximity can be 

calculated as the percentage of foreground pixels in front of 

background ones.  

The proximity measure was connected to a synthesizer, 

controlling parameters such as filter’s cut-off frequency and 

pitch.  

Advantages 

The main advantage is the contactless tracking and sensing of the hand’s gesture and position. 

Other benefit is the little hardware requirements to implement the interface (regardless of the 

computing unit).  

Disadvantages 

Unfortunately there are numerous and important disadvantages. The algorithms have a high 

computational cost resulting in slow frame rate, non-suitable for music applications. The 

precision of the background subtraction methods are far away from the expectations. Thirty-

seven background subtraction algorithms were tested, but they all lacked the robustness 

required by direct sound control interfaces. 

And last, but not least, the developer’s lack of experience and knowledge in the computer 

vision field. Every new step taken in the computer vision based interfaced several new and 

unexpected problems appeared, usually demanding many new and non-trivial concepts and 

solutions, making the development harsh and slow. 

Figure 5.6: Foreground mask 
(Premaratne, 2014) 
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Despite it is one of the main trends in musical interfaces research, and for all reasons detailed 

above, it has been decided not to implement a computer vision based interface in the design.  

5.3. Leap Motion 

5.3.1. Product Overview 
The Leap Motion controller is a small USB, 

designed for contactless interaction with 

computers. Using two monochromatic IR 

cameras and three infrared LEDs, the device 

observes a roughly hemispherical area, to a 

distance of about 1 meter. The LEDs generate a 

3D pattern of dots of IR light and the cameras 

generate almost 300 frames per second of 

reflected data, which is then sent through a 

USB cable to the host computer, where it is 

analysed by the Leap Motion controller 

software (26). 

The Leap Motion device provides some interesting capabilities, such as contactless control 

and hand gesture extraction. It provides some libraries with many examples. Manuals and 

tutorials are provided by the company to encourage the developers to use their product.  

 

Figure 5.8: Leap Motion application (Gondane, 2014) 

5.3.2. Leap Motion Performance 
Several tests were carried out with a Leap Motion controlling synthesizer’s parameters 

using the software Processing. The leap motion data was mapped to different synthesizer’s 

parameters, such as modulation index, volume and filter cut-off frequency. 

Figure 5.7: Leap Motion (Schilling, 2013) 
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Advantages 

When programming with Leap Motion it returns many parameters than can be easily 

processed. Some of the parameter returned are: the number of hands detected, hand’s height, 

the number of fingers, hand’s pitch, roll and yaw among 

others.  

It has a fast response and it is easy to use while 

programming. Leap motion’s company also provides 

numerous libraries for different programming languages 

and platforms and supports different OS as windows, 

Mac OS and Linux.  

Disadvantages 

The device presents some jitter in the detection of some 

parameters, especially the finger’s position. The precision 

of the measure closely depends on the hand’s inclination 

respect the leap motion. When the pitch or roll angle is higher than 45º (approximately) the 

finger detection starts to fail, changing the number and position of the detected fingers greatly 

in shorts amounts of time.  

Ambience light can affect the Leap Motion IR sensors, adding an additional error source, 

perceived as a jittering in the parameters. 

Yet this limitation is somehow usual in computer vision based devices, it may become a 

major problem depending on the field. In musical control applications, a robust and reliable 

control is required to avoid glitches or abrupt changes in the sound. This can only be assured 

when the device is kept in a close distance and with little roll and pitch angles from the Leap 

Motion’s surface.  

Another drawback is that as a relatively new product, the drivers’ documentation and 

libraries for specific languages or programming environments are not yet developed, limiting 

the usage of some software tools.  Thus, it has been decided not to include it in the design.  

 

5.4. MIDI Glove 

5.4.1. Introduction 
A classical and less cutting-edge approach to design an interface would be to extract gestures 

directly placing sensors in the performer, in this particular case in the hand. A glove is less 

attractive and comfortable that the previously presented interfaces. Although modern trends 

in non-standard interfaces are focused on non-invading sensing and camera interaction, this 

approach has several advantages in front the remote sensing proceedings.  

 

Figure 5.9: Pitch, roll and yaw in a 
three dimensional space 
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Similar technologies like Gary Grime’s Digital 

Entry Globe (Figure 5.10) were developed and 

implemented during the 80s and the 90s (24). 

However, present technology can greatly 

improve them in both commodity and 

performance. Sensor’s miniaturization, battery 

technology and wireless communications 

expand the possibilities of direct sensing in 

front of older implementations.  

A glove provides several advantages in front 

of other direct sensing platforms (e.g. using 

phone’s accelerometers). While other platforms 

only sense the position, a glove can also monitor each finger position independently, greatly 

expanding the amount of gathered data. It also fits in the performer’s hand, with little 

limitation of its mobility.  

5.4.2. Material 
 Arduino nano has been chosen (27)as a microcontroller platform. As discussed in 5.1.2, 

this platform presents several advantages and only few and minor disadvantages. Arduino 

nano is basically the Arduino uno board with reduced size. Its features are the same, with 

the exception of the reduced size and the removal of some over-voltage protections (21).  

 To monitor the position of the fingers, specifically the finger bending, five flex sensors are 

included. These sensors are variable resistors, which resistance depends on the curve 

presented by the sensor’s surface (27). 

 Triple Axis accelerometer ADXL345 has been selected to monitor the glove position and 

acceleration. With the three axes it is possible to obtain the position, movement and 

orientation of the hand. One of the main features of this accelerometer is that provides I2C 

interface to simplify the communication and avoid interference (28). 

 A HC-06 bluetooth module can also be added to avoid the necessity of wire between the 

synthesizer and the glove (29). If the Bluetooth module is implemented a battery is also 

needed.  

 A LC-2S250B2 Lipo Battery to power the device is also included. This model has been 

chosen due to tis low weight (16g). It has 250mAh capacity and 7.4V output, which is 

within the arduino voltage regulator range.  

 To improve the aesthetics of the device, KAA-3528RGBS RGB LEDs are also included to 

provide a position dependant-light. These anode-common RGB LEDs have low-profile and 

low-power consumption, ideal for battery powered applications. 

 To drive the RGB LED’s the 2N7002P N-channel MOSFET has been selected. This transistor 

provides low power dissipation, and can drive up to 18 LEDs (assuming the LED’s If  has its  

typical) (30). 

 Figure 5.10: Gary Grime’s Digital Entry Glove, 
designed in 1983 (Premaratne, 2014) 
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5.4.3. Schematic 
The glove’s proposed schematic is shown in Figure 5.11. The variable resistors, stated as Zn are 

the flex sensors. The measure of the sensor’s resistance is carried out with a simple voltage 

divider in each flex sensor, representing the analogic inputs of the Arduino Board. 

All power and ground connections are not shown in the design, but all elements are powered a 

constant voltage of 5V, provided by Arduino‘s linear voltage regulator. The input of the linear 

voltage regulator is the output of the Lipo battery. 

The transistors are added to control many LEDs at a time. The quantity of LEDs is limited to 

the battery cycle and to the physical space in the glove. The weight of the LED’s and the 

transistors is negligible. 

 

 

Figure 5.11: MIDI Glove Schematic 

Resistor values 

Although they are not display in the schematic, resistors are needed to limit the RGB LED 

current, placed between the LED and the MOSFET. According to the RGB LED datasheet, with 

the intensity typical If = 20mA the voltages dissipated by the diodes are: VR=2V, VG= VB=3.3V. 

Then the resistor values can be calculated as follows, 

     
      

    
          (           (5.1) 

   
    

    
      (                 )  (5.2) 
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The flex’s sensor voltage divider resistor values are the same than the sensor’s nominal 

value, 10KΩ. As the input impedance for Arduino’s analogic channels is around 100MΩ (21), an 

impedance buffer is not needed.  

5.4.4. MIDI compatibility  
The designed HDI needs a protocol to communicate with the instrument. The MIDI (Musical 

Interface for Digital Instruments) protocol is a standard for musical communication between 

digital devices, widely used and implemented in many applications. This protocol can be 

implemented in a plug-and-play device, simplifying greatly its usability at the same time that 

the necessity of driver’s is avoided. 

5.4.5. Evaluation 

Advantages 

 Immunity to light conditions 

 Complete connection between device and gesture  

 No blind spots 

 Low computational costs 

Disadvantages 

 Invasive sensing 

 Necessity of wires or battery 

The performance of the device can be limited by its comfort. The glove should be light to 

permit the user move the hand freely. An example of this can be found in the resistance 

presented by the flex sensors. Another limitation could be the device weight. Although all 

components used are light, depending on the user it can still be a problem.  

This interface has not been implemented yet, remaining as one of future work lines.  
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6. Software Development 
During the project’s development different languages and software development tools were 

used. Mainly four different software tools have been used: Matlab, Processing, OpenCV (C++) 

and Pure Data. In this chapter, all the software development will be explained and discussed.  

6.1. Matlab 

6.1.1. FM Synthesizer Model 
The first program carried out in the project was a model of a four-operator FM synthesizer 

using Matlab. The aim of this implementation was to experiment with FM synthesis and to find 

out the best way to implement the FM synthesis’ equation in digital audio processing. As 

Matlab is a high-level language with extensive support and an active community, it was the 

perfect to start the development from scratch. 

In order to provide a friendly and easy-to-use interface a GUI was designed using the 

Matlab’s built-in Guide (i.e. the graphic user interface development environment). An 

independent control for each parameter is included using this simple and easy to use 

development environment.  

 

Synthesizer Architecture 

The implemented synthesizer is a four-operator synthesizer 

connected in a stack as shown in the Figure 6.1. Each 

operator includes an oscillator with four waveforms (sine, 

triangle, square and sawtooth) and an ADSR envelope. The 

source code is separated in four different parts:  Refresh.m, 

Sound.m, Synth.m and Envelope.m. Each block has the 

following parameters: 

Oscillator Parameters: Waveform, phase, octave and 

volume 

 Envelope Parameters: Attack, decay, sustain, release, attack 

slope, decay slope, release slope. 

Graphic User Interface 

The graphic user interface shown in Figure 6.1 implements control for every parameter in the 

synthesizer. It represents the selected waveforms and envelopes for each oscillator. Finally, it 

also displays two representations of the signal, one temporal and the other spectral. 

When the user changes any control in the GUI another process is called to redraw the 

waveforms. If an oscillator parameter is changed the Refresh.m script is called, otherwise the 

envelope.m script will be executed. The GUI source code is stored in Synth.m. 

Figure 6.1: 4-Operator FM Synthesizer 
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Figure 6.2: 4-Operator FM Synthesizer Model 

 

Refresh 

Refresh gets all oscillators’ parameters and processes the FM equations with small-time 

vectors for displaying purposes. Once all equations (without taking into account the envelope) 

both spectral and temporal graphic representations are actualized. Refresh is executed every 

time a parameter is changed.  

Envelope 

Envelope works very similarly to the Refresh script, but modifies the envelope’s graphical 

representation. It also calculates and stores the global envelopes, used afterwards in the 

calculation of the final sound vector. In the piece of code shown in Figure 6.3  the attack 

segment of the third operator’s envelope is generated. Tmax corresponds to the vector’s 

length (according to the time in seconds) and fs to the sampling rate. After each envelope’s 

segment is calculated separately, they all are joined to create the final envelope vector. 

%%%%%%%Attack Segment Calculation%%%%%% 
m = 1/ (fs*attack3*Tmax);%ramp's increment 
vector = 0:m:1; %vector with the ramp's length and increment 
k=Exp^(2*slope_attack3-1); %calculating the exponent 
envelope3_attack=vector.^k; %converts the ramp to exponential 

 
Figure 6.3: Envelope’s attack segment calculation code 
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Sound 

The Sound.m script is executed when the play button is pressed. This script gets all 

parameter’s information, calculates each waveform vector and multiplies it by its temporal 

envelope. It starts calculating the operator-4 sound vector, afterwards calculates the operator 

3 vector being modulated by the operator 4 vector and so on. In the Figure 6.4, it is possible to 

observe the piece of code that generates the vector wave2, which corresponds to the signal 

generated by the operator 2 (operator B in the Figure 6.1). 

 
  

switch wave_select2     
    case 1 
       wave2 = sin(freq_in*oct2*2.*pi.*t + B3*wave3 + phase2); 
    case 2        
       wave2 = sawtooth(freq_in*oct2*2.*pi.*t + B3*wave3+ phase2, 0.5 ); 
    case 3 
       wave2 = sawtooth(freq_in*oct2*2.*pi.*t + B3*wave3 + phase2); 

  
    otherwise 
       wave2 = square(freq_in*oct2*2.*pi.*t + B3*wave3 +  phase2); 
end; 
wave2=wave2.*envelope2; 

 

Figure 6.4: Oscillator’s sound generating code  

 

The parameter t is the time vector, B3 corresponds to the modulation index of the previous 

operator 3 and oct2 is the oscillator’s octave. The envelope2 variable is a vector containing the 

envelope of the operator 2.  It can be noticed that this algorithm uses the frequency 

modulation originally formulated by J.M. Chowning (7). After all operators waveforms are 

calculated, the wave generated by the first operator is reproduced.  

6.1.2. FM Synthesizer using Real-time Audio Processor 
The previously presented synthesizer did not generate the sound in real time, but calculates a 

sound vector and then plays it. The next step in the synthesizer development is to implement a 

FM synthesizer in real-time. 

To generate the sound the Real-Time Audio Processor tool was used (31). This tool provides 

a framework in which specifically generated audio objects can sound in real time.  A simple 

synthesizer was implemented with this tool, consisting in only two simple sine wave oscillators 

connected in a stack. There are only three parameters to control the sound: frequency, 

modulation and samples.   

A specific sine oscillator object was created. It has a method called step, which consists in 

calculating a small vector with length defined by the Samples control. If the output of one sine 

object was added to the frequency control of other sine object, a FM modulation is obtained.  

Despite the simplicity of this model, Matlab’s limitations became obvious in real-time audio 

processing. It is complicated and unpractical to generate and modify sounds in real-time with 

many different parameters. If the number of samples is not properly set the data throughput is 

not enough to maintain an audio signal, resulting in constant cuts and glitches.  Even though if 

the parameter is set properly, the throughput is barely enough to maintain a fluid audio signal, 
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and some audio samples are missed from time to time, resulting in undesired audio effects. 

The only way to use Matlab as a real-time platform is to have enormous amount of 

computational power available.  

Real-time Audio Processing is a great tool to use Matlab in real time, but Matlab itself is 

built in a way that difficult the real-time signal processing, as many others interpreted 

languages. Compiled languages, such as C++, are much more efficient in this kind of 

operations. Thus, Matlab as a real-time audio engine was discarded.  

 

Figure 6.5: Real-time modulation Matlab object 

6.1.3. Granular Synthesis Model 
Several authors have explored granular synthesis and some implementations have been 

proposed in the past years with different models are implemented in various programming 

languages. In this section, a granular synthesis model using Matlab will be discussed.  

Granulation is Matlab script that implements granular synthesis (32): it generates an audio 

output depending on some input parameters, such as max and min grain size, number of 

grains per channel and the number of channels. The grains are filled with random fragments of 

an input audio file, specified during the execution of the script. Despite its simplicity, it 

provides a starting point to implement more advanced granular synthesis models. Figure 6.6 

displays an excerpt of the granulation script.  

6.1.4. ICA-Based Granular Synthesis 
The FastICA is a Matlab package that implements a computational efficient version of the 

independent component analysis method (33).  Using this package alongside with the 

previously presented granulation, an ICA-based granular synthesizer has been implemented in 

a Matlab script.  

This script generates a granular synthesis mix using the granulation script. Right after, the 

generated sound is processed using the FastICA package. Both granulation and ICA-based 

outputs are saved into different audio files to compare the results.  Figure 6.7 shows an 

excerpt of the script’s code where the ICA algorithm is applied. 
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Figure 6.6: Granulation script excerpt 

 

 

 

 

 

grainLength = round((maxL-minL)*rand(1,numEvents))+minL; 
% produces 'numEvents' grain lengths % 'numEvents' number of random 

numbers between 0 and 1 get multiplied % 'maxL' minus 'minL', the 

decimal is rounded off and 'minL' is added. 
 

initOUT = sort(ceil((numSamplesOUT - maxL)*rand(1,numEvents)));% % 

init out grain the onset sample numbers in outsound create 

'numEvents' onset sample points pseudo-random between 1 and 

('numSamplesOUT' - 'maxL')sort them from smallest to largest. The 

onset sample numbers in the output file 'outsound' 
 

endOUT = initOUT+grainLength-1; 
% the sample number in the output file at which the grain is 

terminated this being at 'grainLength'-1 number of samples after the 

onset time 'initOUT'. 
 

amplitudes = rand(1,numEvents);% generate 'numEvents' random 

amplitudes 

 

% the synthesis 'engine'. Call the grainLn function 'numEvents' 

times. The length of initIN = the length of initOUT. 
for k = 1:numEvents,  

     %% input stage 
     grain = grainLn(insig,initIN(k),grainLength(k),fade);  

% create 'numEvents' grains with 'initIN' onset sample points. 

% there are 'numEvents' grain lengths. Pass the value  

% entered by the user to the tukeywin function. 

      
   %% output stage   
     outsound(initOUT(k):endOUT(k)) = 

 outsound(initOUT(k):endOUT(k))+amplitudes(k)*grain; 
  % add 'numEvents' amplitudes pseudo-random between 0 and 1  

  % multiplied by each grain to the vector of zeros 'outsound'.. The 

  % choice regarding 'initOUT' determines the onset sample points in  

  % the output file which is 'outsound' samples long. 
  % Each grain is endOUT - initOUT samples long.   
 end 
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Figure 6.7: ICA-based granular synthesis Matlab script excerpt 

Results 

When both output files are compared, it is possible to hear the difference between them. In 

the raw granulation output, a background noise shadows the effect of the grains, which 

implies obtaining a noise-like sound. On the contrary, in the ICA-based output it is possible to 

hear how the background noise is reduced, resulting in a clearer appreciation of the grains. 

These grains can be noticed as short clicks, with the pitch of the filling waveform.  

As the Gaussian white noise presents a flat spectrum, maximizing the non-gaussianity of the 

wave with the ICA method results in a more rugged spectrum. Figure 6.8 shows the resulting 

spectrums of a test using the ICA-based granular synthesis of both outputs. It can be noticed, 

especially in frequencies below 1000Hz, that the spectrum’s amplitude presented by the ICA-

based granular synthesis varies substantially more than the regular granular synthesis.  

 

for i=1:no_of_it,   % number of iterations 
 % For channel no.1... 
 channel1_=[]; 
 [channel1_,A1, W1] = fastica (channel1, 'numOfIC', 1,  

'maxNumIterations',                                          

 maxNuMIt, 'epsilon', epsilon(i)); 
 %store mixing coefficients dynamics 
 W1_= [W1_; W1]; 
 %normalization 
 normalise1 = max(abs(channel1_')); 
 channel1_= channel1_/(normalise1*2); 

 
 % For channel no.2... 
 channel2_=[]; 
 %For FAST_ICA 
 [channel2_,A2, W2] = fastica (channel2, 'numOfIC', 1,'maxNumIterations', 

 maxNuMIt, 'epsilon', epsilon(i)); 

 
 %store mixing coefficients dynamics 
 W2_= [W2_; W2]; 
 %normalization 
 normalise2 = max(abs(channel2_')); 
 channel2_= channel2_/(normalise2*2); 

 
 % Concat SCREENS... 
 Frankenstein = cat(1,Frankenstein,cell2mat({channel1_',channel2_'})); 
end 
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Figure 6.8: Granular synthesis and ICA-based granular synthesis spectrums 

6.2. Processing 
Another software tool used during the development of this project 

was Processing. Processing is a programming language, 

development environment, and online community. Since 2001, 

Processing has promoted software literacy within the visual arts 

and visual literacy within technology. Initially created to serve as a 

software sketchbook and to teach computer programming 

fundamentals within a visual context, Processing evolved into a 

development tool for professionals (34) (35).  

Processing includes an audio library called Minim (36). This 

library provides many audio tools, including some blocks used in audio synthesis. Some of 

these useful components are: wave-selectable oscillators, filters, ADSR envelopes among 

others. 

 

Figure 6.10:qwerty_synth block diagram 

Figure 6.9: Processing logo 
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6.2.1. FM Synthesizer 
The first step was to implement a simple two oscillator FM synthesizer. As additional feature, a 

vibrato oscillator was also included, providing AM modulation to the carrier. This model was 

named Qwerty-Synth. 

To control the modulation indexes the mouse X-Y position is captured. The horizontal value 

is mapped to the AM modulation while the vertical position corresponds to the FM 

modulation. The computer keyboard was used as an emulator of a piano keyboard, to properly 

control to properly control the frequency. The sketch is named after its frequency control as 

qwerty_synth. Other parameters such as oscillator’s octave and wave are also selected with 

the keyboard. 

The qwerty_synth graphic user interface (Figure 6.11) displays the current parameters at 

the top left corner. The instructions for operate the software are displayed in the middle of the 

screen and below the resulting waveform’s temporal representation.  

In the following code excerpt of Figure 6.12,  it is possible to observe the oscillator 

generation and connection.  Oscil is a minim library built-in oscillator object that continuously 

generates an audio signal with the specified amplitude, frequency and waveform. The patch 

method is used to link an audio object output to the input of another one, i.e  

Vibrato.patch(carrier.amplitude) connects the Vibrato object output to the amplitude’s value 

of the carrier  object. 

 

 

Figure 6.11: qwerty_synth graphic user interface 



78 
 

 

 

Figure 6.12: Oscillators generation and connection code 

6.2.2. Qwerty Synth with Leap Motion 
In the previous design the control of both AM and FM modulations was done with the position 

of the computer’s mouse. This is unpractical and lacks the most basic elements of a music 

interface. Thus a non-standard interface was added to control some parameters: the Leap 

Motion controller.  One of the Processing’s main advantages is the wide variety of libraries 

available, including a Leap Motion’s library.  

 

Figure 6.13: Leap Motion Synth block diagram 

 

In order to expand the previously proposed synthesizer a low pass filter is added in the 

previous design. Leap Motion’s extracted parameters are mapped to the various components, 

as shown in Figure 6.13. It is possible to observe that two different interfaces are detailed in 

the block diagram, the Leap Motion and the computer keyboard. While second one controls 

the note being played, the first one controls the following global volume, the filter cut-off 

frequency and the FM and AM modulation indexes. In the Figure 6.14 the yaw, pitch and roll 

// Create the oscillators 

  Vibrato = new Oscil( 12, 0.8, Waves.SINE );  

//the frequency of the AM modulator is set to 12Hz to produce a Vibrato 

effect 

  carrier = new Oscil( 0, 0.8, Waves.SINE );  

//frequency and amplitude parameters are changed later 

  Modulation = new Oscil(0, 0.8, Waves.SINE);  

//frequency and amplitude parameters are changed later 

 

  Vibrato.offset.setLastValue(1); //default value of amplitude 1 

 

//Map the oscillators 

  Vibrato.patch(carrier.amplitude); // map the Vibrato output to the 

amplitude 

  Modulation.patch( carrier.frequency); //map the modulation output to the 

frequency 

  carrier.patch( out ); //map carrier to the output 
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parameters are displayed referenced to a surface. Leap motion’s parameters are mapped to 

the previously stated synthesizer controls as follow: 

 Height→ Global  Volume 

 Pitch→ FM  Modulation Index 

 Roll → AM Modulation Index 

 Fingers position standard deviation → Filter cut-off frequency 

 

Figure 6.14: Yaw, pitch and roll referenced to a surface (Steven Sinofsky, 2012) 

Processing’s Leap Motion is easy to use, bringing the possibility of fast and simple 

development with this device. In the following code excerpt, the capture of Leap Motion’s 

parameters is shown:  

 

 

Figure 6.15: Leap Motion's parameters capture code 

 

 

  int fps = leap.getFrameRate(); 

  // HANDS 

  for (Hand hand : leap.getHands ()) { 

    hand.draw(); 

    PVector hand_position    = hand.getPosition(); 

       hand_roll        = hand.getRoll(); 

       hand_pitch       = hand.getPitch(); 

       hand_yaw         = hand.getYaw(); 

   

    // FINGERS 

    for (Finger finger : hand.getFingers ()) { 

      finger.draw(); 

      PVector finger_position   = finger.getPosition(); 

      xfingers[i] = finger_position.x; 

      yfingers[i] = finger_position.y; 

      zfingers[i] = finger_position.z; 

      i++; 

    } 

} 
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6.2.3. MIDI Keyboard  
Processing also has a library to control MIDI 

devices named The MidiBus (37). This library 

provides a quick and simple way to access and 

interact with MIDI resources. It provides a quick 

and simple way to access and interact with 

installed MIDI system resources. The MidiBus is 

aimed primarily at real-time MIDI applications. 

The focus is on strong MIDI I/O capabilities and 

keeping frills to a minimum. 

With this library it is possible to use a MIDI 

keyboard as a note input, providing a much 

better interface that the computer keyboard used in the previous designs. The used MIDI 

keyboard was the M-Audio Oxygen 25 USB MIDI controller (38), shown in Figure 6.17.  

Processing’s MIDI protocol implementation 

uses two different messages to control the 

pitch, noteOn and noteOff. Both messages have 

different fields indicating the selected key and 

velocity among others MIDI parameters.   The 

on message is sent when a key is pressed, while 

the off is sent when a key has been released. 

The protocol’s event-based architecture 

encourages the addition of a key-triggered 

ADSR envelop, improving the previously 

presented design as shown in the Figure 6.18.  

 

Figure 6.18: MIDI Keyboard Synthesizer block diagram 

Figure 6.16: The Midi Bus logo (S. Smith, 2013) 

Figure 6.17: M-Audio Oxygen 25 MIDI keyboard 
(M-Audio Official, 2015) 
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The ADSR envelope is included in the minim library and it has to be specified during the 

setup. All parameters can be modified during the program’s execution. The following code 

excerpt shows the ADSR envelope declaration: 

 
Figure 6.19: ADSR envelope declaration 

With the provided key-triggered events it is possible to manage easily the key pressed and 

key released events described in the section 4.1.2. The code excerpt shown in Figure 6.20 

shows the MIDI library routines for key handling.  When a new note is received the NoteOn 

flag is set to true, calculating the frequency that corresponds to the MIDI’s pitch codification. 

Although, when a key released event is received, if the key matches with the current pitch, the 

NoteOff flag is set to true, starting the envelope’s release segment.  

 

Figure 6.20: The MidiBus' key events routines 

6.2.4. Processing Possibilities and Limitations 
Processing provides simple and useful development environment, including many simple and 

ready-to-use functionalities and libraries for specific platforms and devices. One of its main 

strengths lies on the facility to generate GUI and connect devices. Unlike Matlab, it is designed 

for real-time execution, supplying tools to operate in this mode.  

However, it has several limitations especially regarding audio processing. Its audio library, 

Minim, presents some important disadvantages; for instance, there is almost no 

documentation explaining how to implement new components. The Minim library also 

presents some bugs in the ADSR object: if a key pressed event is sent before the previous 

release segment finishes the ADSR object crashes. As in section 4.1.2 the lack of this essential 

feature makes it non-suitable for keyboard-based synthesizers. 

 Latency is also a major problem in the design. When using a MIDI keyboard it is possible to 

notice a delay between the key pressed and the sound event. Processing audio and MIDI 

libraries provide little room for improving its efficiency, making its high latency an inherent 

platform problem.  

//(max Amplitude, attack Time, decay Time, sustain level, release time) 

adsr = new ADSR( 1, 0.1, 0.05, 0.7, 0.05, 0.0, 0.0 ); 

void noteOn(int channel, int pitch, int inputVelocity, long timestamp,   

String bus_name) { 

  NoteOn=true; 

  PitchOn = pitch-57; 

  velocity = (float)inputVelocity/127; 

  frequency=220.0*pow(2, (float)PitchOn/12); 

} 

 

void noteOff(int channel, int pitch, int inputVelocity, long timestamp, 

String bus_name) { 

  PitchOff=pitch-57; 

  if (PitchOn==PitchOff) { 

    NoteOff=true; 

  } 

} 
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Processing is based on Java, with all its advantages and drawbacks. Java is meant to be a 

platform-independent language, usually running in a virtual machine. The usage of a virtual 

machine usually requires more computational power than some compiled languages. If used in 

a desktop computer it may not be a problem, but when implemented in embedded systems 

with limited computational power (see section 7.2), it can be a major issue    

6.3. OpenCV and BGS 

6.3.1. Background Subtraction and OpenCV 
The proposed interface based (see 5.3.2) was been implemented using the Background 

Subtraction Library, also referred as BGSLibrary (39). This library expands the possibilities 

provided by OpenCV (40) by implementing some specific functions.  

OpenCV (Open Source Computer Vision Library) is an open source computer vision and 

machine learning software library. OpenCV was built to provide a common infrastructure for 

computer vision applications and to accelerate the use of machine perception in the 

commercial products. The BGSLibrary provides an easy-to-use C++ framework based on 

OpenCV to perform background subtraction (BGS) in videos. Currently the library offers 37 BGS 

algorithms.  

6.3.2. Implementation 
In order to implement a proximity detector with the BGSLibrary, as explained in 5.2.4, a 

continuous data acquisition is needed, therefore a while loop is used. Immediately after each 

capture, the frame is downsized to 50% of its original size. Then the BGS process is applied. 

Once the algorithm has determined the foreground mask, all non-background pixels are 

counted. Finally, the proximity is calculated as a percentage of the foreground pixels respect 

the frame size and the value is written on the output pipe. In the Figure 6.21 an excerpt of the 

code is shown. 

 

Figure 6.21:  Proximity camera based sensor code excerpt 

  while(key != 'q') 

  { 

 frame_aux = cvQueryFrame(capture); //Capture a new frame 

    if(!frame_aux) break; 

    cvResize(frame_aux, frame); //Downsize the frame 

    cv::Mat img_input(frame); 

    cv::Mat img_mask; 

    cv::Mat img_bkgmodel; 

 

    //Background Subtractino process 

    bgs->process(img_input, img_mask, img_bkgmodel); 

 

  

    //Count the number of foreground pixels 

    int ZeroPixels = countNonZero(img_mask); 

    data = ZeroPixels;     

 float proximity = (float)data/frameSize; 

 

 //Write data to the output pipe 

    ret=write(channel, &proximity, sizeof(float)); 

    key = cvWaitKey(33); 

  } 



83 
 

 In this particular case, the correct discrimination of the background is not critical, although 

the choice of the BGS algorithm has relatively little impact on the result. The proximity value 

obtained is a float from 0 to 1 and needs to be sent to the synthesizer. 

 

6.3.3. OpenCV and Pure Data Communication 
Once the proximity value is obtained, a communication channel between the BGS based 

sensor and the synthesizer needs to be opened. A simple synthesizer model using Pure Data 

was implemented to test the interface possibilities. This leads to the necessity of implement a 

process communication between Pure Data and the interface software.  

The first approach taken to integrate both programs was to use a classic UNIX pipe. During 

the creation of an external object in PD the BGS software was also started, using the fork() and 

execl() instructions. The communication was meant to be done with a pipe(),opened before 

the duplication of the parent process. The BGS process was started successfully, but during the 

setup an error occurred in OpenCV’s core (null pointer exception), terminating the son 

process.   

Further tests were driven to determine if it was possible to solve this problem using a 

bridge program. In the setup of the Pure Data’s external object, a program named 

Communications was executed, and then, with another sequence of fork and exec, the BGS 

program was called. Unfortunately the same core error in OpenCV appeared. 

 

Figure 6.22: Process communication using pipes 

Server-Client architecture 

To solve this problem a different approach was taken, using server-client architecture to 

isolate both programs. The idea was to implement a client into a PD object, making requests to 

a local server, which sends the data obtained in the BGS analysis.  
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Figure 6.23: Communication between Pure Data and BGS software with client-server architecture 

To avoid a block in the BGS software due to an unattended socket, the server program was 

implemented in separate program. Therefore, during the setup of the BGS program a server 

process is created. The main BGS process writes data to a pipe, and the server reads the data 

from the pipe and sends it to the PD client when a request is done.  

This approach, while more CPU costly, is more scalable and better suited for portability and 

further improvements of the program. In future versions it is possible to implement different 

modules for each purpose, creating a cluster; for example, an embedded computer executing 

the BGS algorithm and the server and another embedded computer running PD and reading 

the data from the BGS server.  

Both port and IP are hardcoded in the software. Since there is not the necessity to use 

different ports or IP at the moment it is the best solution, while making it possible to run it in 

different devices by minor modifications in the code. 

6.3.4. Background Subtraction Performance 
The simple BGS software implemented served as an introduction to the computer vision based 

interfaces. Its strengths and weaknesses are evaluated, keeping in mind future work and 

possible new applications. 

Background Subtraction Algorithms Robustness 

All 37 background subtraction algorithms were tested several times using different 

environmental conditions. The result was disappointing, only 13 of them were suitable for the 

proposed application, to split the background from a hand placed in front of the camera. The 

foreground’s detection usually had some disadvantages as well, such as confusing the 

foreground object with the background, false positives and noise.  

The background maintenance was usually too fast or too slow. When it was too fast, the 

algorithm assimilated the hand as a part of the background if it was stable only for a few 

seconds. Otherwise, other algorithms that had the contrary effect, when the hand was moved 

around the camera, the algorithm “forgot” how the background was before being hidden by 

the hand, interpreting the position were the hand was as a new object.  

In the Figure 6.24 it is possible to observe the different results achieved with five different 

algorithms using exactly the same environmental conditions. The shown algorithms are, 

named clockwisely, LB Simple Gaussian, Static Frame Difference, Mixture of Gaussians, GMM 
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BKG and Adaptive Mean.  It is possible to observe the difference between them all and the lack 

of robustness and the difficulty to extract features from these segmented masks.  

 

Figure 6.24: Foregrounds masks obtained with different BGSLibrary's algorithms 

 

Background Subtraction Algorithms Efficiency 

A performance test was carried, processing 100 frames for every of the 13 previously chosen 

algorithms. The test was carried out in the Ubuntu 14.04, 32 bits, running on a 2,4GHz Intel 

dual core. All algorithms were tested sequentially, with no other programs running (except the 

OS). 

Algorithm Total time (ms) Time per frame (ms) 

Static Frame Difference 27288,9 272,889 

Mixture Of Gaussian 27266,1 272,661 

Adaptive Selective Background Learning 27251,5 272,515 

DP Adaptive Median 27272,9 272,729 

DP Zivkovic AGMM 27263,2 272,632 

DP Eigen Background 27277 272,77 

LB Simple Gaussian 27248 272,48 

T2FGMM_UV 27248 272,48 

LBFuzzy Gaussian 27309,1 273,091 

LBMixtureOfGaussians 27207,4 272,074 

DP Grimson GMMBGS 27274,8 272,748 

KDE 27268,9 272,689 
Figure 6.25: Execution time test 

As it can be noticed, they all present a frame time around 272ms, resulting in 3,68 frames 

per second (the human ear can perceive differences in sound up to few milliseconds). Thus, 

this actualization rate is not suitable for audio applications. 
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6.4. Pure Data 

6.4.1. Introduction to Pure Data 
Pure Data (PD) is a visual programming language 

developed in the 1990s in order to create an interactive 

computer music and multimedia development platform. 

PD is an open source project with a large developer base 

working on new extensions.  

PD is a data flow programming language oriented to 

real-time audio processing. As with most DSP software, 

there are two primary rates at which data is passed: 

sample (audio) rate, usually at 44100 samples per second, 

and control rate, usually at 1 block per 64 samples. 

Control messages and audio signals generally flow from the top of the screen to the bottom 

between "objects" connected via inlets and outlets. 

PD supports four basic types of text entities: messages, objects, atoms, and comments. 

Atoms are the most basic unit of data in PD, and they consist of a float, a symbol, or a pointer 

to a data structure (in PD, all numbers are stored as 32-bit floats). Messages are composed of 

one or more atoms and provide instructions to objects. A special type of message with null 

content is called a bang is used to initiate events and push data into flow, much like pushing a 

button. 

PD's native objects range from the basic mathematical, logical, and bitwise operators found 

in every programming language to general and specialized audio-rate DSP functions 

(designated by a tilde (~) symbol), such as wavetable oscillators, the Fast Fourier transform 

(fft~), and a range of standard filters. Data can be loaded from file, read in from an audio 

board, MIDI, via Open Sound Control (OSC) through a Firewire, USB, or network connection, or 

generated on the fly, and stored in tables, which can then be read back and used as audio 

signals or control data. 

In this project PD was chosen to implement the final design among others software 

platforms attending the following reasons: 

Simplicity: It is a simple, efficient and powerful language to program interactive musical 

instruments.  

Functionality: Pure data has an embedded digital audio processor (DSP) and many built in 

function, such as oscillators, filters, arithmetic operations and many other signal processing 

functionalities to minimize the effort and to have a solid and stable software base to start 

developing.  

Open Source: Pure Data is open source software, with many versions, variety of extensions 

and a community continuously maintaining and expanding it. There is also a many patch 

examples available online.   

Figure 6.26: Pure Data logo 
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Modularity: It is possible to expand PD's functionality with external objects, improving the 

software with almost anything that can be programmed in C. 

6.4.2. Pure Data Basic Concepts 

Boxes and Messages 

Pure Data is patchable visual programming 

language. This means that it is not 

programmed with code lines, instead of that 

the user connects boxes to generate a 

program, called 

Patch 

Patches are the equivalent of a program or 

script in a standard programming language. 

In a patch, many objects that compute 

equations and generate sound signal can 

be included, among other possibilities. Figure 6.27 shows a PD patch implementing a FM 

synthesizer.  

Boxes 

Boxes are the minimum expression of PD language. They have inlets and outlets used to 

communicate the object with the rest of the patch. Usually a PD object takes data from the 

inlet, does some calculation and then outputs the result. Inlets are always placed on top of the 

box while outlets are always in the bottom.  

There are passive and active inlets. When data is sent to a passive inlet it is stored, but 

nothing is computed. When data is sent to an active inlet the box executes its functionality, if 

necessary with the stored data from the passive inlets, and then outputs the result.  

There are some boxes that do not have inlets or outlets, because its functionality it's not 

limited to PD, i.e. reading data from an external sensor only has an outlet, while writing in a 

file only has inlets.  

Messages (floats, symbols, lists, signals) 

PD does not use the common data types in C language, instead uses its own data types and 

message systems. All numbers stored in float format.  

Atoms: Atoms are the base of PD's message system. It usually contains a selector and a 

value. In example to send a float it uses the atom “float 0.32”, where “float” is the selector and 

“0.32” is the value. Some atoms have more than one value and some of them have not, 

depending on the functionality of each message. 

Bang: A bang is the only atom that has no value field. It is used to control the execution 

flow. One application could be to increment the value of a counter object when a bang is 

received. 

Floats: All numbers are stored in float format. Integers are truncated floats.  

Figure 6.27: A PD patch 
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Symbol: A symbol is a char array of only one word, i.e. “stop”. It is usually used to call 

object methods. Assuming that there is an object “counter” which has a method named 

“reset”, called when a “rst” symbol is received in its active inlet. If a “rst” symbol is received 

then its “reset” method is called, setting the counter value to 0. 

Lists: As its name indicates, a list is formed by some of the elements above explained. IN 

example the list “32.32 41 reset bang” is composed by two floats, one symbol and a bang.  

Signal: A signal is float data type that is used to compute audio signals. It is sent and 

processed according to the PD's sampling rate. 

Abstractions 

An abstraction is a box that contains a patch inside. Any patch can be called from another 

patch in form of abstraction. If a patch contains inlets and outlets boxes it is possible to call it 

from the parent patch and use it as an object box.  

Subpatch 

A subpatch is an extension of a patch, grouping some objects inside another object. While an 

abstraction is stored in a different patch, a subpatch is only a graphical representation tool, 

hiding objects inside another object.  

Externals 

An external is an object described in other languages (C, C++, python...) that can be called from 

a patch. An external is an object with some standard PD methods (constructor, destructor, DSP 

related methods...) and some specific functionality defined by the user. 

Graph on Parent 

Graph on Parent is a technique that allows an abstraction to show some of its controls and 

objects in the parent canvas, allowing modifying some of its internal parameters from the 

parent canvas. Using the graph on Parent option it is possible to implement objects with a 

simple GUI. 

6.4.3. External Objects’ Architecture 
External objects have to be programed following PD’s message system and specifications. PD is 

built in C and the few information available to program externals is based on C language (41). 

Selector 

Selector is the unique name that every object has. When an object box is placed in a patch, 

PD searches for a compiled object or abstraction identified by the box’s selector. Once the 

object has been found its “setup” routine is executed. When more than one object has the 

same selector it is not guaranteed which one will be instantiated by PD. 

Setup 

In PD setup creates the object, adding the proper methods to the object’s class. After the 

setup is  
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Constructor 

The constructor is usually called after the setup. It initializes all variables in the object data 

space and creates the pertinent inlets and outlets.  

Destructor 

The destructor is called when the patch is closed or when the object box is deleted. It usually 

releases the memory used in the object’s data space. 

DSP Perform 

The DSP perform routine is only added in the objects that process audio. This routine is called 

according to the sampling frequency and within it is where all the DSP calculations are done. 

Other Methods 

The user can program its own methods, called periodically or when a specific event occurs. 

6.4.4.  ADSR Envelope Generator External 
Along oscillators, envelope generators are one of the main parts of classical sound synthesis. 

Envelopes give the possibility of creating time-dependent timbres and spectra, like most 

acoustic instruments. The goal of implementing an ADSR envelope as a PD external was to 

achieve an easy to use ADSR envelope and to learn how PD external objects are programmed. 

The ADSR external object generates an envelope according to its input parameters. It has 

mainly three methods: start, stop and perform. It also has six inputs, one for each envelope’s 

parameter in addition to on/off inlet: 

 Attack (ms) 

 Decay (ms) 

 Sustain level 

 Release(ms) 

 Slope 

 On/Off 

States 

Each envelope’s segment is codified with a state variable, identifying the current state. When a 

key is pressed it changes to attack, then to decay and finally it stays in sustain. When the key is 

released then it changes to release and finally to the idle state.  

Key Events 

The start method is called when the key pressed message is received.  Then the ADSR envelope 

external changes its state to attack, calculating the value that has to be added or subtracted 

each DSP cycle. The stop method changes the current state of the envelope to Release.   

On the contrary, when a key released message is received, the state changes the release, 

regardless on the previous state. The calculation to obtain the value to subtract every DSP 

cycle is calculated as well during the key released event. 
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On/Off 

It is possible turn off the envelope generator with its On/Off inlet. If the envelope is 

deactivated it will output always 1. This method is intended to save the maximum amount of 

CPU time while the envelope is not used.  

Perform Routine 

Perform routine checks the current state and then performs the correspondent action. In 

attack generates a ramp from the last value (usually 0) to 1. During the decay creates a 

decreasing ramp from 1 to the sustain level. During the sustain level only stays at a constant 

sustain level. During the release it generates a ramp from the sustain level to 0. After the ramp 

is generated is modified by the slope to achieve non-linear envelopes and adjusted to the 

desired values, taking into account envelope’s initial value. 

6.4.5. Wavetable Oscillator External 
Oscillators are the base of many sound synthesis techniques such as additive, subtractive and 

FM synthesis among others. The most used oscillator waveforms are sine, triangle, square, 

sawtooth and noise. Different types of noise are usually added, such as Gaussian and pink 

noise are commonly added. 

Oscillators in PD 

During the project's early stages the necessity of an oscillator with selectable waveform was 

detected. Some oscillator abstractions were designed using PD, with selectable waveforms, 

frequency and some other features such as feedback and phase.  

Pure data has some specific built-in oscillator objects, i.e. sine (osc~) and sawtooth 

(phasor~). Other waveforms can be easily obtained applying simple arithmetic to a sawtooth 

oscillator such as triangle and square waveforms. However, there is no built-in oscillator with 

selectable waveform in PD. 

Simple Oscillator Abstraction 

A very simple oscillators with only the basic functions (sine, triangle, square, sawtooth and 

white noise) five different oscillators were running at the same time, selecting the desired 

waveform with a multiplexor. Due to PD's architecture, a different object for each waveform 

was needed, selecting the desired signal afterwards. This was highly inefficient, because for a 

single top-level selectable oscillator, PD was running in background five different oscillators, 

one for each selectable function, increasing the CPU time dramatically. In some preliminary 

tests, it was noticed that up to 80% of the CPU consumption of a PD synthesizer was its 

“simple oscillator” abstraction, which included only five waveforms. In order to reduce the 

computational cost a wavetable oscillator as an external using C language.  

Wavetable Oscillator External 

The scope of this wavetable oscillator was to provide the user a variety of different waveforms 

with a low computational cost. To avoid unnecessary calculations the optimal way to 

implement the different waveforms is to use a Direct Digital Synthesizer. In this particular case 

the address ramp is generated externally with the PD built-in function phasor~ and sent into 

the wavetable oscillator external.  



91 
 

Constructor Method 

During the object's construction a setup function for each waveform is called, i.e. SineFunction. 

Each one of these functions has the mathematical expression of the waveform. Using its 

expression, a period of the waveform is calculated and stored in an array. This array is 

allocated into memory and a pointer to the array's first element returned to the constructor, 

which stores it in the object data-space.  

Perform Method 

The perform routine is executed once each period, according the sampling frequency. The first 

step to calculate a new sample is to take the input value of the reference ramp. As the range of 

the ramp is from 0 to 1, this value needs to be converted to a memory position from 0 to n, 

where n is the number of samples minus one. To transform the input values to a memory 

direction the number of samples is multiplied by the input ramp, converting the result to an 

integer value. After obtaining the address the look-up table position is scanned and the value 

sent to output. 

There are some waveforms that can be obtained without using a wavetable, such as 

triangle, square and sawtooth. To obtain them, simple arithmetic operations can be carried 

out to the reference ramp, shown in Figure 6.28.       

  

  

  

Figure 6.28: Triangle, square and sawtooth waveforms generation code 

It is also possible to implement only part of the waveform if there is some kind of 

symmetry. In example, only a quarter of a sine is required if the memory is scanned properly: 

first quarter scanning forward, second quarter scanning backwards, third quarter scanning 

forward and multiplying the sample by -1 and finally the fourth quarter scanning backwards 

and multiplying the sample by -1. Some memory saving or a resolution improvement with the 

same amount of memory can be obtained using this method.  

Wave Table Creation 

During the setup of the object, the wave tables are filled by its initialization routine. These 

tables have length defined by the input variable “samples”. A period of the function is 

calculated and stored in the table. If a wave is symmetrical, i.e. sine wave, it is possible to store 

only a part of the wave.  Once it is filled, a pointer to the first element is returned to the main 

program, where it is stored in a variable. It is possible to add new waveforms by adding a new 

//Triangle Waveform 

if(ramp<0.25) output=ramp*4; 

else if(ramp<0.75) output = 2-ramp*4; 

else output = ramp*4-4; 

//Square Waveform 

if (ramp<0.5) output = -1.0; 

else output= 1.0; 

//Sawtooth Waveform 

output=2*ramp-1; 
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table creation routine with the mathematical expression of the new waveform. Figure 6.29 

display the creation routine for the sine table. 

 

Figure 6.29: Sine wave table creation routine 

Wavetable Oscillator Controls  

In order to offer better control to the generated sounds, some features are included in the 

design of the wavetable oscillator.  

 Phase:  To modify the wave's phase the first step is to convert the desired offset from 

degrees to a numerical value, in this case 0º–360º is expressed from 0 to 1. Then, as the 

reference ramp is from 0 to 1 an offset can be applied to the ramp (correcting the value if 

the result exceeds 1).  

 Activate/Deactivate: In order to reduce the computational cost, an activation/deactivation 

is implemented to turn off the oscillator when it is not used. This simply avoid all 

calculations and, outputting always 0. 

 Feedback: To obtain some distortion-like sounds feedback is a useful resource. In the 

design the feedback is implemented by simply multiplying the last sample of the waveform 

with the feedback gain and then adding it to the reference ramp, correcting the value if 

the result exceeds 1. 

 

 Waveform: Finally, a waveform selector is included to choose among its implemented 

waveforms.  

Wavetable Oscillator Abstraction 

To provide the oscillator an easy to use interface an abstraction to control the external is 

included. This adapts the range of the controls and manages the signal inputs and outputs. 

Finally, it includes all necessary blocks to manage the save/load messages.  

To keep the patch simple and nice-looking the routing of the oscillator is done with another 

abstraction, called “OscillatorRouting~”. This permits the routing of the elements in a 

subpatch, leaving the main patch as a user interface. 

float* SineFunction(int samples){ 

 int index=0; 

 float SineTable[samples], x; 

 /****Sine Function********** 

  *     f(x)=sin(2·pi·x 

  * **************************/ 

  for (index=0; index<samples; index++) { 

    x=(double)index/(4*samples);  

// 0 < x < 0.25, only 1/4 of a sine is required 

    SineTable[index]=sin(2*PI*x); 

  } 

  //allocate the table into memory 

  float *pointer; 

  pointer = malloc(samples*sizeof(float)); 

  memcpy(pointer, SineTable, samples*sizeof(float)); 

  return pointer; 

 } 
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Figure 6.30: Oscillator abstraction 

6.4.6. Pure Data Sound Manager Systems 
An indispensable part of any digital synthesizer is a memory or a database to store all sounds. 

These sounds are in fact a list of parameter values, commonly named presets. During the 

development of this project the necessity of a system to store and load presets was detected. 

PD has no built-in preset manager system, but there are two different common extensions 

developed by the community called Sssad and Ezpst that try to fulfil this lack. Both extensions 

were explored. 

Sssad 

Sssad system is the preset manager most commonly used, but it has some important 

disadvantages. It stores each different sound in a file, requiring the user to enter name and 

path for each parameter set, similar to a text editor open and save menus. In an embedded 

system, which is the scope of this project, this is clearly not useful.  

Ezpst 

Despite its approach is better than 

the previously explored, it is unclear 

and messy. Like all projects written 

in a dataflow language, it is almost 

impossible to understand what 

happens when there is a big untidy 

project. It also presents some code 

errors, resulting in failures in the 

name management. 

Due to the constraints presented by currant available software, a sound manager system 

needs to be implemented.  

Figure 6.31: Ezpst sound manager patch 
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6.4.7. External Sound Manager System for Pure Data  
As explained previously, the available sound manager systems do not fit the necessity of a real-

time and easy to use sound manager system for pure data. Thus, a custom one is 

implemented.  

Identifiers 

PD does not provide a unique identifier for each object in the patch; it simply stores the 

information in a text file with the dimensions, position on the canvas and connections with 

other boxes in the order of creation. Thus, it is no possible to identify each object directly. 

Instead of providing an identifier for each object, PD provides an identifier for each patch 

instantiation. Consequently, each abstraction has a different and unique identifier. The 

identifier of a canvas –i.e. , an integer number- can be obtained using $0 as a float within the 

abstraction or patch. If every parameter that needs to be saved is related somehow to an 

abstraction, it is possible to use that abstraction identifier to identify the object. Thus an 

abstraction with this purpose has been created, named “save”. 

Save Abstraction 

A save abstraction uses its canvas ID to identify a single parameter. To link a specific parameter 

to a save abstraction, the parameter’s name needs to be its creation argument. It has three 

functionalities:  

 Parameter’s Initialization 

 Notify changes in the parameter’s value 

 Load new parameter values 
 

Sound Data Base and Temporal Data Base 

As discussed previously in this document, a specific timbre in a synthesizer can be 

characterized with the parameters values. Thus, loading or storing sounds can be done by 

changing or capturing the synthesizer’s parameters values. 

The Sound Data Base is a two dimensional array. The x contains a list of float values, one for 

each parameter, characterizing a sound. The number of elements in the y dimension 

corresponds to the number of stored sounds. 

The Temporal Data Base is a one dimensional array. It contains the actual values of the 

synthesizer’s parameters. When a sound is loaded, the temporal data base copies the 

corresponding values from the Sound Data Base. When a parameter is changed by the user it 

modifies the value of the temporal data base. Only if the user decides to save the 

modifications, these changes are applied to the Sound Data Base. 

Load and Storing Sounds 

When loading a sound, the Sound Manager broadcasts a message for every parameter with 

two fields: value and identification. The decoder of the save abstraction compares the received 

identification with its own ID; if they do not match the message is ignored. However, if the 

identifiers match, the parameter value is changed with the new one.  
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When the user changes a value in a parameter, a notification comes into the Sound 

Manager, which changes the appropriate field in the Temporal Data Base. If the user decides 

to save the current set, the temporal data base in its sound counterpart. 

 

Figure 6.32: Sound Manager parameter transmission 

ID Hash table 

The identifications received are not guaranteed to hold always the same values. However, it is 

possible to guarantee that the order of initialization would be always the same according to 

the text file generated by PD. To identify each object a simple hash table is implemented (42).  

When a parameter message is received, the hash function determines in which position of 

the temporal database this value has to be stored. The hash function has the parameter’s ID as 

input and the temp data base index as output.  

This function simply scans the ID vector until finding the ID that corresponds to the 

message received. The position of the ID vector is the position in temporal database and the 

sound databases. 

  

Figure 6.33: Sound Manager's hash function 

int HashFunction(t_SoundManagerEngine *x, int input) { 

 int i, result=-1; 

 for (i=0; i<x->InitializedParameters; i++){ 

  if (x->vectorID[i]==input) { 

    result=i; 

    break; 

  } 

 } 

 return result; 

} 
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In addition to the ID vector and the parameters matrix there is a char array matrix 

containing the names for each sound. These names can be changed with the Sound Manager 

abstraction text box.  

Sound Bank File 

In order to store the generated sounds when the program is closed, a text file is used. The 

Sound Data Base Matrix is stored, as well as the sounds names. During the constructor, the 

sound bank file content is read and stored into the name array and to the sound data base 

array. When the destructor is called, all names and values are stored again in the file. The 

name of the file is the creation argument of the Sound Manager Abstraction, allowing the 

utilization of a different file for each patch.  

Figure 6.34 shows an overview of the Sound Manager functionality and Figure 6.35 displays 

the Sound Manager abstraction. 

 

Figure 6.34: Sound Manager operation diagram 

 

Figure 6.35: Sound Manager Abstraction 
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6.4.8. Granular Synthesis Elements 

Granulator External 

In order to implement granular synthesis a grain generator is needed. According to its input 

parameters, grain envelopes are generated. Grain density, grain length, shape and transient 

can be adjusted. Another important parameter is the randomness; it controls the deviation in 

grain time, transient and wait lengths.  

Granulation external is similar to the ADSR external and to the oscillator external. From the 

ADSR externals takes the codifications in segments of the envelope. In this case the segments 

are: attack, sustain, decay and wait. The same wave table technique used in the oscillator 

Gaussian waveform is included to obtain Gaussian waveforms.  A random Gaussian noise table 

is used to provide a Gaussian randomness to the external. 

In Addition to the envelope output, a ramp is also generated. This ramp is used to control a 

sampler. The ramp length is the same that the grain envelope and it is also subjected to 

randomness.  

Sampler Granulator Abstraction 

The sampler granulator is an abstraction that includes a granulator external object and reads 

data from an audio file sample, using the provided ramp to scan a look-up table. This ramp is 

multiplied by a constant that determines the reading rate of the sample. 

Granulation Channel 

As the grain generates only one grain at a time, many of them need to be placed in order to 

obtain granular synthesis effects. As it is not practical to place tens or hundreds of boxes, it is 

done automatically with the Granulation Channel abstraction.  

This abstraction allows the instantiation of a 

variable number of Sampler Granulators at a time, 

defined by its creation argument. In the Figure 

6.36 it is possible to see 15 automatically 

instantiated abstractions using this method. After 

they are instantiated it is possible to use a variable 

number of them by disconnecting them from the 

output. The connection and disconnection of the 

blocks is done automatically by the abstraction, 

consequently the user only has to select the 

amount of grain lines with a knob. It also provides the interface to load audio files to use them 

as a filling waveform for the grains, as seen in Figure 6.37. 

Figure 6.36: Granulator Sampler instantiation 
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Figure 6.38: Reverb GUI 

 

Figure 6.37: Granulation Channel 

6.4.9. Other Abstractions 
To simplify the design other abstractions have also been designed and implemented. As the 

external abstractions, they are designed to provide an easy control over the externals and to 

implement the external’s GUI using the graph-on-parent technique.  

Output Stage 

The output stage implements the master volume and connects the audio to the sound card. It 

also can activate and deactivate all DSP computations.  

Input Stage 

Input stage manages the communication between all input devices. It provides support for 

MIDI based platforms, managing its “note on” and “note off” messages. It also provides the 

firmata support for the arduino-based digital Theremin. Finally, it has some test tones to use 

the synthesizer without any external interface. 

Sequencer 

A 16-step sequencer is implemented. It provides two independent outputs, one to modify the 

pitch, and the other one to modify the velocity. The step time can be adjusted using the rate 

input. The glide knob controls the glide time between two different pitches. The jump time 

knob controls the time that takes to velocity to reach the next level.   

Reverb 

Using the PD built-in function “freeverb” a reverberation effect is 

implemented. This built-in block provides a dual reverberation effect, 

with selectable room size. The abstraction also provides a knob to 

control the signal amount sent to the reverb and the amount left 

unaltered. 

Delay 

A dual delay is implemented using delay lines, which 

store the last four seconds of the generated sound. 

Figure 6.39: Delay GUI 
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Then these lines can be read from any point, according to delay time input. It uses two 

different delay lines, one for left and the other for the right channel. 

Scaled Filter 

A scaled filter abstraction is also added. It uses the “svf~” built-in 

object, which implements a state variable filter. The cutoff 

frequency is calculated according to the cut-off and note pitch 

inputs. It also adds an input to attach an ADSR envelope.  

6.4.10. Integration 
With all presented external objects and abstractions it is possible to create FM, subtractive, 

additive and granular synthesizers quickly. Special care in modularity has been taken, allowing 

the instantiation of many blocks at the same time avoiding names and ID collisions. MIDI 

interfaces are easy to use and connect thanks to the input abstraction. As example of 

integration, a FM synthesizer with a three stack oscillator is presented in Figure 6.41.  

 

 

Figure 6.41: Three-stack FM synthesizer 

  

Figure 6.40: Scaled Filter GUI 
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7. Hardware Implementation 

7.1. Embedded Systems 
This project focuses on the implementation of a real-time electronic instrument. Once the 

instrument has been designed and the software developed, the next stage is to implement a 

prototype, to test its functionality and performance.  

All the design and prototyping has been carried out in a desktop computer, running a Linux 

with Ubuntu 14.04 distribution. Regardless of the developing platform, the final stage of the 

project is to implement a compact and relatively portable musical instrument. This discards the 

possibility of using a desktop computer. 

The optimal hardware implementation is a dedicated hardware based in platforms such as 

FPGA or DSP microprocessors, presenting an excellent performance. However, the 

implementation in such platforms is not trivial and requires a great deal of time and effort.  

Another option is to use embedded computers. Nevertheless their processing capabilities 

and reliability is substantially lower, they provide a better framework for developing and 

prototyping. As they run an operating system, it is possible to develop the software in another 

platform, in example a desktop computer, and once it is completed load to the embedded 

computer with few changes on the design. They also provide better portability.  

Linux is one of the most popular OS in embedded computers. Keeping in mind the use of 

embedded systems all software design –except the Matlab models– have been implemented 

using Linux (Ubuntu 14.04) to enhance its portability to a Linux-based embedded computer. 

7.2. Raspberry Pi 
Raspberry pi is one of the most popular embedded 

system platforms. It is a credit card sized computer 

usually running a Linux operating system. It was originally 

designed to be used in education, with extensive and easy 

to understand documentation. Different Linux 

distributions have been designed specifically for 

raspberry pi. 

It has several advantages, such as easy-to-use GPIO, 

video and audio cards, Ethernet, socket for camera 

extension and several USB connectors. Apart from its 

technical features, one of its strongest points is its large 

online community, with considerable information and open-source code for many 

applications.  

Nevertheless, its main disadvantage is its limited computational power. It uses an obsolete 

technology, with a single-core 700MHz microprocessor and a limited 512Mbytes RAM 

memory.  

Figure 7.1: Raspberry Pi model B+ 
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7.2.1. Raspbian  
The most popular operating system used in Raspberry Pi is 

Raspbian, a Debian-based Linux distribution. It is a ready-to-

use OS, with lots of drivers and software packages pre-

installed. No setup is required and it can be used as any 

desktop computer. 

Its main advantage is the easy setup and its facility, 

requiring little or no knowledge of Linux nor embedded 

systems. However, this user-friendly orientation is a double edged sword: It is a slow operating 

system, not-suitable for CPU demanding applications.  

Raspbian Performance 

As it is a heavy OS (in comparison with the hardware), many processes are executed in 

background, resulting in a poor performance. Only the execution of the OS and its background 

processes consumes around the 30% of the CPU time.  

A simple synthesizer in Pure Data was executed using this distribution, consisting in two 

sine wave oscillators, a variable filter and a low frequency oscillator. With only these few 

blocks, the Raspberry Pi could not maintain the flow of audio data, resulting in continuous cuts 

of the audio signal. The execution of the Raspbian operating system demands a considerable 

amount of CPU time, in detriment of the synthesizer’s application.  

7.2.2. Arch Linux 
Arch Linux is exactly the opposite of Raspbian, a lightweight and 

flexible Linux distribution, with only the very basic features 

installed. The setup is relatively complicated for a non-

experienced user, as it does not have pre-installed graphical 

interface.  

In spite of this relatively complicated setup, it provides much 

better performance. As it has almost no undesired background 

processes. Arch Linux also has an online wiki for support, with very 

detailed manuals and tutorials to setup and manage the OS, but 

some Linux basic concept should be possessed before using this OS.  

Arch Linux Performance 

It is much faster and less CPU-wasting than Raspbian. The OS only consumed barely around 4 

or 5% of the CPU time.  A simple synthesizer in Pure Data was executed using this distribution. 

The results were considerably better as the audio did not stuck and the OS did not freeze.  

A similar test was carried out using Arch Linux. Despite Arch Linux presented a better 

performance than Raspbian, it still presented some important limitations. With the same 

simple Pure Data patch, the CPU consumption was around 60%.  

Figure 7.2: Raspbian logo 

Figure 7.3: Arch Linux logo 
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7.2.3. Possibilities and Limitations 
Raspberry Pi allows the implementation in a simple and fast way of a simple synthesizer. Pure 

Data patches run acceptably well if they are simple and do not demand excessive 

computational power in Arch Linux. It recognizes well USB MIDI devices, providing the 

possibility to integrate the Raspberry in a small and portable synthesizer.  

Nonetheless, its limited computational power is a major constrain. Only simple programs 

can run in this platform. Thus, it is not a proper hardware platform for the implementation of 

the designed synthesizer. 

7.3. Odroid U3 
Odroid U3 is an open-source hardware 

Linux-based embedded computer 

developed by the Korean company 

Hardkernel. It provides almost the same 

features that a desktop computer but with 

a reduced size. Odroid U3 outperforms 

raspberry pi in almost every aspect, as 

shown in Figure 7.5. Regarding its software 

compatibility, Odroid can be used under 

Android, Ubuntu and Arch Linux.  

 
Odroid U3 Raspberry pi B+ 

CPU 4x 1,7 GHz 700MHz 

Architecture ARMv7 ARMv6 

RAM 2GB 512MB 

GPU 4x400MHz 250MHz 

USB hosts 3 4 

Ethernet 10/100 Mbit/s 10/100 Mbit/s 

Size 83x48mm 85.6x56mm 

Price 59$ 35$ 
 

Figure 7.5: Odroid U3 and Raspberry Pi B+ comparission 

Odroid U3 presents much better performance and features than Raspberri Pi, becoming a 

suitable replacement. Its small size and computational power suits perfectly the specifications 

for this real-time digital signal processing application. Hardware implementation with this 

platform remains as a future work line. 

  

Figure 7.4: Odroid U3 
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8. Conclusions 

8.1. Non-Standard Interfaces 
Much time and effort have been spent following one of the major trends in HCI, i.e. the 

implementation of a computer vision based interface. However, in the light of the experiments 

presented previously, it can be concluded that the achievement of the most basic results with 

this technology requires a great deal of effort, time and lots of CPU power. This fact explains 

why much of the computer vision based HCI research only focuses in the identification of 

gestures to trigger some events and avoids the constant analysis of gestures parameters such 

as position or hand inclination. Another important reason is the lack of solid background 

knowledge in this field.  

Leap Motion, which is related to some extent to such technology, presents a reasonable 

performance when applied to digital musical instruments, but it still presents jitter and 

inaccuracy to control sensible parameters, such as modulation or frequency. 

In any case ,maybe as response to the lack of other technologies, attention have been 

placed upon direct sensing as a reliable technology to obtain precise and accurate results 

capable to be mapped to critical synthesizer parameters. 

A point to be further explored according to the preliminary results obtained in this project 

is the implementation of a non-standard interface. The expectations in the development of an 

accurate, precise, reliable and easy-to-use interface needs further evaluation. The acquisition 

of reliable data according to various gesture parameters, not subject to noise or jitter has not 

been achieved. Further work should focus on a better analysis of the actual technologies, with 

its possibilities and limitations. Especially classic direct sensing devices such as accelerometers 

and flex sensors should be studied in detail. This setback to the invasive sensing should be 

accompanied by a study on how these devices could have a lesser impact on the performance 

freedom and comfort. 

Once non-standard interface with reasonable specifications is obtained, an intense study of 

the mapping strategies between the acquired gestures features and the synthesizer’s 

parameters should be studied. A combination of commodity, expressivity and performance 

capabilities is expected for the device. 

8.2. Software Tools and Development 
The choice of the software tools also presented some difficulties, because of the wide range of 

available software platforms and programming languages.  

Matlab offered satisfactory results in prototyping digital audio synthesis methods and 

models, but any attempts to implement real time applications resulted in poor results.  On the 

other hand, Processing has a good connectivity, ease of use and provided a good framework 

for prototyping in real time; nevertheless, it presented two major drawbacks: low-

computational performance and poor audio library. 
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Finally, Pure Data appear to be hard to learn, especially during the development of its 

externals, e.g. it has little documentation regarding how to use or program it and some 

concepts are counter-intuitive; nonetheless, once the user becomes experienced many 

interesting possibilities appear, resulting in a powerful environment: it is a simple and reliable 

digital signal processing tool for embedded applications and, at the same time, a valuable 

resource to avoid errors and bugs during the development. 

The continuous development in the software synthesizer ultimately led to the design of a 

set of highly modular blocks, providing the capability to quickly connect them, which leads to 

the rapid creation of new instruments. The usage of name depending variables and dynamic 

messages allow an easy integration of any number blocks with no collisions. The presented 

synthesizer can be regarded just as a particular case of what is possible using the implemented 

blocks and audio effects. However, its internal architecture may not be easy to understand and 

its particularities must have into account for the correct performance of the system. Future 

work should extent the functionalities of the user interface, which has been designed to be 

first and foremost practical. In addition, software development future work should focus in the 

interface’s improvement. 

8.3. Embedded Implementation 
One of the objectives of the project was to implement the instrument in an embedded system. 

Despite it has been carried out, the limitations of the platform devaluated this achievement. 

The implementation of all the designed software functions has not been possible due to the 

platform’s limited computational power of Raspberry Pi.  

Future work lines should focus in the implementation using platforms that are more 

powerful. Once the computational requirements are covered, the next step could be to pack 

all the components in a single carcass, including tactile screen and miniaturized keyboard for 

in-platform development. 

8.4. ICA-based granular synthesis 
Good results are preliminary obtained through the novel application of ICA in the context of 

granular synthesis for obtaining a combination of thousands of grains as far as possible from 

white noise. Accordingly, a short paper is in preparation to be submitted to an international 

conference or journal in signal processing or related fields. 
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