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Abstract 

 

 

Spiking Neural Networks has been the focus of research of the decade. It has been proved 

possible to mimic several mechanisms of the mammalian brain with SNN models. Several 

dedicated hardware, both analog and digital, have been built for SNN emulation in the past 

decade. In this work an existing SIMD processor architecture called Ubichip has been analyzed, 

bottlenecks have been identified and improvements have been proposed. A new vector 

processing Architecture called SNAVA has been proposed with features of virtualization and 

realtime parameter monitoring. It has been implemented on a Xilinx KC705 kit. A proof of 

concept application has also been developed and experimental results have been presented. 
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1. Introduction 

 

Robotics and automation is the trend of this era. Today robots can do almost everything, right 

from fetching you a coffee to building complex machinery all by itself. Humanoids can talk and 

walk just like humans. The human race is just one aspect short of being named as the ‘Creator’. 

This aspect is giving the ability of ‘thinking and learning’ to the creations. Though today’s 

automation products are capable of a lot of things, they don’t possess the ability to think and take 

decisions by themselves. Human intervention is required in a lot of circumstances. If these 

machineries are given a way to think and learn that would make these human creations ‘Perfect’. 

One way to achieve this can be by deeply understanding how we manage to learn and think and 

mimic the same. This is what the focus of today is. The human brain is made of a dense network 

of intricately connected neurons; its detailed functionalities are of interest in various fields as 

diverse as the study of neurophysiology, consciousness, and of course artificial intelligence. Less 

wide in scope, and more concentrated on the functional detail, artificial neural networks try to 

mimic the fundamental computations that take place in these networks of interconnected neurons 

that form the central nervous system of living beings. It all started with the work of McCulloch 

and Pitts [1], who proposed simple binary neuron model and also with the learning rules 

proposed by Hebb in 1949 [2] it all appeared impressive. But the models of traditional neural 

networks concentrated on just the state of the neuron and numeric computation. There was no 

emphasis on the spiking activity and spike traversal which is in fact the core process that impacts 

all the activities of the brain. Natural neural processing was the way to go. This trend of thinking 

gave birth to Spiking Neural Networks (SNN) with the proposal of a detailed conductance based 

model by Hodgkin and Huxley in 1952 [3]. Though the model could reproduce the properties of 

action potentials/ spiking in biological neurons, it was far too complex for the emulation of 

SNNs. Simplified derivatives of Hodgkin and Huxley model based on threshold firing rather than 

conductance based models, like the integrate and fire [4] and its variants approximated the 

biological neural activity very well. These models just neglected the shape of the action 

potentials/spike as opposed to Hodgkin and Huxley and considered them as uniform events. A 

few of these models have been explained in the next chapter and is the focus of this work. 
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There have been research projects all over the world to understand and mimic the functionality 

of the brain. This includes the ‘Blue brain project’ started in 2005 at Escole Polytechnique 

Federale de Lausanne (EPFL). Several aspects of the brain were modeled and verified by EPFL 

and now attempts are being made to build whole brain simulations. The research is being 

continued in collaboration with several supercomputing giants like Supercomputing and 

Visualization Center of Madrid and its supercomputer Magerit. Another project approved by the 

European Union, The human Brain Project also has the same motive of emulating the brain in 

silicon. This project makes use of supercomputing centers in Barcelona, Switzerland, and 

Germany.  

Apart from this there have been efforts in creating electronics hardware mimicking the human 

brain cells/ neurons. There are scopes for this hardware in two areas. They can be an emulation 

tool for the neuroscientists to understand and modify their models better or they can be used to 

build adaptive machinery capable of learning by working. There have actually been attempts in 

two directions regarding cortical neuron emulation. 

1. Software Approach 

2. Hardware approach 

a. Digital 

b. Analog 

The software approach just means developing codes and algorithms for general purpose 

computers/ HPCs modeling the neural behavior. This is the approach adopted in the prior 

projects specified like the blue brain and the human brain in terms of HPCs and several others 

using general purpose computers. The hardware approach focuses on building dedicated entities 

just for the neural emulation. This approach as mentioned earlier can make use of either analog 

hardware [11-13]/ digital hardware [6 – 10] or even both [5].  The approaches have contrasting 

features of advantages and disadvantages [14]. Analog implementations can be easily interfaced 

to the real-world as the transducer signals are analog in nature. Digital implementations permit 

flexible and programmable data processing and can be easily interfaced to the tools for human 

understanding and analysis as most of these tools are digital today. 

This work focuses on the digital approach, in particular using FPGAs as these devices consume 

low power when compared to a CPU and offer several reconfigurable features, when compared 
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to custom chips, that can be used to design SNN customized functions and has adopted the 

threshold based strategy as it is a very good approximation and fairly simple to implement when 

compared to the conductance based models. However the focus is the digital architecture and the 

strategy and not the device as it could be possible to port the architecture to an ASIC. There 

already exists a multi-processor called Ubichip developed as a part of a European Project called 

Perplexus [8]. This architecture has been analysed and the bottlenecks have been pointed out. 

Improvements have been proposed on this architecture and a prototype SNAVA has been 

implemented. This work has been presented in 3 chapters. Chapter 2 presents a few threshold 

based models and a few implementations that already exist. Chapter 3 presents the evolution of 

the new architecture ‘SNAVA’ from Ubichip, its functional overview and some implementation 

details. Chapter 4 presents a proof of concept application demonstrating the architecture, the new 

communication protocols and the software developed under the SNAVA project. And Chapter 5 

presents the conclusion and further research to be done.  

 

References 

1. W.S. McCulloch and W. Pitts. A logical calculus of the ideas immanent in nervous 

activity.Bulletin of Mathematical Biophysics, 5:115–133, 1943. 

2. D.O. Hebb. The Organization of Behaviour. Wiley, New York, 1949. 

3. A.L. Hodgkin and A.F. Huxley. A quantitative description of ion currents and its 

applications to conduction and excitation in nerve membranes. J. of Physiology, 

117:500–544, 1952. 

4. R.B. Stein. A theoretical analysis of neuronal variability. Biophys. J., 5:173–194, 1965. 

5. Sanchez, G.; Koickal, T.J.; Sripad, T.A.A.; Gouveia, L.C.; Hamilton, A.; Madrenas, J., 

"Spike-based analog-digital neuromorphic information processing system for sensor 

applications," Circuits and Systems (ISCAS), 2013 IEEE International Symposium on , 

vol., no., pp.1624,1627, 19-23 May 2013 

6. Moore, S.W.; Fox, P.J.; Marsh, S.J.T.; Markettos, A.T.; Mujumdar, A., Bluehive - A 

field-programable custom computing machine for extreme-scale real-time neural network 

simulation, Field-Programmable Custom Computing Machines (FCCM), 2012 IEEE 20th 

Annual International Symposium on , vol., no., pp.133,140, April 29 2012-May 1 2012 



 

4 
 

7. Cassidy, A.; Andreou, A.G.; Georgiou, J., Design of a one million neuron single FPGA 

neuromorphic system for real-time multimodal scene analysis, Information Sciences and 

Systems (CISS), 2011 45th Annual Conference on , vol., no., pp.1,6, 23-25 March 2011 

8. Upegui, A.; Thoma, Y.; Sanchez, E.; Perez-Uribe, A.; Moreno, J.-M.; Madrenas, J., "The 

Perplexus bio-inspired reconfigurable circuit," Adaptive Hardware and Systems, 2007. 

AHS 2007. Second NASA/ESA Conference on , vol., no., pp.600,605, 5-8 Aug. 2007 

9. Pande, Sandeep; Morgan, F.; Cawley, S.; McGinley, B.; Carrillo, S.; Harkin, J.; McDaid, 

L., "EMBRACE-SysC for analysis of NoC-based Spiking Neural Network 

architectures," System on Chip (SoC), 2010 International Symposium on , vol., no., 

pp.139,145, 29-30 Sept. 2010 

10. Khan, M.M.; Lester, D.R.; Plana, L.A.; Rast, A.; Jin, X.; Painkras, E.; Furber, S.B., 

"SpiNNaker: Mapping neural networks onto a massively-parallel chip 

multiprocessor," Neural Networks, 2008. IJCNN 2008. (IEEE World Congress on 

Computational Intelligence). IEEE International Joint Conference on , vol., no., 

pp.2849,2856, 1-8 June 2008 

11. Hung-Yi Hsieh; Kea-Tiong Tang, "VLSI Implementation of a Bio-Inspired Olfactory 

Spiking Neural Network," Neural Networks and Learning Systems, IEEE Transactions 

on , vol.23, no.7, pp.1065,1073, July 2012 

doi: 10.1109/TNNLS.2012.2195329 

12. Renaud, S.; Tomas, J.; Bornat, Y.; Daouzli, A.; Saighi, S., "Neuromimetic ICs with 

analog cores: an alternative for simulating spiking neural networks," Circuits and 

Systems, 2007. ISCAS 2007. IEEE International Symposium on , vol., no., pp.3355,3358, 

27-30 May 2007 

13. Koickal, T.J.; Hamilton, Alister; Pearce, T.C.; Tan, S. L.; Covington, J.A.; Gardner, J.W., 

"Analog VLSI design of an adaptive neuromorphic chip for olfactory systems," Circuits 

and Systems, 2006. ISCAS 2006. Proceedings. 2006 IEEE International Symposium on , 

vol., no., pp.4 pp.,4550, 21-24 May 2006 

14. R. Sarpeshkar, "Analog versus digital: extrapolating from electronics to neurobiology," 

Neural Comput., vol. 10, pp. 1601-1638, 1998. 



5 

 

2. State of the art 

 

This chapter presents a few SNN models and a few hardware implementations on FPGAs. An 

overall analysis of these models and implementations has been performed, the drawbacks in the 

implementations have been pointed out and a possible generic computational structure has been 

proposed. 

2.1 SNN models 

As mentioned prior the two most important SNN models are the “integrate-and-fire” model and 

the Hodgkin-Huxley model. Both models belong to the group of threshold-fire models of SNN. 

The Hodgkin-Huxley model is a detailed conductance-based neuron model which reproduces 

electrophysiological measurements to a very high degree of accuracy [1]. Unfortunately, this 

model is very complex, usually difficult to analyze and computationally expensive in numerical 

implementations. The integrate-and-fire model, from the other point of view, is simple to 

understand, easy to implement and commonly used in networks of spiking neurons. It is highly 

popular and has been used to discuss aspects of neural coding, memory, or network dynamics. 

However, as it approximates the very detailed Hodgkin-Huxley model very well, it captures 

generic properties of neural activity. 

The following section presents three of the fairly complex models which are just Integrate and 

Fire variants [10] already used in present implementations which have a detailed emphasis on 

modeling the core neuron as such and one other model that mimics the synaptic interconnection 

of cochlea. These models are being presented to get an overall view of how a threshold model 

looks and what strategy can be adopted for the computation of the same. 

2.1.1 Maass and Bishop Model 

In this model the neuron is considered as a homogeneous unit which generates spikes if the total 

excitation is sufficiently large. This is the threshold level as in the so-called integrate-and-fire 

models. The model also called the 'spike response model' has been elaborated as in literature. 
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Membrane potential 

The state of neuron i is described by a state variable iu
. The neuron is said to fire, if iu

reaches a 

threshold . The instant of threshold crossing defines the firing time
( )f

it ; see Figure 2.1. The set 

of all firing times of neuron i is denoted by 

  ( ) ;1 | ( )f

i i iF t f n t u t     
 

(2.1) 

 

Two different processes contribute to the value of the state variable iu
: 

1. Immediately after firing an output spike at
( )f

it , the variable 
( )iu t

 is lowered or 'reset'. 

Mathematically, this is done by adding a negative contribution   f

i it t   to the state 

variable iu
. An example of a refractory function i  is shown in Figure 2.1. The kernel 

 i   vanishes for 0   and decays to zero for   , where  is the pulse 

transmitted to other neurons. 

2. The model neuron may receive input from presynaptic neurons ij  where 

 |i presynaptictoj j i   (2.2) 

 

A presynaptic spike at time 
( )f

jt
 increases (or decreases) the state iu

of the neuron i  for  
 f

jt t  

by amount   f

ij ij jt t   . The weight ij is a factor which accounts for the strength of the 

connection. An example of ij  function is shown in Figure 2.1b. The effect of a presynaptic 

spike may be positive (excitatory) or negative (inhibitory). Because of causality, the kernel 

 ij 
must vanish for 0  . A transmission delay may be included in the definition of ij ; see  

Figure 2.1. 
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The state 
 iu t

 of model neuron i  at time t  is given by the linear superposition of all 

contributions, 

    
 

  
 f f

ii i j i

f f

i i i ij ij j

jt F t F

u t t t t t  
 

       
 

(2.3) 

 

An interpretation of the terms on the right-hand side of (2.3) is straightforward. The i  

contributions describe the response of neuron i  to its own spikes. The 
ij  kernels model the 

neurons response to presynaptic spikes. 

 

Figure 2.1: Spike Response Model [9]. 

 

We will refer to (2.1) (2.3) as the Spike Response Model (SRM). In a biological context, the 

state variable 
 iu t

 may be interpreted as the electrical membrane potential. The kernels ij  are 

the postsynaptic potentials and i  accounts for neuronal refractoriness. 

The kernels ij  describe the response to presynaptic spikes; see Figure 2.1b). For excitatory 

synapses ij  is non-negative and is called the excitatory postsynaptic potential (EPSP). For 

inhibitory synapses, the kernel takes non-positive values and is called the inhibitory postsynaptic 

potential (IPSP). One of several potential mathematical formulations is 
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   exp exp
ax ax

ax

ij

m s

 
  

 

     
         

    
 

 

(2.4) 

 

Where: 

m , s  
are time constants 

ax  is the axonal transmission delay 

The amplitude of the response is scaled via the factor ij
 in (2.3). For inhibitory synapses, the 

kernel ij would have a negative sign in front of the expression on the right-hand side. 

Alternatively we can put the sign in the synaptic efficacy and use 
0ij 

 for excitatiory synapses 

and
0ij 

 for inhibitory synapses. 

 

Dynamic threshold 

 

Note that (2.1) (2.3) may also be formulated in terms of a dynamic threshold model. To see this, 

consider the threshold condition
( )iu t 

; see (2.1). With (2.3) 

  
 

  
 f f

i j i i i

f f

ij ij j i i

j t F t F

t t t t   
  

       
 

(2.5) 

 

where it has moved the sum over the i to the fight-hand side of (2.5). We may consider the 

expression 

  
 f
i i

f

i i

t F

t t 


 
as a dynamic threshold which increases after each firing and 

decays slowly back to its asymptotic value   in case of no further firing of neuron i . 



9 

 

Short term memory 

 

There is a variant of the Spike Response Model which is often useful to simplify the analytical 

treatment. Assuming only the last firing contributes to refractoriness. Hence, simplifying (2.3) 

slightly and only keep the influence of the most recent spike in the sum over the contributions. 

  
 

^

f
i i

f
ii i

t F

t t t t 


 
   

 
  

 

(2.6) 

 

where

^

it t denotes the most recent firing of neuron i . This simplification is called a neuron with 

short term memory. Instead of (2.3), the membrane potential of neuron i is now 

 
 

 

  
 

^

f f
ii i j i

f
f

ii i ij ij j

jt F t F

u t t t t t  
 

 
    

 
    

 

(2.7) 

 

2.1.2 Izhikevich Model 

 

The Izhikevich model [2] combines the biologically plausibility of Hodgkin–Huxley-type 

dynamics and the computational efficiency of integrate-and-fire neurons. Using this model, one 

can simulate tens of thousands of spiking cortical neurons in real time (1 ms resolution) using a 

desktop PC. 

 

Spike Neuron 

 

A simple spiking model (2.8), (2.9) is presented that is as biologically plausible as the Hodgkin–

Huxley model, yet as computationally efficient as the integrate-and-fire model. 
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Bifurcation methodologies used in the model reduce many biophysically accurate Hodgkin–

Huxley-type neuronal models to a two-dimensional (2-D) system of ordinary differential 

equations of the form: 

2´ 0.04 5 140v v v u I      (2.8) 

  

 ´u a bv u 

 

(2.9) 

with the auxiliary after-spike resetting 

if 

30 ,
v c

v mV then
u u d


 

 
 

(2.10) 

 

Here, v  and u  are dimensionless variables, and a, b, c, and d are dimensionless parameters, and 

´
d

dt
  , where t is the time. The variable v  represents the membrane potential of the neuron and 

u  represents a membrane recovery variable, which accounts for the activation of K
+
 ionic 

currents and inactivation of Na
+
 ionic currents, and it provides negative feedback to v . After the 

spike reaches its apex (+30 mV), the membrane voltage and the recovery variable are reset 

according to the (2.10). Synaptic currents or injected dc-currents are delivered via the variable I. 
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Figure 2.2: The simple model(2.5),(2.6) can reproduce firing patterns of neurons recorded from 

the rat´s motor cortex [3]. 

 Parameter a  describes the time scale of the recovery variable u. Smaller values result in 

slower recovery. 

 Parameter b describes the sensitivity of the recovery variable u to the subthreshold 

fluctuations of the membrane potential v . Greater values couple v and u more strongly 

resulting in possible subthreshold oscillations and low-threshold spiking dynamics. A 

typical value is b=0.2. 

 Parameter c describes the after-spike reset value of the membrane potential v  caused by 

the fast high-threshold K
+
 conductances. A typical value is c=-65mV. 

 

Figure 2.3: Different values of the parameters a, b, c, d in the model (2.5), (2.6) [3]. 

 Parameter d describes after-spike reset of the recovery variable u  caused by slow high-

threshold Na
+
 and K

+
 conductances. A typical value is d = 2. 



12 

 

 

Depending on the values of the parameters (a, b, c, d), the model can exhibit firing patterns of all 

known types of cortical neurons. It can also reproduce all of the 20 most fundamental 

neurocomputational properties of biological neurons summarized in Figure 2.2. 

 

2.1.3 Villa & Iglesias Model 

This is another complex SNN model that puts the emphasis on spike timing with a scent 

of the LIF neurons. It is considered one of the most computationally complex models [8]. 

Membrane potential 

 

In this model[24], all units of the network are simulated by leaky integrate-and-fire neuromimes. 

At each time step, the value of the membrane potential of the i
th

 unit, Vi(t), is calculated such that 

                  1 1i i i i jirest q rest q mem q
j

V t V B t S t V t V k t        (2.11) 

 

Where: 

 

 1iV t   
refers to the membrane potential of neuron type[q] 

 rest q
V  correspond to the value of the resting potential for the units of class type 

[q] 

Bi(t) is the background activity arriving to the i
th

 unit 

Si(t) is the unit state 

 
 

1

e
mem q

mem q
k



 
 
 
   

is the time constant associated to the current of leakage for the units of 

class type [q] 

 ji t  
are the postsynaptic potentials of the j

th
 units projecting to the i

th
 unit. 
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The state of a unit Si(t) is a function of the membrane potential Vi(t) and a threshold potential 
 q i


, such that Si(t)=H(Vi(t)-  q i
 ) H is the Heaviside function, H(x)=0: x<0, H(x)=1:x>0. In addition, 

the state of the unit depends on the refractory period trefractory[q], 

such that 

 
 

 
[ ]

[ ]

refract q

i i

refract q

t t
S t t S t

t


    

(2.12) 

 

for any 
 refract q

t t  . For a refractory period equal to 1 time unit, the state Si(t) is a binary 

variable. It is assumed that a unit can generate a spike only for Si(t)=1. The parameter values 

used for the simulations are listed in the table 2.1. 

Variable Type I Type II Short description 

 0.80 0.20 Proportion in network [%] 

  0.02 0.00 Uniform connection probability 

  0.60 0.20 Gaussian maximal probability 

  10 75 Gaussian distribution width 

P 0.84 -1.40 Post synaptic potential [mV] 

Vrest -78 -78 Membrane resting potential [mV] 

i  -40 -40 Membrane threshold potential [mV] 

trefract 3 2 Absolute refractory period [ms] 

mem  15 15 Membrane time constant [ms] 

syn  40 40 Synaptic plasticity time constant [ms] 

act  11000 11000 Activation time constant [ms] 
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Table 2.1: Parameter list of the main variables used for both types of units for 100x100 networks 

The background activity Bi(t) is used to simulate the input of afferents to the i
th

 unit that are not 

explicitly simulated within the network. Let us assume that each type of unit receives next[qi] 

external afferents. 

Synaptic strength 

 

The postsynaptic potential jiw is a function of the state of the presynaptic unit Sj, of the “type” of 

the synapse P[qj,qi], and of the activation level of the synapse Aji. This is expressed by the 

following equation: 

   
,

1 ( )
j i

ji j ji q q
w t S t A t P

 
 

     (2.13) 

At this jiw depends on the existence of an incoming spike ( )jS t , the postsynaptic weight 
,j iq q

P
 
 

 of 

the type of synapse (excitatory/inhibitory) and the activation level jiA . The type of synapse is 

excitatory when Type I (excitatory) neurons project to Type I or II neurons (
1,1 1,2

,P P
      

). The 

same is considered with inhibitory synapses, at this Type II neurons project to Type I or II 

neurons
2,1 2,2

,P P
      

. 

 

Real-valued variable 

 

For determining, which activation level a synapse has the real value-valued variable was 

introduced. It is used to implement the STDP rule for  jiA t . This rule depends on the 

occurrence of presynaptic spikes, the generation of postsynaptic spikes and the correlation 

between both. It integrates the timing of the pre- and postsynaptic activities and decays itself 

overtime. This rule of jiL  summarized by the following equation: 
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,

1
qj qi

i j j iji ji act
L t L t k s t M t s t M t

 
 

        (2.14) 

 

That means if a neuron generates a postsynaptic spike (   1is t  ), the real valued variable is 

going to be incremented. Similarly, when a presynaptic spikes arrives at the synapse (   1js t  ), 

the variable jiL  receives a decrement. As one can see, there is another dependency to the 

variables    ,j iM t M t  and 
,qj qiact

k
 
 

.  jM t and  iM t  describe the “memory” of latest inter-

spike, they are explained later on. 
,qj qiact

k
 
 

 is responsible for decaying jiL  exponentially, this is 

due to the decreasing of the elapsed time from the previous postsynaptic spike. 

 

1

e
act q

qact
k



 
 
 
 

 
 

  

(2.15) 

The distance between two neighbored boundaries always is constant 1k kL L const   . 

Overstepping one of these boundaries induces jiL  to reset to the middle of its upper or lower 

domain 

Memory of the latest spike interval 

 

iM  and jM can be viewed as the memory of the latest inter-spike interval. iM stays for the 

memory of the latest pre-synaptic spike. 

 

          max
1 ( ) 1i i iqi syn qii

M t s t M s t M t k        (2.17) 

 

iM  however, is the memory of the latest postsynaptic spike and refers to the projected 

neuron(2.18), hierarchically it is not part of the synapse. The following formula represents the 

  max1
2ji

L
L t    

(2.16) 
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memory of the latest presynaptic spike: when spike is generated (presynaptic or postsynaptic) the 

according memory is reset to its maximum value. On the other side, when no spike was emitted 

the memory variable just will be decayed by the synaptic plasticity time constant synk .The 

formula for the latest postsynaptic spike looks similar, but must be assigned to the characteristics 

of the projected neuron. 

Spike generation 

 

If a neurons membrane potential crosses a certain threshold value 
 q

  from below, it generates 

spike, also called action potential, and sends it out down the axon. Shortly after the membrane 

value resets to its resting potential. 

    ( )i i q i
s t H V t    (2.19) 

 

 

Where, H is the Heaviside function and indicates, whether a spike is generated or not. 

 

Activation level 

 

The activation variable reflects the activity of a synapse. In the model it is distinguished between 

four different activation states for a synapse: 0,1,2,4 (N=4). In this case 0 means that there is no 

activity anymore, the synapse is dead – this characteristic is known as synaptic pruning. On the 

other side an activation level of 4 indicates the highest level of synapse activity. This has a 

significant impact for the postsynaptic neuron, because its membrane value will grow and 

spiking is provoked quicker. 

 

          max
1 ( ) 1j j jqj syn qjj
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 ji jiA L   

0,             min1ji jiif A L L     

1,                 max min0 2ji ji ji jiif A L L A L L         

2,                 max min1 4ji ji ji jiif A L L A L L        (2.21) 

4,             max2ji jiif A L L     

jiA ,             max minji jiif L L L L     

 

The activation variable is directly dependent on the variable jiL , the so-called real valued 

variable. Whenever jiL exceeds the border from one of it is domains to another,  jiA t  is directly 

affected by it and jumps to one of its neighbored states,  kA  to  1kA 
 for increasing and  kA  to 

 1kA 
for decreasing  jiA t . 

2.1.4 Depressing synapse model 

 

The model has actually been used in the sound onset detection [4]. It is focused on modeling the 

depressing synapses through which the spikes are passed on to the Leaky Integrate and Fire [10] 

neurons. The synapse model employed uses a three-reservoir strategy used in [5] in the context 

of inner hair cell to auditory nerve fibers. The model has three interconnected populations of 

neurotransmitter: the pre-synaptic neurotransmitter reservoir (available), the amount of 

neurotransmitter in the synaptic cleft (in use), and the amount of neurotransmitter in the process 

of reuptake (i.e., used, but not yet available again). 

These neurotransmitter reservoir levels are interconnected by first-order differential equations as 

follows: 

  

  
        

  

  
        

                                  
  

  
                               (2.22) 
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Where   and   are rate constants, and g is positive during a spike, and zero otherwise. These are 

calculated each sample time (and  ,  , and   adjusted for the sample rate). Loss or manufacture 

of neurotransmitters is not modeled. The amount of postsynaptic depolarization is taken directly 

proportional to C. The rate constants decide on the rate of transmission of the neurotransmitters 

between the reservoirs. Usually the rate of transfer from M to C (g) is set high for the complete 

transfer of neurotransmitters. And the other two are set to moderate values as the recuperation of 

neurotransmitters must be slow enough. The amount of neurotransmitter in C is the input to a 

LIF neuron. 

These are a very few models out of a large number of models used in the hardware 

implementation. One thing common in all the models is that there are a set of parameters local to 

every neuron and/or a set of parameters for modeling the synapses, plus some global parameters 

that governs a few features of the system. The more detailed a biological phenomenon is to be 

modeled, the number of parameters used in the computation increases. And all these parameters 

with respect to each neuron are operated on in parallel. Thus there needs to be a customized 

generic data structure which could make the computation easy and efficient. The following 

section brings light on a few existing FPGA implementations. 

2.2 FPGA Implementations 

2.2.1 Bluehive 

Bluehive is a 64- FPGA machine which can be used for scientific simulations with demanding 

communication requirements which boasts of being capable of emulating 64k with 64M 

synapses per FPGA [6]. This design is communication centric and puts the focus on the 

communication mechanism. It uses the izhikevich model for emulation. The core SNN emulation 

is done by the processing engine framed into the following functional components. 

Equation Processor — performs the neuron computation, i.e. calculating equation of the 

izhikevich model. 

Fan-out Engine — takes neuron firing events, looks up the destination nodes to be notified and 

the delay to be implemented and farms it out. 
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Delay-Unit — performs the first part of the fan-in phase. Messages are placed into one of 

sixteen 1ms bins, thereby delaying them until the right 1ms simulation time step. 

Accumulator — performs the second part of the fan-in phase, accumulating weights to produce 

an I-value for each neuron. 

Router — routes firing events destined for other processing nodes. 

Spike auditor — records spike events to output as the simulation results. 

Spike injector — allows external spike events to be injected into the simulated network. This is 

used to provide an initial stimulus. It could also be used to interface to external systems. 

 

Figure 2.4: The processing engine of a node in Bluehive [6]. 

2.2.2 One million neuron single- FPGA neuromorphic system 

This architecture proposed in 2011 gives the strategy for building a one million neuron system 

on a single off the shelf commercial FPGA [7]. It is capable of implementing simple integrate 

and fire and Izhikevich neurons. The actual aim was to use the system for multimodal scene 

analysis. 
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Figure 2.5: Neuron block diagram of the system [7]. 

 

It uses Address Event Representation for the spike relay.  The mapping of the network and the 

synaptic weight are stored in the external memory and fetched every cycle. The main neuron 

engine is as shown in fig 2.5. It uses time multiplexing for mapping many neurons to the same 

physical engine, which has been implemented using a state cache. The rest of the processing 

engine is fixed as per the algorithm (where in the adder, subtractor and comparator are visible). 

The implementation of 1 million neurons is only at the cost of a large state cache and time 

consumption as it is just time multiplexed to the same physical engines. Even this design puts a 

lot of emphasis on the communication with the external SRAM as this is the most critical process 

of the whole emulation cycle. 

There are several other implementations in literature, but all of them follow the same trend of 

designing as in the above two systems with minor changes in mechanisms and algorithms. In 

both the designs presented above there has been a claim that a large number of neurons can be 

emulated using a single off the shelf commercial FPGA. The Bluehive system implements the 

simplest form of Izhikevich model. Though it implements the axon delays, it does not consider 

the synaptic plasticity in the model which would involve taking the spike timing into account. 

The million neuron system does not implement these axon delays too. In both the above 

presented systems the synapse has only a single parameter i.e. the synaptic weight. But models 



21 

 

detailing the synaptic mechanisms, as described in 2.1.4 are of interest in audio applications [4]. 

This will make the model more complex to be implemented. The processing engine in both the 

systems consists of fixed pipeline stages. If there is a minor change in the algorithm or a new 

model is to be emulated, the whole engine must be redesigned and implemented again. The time 

multiplexing used in the million neuron system boosts the number of neurons that can be 

emulated, but the external memory access slows the system down. Both the systems are suitable 

in the case the neural model is fixed. For the cases where there are a lot of threshold fire based 

models with a little/more emphasis on detailed synaptic mechanisms to be experimented, there is 

a need for a generic architecture. 
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3. Spiking Neural-networks Architecture for versatile applications 

 

SNAVA 

 

 

 

 

Etymology 

According to the Sanskrit-English Dictionary by Monier-Williams, Ernst Leumann and Carl 

Cappeller ‘snava’ means a tendon/sinew/muscle/nerve. It is the Latin equivalent of ‘nervus’ and 

the Greek equivalent of ‘neuron’ from which English borrowed the word. The architecture has 

been named from the Sanskrit root of neuron. 

3.1. Introduction 

The goal of SNAVA is to implement a plausibly reconfigurable and scalable digital architecture 

that can be a platform to emulate any threshold based Neuron model as close as real. The 

architecture has not been customized to any particular neuron model. It can be just 

reprogrammed to emulate any random threshold based algorithm wherein the communication 

between the neurons is just by spikes. Hence it can be put to use in versatile applications giving 

opportunity to emulate and realize novel concepts in neuroscience. 

3.2. Previous Work 

The predecessor of SNAVA is Ubichip. As mentioned prior, Ubichip was a result of a European 

project called Perplexus [3]. It was implemented on a customized Spartan 3 development kit of 

Xilinx built as a part of the Perplexus project. The following section explains a bit about 

Ubichip, its bottlenecks, the improvements proposed and the evolution of SNAVA. 

3.2.1. UBICHIP 

The Ubichip is a parallel SIMD processing system, where a program is executed from a 

centralized sequencer [1,2]. Each unit emulates one spiking neuron and the communication 
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between the units is through a synchronous Address Event Representation scheme (AER). The 

architecture is as below 

 

 

 

Fig 3.1. The Ubichip Architecture 

 

The Ubichip mainly encompasses three units: 1) The configurable array or the macrocell array 

(MC), 2) The AER controller and 3) The system manager 

The MC consists of array of Processing Elements (PE), the basic building blocks of the system. 

The AER controller takes care of the communication between the processing elements within the 

chip and also between different chips. It consists of an encoder or control unit and a decoder or 

CAM unit. The system manager comprises of the configuration unit, sequencer, memory 

controller and the CPU interface or Variable Latency Input Output unit (VLIO). Outside the 
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FPGA there is an External SRAM that stores the synapse and neural parameters and the CPU 

that is used for initial configuration and access to the chip for response analysis. 

 

Function Flow 

As mentioned earlier each of the PE’s represents a neuron. Thus the whole system is capable of 

emulating any complex spiking neural network. The architecture as such is not customized to 

any neural model. Hence it can be configure to emulate any plausible model. The Iglesias and 

Villa and Izhikevich models have already been implemented. The emulation of the spiking 

neural network is of two phases. 

 

• Phase 1. The SIMD PE array executes a neuron and associated incoming synapse emulation 

step. Once done, the sequencer stops. 

Phase 1 thus includes computation of synapse parameters like activation variable, real-valued 

variable and neural parameters like membrane potential and generate spikes correspondingly.  

• Phase 2. The CAM/AER controller broadcasts the spikes that were generated during that 

emulation step. Those spikes are read by the AER decoders connected to the bus and decoded by 

the internal CAM. The matches are stored into the corresponding SRAM positions that contain 

the pre-synaptic spike information. After all spikes have been processed, the sequencer resumes 

Phase 1 operation for the next emulation step.  

 

Architecture Functional Details 

 

The Macrocell Array 

 

The configurable array basically consists of a NXN array of SIMD units named as the Processing 

Elements and a MUX. Each PE is a 16bit processor. It is built with two 16-bit register banks and 

a 16 bit ALU. The ALU is capable of performing arithmetic and logical operations like 

2’complement addition and subtraction, shifting, and, or, exor, 2’complement and Negation. 

Multiplication is also possible only by software through repeated addition. The two 8-register 

banks of 16-bit registers are called the active and the shadow registers. The active register is the 

one the ALU operates on where one operand is the register 0 or the accumulator. The shadow 
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register as the name implies serves as a temporary storage for the active registers providing space 

for complex algorithms. These are accessible by Sequencer and CPU.  

 

System Manager 

The system manager is constituted by the Configuration unit, Sequencer, Memory Controller and 

the VLIO Interface to the CPU. 

The Sequencer 

The sequencer is in charge of controlling the program flow. The program and configuring 

parameters are stored in an external SRAM (Static Random Access Memory).  

The architecture of the sequencer is Von Neumann with common memory for both data and 

program. As mentioned prior the Ubichip operates as a SIMD (Single-Instruction Multiple-Data) 

machine. Hence, every PE executes a common program over a local set of data. The program is 

thus stored in a common single memory, while data being processed is locally stored in the PE 

register bank. Data is transferred to/from the common external SRAM when necessary. The 

SIMD approach allows removing the local program memory from PEs at the cost of forcing the 

same program to be executed by all PEs.  

The sequencer is a single block, external to all PE’s, that performs the following tasks:  

 

• Fetching and decoding the instructions stored in the common memory.  

• Broadcasting the instructions to be executed by the PE array.  

• Executing the instructions specific for the sequencer itself.  

• Transferring data between the external SRAM and the PE array.  

• Interfacing with AER/CAM controller.  

The Memory controller 

 

This is the unit that acts as an interface to the external SRAM and the Ubichip. The controller 

implements all the basic control flow required for the SRAM access. The SRAM as already 

mentioned stores the instructions and the neural and synaptic parameters. 
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The configuration unit and The VLIO interface 

 

The configuration unit takes care of managing the configuration of the different building blocks 

of the Ubichip. It also permits to set the registers that drive the integrated debugging capabilities 

present in the device like setting the clock mode, debugging step by step, enabling and disabling 

the AER, Sequencer, resetting the array etc. Two modes of configuration are supported by the 

configuration unit: serial and parallel configuration. In serial configuration mode the Ubichip is 

configured through a serial interface driven by an external unit (CPU or CPLD). In parallel 

configuration mode the Ubichip is configured from an external CPU unit though its memory bus. 

The parallel mode is the one tested and utilized as it is much faster though the serial mode is 

possible too. The parallel configuration interface is conceived for allowing the Ubichip to be 

configured by a Colibri board from Toradex, containing an Xscale PXA270 @ 520 MHz. 

  

The VLIO interface is just a control state machine that synchronizes with a set of signals the 

CPU access. The Ubichip is thus configured through the memory bus in VLIO (Variable Latency 

Input-Output) mode consisting in a 26-bit address bus (CPU_addr), a 32-bit data bus 

(CPU_data), and some control signals for configuration. The Ubichip is connected to the CPU 

unit and the SRAM in the board are interconnected through their respective memory access 

buses.  

 

The AER controller 

 

The AER controller is made of encoder and decoder units whose details are explained below. 

This section has been explained in detail as the AER scheme has been preserved for the present 

implementation of SNAVA also. There has also been a newer AER transceiver implementation 

using the high speed aurora communication protocol of Xilinx which is a part of another master 

thesis [4], which has also been demonstrated to be working fine with SNAVA architecture.   

AER Encoder 

The AER encoder is the part of the global AER controller. It is a Finite State Machine (FSM) 

that handles the spike transmission i.e.) phase 2 and synchronizes with the sequencer to 

implement the emulation cycle. The encoder comes into play in the first part of the phase 2. 
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Once the synapse and neuron parameters are calculated and the spikes are generated and stored 

in the corresponding PE’s accumulator, the AER controller signals the sequencer to start 

scanning the accumulators of the macrocell array for spikes. The scanning is done row by row. 

The encoder also consists of a MC array counter that generates the row and column ID’s of the 

PE that are detected with spikes and a FIFO that stores the ID of the corresponding PE. Thus at 

the end of the first part of phase 2 all the ID’s of the PE and hence the neurons that generated 

spikes are stored in the FIFO. 

 

Then the spikes are broadcasted. It just means that the Neuron Ids with the chip Id is put on the 

AER bus to be read by all the PE’s on the network. The states of the controller are as below in 

Table 3.1. 

 

Table 3.1: AER Control Unit states 

Mnemonic Description 

OFF The AER controller is disabled. It may be enabled by setting a 

specific configuration in the Ubichip 

IDLE The controller is listening to the AER bus 

SEND_S_TX The master ubichip sends start_transmission command to the AER 

bus 

SEND_ID The Ubichip with access to the bus sends its chip id identifier 

SEND_SPIKES The chip with access to the bus sends the address corresponding  

to the spike produced during the execution phase 

SEND_N_F The Ubichip with access to the bus sends the NEXT_FRAME 

command 
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STALL The ready line is pulled low and the active Ubichip sends 

NO_SPIKE command until it is asserted again 

SYNCH Ubichips store the chip_id sent to the bus in the current frame  

SEND_S_PROC The master Ubichip sends the START_PROCESSING command 

that initiates the execution phase 

DATA_PROC The processors contained in the ubichip perform an execution 

cycle with the spikes produced during the spike transmission phase 

 

 

 

AER Decoder 

 

The AER decoder comes into play in the second part of the phase 2. It consists of an array of 

Content Addressable Memory corresponding to the Macrocell array. Each CAM models the 

synaptic connections to the neuron. Once the ID’s are put on the AER bus, the decoder starts to 

read them. Each ID is 8 bits long. The starting of the transmission is with the chip id and then the 

concatenated row and column ids (4 bit row and 4 bit column) are sent. Each cam has tags that 

have the ID’s of the PE’s connected to that particular PE. Thus the number of associated tags is 

the number of synaptic connections to the neuron. Every ID broadcasted is matched against each 

tag and the corresponding match address is generated and sent to the sequencer. The sequencer 

writes the matches to the external SRAM. The priority encoder is to arbitrate when there are a lot 

of matches and the application demands that only one match be stored per neuron. This is due to 

the fact that the match is to be stored in the external SRAM and only one match id can be stored 

per neuron. 
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Chip_ID + Row_ID + Col_ID   →                             → Neuron + Synapse 

 

 

 

Fig.3.2. AER decoder conceptual block 

 

3.2.2 Performance of the Ubichip architecture and bottlenecks identified 

 

The performance of ubichip was evaluated already in [6]. The summary of which is presented 

below. The analysis was by considering Iglesias and Villa model. 

 

Fig.3.3.Flowchart for the SNN emulation 

 

Cam Decoder 
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The number of clock cycles NT required for the initialization and the phase1execution in 

one simulation cycle is given by 

            

                                  NT = 1909 + 10xN + 1392xS + 4xNxS 

 

Where 

N is the total number of neurons in the network  

S is the number of synapses per neuron 

On considering the numbers of clock cycles required for one-step emulation of the SNN 

algorithm for the network dimensions of 2x2, 4x4, 6x6 and 10x10 (fig 3.4) a few bottlenecks are 

explicit.  

In this case, a single synapse was considered, to observe the scaling only with the number of 

neurons. T he total execution time increases linearly with the number of neurons. The fig 3.4 

displays both the total number of cycles (in the last column) and its distribution among the main 

loop subroutines. 

 The delay mostly depends on the synapse calculation cycle, even for a single synapse.  It was 

observed that the only subroutines that increase their number of cycles with N are the ones when 

the SRAM is accessed. Since they are inside the synapse loop, they linearly increase with the 

synapse number, so they provide a major contribution to the total delay. 

The serial emulation of synapses within each neuron has lead to each synapse requiring a 

synapse emulation loop. This is why synapse calculation has a dominant contribution to the 

delay even for a small number of synapses and the remaining subroutines become irrelevant. It is 

alarming that for the 100-neuron 300-synapse neuron array, 99.5% of the cycles are dedicated to 

synapse parameter computation. 

As the calculations also involve several multiplications, it has been time consuming since it was 

performed by software 
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Fig.3.4. Delays due to individual subroutines and total delay for SNN emulation 

 

 

3.2.3 Proposed Architectural Improvements 

 The delay due to the SRAM access can be eliminated by alternatively making use of the 

on-FPGA Block RAMs. Besides brushing off the alarming delays it would simplify the 

design by getting rid of the need for an SRAM controller within the architecture. It would 

also be welcoming to use the On-FPGA resources and hence making the best use out of 

the available. 

 A separate BRAM for storing the instructions and global constants can be implemented 

as these are common for all the PEs. 

 One BRAM per each neuron for storing the synapse parameters can be implemented and 

the parameters can be hardwired to the internal registers of the PEs so that a single cycle 

instruction can be used to fetch all the parameters for individual synapse at a time. In the 

same way an instruction can be made use of to store the computed new parameters back 

to the memory. 
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 The neural parameters are specific to each PE. Hence these parameters can be stored 

locally in the register bank instead of storing them in a common memory. This will save 

the time and complexity in fetching them each time. Instructions capable of swapping 

bulk data between the active and shadow registers can be implemented. 

 The CAM implemented in Ubichip has been so designed that only one match per cycle 

can be saved for each neuron which is not much realistic. This was actually due to the 

storing of the matches in the SRAM. It can now be modified to detect multiple matches. 

 A spike register array corresponding to the neurons, that stores the matches in the specific 

synapse numbers, can be implemented 

 Hardware multipliers can be implemented to replace the inefficient software 

multiplications. 

SNAVA was implemented with all the proposed improvements and in addition two separate 

features. 

1. The concept of virtualization 

2. Monitoring the system parameters 

Though implementing all the above proposed improvements could boost the processing speed 

and push the emulation cycle time to about 10’s of micro seconds, there had to be a way to boost 

the number of neurons that can be emulated at the cost of the time. This was made possible by 

the concept of virtualization, which is nothing but time multiplexing. The same processing 

element was used to emulate many neurons (Virtual neurons) by this technique. And also in all 

the previous implementations there was no mechanism to give control to the user to read the 

internal state of the neurons, including the neural and synapse parameters, at any point during the 

algorithm execution. In Ubichip, the processor Colibri took care of sending the internal state 

information to the CPU where software called Ubiplot, also developed under the framework of 

Perplexus, displayed the information visually. But during this operation of Colibri, Ubichip had 

to be halted. In SNAVA effort was made to give the user the control to send the information for 

visual display when one feels it is necessary. A few customized Instruction patterns could enable 

the user to send the information for display either online ie. as and when the algorithm is being 

implemented or offline ie. by halting the processor. A customized system monitoring block was 
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proposed and implemented. SNAVA has two communication protocols in place, 1) AER – to 

communicate with other neurons 2) Ethernet MAC – to communicate with the user. The 

following section describes the architecture of SNAVA.  

3.3 Architectural Overview: SNAVA 

SNAVA is an NxN array of SIMD units working as a Harvard machine with a customized load-

store instruction set for SNN emulation; in short it’s a vector processor for SNN emulation. The 

functional block diagram of the architecture is as in fig 3.6. 

SNAVA mainly constitutes four modules: 

1. The Processing Element array 

2. Execution Module 

3. Access Control Module/ System Monitor 

4. AER control module 

 

 Fig.3.6. Architectural Overview of SNAVA (The address and data bus from the Ethernet user side are two 

sets of two unidirectional buses but have been represented as a single bidirectional bus as a whole for the sake of 

simplicity) 



35 
 

3.3.1. Phases of Operation 

 Just like the Ubichip, SNAVA also has been designed to operate in two phases which are 

the  

1. Spike Processing  (Phase I) 

2. Spike Distribution (Phase II) 

 

Fig.3.7. Biology and SNAVA 

These phases of operation are in close analogy with the biological process flow. Considering two 

biological neurons say n1 and n2 that have synaptic connection. When the membrane potential in 

n1 crosses its threshold and fires, the spike flows down from the soma, through the axon and 

reaches the synaptic contact with n2. There is an electro-chemical discharge and then it reaches 

the dendrites of n2. 

In SNAVA, these dendrites are modeled as a synaptic register which stores the spikes of the 

respective neuron from the previous spike distribution phase. Then as it enters the spike 

processing phase, the spikes from the synaptic register/dendrites are processed by the Soma 

according to the algorithm implemented. This section comprises the Cellular Processing 

Element, the synaptic parameter BRAM, Instruction BRAM and of course the Sequencer. As the 
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concept of virtualization/ time multiplexing has been implemented in SNAVA. When a layer if 

neurons complete the processing phase, the respective spikes are generated by the AER addr Gen 

and sent down to the AER Control unit/ Axon in parallel with the algorithm execution of the next 

layer of neurons. When the algorithm execution is complete, that is all the layers of neurons have 

been processed, it is the end of the processing phase. Then comes the spike distribution where in 

the flow in through the axon is emulated by the broadcast of the spikes in the AER bus and then 

the synaptic contact by the CAMs located in the PE of each neuron and the spikes that hit the 

right neuron get stored in the respective Synaptic register/dendrites.  

 The Processing Element is the basic building block of the system. PE array is an NxN array of 

processing elements. Each PE consists of all the required features that are required to emulate a 

neuron and supports the data structure explained in 3.3.2. The execution module consists of the 

sequencer and the instruction Block RAM. It is responsible for the execution of the emulation 

algorithm. The access control module is the one responsible to control the CPU and sequencer 

access to PE array. The CPU access to SNAVA is through Gigabit Ethernet MAC protocol by 

which the realtime visualization of the network parameters is possible. And as mentioned earlier, 

a single physical PE emulates several virtual layers of neurons. The AER control module takes 

care of the communication between the PE’s of the same SNAVA and also between the ones in 

different SNAVA. The detailed description of each block has been presented in the following 

sections. 

 

3.3.2 Neural data structure 

The proposed generic data structure for SNN computation supports all the SNN models that 

follow the conventional threshold approach, right from the much simpler I&F to the complex 

Iglesias and Villa with STDP, Izhikevich etc., wherein the communication between neurons is 

only through spikes. Usually SNN models consist of a set of neural parameters and synapse 

parameters. These parameters are dynamically updated simultaneously for every neuron as this is 

the approach closer to biology and faster in processing. The strategy is to treat each of these 

parameters as vectors at a system level. The number of dimensions in the vector is the number of 
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neurons in the system. For instance, taking the Iglesias & Villa model, the Neuron membrane 

potential vector for a system emulating ‘n’ neurons can be represented as 

 ⃗⃗         ̂      ̂        ̂ 

Where    is the membrane potential of the neuron   ̂ . 

If each neuron is considered to have ‘m’ synapses, then the activation variable vector of the i
th

 

synapse (   ) can be represented as 

  ⃗⃗  ⃗          ̂       ̂         ̂ 

Where ‘i’ is from 1 to ‘m’. Hence we would have ‘m’ vectors per dimension in case of synapse 

parameters. Any SNN model can be represented as above. 

The magnitude data for each dimension of a parameter vector is distributed in the sites where the 

respective neurons are emulated. For instance data for the neural parameters can be stored in a 

bank of registers local to the Processing engine (PE). The precision required for the dynamic 

computation of the parameters decides the precision of the ALU and hence the data width of the 

register bank. The number of registers per bank depends on the number of neural parameters. In 

the case of the synapse parameter vectors, the magnitude data can be stored in BRAMs local to 

Processing engine. The BRAM line width depends on the number of bits required to represent 

the synapse parameter set and the depth of the BRAM is the number of synapses. Again taking 

the Iglesias & Villa model, for a particular neuron, the synaptic parameters: post synaptic spike 

(Sj), Synapse type (St), Memory of time interval between latest spikes (Mj), Activation level 

(Aji), Real-valued variable (Lji) and neural parameters: Pre-synaptic spike (Si), Neuron type 

(Nt), Memory of time interval between latest pre synaptic spikes (Mi), Membrane potential (Vi), 

Sum of weights, Refractory time period (Tref), Exponential decay variable (Exp) can be 

distributed as in fig 3.8. 
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Figure 3.8.An example Data structure and distribution corresponding to one dimension. 

3.3.3 The Execution unit 

As mentioned prior the execution unit consists of a sequencer and an instruction Block RAM. 

The Sequencer 

The sequencer is the one that controls the whole control flow of the system. It is the one that 

implements the emulation of the neurons in two phases. 

 The synapse and neural parameters are calculated, the possible spikes are generated and the 

sequencer stops in the first phase 

 The AER addr Gen and the Sequencer together signals the beginning of phase II. The 

sequencer begins the phase one operation on the notification from AER control unit.  

The functions of the sequencer are  

1. It fetches the instructions from the BRAM. 

2. It decodes and executes the instructions and dispatches the ones to be taken care by the 

PE to it, while fetch, decode and execute operations are pipelined. 

3. It implements control transfer: the GOTO and RET 

4. It implements looping or iteration: LOOP and ENDL 
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5. Provides synapse count to the spike register and synaptic BRAM of the PE to deliver the 

right data to the CPE. 

It consists of three processes for algorithm execution: 

1) One that decides what is going to be the next state with the instruction fetched from the 

BRAM 

2) One that generates the control signals and implements the present state 

3) One that stores and outputs the present state 

The state machine for control signal generation is as shown below: 

 

Fig.3.9. Sequencer state machine 

All the instructions executed by the sequencer are single cycle except for the multiplication 

which is a 2 cycle instruction. Yet in certain instructions like the GOTO, RET, LOOPS, LOOPN, 
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ENDL and READMP the pipeline has to be broken as the data to be distributed is also to be 

fetched from the BRAM, hence the states GOTO1, RET1, LOOP1, ENDL1 and READMP1 (see 

fig 3.9). The structure and explanation of the sequencer instructions are as below:   

 GOTO  READMP 

  LOOP OTHER  

Fig.3.10. Instruction structure 

The sequencer also consists of two special purpose registers for execution of fixed number of 

emulation cycles (Phase I + Phase II). 

 Simulation_step_halt – 16 bit register: When the MSB is ‘1’, the sequencer halts after the 

number of emulation cycles specified by the LSB 15 bits. MSB ‘0’ makes the sequencer 

operate infinitely.    

 Counter_NL- 16 bit register: used for the purpose of conditional execution of branches 

(GOTONL). This counter is decremented every emulation cycle. It is Very useful in 

implementing learning mechanisms like the STDP as explained in 2.1.3. 

INSTRUCTIONS 

 READMP addr. Loads the address pointer from which the global constant is to be 

fetched. 

 LDALL reg. Loads a common parameter to all the PEs of the array. LDALL selects all 

the PEs simultaneously. This is given after READMP so that the constant from the 

respective pointer is loaded into the DMEM register and then this data is sent to the PE to 

be written into the respective register.  

 GOTO addr.. Performs a jump to the absolute address addr (starting from the initial 

position pointed by IMEMP). This jump (and program addressing) is limited to 10 bits. 

The PC content is pushed into PC_BUFFER so 8 levels of nesting is possible.  
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 GOTONL addr. Performs a conditional jump to the absolute address addr (starting from 

the initial position pointed by IMEMP). The jump occurs only if the counter Counter_NL 

has a non zero value. This jump (and program addressing) is limited to 10 bits. The PC 

content is pushed into PC_BUFFER so 8 levels of nesting is possible.  

 RET. Returns from subroutine. The PC is loaded with a pop operation on the dedicated 

PC_BUFFER LIFO stack. 8 level nesting is provided by default.  

 LOOPS data and LOOPN data. Both the loops utilize the same resource but have 

different opcodes. This is to indicate the PEs if the loop is a synapse loop or neuron loop 

to facilitate virtualization. Both the loops Initiate a loop counter that performs iterations 

from 1 to data. The PC is pushed into the PC_LOOP_LIFO stack, constant 1 is pushed 

into the current iteration number LOOP_LIFO and the iteration limit into LOOP_LIFO2. 

8 nesting levels are supported by default.  

 ENDL. End loop instruction detects either the current iteration number equals the 

iteration limit or not. In the former case, the iterations are done, so the stacks PC_LIFO, 

LOOP_LIFO and LOOP_LIFO2 are pushed, but the PC value is preserved to exit the 

loop. In the latter case, a new iteration starts by restoring the PC with the current 

PC_LOOP_LIFO content (the address of loop start) and increasing the iteration number. 

 STOREPS enables the AER addr Gen to scan the accumulators of all the PEs for spikes 

and generates the address of the neurons that fires and forwards it to a FIFO in the AER 

control unit.  

 SPKDIS. Stops the sequencer and the system enters phase 2 of operation. Resumes 

execution when ei_exec is set by the AER controller.  

 HALT. Halts the sequencer. Resumes on hard or soft escape.  
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Fig.3.11. Sequencer data path 

Instruction and Constant 

The instructions and the global constants are stored in a Block RAM as mentioned prior. It is 16 

bits wide and has a depth of 1024. Its memory map is shown below. 

 

Fig.3.12. Instructions and Constants BRAM Memory Map 
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The BRAM can be written during initialization by the CPU. The CPU also has the read access to 

the BRAM. The sequencer reads the BRAM to fetch the instructions and constants. No other unit 

has access to it.  

3.3.4 The Processing Element array 

The PE array constitutes all the essentials required to simulate a neuron and its functional 

structure is as shown in fig 3.13. It consists of the Cellular Processing Element that is 

responsible for performing the computations in the algorithm. I.e. implementing the arithmetic, 

logical and other SNN-customized operations controlled by the execution unit. It mainly consists 

of an ALU, n banks of registers depending on the number of layers of neurons being 

implemented and an LFSR. The Content Addressable Memory (CAM) plays the role of the 

synapses. It reads the address broadcasted on the AER bus during phase 2 and generates the 

matches. These matches can be correlated to the post synaptic spikes and are stored in a special 

register called the Spike Register. The Synaptic Bram stores the synapse parameters for the 

corresponding neuron. These parameters are hardwired to the CPE. 

 

Fig 3.13. Functional Block diagram: PE 
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Interface to other modules 

The PE is interfaced to all the other three modules. It can be best explained considering the 

phases of operation. The sequencer sends two signals sets to the PE. One is the 28 bit instruction 

data whose structure is as shoen in 3.14 and the other is the 10 bit synapse/neuron count address. 

The instruction data has in it the opcode, bank of the register to be operated, the address of the 

source/destination register and the 16-bit data. The 16 bit data is in case of instruction like 

loadall where in a global constant is to be written in a register of all the PE’s. The 6 bit opcode 

field is the one that specifies the instruction. The bank specifies the one of the ‘n’ banks on 

which the operation is to be performed and the address field points out the source or destination 

register depending on the instruction. The 10 bit synapse count is just the address to the synaptic 

BRAM from which the parameters must be fetched for processing as SNAVA processes synapse 

by synapse sequentially. It is also used to determine the level of virtualization, whose 

implementation has been explained in the next section, currently processed in the case of the 

loopn instruction. The loop count is also considered the synapse number currently being 

processed in the case of loops instruction. These two buses have to reach each and every PE and 

hence has high fan out. It was necessary to be buffered in order to prevent heavy net delays. 

Hence a two stage delay has been implemented, registering the signals at the exit of the 

sequencer module and one register per row of the PE in the processing unit. The same technique 

has been used in many other places in the design wherein the signals have a very high fanout.  

 

Fig.3.14. sequencer instruction format 

PE reads the AER address in the second phase in order to be processed by the CAM. The start of 

the second phase is signified by the CAM_ON signal by the AER control and the spikes of the 

chip ID to be broadcasted is sent to all PE´s through the AER bus itself and the curr_chip_id_id 

signal is asserted by which the CAMs can make a note of the ID for comparison along with the 

neuron ids that are to follow. 
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The registers and BRAM in the PE are accessed by the CPU or the sequencer through the CPE 

access and BRAM access units respectively. The PE to be accessed is selected by the Ethernet 

UserSide module or the Configuration unit, which asserts the specific row and column lines of 

the PE hence asserting the respective element select. The internal organization of the PE and the 

units that comprise it are explained below. 

The Cellular Processing Element (CPE) 

As stated earlier, the CPE is in charge of implementing the algorithm as requested by the 

execution module. It consists of the arithmetic and logic unit, n banks of registers and a 64 bit 

Galois linear feedback shift register and its data path is as depicted in fig 3.15. The ALU has the 

following features: 

1. Logical operations: and, or, not and exor. 16 bit unsigned precision and 15 bit signed 

precision. 

2.  Multiplier 16 * 16 with user defined operation (signed)  

a) With 16 bit result out from the actual 32 bit result (UNMUL) (unsigned & unsaturated) 

  b) 16 bit saturated result (MUL) (Signed) 

3. Saturation (both positive and negative) protection for arithmetic operations 

4. Single or multiple shifts possible (RTL, RTR or SHLN, SHRN) 

5. Multiple levels of conditional (carry and zero) freeze of ALU (freeze(nc/c/nz/z),unfreeze) 

6. Logic for Virtual layers of neuron implementation 

7. The monitor buffer whose data is sent to the CPU for visualization. 
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Fig.3.15. CPE data paths 

 

The register banks available: 

 Active registers 

 Shadow registers (level 1)  

 Shadow registers (level 2) 

 ……. 

 Shadow registers (level n)    Fig 3.16. Virtualization Concept 

 

These register banks encompasses eight 16-bit registers each. The active registers are the ones 

that are involved directly in the ALU operations. The Shadow registers are used to store the 

neural parameters corresponding to the particular neuron of the particular layer. The virtual 

neuron concept has been implemented as follows: 
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Considering there are ‘n’ levels of virtualization. There exists a look up table called the 

virtualization table that defines the neuron level number and the number of synapses for that 

particular virtual neuron. For example, consider a virtualization level of 2. It means there would 

be 2 banks of registers. If there are 10 synapses per neuron and if virtual neuron 1 has 3 synapses 

and virtual neuron 2 has 7 synapses then the entry in the virtualization table for this particular PE 

would be  

1  2, 2  9  

Meaning that the first neuron owns the synapses 0 to 2 and the 2
nd

 virtual neuron owns the 

synapses 3 to 9. Like this the virtualization table consists of entries for every row, column and 

level of neuron. 

This is to give the power to the user to have different virtual neurons each with different number 

of synapses. When there is a synapse loop being executed using LOOPS, the current loop 

number conveyed by the sequencer specifies the current synapse number being processed. This 

synapse number is referred to in the virtualization table and the corresponding level of shadow 

register is activated for the swap operations. This means that the level of shadow register is not 

specified by the data from the sequencer but is given by the logic in CPE as explained above. 

This ensures that the correct data is used for the computation of the parameters corresponding to 

virtual neuron concerned with that particular synapse. The same is the case when concerned with 

the computation of the neural parameters. In this case no logic is required; the count given by 

LOOPN gives the level of the virtual neuron being processed directly. 

The Pseudo random number generator is a 64-bit LFSR in Galois configuration. This is to give 

the user to introduce randomization in the algorithms as they prefer. Galois LFSR is also known 

as modular, internal XORs as well as one-to-many LFSR. It is a structure that can generate the 

same output stream as any conventional LFSR. In the Galois configuration, when the system is 

clocked, bits that are not taps are shifted one position to the right unchanged. The taps, on the 

other hand, are XOR'd with the output bit before they are stored in the next position. The new 

output bit is the next input bit. The effect of this is that when the output bit is zero all the bits in 

the register shift to the right unchanged, and the input bit becomes zero. When the output bit is 
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one, the bits in the tap positions all flip (if they are 0, they become 1, and if they are 1, they 

become 0), and then the entire register is shifted to the right and the input bit becomes 1. The 

LFSR implemented in the system is shown below. On receiving the instruction randon the LFSR 

starts operation. And on receiving the command LLFSR, the MSB 16 bits are loaded 

Fig.3.17. Galois 64bit LFSR (pseudo random number generator) 

The various CPE instructions and its functions are as in table 3.2: 

Table 3.2. CPE Instruction with opcode 

Instruction Group Format Opcode Description  Function 

NOP NOP NOP 0 No operation 

LDALL  LOADALL LDALL reg 1 reg <= BRAM sequencer(constants)  

LLFSR LLFSR LLFSR reg 10 reg <= LFSR register (63 downto 48)  

LOADSP  LOADSP LOADSP 11 reg <= BRAM & spike_register 

(synapse parameters) 

STOREB STOREB STOREB 100 Monitor BUFFER <= acc 

STORESP  STORESP  STORESP 101 BRAM <= reg  

STOREPS STOREPS STOREPS 110 AER_FIFO <= pre-synaptic (Si) 

RST       REGISTERS RST reg 111 reg <= (others=>’0’) 

SET       REGISTERS SET reg 1000 reg <= (others=>’1’) 
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SHLN        REGISTERS SHLN n 1001 ACC <= ACC (n) <<, (1 < n < 8), (n 

= number of positions) 

SHRN      REGISTERS SHRN n 1010 ACC <= ACC (n) >>, (1 < n < 8), (n 

= number of positions) 

RTL       REGISTERS RTL 1011 ACC <= ACC <<, carry = 

ACC(msb)   

RTR      REGISTERS RTR 1100 ACC <= ACC >>, carry = ACC(lsb)   

INC       REGISTERS INC 1101 ACC <= ACC + 1 

DEC      REGISTERS DEC 1110 ACC <= ACC – 1 

NEG      ARITHMETIC NEG     reg 1111 ACC <= 0 – reg 

ADD      ARITHMETIC ADD     reg 10000 ACC <= ACC + reg  (Saturation) 

SUB      ARITHMETIC SUB     reg 10001 ACC <= ACC – reg  (Saturation) 

MUL        ARITHMETIC MUL       reg 10010 ACC <= ACC * reg   (Saturation) 

UNMUL ARITHMETIC UNMUL       

reg 

10011 ACC <= ACC * reg    (unsigned) 

AND      LOGIC AND     reg 10100 ACC <= ACC AND reg 

OR        LOGIC OR       reg 10101 ACC <= ACC OR   reg 

INV       LOGIC INV      reg 10110 ACC <= INV   OR   reg 

XOR     LOGIC XOR    reg 10111 ACC <= ACC XOR reg 

MOVA     MOVEMENT MOVA    reg 11000 ACC <= reg 

MOVR     MOVEMENT MOVR    reg 11001 reg <=  ACC 

SWAPS   MOVEMENT SWAPS  reg, 11010 reg ↔ shadow_reg, 1<n<7, n = 
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n number of  shadow banks levels 

FREEZEC CONDITIONA

L 

FREEZEC 100001 Disable the registers of the ALUs if 

C=1  

FREEZENC CONDITIONA

L 

FREEZENC 100010 Disable the registers of the ALUs if 

C=0 

FREEZEZ CONDITIONA

L 

FREEZEZ 100011 Disable the registers of the ALUs if 

Z=1  

FREEZENZ CONDITIONA

L 

FREEZENZ 100100 Disable the registers of the ALUs if 

Z=0 

UNFREEZE CONDITIONA

L 

UNFREEZE 100101 Enables the registers of the ALUs 

SETZ FLAGS SETZ 100111 Sets the zero flag: Z <= 1 

SETC FLAGS SETC 101000 Sets the carry flag: C <= 1 

CLRZ FLAGS CLRZ 101001 Clears the zero flag: Z <= 0 

CLRC FLAGS CLRC 101010 Clears the zero flag: C <= 0 

RANDON  RANDON RANDON 101011 random_en <= 1;  LFSR becomes 

source register for LLFSR 

RANDON1  RANDON1 RANDON1 101100 random_en <= 1; LFSR_STEP<=1; 

LFSR becomes source register for 

LLFSR 

RANDOFF RANDOFF RANDOFF 101101 random_en <= 0; LFSR_STEP <=0; 

LFSR disabled 
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The Content Addressable Memory 

The CAM unit comes into play only in the second phase of operation. It consists of ‘S’ (number 

of neurons per physical PE) tags representing the ID’s of the neurons with which the present 

neuron shares synaptic connections. It reads the ID’s put on the AER bus during the second 

phase, compares it with the tags and generates match address of the corresponding positions and 

writes them into the spike register. The CAM is similar to the one explained in ubichip with a 

modification that the tag is a bit different now as there is a 3
rd

 dimension, the level of 

virtualization. 

 

Chip_ID + Row_ID + Col_ID + Virtualization Level →                          → Neuron + Synapse 

 

 

The spike register 

It is a unit of ‘S’ single-bit registers, where ‘S’ is the number of synapses per PE, with each bit 

stored representing the post-synaptic spike of the corresponding synapse position of the neuron. 

This register is written by the CAM in phase 2 of operation when it had completed reading and 

comparing all the neuron ids put on the AER bus. It sends the corresponding bit to the CPE when 

requested by the Execution unit.  

The Synaptic BRAM 

This is a BRAM that stores the synapse parameters corresponding to each of the synaptic 

connections of the present neuron. It is 32 bit wide and has 2^10 addressable locations. The 

BRAM is written by the CPU during the process of initialization. It is also read and written by 

the CPE on the instructions LOADSP and STORESP respectively. For instance, considering the 

synapses are modeled as in Iglesias and Villa, the parameters are stored in each location in the 

format shown below 

Cam 

Decoder 
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Fig.3.18. Synaptic Bram data format 

The data bus is hard-wired to the active register R4, R5, R6 and R7 along with the spike bit from 

the spike register as shown in fig 3.19.This allows all the synapse parameters to be read and 

written in a single cycle on the instruction loadsp and store the values back to the BRAM in its 

respective position on the instruction storesp. The location of the data to be delivered to the CPE 

is given in terms of synapse count by the execution unit. For a more generic case, it could be 

easily modified for the data from the BRAM hardwired as 2 byte MSBs to one register and the 

rest of 2 byte LSBs to another register. 

 

 

Fig.3.19. Hard-wired path between the Bram, Spike register and the active registers 

AER Addr Gen 

This is a module in PE that takes care of conveying the Neuron Ids that have fired in the present 

cycle to the AER Control unit. It operates in parallel with the execution unit in order to facilitate 

virtualization. At the end of every neuron loop there would be a Storeps instruction, which is 

detected by this module, on which the LSB of the accumulator of every PE is stored. Then the 

module generates the address for only those virtual neurons/PEs whose LSB stored was a high 

bit and writes it into the FIFO in the AER control unit. 
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3.3.5 The Access Control Unit / System monitor 

The access control unit is the one that provides access to the PE array for both the sequencer and 

the external CPU. It plays a major role in the initialization of the system and also in debugging. It 

consists of the Bram_access module, CPE access module and the config unit and a CPU access 

control. 

A brief description of the SNAVA memory map for the CPU access: 

31  30  29  28  27-26  25-16  15-13  12-8  7-3  2-0  

1  2  3  4  5  6  7  8  9  10  

  

1 = WR_SNAVA      - to write SNAVA 

2 = RD_SNAVA       - to read SNAVA   

3 = BRAM ACCESS    - To Access the BRAMS 

4 = BRAM SELECT     - Selects between Instruction and synaptic BRAMs (1/0) 

5 = EXT     - not used 

6 = ADDRESS    - Address to be accessed in the case of BRAMs/ (18-16) level of  

        shadow in case of CPE/ address of register in case of others  

7 = LAYER      - The module to be accessed 

8 = COLUMN     - Column address in case of the array element 

9 = ROW        - Row address in case of the array element 

10 = ADDRESS REGISTERS – Address of the register to be accessed in PE 

Table 3.3 

Layer Unit 

000 Flags 

001 Register bank PE 

010 LFSR registers PE 
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011 PE RAM 

100 Ethernet User Side 

101 Sequencer 

110 AER Control 

111 Config Unit 

The Config Unit 

The Config unit mainly consists of two entities.  

1. PE array selection lines 

2. A register bank for global SNAVA control  

The PE array selection lines are accessible by both the sequencer and the CPU. The config unit 

also solves the contention between them. Both the CPU and the sequencer sends the PE row and 

column ID to the config unit and it activates the corresponding lines to assert the element select 

of thet target PE. 

 

Fig.3.20. Element select lines from config unit 

 

The register bank containing a set of configuration registers that allows perform a global control 

of the SNAVA consists of the following registers: 

 0 -> config_done_int register, when set to 1, it indicates that the configuration has been 

completed, and the SNAVA can start its regular operation. 
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1 -> clk_mode register,  

when set to 0 the system clk runs in free-run mode 

 when set to 1 the system clock runs in step-by-step mode. 

2 -> dec_clk_counter register, 16-bit register that, in step-by-step mode, stores the number of  

clock steps to execute, decreasing at each clk cycle. 

4 5 6 -> inc_clk_counter. They form a 48-bits clk counter allowing having a time footprint for 

recovered states of the chip. It increases at each clock cycle. 

7 - > contr_reset register, this register can be set from the CPU in order to reset every 

reconfigurable unit. This signal resets the Macrocell array, AER bus, and sequencer. 

The CPE access control 

 

Fig.3.21.mux-demux CPE access 

The CPE access control is a (mux + demux) that allows the CPU and the sequencer to access the 

data of their target PE without any issue. It acts as the data entry/exit point of the CPEs of the PE 

array. It takes the inputs of the row and column of the target PE and gives out the data from its 
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ALU output, Status registers (saturation, carry and zero) and also the data out to the CPU data 

bus for read access. It also distributes the data to the target PE for the CPU write access. 

The BRAM access control 

This acts as an interface between the Synaptic BRAMs of the PE array and the CPU/Sequencer. 

It takes in the RAM access signal set which are typically the Ram enable, read/write enable, data 

and the address and routes it to the BRAM in the target PE. It also delivers the data from the 

target BRAM to the CPU when requested. The sequencer has only read access to the synaptic 

BRAMs. Hence in this case the enable is always high and the write enable is low.  

 

Fig.3.22. Switch Bram Access 

The Ethernet Userside Module 

As specified earlier, the CPU access to SNAVA is by Gigabit Ethernet cables. TriMAC Ethernet 

IP provided by Xilinx for 7 series FPGAs has been utilized for this purpose. This IP core 

provides the liberty to the user in selecting between the three possible speeds of operation 

(10/100/1000 Mbps). The IP core includes a userside module for an example design which has 

been modified to suit the needs of SNAVA. The information of the length of the packet, the 

source and the destination addresses are constants and are fixed as per the situation by selection 

logic in the design. The user side consists of a transmit side and a receive side. 



57 
 

The receive side consists of a state machine that generates a data ready signal for every 8 byte 

data received as SNAVA always expects a value for the data and address for both read and write 

operations (hence 64bits). This signal called the data_valid initiates the read/write operation with 

the help of the CPU Access control interface explained in the following section. The write 

operation does not send any acknowledgement back to the CPU. 

The transmit side is more significant in the design as it involves the logic for the realtime 

monitoring of the Network parameters. It either scans the monitor buffer in every PE and sends 

the data to the monitoring software running on the CPU or just reads/writes the requested data 

from/to the appropriate entity specified in the address. The scans are initiated by sequence of 

instructions. It has a counter that can generate the row and col address in order to scan the whole 

array for data and sends it to the monitoring software on the computer called ‘SNAVA HMI’, 

which was developed under the framework of the SNAVA project [5]. There are three modes of 

read access from CPU for SNAVA. They are 

1. Online scan: In this mode the processor is not halted and the Ethernet Userside scans 

the whole array for data in the monitor buffers and sends it to the Ethernet core which 

in turn sends the data to the external CPU. 

 Signals involved: online_scan, tx_busy 

 When the present state is STOREB and next state is NOT halt this executes online, 

Online_scan is set high by sequencer and it continues operation. 

 The TX starts scanning the buffers setting tx_busy high 

 If encountered another STOREB and still if tx_busy is high, sequencer halts and 

resumes operation when tx_busy is low and transmit side scans the array and 

transmits the Monitor buffer data  

 

2. Offline Scan: In this mode the processor is halted and the Ethernet Userside scans the 

whole array for data in the monitor buffers and sends it to the Ethernet core which in turn 

sends the data to the external CPU. 

 Signals involved: offline_scan, tx_busy 
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 When the present state is STOREB and next state is halt, Offline_scan is set high by 

sequencer and halts 

 The TX starts scanning the monitor buffers setting tx_busy high 

 TX transmits the Monitor buffer data 

 The sequencer operation can be resumed only by soft escape  

 

3. Offline Access: This is the mode used for checking the parameters in SNAVA one by 

one as desired. This does not initiate any scan of the array. The address of the required 

word to be access is sent to SNAVA with the RD_SNAVA set and SNAVA replies with 

the requested value. 

 Signals involved: offline_access, ack 

 This mode is possible only if the sequencer is halted 

 It is activated by setting the RD_SNAVA as shown in CPU access data structure in 

the beginning of the section! 

 When read bit is detected, the data from the address specified by the address register 

is fetched and offline_access is set high 

 The TX receives the data, registers it and sets ack high 

The CPU-Access interface 

The CPU-Access interface is basically a state machine, as shown in fig 3.23, that provides 

control signals to synchronize the CPU access. It depends on the signals from the CPU/Ethernet 

Userside such as the CPU_RD, CPU_WR and the data valid/ CPU_data_ready. Based on these 

the state machine generates 2 control signals, the uconfig_en and rd_wr_conf. The uconfig_en is 

a single-period pulse that synchronizes the read and writes operations of SNAVA. The 

rd_wr_conf indicates SNAVA if the operation is a read or write. By the time these signals are 

generated the address and the data bus are readily loaded and the read or write of the data from/to 

the appropriate address is performed with uconfig_en. 
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Fig.3.23. CPU Access interface 

3.3.6 The AER control 

The AER control of the UBICHIP has been preserved for SNAVA as mentioned above. For 

explanation about the protocol refer 3.2.1. This starts its operation on encounter of the instruction 

Spikedis marking the beginning of the Phase II of operation. This instruction is usually given at 

the end of a cycle of algorithm execution. 

 

3.4 The Prototype implementation 

The prototype of SNAVA has been implemented on a KC705 development board that has on 

board, a Kintex7. The frequency of operation has been set to 125MHz though it is possible to 

operate till 200MHz. This is mainly for achieving reliable communication interfaces in both 

Ethernet and AER modules. As specified earlier, there are two communication protocols in place 

in SNAVA which are 1. AER implemented on the Xilinx Aurora high speed serial interface with 

the Aurora core offered by xilinx. It is for the communication between the neurons/ PEs. 2. 

Ethernet MAC protocol implemented using Giga bit Ethernet and its respective core offered by 

Xilinx (Trimac Core). It is for the user control on SNAVA with the external CPU. The Aurora 

network has been designed to operate in a ring topology as proposed in [5] and the Ethernet 

network has a separate bus from separate ports from the external CPU to the SNAVA boards as 

shown in fig 2.24. Synthesis and Implementation of the design has been done using the Vivado 
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Design Suite of Xilinx as it is the most efficient one for 7 Series FPGAs and for multiprocessor 

designs. 

 

Fig 2.24: SNAVA Communication Network 

Scalability is one of the most important characteristics when it comes to digital architectures. 

SNAVA is scalable as far as the number of processing elements is concerned. The design has 

been made flexible so that it can be used for any size of the array required i.e. any number of 

processing elements. This is important because not all the applications require the same amount 

of Processing Elements. Also not all the elements require the same amount of neurons and 

synapses. So the user is allowed to customize SNAVA based on the requirement. A matlab code 

(Supplementary) has been done by which the user can create a CAM file with full connection 

(every neuron connected to every other neuron in the system) of any array size and level of 

virtualization in order to test the operation of the array which has been used in the trial 

implementations.  

Implementations have been done for various array sizes with different number of neurons and 

synapses with 2 levels of virtualization. Tested array sizes are as below: 

 2 x 2 SIMD  

 4 x 4 SIMD  

 6 x 6 SIMD  

 8 x 8 SIMD  

 10 x 10 SIMD   

All these configurations have been done for a fully connected mode to understand the logic 

utilization. The experiment has also been repeated for the same array sizes but with single 

synapse per PE.  
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Vivado has many strategies for synthesis and implementation out of which Vivado default 

synthesis and implementation strategy has been used for this system. All the above 

configurations have been synthesized and implemented with the following settings of Vivado.  

3.4.1. Synthesis Settings 

 

Figure 3.25: Vivado Synthesis Settings for SNAVA 

It is very important to select the keep_equivalent_registers option. It is used for preventing the 

registers with the same input logic from being merged which is the case of buffering technique 

used for net delay management.  

3.4.2  Implementation Settings 

Vivado Implementation has the following sub processes. They are listed below: 

 opt design: Optimizes the logical design and fit sit onto the target Xilinx FPGA 

device. 

 power opt design : Optimizes elements of the design to reduce power demands of 

the implemented FPGA device. 

 place design: Places the design onto the target Xilinx device. 

 phy opt design: Performs timing-driven optimization on the negative-slack paths 

of a design. 
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 route design: Routes the design onto the target Xilinx device. 

Out of these 5, power opt design and phy opt design are optional. These options could be used 

based on the user requirement. SNAVA has been implemented with the phy opt design. 

 

3.4.3 Utilization Summary of SNAVA 

By looking at the table in figure 3.27, it can be clearly understood that the LUT consumption 

plays a major role when the size of the array increases. This is mainly because the higher the size 

of the array, the more is the number of processing elements that are the bulkiest in the whole of 

the system. This could be seen by looking at the consumption down the hierarchy from the top 

level till the processing element as shown in fig 29 – 31. It is obvious from these figures that the 

array accounts to 86% of the whole system. Considering just a single PE, the cellular processing 

element takes 84% of the consumption. 

Comparing fig 3.28 with 3.27, ie) comparing the implementations of fully connected network 

and the network with single synapse per PE, it can be found that there is not much of influence in 

the LUT consumption which was found to be prominent when there is an increase in the number 

of neurons/ the array size. This is because the cam_array_cell, which has the direct impact as the 

number of synapses increase, takes only less amount of look up tables. This takes around 10% of 

the consumption of a single PE in the case of a 10x10 (fully connected array) as seen in fig 3.31 

and only a bit less in case of 10x10 with single synapse per PE which can be realized on 

comparing the total design LUT consumption of both which are 84% and 79% respectively. 
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Fig 3.27: Utilization Summary of Fully Connected SNAVA 

 

Fig 3.28: Utilization Summary of Single Synapses SNAVA 

 

Figure 3.29: Utilization Representation of fully connected SNAVA 10x10 
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Figure 3.30: Utilisation Representation of fully connected 10x10 SNAVA_inst_tot  

 

 

 

Figure 3.31: Utilization Representation of a Single Processor Element in fully connected 

SNAVA 10x10 
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(a) (b) 

Figure 3.32.a: Footprint of fully connected SNAVA 10x10 without routed nets 

    Figure 3.32.b: Footprint of fully connected SNAVA 10x10 with routed nets 

 

 

3.4.4 Timing analysis 

Timing sign-off is one of the most important steps to be done while analyzing the digital design. 

It is mandatory that the design should have zero slack, and it is recommended to have at least 

10% of positive slack for the design, which is not power optimized and 20% of positive slack for 

the design that is power optimized. Having positive slack is quite helpful when the design is 

applied on real time.  

Criteria for timing sign-off: 

 Design meets the timing requirement. 

 Fully constrained design 

Condition for a design to meet the timing requirement: 
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 Total Negative Slack is 0ns (TNS = 0) 

 Total Hold Slack is 0ns (THS = 0) 

 Total Pulse Width Slack is 0ns (TPWS = 0) 

TNS gives an insight on maximum delay analysis, which is also the setup/recovery analysis. 

THS gives an insight about the minimum delay analysis, which is also the Hold/Removal 

analysis. TPWS is performed with both minimum and maximum delay analysis. All the slacks 

must be added to give the final timing score. All these slacks can be tested with the help of 

report_timing_summary option in Vivado. 

 

Figure 3.33: Timing Summary Report 

The above fig 3.33 shows the timing summary of fully connected (99 synapses) SNAVA with 

10x10 SIMD array. To achieve the timing closure in the design it was desirable to concentrate on 

two things that led to a critical path. 

1. High fan out signals (like the signals that ran from Ethernet user side/ Sequencer to each 

and Every PE) 

2. Signals that had to traverse too much combinational or arithmetic logic (logics around 

adders, multipliers, too many muxes) 

Buffering the signals at appropriate places and managing the bus cycles was the only solution 

while not affecting the operating frequency. In the first case, the signals were buffered at each 

and every row, for the particular buffer would have only the fanout of a row and this would 
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prevent large net delays. While in the second case, the operations were split into blocks and the 

result of every block was buffered and given to the next. In short, they were pipelined. 

 All the important paths were constrained and the XDC file has been presented in the 

supplementary.  As a result, It can be seen from the fig 3.33 that the design has zero slack and it 

meets the timing requirements. The same can be seen with the help of another feature called as 

“Slack Histogram” that is present in the Vivado IDE as shown in fig 3.34.   

 

Figure 3.33: Slack Histogram for fully connected SNAVA 10x10 
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4. Neuromorphic Signal Amplitude and Onset detection System 

 

4.1. Introduction 

This chapter presents an application demonstrating the potential of SNAVA. It includes 

explanation about the application system which is an extension of the application presented in a 

previous work [1], the neural model adopted, the neural network structure used and finally the 

experimental results.  

From the system diagram in fig 4.1 can be observed that it consists of 5 modules:  

1. Bandpass Filter banks 

2. Analog Pre-processor 

3. Transceiver/ Address generator 

4. Digital Multi Processor/ Amplitude Classifier 

5. Onset detector 

 

Fig 4.1. Signal Amplitude and Frequency classification Neuromorphic system with Onset-

Detection 
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They functionality of the system is as follows: The sensor signals are filtered and classified 

according to their frequency band by the bandpass filter bank. Then these filtered signals are 

passed on to their respective analog preprocessors producing spikes. These spikes are converted 

into a form understandable by SNAVA by the transceiver. This work only focuses on 

demonstrating the functionality of SNAVA and hence only the Amplitude classifier has been 

implemented in the SNAVA architecture, whose experimental results will be presented later in 

this chapter. Regarding the rest of the system, it has been considered that the signal fed has 

already been filtered and the transceiver and the pre processor have been replaced by test bench 

like structures as in fig 4.2, simulating the functionality of the system before the Amplitude 

classifier. All these modules have been implemented on a Kintex 7 FPGA on a Xilinx KC705 

development kit. The theoretical basis for the implementation of the onset detector has also been 

presented and the mapping of the parameters of the respective model on SNAVA has been 

shown just to show that it is possible to fit this in the architecture.  

 

Fig 4.2: Emulation model of the for testing SNAVA 

As specified earlier, the fig 4.2 shows the modules actually implemented in place of the modules 

prior to the amplitude classifier mimicking the functionality. The sinusoid is nothing but a 

sampled version of unit amplitude, unit frequency sine wave which has been stored as a look up 

table. Data is fetched and manipulated from this table with respect to the amplitude and 

frequency and is input to the Spike generator. The spike generator is the one which generates 

spikes using the time step differentiation as used in [3], in simple words; a spike is generated if 

the present sample value is greater than the previous sample value by a predetermined threshold 

value. The spike generator has been programmed such that it considers the values only for the 

first 25% of the entire wave. The rest of the wave is neglected as the intensity of the spikes in the 
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first 25% is proportional to the signal amplitude in a sinusoid. These spikes generated are 

distributed to the neurons i.e. these spikes are coded into neuron ids which is the input to the 

amplitude classifier. This is done by time to space distribution as used in [1]. The spikes are fed 

sequentially to the layer 1 neurons of amplitude classifier block starting from neuron 1 to n as the 

spike gets generated. The spikes from the amplitude classifier are then given to the onset 

detector. 

4.2. Amplitude Classifier 

This module has been implemented over the SNAVA architecture, with a 10x10 array with 

single level of virtualization, 20 synapses per PE. The network topology adopted for the 

Amplitude classifier is as described below 

The selected topology (see Fig. 2, for simplicity of the drawing, only the network for a single 

band of frequency has been presented) consists of 50 neurons distributed into two layers per 

frequency band. Present implementation has the capacity for 2 bands of frequency. The input 

layer has 40 neurons dedicated to detect the input spikes and the second layer has 10 which 

indicate the amplitude level.  

 

Fig 4.3: Network topology 

The spiking neural network is divided into several blocks; each one represents an amplitude level 

estimator. One block is composed of four input neurons and one output neuron. The output 

neuron is connected to the four input neurons through excitatory synapses and to four input 

neurons of the lower block through inhibitory synapses as shown in Fig. 4.3. Amplitude level is 
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determined by the excitatory potential of the output neurons. And the firing of several output 

neurons at once is prevented by the inhibitory connection from the input neurons of a higher 

block. For instance, consider that the output neurons fire if any one of the input neurons of their 

corresponding block fires i.e. the threshold voltage of the output neuron can be surpassed if at 

least one of the input neurons of the block fires. If there has been an input of 5 spikes, then 

according to the spatial distribution the spikes would be distributed from N1 to N5. This would, 

not considering the inhibitory synapses, would generate spikes in both O1 and O2. But as there 

would be inhibitory connection from the input neuron of block 2 to the output neuron of block 1 

as shown in fig 4.3, only O2 would fire indicating that the amplitude of the input has reached 

level 2. 

4.3. The Neural Model 

The spiking neural model used in this application was modified from the original model 

proposed by Iglesias and Villa model described in chapter 2. This model has also been used in 

[1]. All neurons of the network are modeled like integrate-and-fire neurons. The model for the 

Onset neurons could be the same with the only difference in the synapse parameters pointed out 

in the subsection of Synaptic strength.  

The calculation of the potential membrane is given by the equation 1.  

Membrane Potential 

 

                1 1i i i jirest q rest q mem q
j

V t V S t V t V k t       (1) 

 

Where: 

 

 1iV t   
refers to the membrane potential of neuron type[q] 

 rest q
V  correspond to the value of the resting potential for the units of class 

type [q] 

Si(t) is the unit state  
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mem q
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is the time constant associated to the current of leakage for the units 

of class type [q] 

 ji t  
are the postsynaptic potentials of the j

th
 units projecting to the i

th
 unit. 

 

The state of a unit Si(t) is a function of the membrane potential Vi(t) and a threshold potential 
 q i


, such that Si(t)=H(Vi(t)-  q i
 ) H is the Heaviside function, H(x)=0: x<0, H(x)=1:x>0. In addition, 

the state of the unit depends on the refractory period trefractory[q], such that 

 
 

 
[ ]

[ ]

refract q

i i

refract q

t t
S t t S t

t


    

(2) 

for any 
 refract q

t t  . For a refractory period equal to 1 time unit, the state Si(t) is a binary 

variable. It is assumed that a unit can generate a spike only for Si(t)=1. 

Synaptic strength 

a) Amplitude classifier neurons 

The post-synaptic potential 
jiw is a function of the state of the pre-synaptic unit Sj, of the “type” 

of the synapse P(t)[qj,qi]. This is expressed by the following equation: 

 
,

1 ( ) ( )
j i

ji j q q
w t S t P t

 
 

  
 

 (3) 
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At this jiw
depends on the existence of an incoming spike

( )jS t
, the postsynaptic weight 

,j iq q
P
 
   of 

the type of synapse (excitatory/inhibitory) which is fixed for the particular type of synapse. 

b) Onset Neurons 

In the case of Onset neurons, the post synaptic weight is given by C as explained in 2.1.4 

(P(t)=C(t)). As mentioned in 2.1.4, the differential equations can be written as simple equations 

for the sake of computation in the multiprocessor as below: 

 (   )    ( )  (  (  ( )   ))  ( ) 

 (   )  ((  ( )   )) ( )+(1-α)C(t) 

 (   )   (α*C(t)) + (1- ) R(t) 

 

 

(4) 

Where M, C and R are Pre-synaptic Neuro-transmitter reservoir, Neurotransmitter in Cleft and 

neurotransmitter in the process of reuptake respectively. α, β and g are rate of transfers from C to 

R, R to M and M to C respectively. 

 Spike generation 

The post-synaptic spike is generated when the membrane potential cross a certain threshold 

value
 q

 , the spike is sending out through the axon, after the generation of the post-spike the 

membrane value turns back to the resting value Vrest.  

    ( )i i q i
s t H V t    (5) 

Parameter values 

The spiking neural network is initialized with the values presented in Table II.    

0 : 0
( )

1: 0

x
H x

x


 


 

(6) 
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Table II: Parameter list of the main variables used for 100 neurons 

Variable Value Hex Short description 

P 2 00C8 Post synaptic potential  [mV] 

Vrest -300 mV 8AD0 Membrane resting potential [mV] 

 i   -299 mV 8B34 Membrane threshold potential [mV] 

trefract 3 0007 Absolute refractory period [ms] 

 mem   500 C350 Membrane time constant [ms] 

 

The value for the Membrane resting potential has been chosen to be -300mV modified from the 

value of -78mV adopted by Iglesias and Villa [6] just to have a greater dynamic range. The 

threshold voltage has been chosen to be -299mV just because the post synaptic potential was 

chosen as 2mV. In this case just a spike from one of the synapses could make the neuron spike 

immediately as the membrane potential would cross the threshold. The refractory period of 3 

emulation cycles was just to mimic this important property of refractoriness in the neurons. And 

finally the Membrane time constant has been chosen as a very high value just to delay the 

recuperation of the membrane potential to the resting potential in the period after spiking. 

4.4. Parameter Mapping for each PE 

The following section explains the mapping of the parameters in the model on to the registers 

and block RAM of SNAVA. The mapping has been shown for both the Amplitude Classifier and 

Onset neurons, while actually only the amplitude classifier neurons have been implemented. 

Synapse Parameters 

Position in Synaptic BRAM (Amplitude Classifier Neurons) 

31-18 17-16 15-2 1 0 

1 2 3 4 5 

 

1 = 0      2 = 0  3 = P    4 = St          5 = Sj 
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Position in Synaptic BRAM (Synapses to Onset Neurons) 

31 30-21 20-11 10-1 0 

0 2 3 4 5 

 

1 = 0  2 = M   3 = C   4 = R    5 = Sj  

Position in CPE Register Banks (For both the unit types) 

The following mapping  is with respect to the shadow register bank, whose level of shadow 

denotes the level of the virtualization. Here as only one level of virtualization has been 

implemented, the mapping refers only to the single bank of register available other than the 

active register bank. 

15-0 

NP1 or NP2 or NP3 or NP4 or NP5 or NP6 or NP7 or NP8 

(NP1) = bits position  (15 downto 2) (1) (0) = (00000000000000) (Nt)  (Si = 0)      

Here Nt denotes the type of the neuron as there are two types of neural units in the system. 

Nt = ‘0’ – Amplitude classifier units 

       ‘1’ – Onset detection units        

(NP2) = bits position  (15 downto 0)            =  (Vi, Membrane potential= 0x8AD0)  

(NP3) = bits position  (15 downto 0)            =  (W, Sum of weights = 0x0000)  

(NP4) = bits position  (15 downto 0)            =  (tref, Refractory time = 0x0007)  

(NP5) = bits position  (15 downto 0)            =  ( i ,Threshold voltage= 0x8B34)  

NP6, NP7 and NP8 can be used to map the rate constants       in the case of onset detection 

units. 
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4.5. Experimental results 

As mentioned earlier the experimental results are shown only for the amplitude classifier. It has 

been implemented on a SNAVA 10x10 array with a single level virtualization and with 20 

synapses per PE.  

 

Fig 4.4: The System in experiment 

 Two bands of the prior specified topology with 10 levels of amplitude classification have been 

implemented. For the sake of simplicity, all the neurons and synapses have been given the same 

parameter values as specified in the previous section. As mentioned earlier, the simulation of the 

input signal is with the help of the first three spike generation and distribution modules which 

would be treated as a separate entity in the network which feeds the spikes to the Amplitude 

classifier through the AER bus. The whole system could be implemented in the same FPGA, but 

in order to show the functionality of the new AER protocol implementation [4] the three blocks 

of spike generation and distribution were also implemented in a separate Xilinx KC705 kit and 

the Amplitude classifier/SNAVA in another Xilinx KC705 kit with the AER bus interfacing 

between them (The Aurora bus capable of operating at the speed of 2.5Gbps). The results shown 
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here were the captures with the whole system implemented in a single Xilinx KC705, using the 

old AER as in Ubichip.The spike generator and distribution units generate ‘n’ number of spikes 

for every 25% of the sinusoidal signal for amplitude of ‘n’ as showed in fig 4.2 for an amplitude 

of 3. These spikes are fed to the layer 1 neurons in sequence from neuron 1 to 40. As P is high 

enough to make the neurons cross the threshold with just one spike, 40 spikes are enough to 

saturate the present system. The network parameters were monitored live by the CPU using 

SNAVA HMI. The output spike from the neurons and membrane potential of the layer 2 neurons 

for a single band for the first 300 cycles as captured by the CPU has been presented in fig 4.5. 

It was pre determined that the amplitude of the input signal would change after every 75 cycles 

and the order of the amplitudes would be 10, 40, 3, and 20. It can be observed from Fig 4.5 that 

this change in amplitude gets reflected in the spiking of the neurons of both layers. A layer 2 

neuron could fire if at least one of its 4 associated layer 1 neurons receives excitation from the 

spike generator. All the corresponding neurons spike every 3 emulation cycles even though the 

excitation from the layer 1 excitatory connections is enough to make them spike every cycle. 

This is because of the refractory period assigned to every neuron which is 3 cycles.  

In the first 75 cycles it can be observed that the first 10 neurons of layer 1 fire and 

correspondingly the 3
rd

 layer 2neuron fires classifying the amplitude as expected. The 1
st
 and the 

2
nd

 layer 2 neurons don’t fire as the 1
st
 gets inhibited by the block 2 layer 1 neurons and the 2

nd
 

by block 3 layer 1 neurons following the metrics of the topology. The same takes place when the 

amplitude changes to 40, 3 and 20 making the layer 2 neurons 10, 1 and 5 fire correspondingly, 

classifying the amplitude by exciting the corresponding layer 2 neuron and inhibiting the ones 

from the lower bands. This inhibition is very much visible by observing the membrane potential 

of the layer 2 neurons as seen in fig 4.6. During the first 75 cycles, when the amplitude classified 

is block 3, a steep downward slope can be observed in the lower two band neurons. The same 

can be observed in all the next amplitude changes. The neuron 10 of layer 2 does not have any 

inhibitory connections and it can be seen in fig 4.6 that it does not suffer a negative change in 

membrane potential. The recuperation of the membrane potential from the negative minimum 

cannot be seen as the recuperation time was set to a maximum. It can also be witnessed that the 

positive membrane potential variation while spiking, in layer 2 neuron 3 during the 1
st
 75 cycles 

and layer 2 neuron 1 during the 3
rd

 75 cycles is lower when compared to the peaks in layer 2 
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neuron 10 during the 2
nd

 75 cycles and layer 2 neuron 5 during the 4
th

 75 cycles. This is due to 

the fact that when the amplitude is 10 and 3, there would be only 2 neurons in block 3 and 3 

neurons in block 1 correspondingly exciting the layer 2 neurons of the respective block. Whereas 

during the amplitudes 40 and 20, all the 4 neurons with the concerned block excite the respective 

layer two neurons.  

 

Fig 4.5: Raster plot of Neuron Spikes 
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Fig 4.5: Membrane potential of Layer 2 neurons from 1 to 10 (top to bottom) 
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5. Conclusion 

 

This chapter presents the performance results of SNAVA and its comparison with Ubichip. It 

also puts light on the areas still to be explored and improved in SNAVA. 

5.1. Performance Results 

The algorithm for the emulation has been organized in the same way as that of the UBICHIP. 

The calculations were made only considering one level of virtualization as that would be the one 

using almost the same amount of resources as the Ubichip. And the computations are considering 

the Iglesias and Villa algorithm as used for Ubichip in the previous chapter. The number of clock 

cycles for each subroutine and also the whole algorithm in terms of the number of neurons and 

number of synapses per neuron has been reported below. 

Symbol Subroutine Clock cycles 

I C Initial conditions 15 

N L Neuron Load 0 

M V Membrane value 45 

C S Cycle per each synapse (163)*S 

M O L P Memory of last post-synaptic 37 

S U  Spike Update 30 

B A Background activity 41 

R P Refractory period 0 

N S Neuron save 0 

S E Spike enable 8 

      

Nt = 176 + (163 * S) 

Where the tally for the number of clock cycles for each synapse is obtained by the contribution 

of its different subroutines as below 
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Symbol Subrutine Clock cycles 

S L Synapse Load 10 

S W Synaptic weight 27 

R V V Real value variable 37 

A V  Activation variable 50 

M O L P  

Memory of last pre-synaptic 

spike 29 

S S Synapse Save 10 

163 

Total number of clock cycles by assuming one synapse per neuron for 4, 16, 36 and 100 neurons 

in Ubichip a in fig 5.1 are 3357, 3525, 3805, and 4701 respectively, whereas for SNAVA it is 

just 339 clock cycles . The fact that the performance of SNAVA is not dependent on the number 

of neurons or rather the number of PEs is evident here. It is mainly due to the removal of the 

external SRAM. 

 

Fig 5.1.Number of clock cycles for 4, 16, 36 and 100 neurons assuming 1 synapse per neuron. 
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a ) Ubichip 

 

b) SNAVA 

Fig 5.2.Number of clock cycles for 3, 30 and 300 synapses per neuron. 

On comparing the above charts, the improvement on the varying number of synapses for 

SNAVA against the Ubichip is almost linear. The improvement is atleast 10 folds. This is mainly 

due to the single cycle instructions for fetching and saving the synapse parameters and the 

hardware multiplier that simplifies the multiplication operations in the algorithm. 
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Fig.5.3. Improvement ratio for SNAVA against Ubichip 

 

Observing the plot for the improvement ratio (Fig 4.9), tremendous improvement in terms of 

processing speed can be observed. The highest improvement would be 425 times in the case of 

10000 neurons with one synapse each. And in the target criteria of the Perplexus project, 10000 

neurons with 300 synapses each, the improvement is 260 times. The improvement ratio shown is 

only by considering that SNAVA works at 25MHz as Ubichip did, while actually the present 

prototype of SNAVA operates at 125MHz. 

 

5.2. Further Research 

By taking a look at the performance comparison in terms of speed, it can be understood that the 

bottleneck now is not in the algorithm execution. To be stated again, this is mainly because of 

the strategy of storing the data specific to each neuron locally, so that it does not take much time 

to fetch these while required for computation. It has also given an opportunity to utilize the 

resources offered by modern FPGAs. As the speed is much higher, virtualization concept has 



 
 

86 
 

given a boost to the number of Neurons that can be emulated. In the present implementations, the 

neural parameters have been stored in register banks that consume a lot of area on the FPGA. 

These can be replaced by BRAMs as modern FPGAs offer several memory blocks. This minor 

change could make it possible to emulate more than 9000 neurons per PE, considering 32bits of 

Neural parameters per virtual neuron, as the present kintex offers BRAMS of 36kb each. The 

same goes with synapses too. Already the synapse parameters have been implemented in 

BRAMs. Of course all this would be at the cost of time. But SNAVA already operates at 10’s of 

microseconds while in reality the neurons are supposed to operate at a few milliseconds. Hence 

at least 1000 neurons per PE could be possible. 

But the bottleneck is the allocation of synapses to the large number of neurons. At present the 

neuron-neuron connectivity is handled by the AER control and the CAMs inside each PE. If the 

number of synapses per PE is increased, then CAM would also start getting very bulky. Though 

the impact of the bulkiness would not be much in the case of 100’s of synapses as shown in 

section 3.4.3 but it would take upper hand once it reaches 1000s. The impact over the time 

because of phase II of operation would be more. This is because AER is a serial interface and 

would be the bottleneck as the speed of operation of algorithm execution (Phase I) is much 

higher than before. The problem would not be the communication of spikes between the boards 

as there is high speed Aurora bus in place now which could run at 2.5 Gbps. Even if the spikes 

reach SNAVA, it has to be fed to the CAMs, compared against the stored addresses to generate 

the pre-synaptic spikes and stored in spike registers. This would take a lot of time. If this 

operation could be offloaded to a separate hardware and the spike registers could be loaded 

directly with the spike values, which would go well with the present improvement in speed. Also 

the Phase I and Phase II operations almost use different hardware entities and effort can be made 

to run phase II throughout, even during the phase I operation, communicating the spikes as and 

when generated. This would give some breathing space of phase II. Hence the execution of 

algorithm is not a problem once the system scales to 1000’s of neurons and synapses per PE, but 

the distribution of spikes and pre-synaptic spike generation would be. So efforts could be made 

in this aspect to make SNAVA perfect. 

There can be efforts to make the neuron connectivity table programmable. At present this table is 

stored in the form LUTs and each time the network connectivity has to be changed the whole 
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architecture has to be re-synthesized. For large array sizes this could take several hours even 

using the modern synthesis and implementation software in powerful servers. If this table is 

made programmable and accessible while SNAVA is online, it would offer attractive 

possibilities of implementing neurogenesis concepts [1], where a new neuron is born and pulled 

into the network. While implementing Spike-Timing Dependent Plasticity concepts like synaptic 

pruning as in section 2.1.3, these dead synapses could be woken up and used for new 

connections. Or Efforts can be made to make this table partially reconfigurable or techniques of 

modular synthesis and implementation could be used to prevent re-synthesizing the whole 

design. 

Thus SNAVA, with all the suggested improvements be made could be a good platform to 

emulate large complex SNN. It could be a useful tool for the neuroscientists to put their models 

in action and mimic several biological phenomenons. It can be used to build several environment 

perceptive/ adaptive hardware capable of taking smart decisions. The research in this trend 

would give a deeper understanding about the mammalian brain structure, organization and 

functionality and this effort of mimicking the same could finally lead to the creation of ‘self-

thinking and learning’ machines making the human creations ‘Perfect’. 
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